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Abstract
Copulas are widely used in high-dimensional multivariate applications where the
assumption of Gaussian distributed variables does not hold. Vine copulas are a
flexible family of copulas built from a sequence of bivariate copulas to represent
bivariate dependence and bivariate conditional dependence. The vine structures
consist of a hierarchy of trees to express conditional dependence.
The contributions of this thesis are (a) improved methods for finding parsimonious truncated vine structures when the number of variables is moderate to large;
(b) diagnostic methods to help in decisions for bivariate copulas in the vine; (c)
applications to predictions based on conditional distributions of the vine copula.
The vine structure learning problem has been challenging due to the large
search space. Existing methods are based on greedy algorithms and do not in
general produce a solution that is near the global optimum. It is an open problem to choose a good truncated vine structure when there are many variables. We
propose a novel approach to learning truncated vine structures using Monte Carlo
tree search, a method that has been widely adopted in game and planning problems. The proposed method has significantly better performance over the existing
methods under various experimental setups.
Moreover, diagnostic methods based on measures of dependence and tail asymmetry are proposed to guide the choice of parametric bivariate copula families assigned to the edges of the trees in the vine and to assess whether a copula is constant
over the conditioning value(s) for trees 2 and higher. If the diagnostic methods suggest the existence of reflection asymmetry, permutation asymmetry, or asymmetric
tail dependence, then three- or four-parameter bivariate copula families might be
needed. If the conditional dependence measures or asymmetry measures in trees 2
iii

and up are not constant over the conditioning value(s), then non-constant copulas
with parameters varying over conditioning values should be considered.
Finally, for data from an observational study, we propose a vine copula regression method that uses regular vines and handles mixed continuous and discrete
variables. This method can efficiently compute the conditional distribution of the
response variable given the explanatory variables.
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Lay Summary
In applications with a large number of quantitative variables, the dependence relation among the variables is often of interest. Vine copulas are flexible models
for the dependence relation that extend beyond the restrictive assumptions in classical multivariate Gaussian elliptical dependence. They are built from a sequence
of two-dimensional models to represent bivariate dependence and bivariate conditional dependence. The contributions of this thesis for vine copulas include (a)
improved methods for finding parsimonious truncated vine dependence structures
when the number of variables is moderate to large; (b) diagnostic methods to help
in decisions for bivariate copulas in the vine; (c) applications to predictions of the
response variable from a set of explanatory variables that are observed at the same
time as the response.
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Chapter 1

Introduction
Copulas are widely used in high-dimensional multivariate applications where the
assumption of Gaussian distributed variables does not hold. Truncated vine copulas are a flexible family of copulas built from a sequence of bivariate copulas to
represent bivariate dependence and bivariate conditional dependence.
We address the following new research directions regarding vine copula models.
1. Finding parsimonious truncated vine structures so that there is a representation where we rely on conditional dependence only up to t − 1 conditioning
variables and conditional independence for t to d − 2 variables. A smaller t
indicates more conditional independence or parsimony.
2. Developing diagnostic tools of tail dependence, tail asymmetry and nonconstant conditional dependence to help in the selection of bivariate copulas.
3. Applying vine copula models for improved predictive conditional distribution of the response variable given explanatory variables, compared with
classical multiple regression, binary regression, or ordinal regression; vine
copula models handle nonlinear conditional expectation and conditional heteroscedasticity in a simpler way than methods such as polynomial regression, weighted regression, and ordinal regression.
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1.1

Background

In multivariate statistics, modeling the dependence structure of multivariate observations is essential. The multivariate Gaussian distribution is one of the most
commonly used models for this task. However, multivariate data are seldom sufficiently summarized by the multivariate Gaussian distribution, because univariate
margins could be skewed or heavy-tailed, and the joint distribution could have
stronger dependence than a Gaussian distribution in the tails or have tail asymmetries.
Copulas are a flexible tool in multivariate statistics that can be used to model
distributions beyond the Gaussian. Sklar’s theorem (Sklar, 1959) shows that, for
a d-dimensional random vector Y = (Y1 ,Y2 , . . . ,Yd )0 following a joint cumulative
distribution function (CDF) F, with the j-th univariate margin Fj , there exists a
distribution function C : [0, 1]d → [0, 1] such that
F(y1 , . . . , yd ) = C(F1 (y1 ), . . . , Fd (yd )).
If F is a continuous d-variate distribution function, then the copula C is unique.
Otherwise C is unique only on the set Range(F1 ) × · · · × Range(Fd ). Sklar’s theorem provides a decomposition of a multivariate distribution into two parts: the
marginal distributions and the associated copula.
Several parametric bivariate copula families have been proposed and their properties, including tail dependence and asymmetric behavior, have been developed.
However, extending copulas from bivariate to multivariate distributions is nontrivial. The challenge is that we need parsimonious and flexible models. Here, parsimonious models are models whose number of parameters does not grow quadratically with respect to the dimension d, that is, a model with o(d 2 ) parameters. A
d-variate Gaussian distribution can be characterized by O(d 2 ) parameters, including d mean parameters and d(d + 1)/2 covariance parameters. One class of parsimonious models is the exchangeable models, including isotropic Gaussian and
t-distributions, and the class of Archimedean copulas. Those models only have
one parameter so are not flexible because of the strong assumption on exchangeability; hence they are not useful except for small values of d.
The vine copula or pair-copula construction is a flexible tool in high-dimensional
2

dependence modeling. It combines the vine graphs and bivariate copulas. A vine
is a graphical object represented by a sequence of connected trees. In a vine copula
model, vine graphs are adopted to specify the dependence structure, and bivariate
copulas are used as the basic building blocks on the edges of vines. Truncated
vines are useful for representing the dependence of multivariate observations in a
parsimonious way. A vine copula with a truncation level of t has O(td) parameters, which grows linearly in d. Vine copulas have been proven to be a flexible tool
in high-dimensional (non-Gaussian) dependence modeling, and have been applied
to various fields including finance (Dissmann et al., 2013), social science (Cooke
et al., 2019), and spatial statistics (Krupskii et al., 2018).
Fitting a vine copula model can be done in two steps: (1) To find a vine structure that describes the dependence among variables, which is referred to as the
structure learning. The structure learning is a difficult combinatorial optimization
problem since the number of possible vine structures is exponentially increasing
with respect to the dimension. Commonly used algorithms for structure learning
are greedy algorithms, which, in general, do not produce a globally optimal solution. (2) To assign bivariate copulas to the edges of the vine structure. After a
vine structure is fixed, bivariate copulas are fitted to each edge in the vine. This
is often done by iterating through a list of candidate bivariate copula families and
picking the one with the highest log-likelihood, or lowest Akaike information criterion (AIC) or Bayesian information criterion (BIC). However, this approach might
bring bias or inefficiency when the candidate families do not match the dependence
or asymmetry properties exhibited in data.

1.2

Dependence structure learning

The structure learning of the truncated vine is computationally intractable in general. There are a large number of possible vine structures which result in a huge
search space for a high-dimensional dataset if one would like to find the optimal
one. Specifically, according to Cayley’s formula, one can construct d d−2 different
trees with d nodes. With this result, Kurowicka and Joe (2011) further show that
there are in total 2(d−3)(d−2) (d!/2) different vine structures considering all levels
of trees for a dataset with d variables. This makes vine structure searching and
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learning a challenging problem.
Monte Carlo tree search (MCTS) is a search framework for finding a sequence
of near-optimal decisions by taking random samples in the decision space (Browne
et al., 2012). Many chess games can be formulated as sequential decision problems
where players take actions sequentially. The key idea of MCTS is first to construct a
search tree which is explored by fast Monte Carlo simulations and then to grow the
tree selectively (Coulom, 2006). Multi-armed bandit algorithms such as the upper
confidence bounds for trees (UCT) can be employed to balance between exploration
and exploitation (Kocsis and Szepesvári, 2006). As one of the most important
methods in artificial intelligence, MCTS has been widely applied in various game
and planning problems.
Because the construction of a truncated vine is inherently sequential, we formulate the vine structure learning problem as a sequential decision making process in
this work. A search tree thus arises, where the root node is “empty” and the terminal leaf nodes are valid vine structures. Although the height and branching factor of
the search tree might be large, MCTS can be adopted to search through it efficiently.
Specifically, we adapt the existing UCT algorithm for vine structure learning and
incorporate tree policy enhancements including first play urgency, progressive bias,
and efficient transposition handling. The adapted UCT is called the vine UCT, under the guidance of which, the tree policy strikes a balance between exploitation
and exploration. Here, exploitation means to make the best decision given current
information, and exploration means to gather more information about the search
space.
After the MCTS method finds candidates for truncated vine structures, bivariate
copula families are chosen to match tail dependence and tail asymmetries in the
data. This approach improves on greedy algorithms in terms of model fitting but
takes more computational time. Comparisons are made with existing methods on
datasets from various disciplines. All the experiments suggest that the proposed
method outperforms existing methods.
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1.3

Vine copula diagnostics

To effectively facilitate the choice of bivariate parametric copula families on the
edges of a vine, we propose diagnostic tools for bivariate asymmetries and for
conditional dependence as a function of the conditioning value(s).
Various dependence measures and asymmetry measures can effectively guide
the choice of candidate parametric copula families. If diagnostics for an edge of
the vine suggest that tail dependence or asymmetry exists, then only appropriate
parametric copula families with properties matching the tail asymmetry or strength
of dependence in the tail should be considered.
In order for modeling with vine copulas to be tractable, the constant conditional dependence assumption is usually made for the bivariate copulas as an approximation, since this can still lead to vine copulas with flexible tail properties.
For vine copulas, in particular, the bivariate copulas of conditional distributions in
the second tree and higher do not depend on the conditioning values. Adopting
the constant conditional dependence assumption can greatly simplify the modeling process and evade the curse of dimensionality. For conditional dependence in
trees 2 and higher of the vine, our diagnostic tools yield functions of conditioning
variable(s) to help in the visualization of the form of conditional dependence and
asymmetry. Corresponding confidence bands can be obtained for the conditional
functions; if a constant function does not lie within the confidence bands, then
the simplifying assumption might be inappropriate and one could consider copulas
whose parameters depend on the value of the conditioning variable.

1.4

Vine copula regression

One possible application of vine copula models is to regression analysis. In the
context of an observational study, i.e., the response variable Y and the explanatory
variables X = (X1 , . . . , Xp ) are measured simultaneously, a natural approach is to
fit a joint distribution to (X1 , . . . , Xp ,Y ) assuming a random sample (xi1 , . . . , xip , yi )
for i = 1, . . . , n, and then obtain the conditional distribution of Y given X for making predictions. For example, conditional expectation and conditional quantiles
can be obtained from the conditional distribution for out-of-sample point estimates
and prediction intervals. This becomes the usual multiple regression if the joint
5

distribution of (X,Y ) is multivariate Gaussian. Unlike multiple regression, this approach uses information on the distributions of the variables and does not specify a
simple linear or polynomial equation for the conditional expectation. Polynomial
equations can only be valid locally and generally have poor performance in the
extremes of the predictor space.
To make the joint distribution approach work, there are two major questions to
be addressed: (A) How to model the joint distribution of (X1 , . . . , Xp ,Y )? (B) How
to efficiently compute the conditional distribution of Y given X from a multivariate
distribution? For question (A), the vine copula is a flexible tool. The possibility of
applying copulas for prediction and regression has been explored, but an algorithm
is needed in general for (B) when some variables are continuous and others are
discrete.
We propose a method, called the vine copula regression, that uses R-vines and
handles mixed continuous and discrete variables. That is, the predictor and response variables can be either continuous or discrete. As a result, we have a unified
approach for regression and (ordinal) classification. This approach is interpretable,
and various shapes of conditional quantiles of Y as a function of X can be obtained
depending on how pair-copulas are chosen on the edges of the vine.
Another advantage of the proposed method is that it can handle ordinal responses better than ordinal regression, especially when there are many explanatory
variables. The ordinal regression model for an ordinal response variable Y with
levels {1, 2, . . . , K} is formulated as follows.
P(Y ≤ k|X = x) = σ (θk − wT x),
where σ is the inverse link function, for example, the logistic function; θ1 < θ2 <
. . . < θK−1 and w = (w1 , . . . , w p ) are the parameters. This model guarantees that
P(Y ≤ k|X = x) is monotonically increasing. However, the downside is that the
model is highly restrictive; it assumes the effect of an explanatory variable x j on
the log odds is a constant of w j , regardless of the level k. When (x1 , ..., x p , y)
are observed together in a sample, a multivariate distribution approach is more
flexible and can easily overcome the problem, since it models the joint distribution
of (X,Y ).
6

We also provide a theoretical analysis of the asymptotic conditional CDF and
quantile function for vine copula regression. This analysis sheds light on the advantage of vine copula regression methods: flexible asymptotic tail behavior. To
easily compare with the Gaussian copula or linear regression equations when all
variables have Gaussian distributions, we assume Y and the components of X have
been transformed to standard normal N(0, 1) variables Y ∗ , X∗ . Leveraging the flexibility of bivariate copulas on the edges of the vine, the conditional quantile function of Y ∗ could be asymptotically linear, sublinear, or constant with respect to the
transformed explanatory variables X∗ , as components of X∗ go to ±∞.

1.5

Research contributions and organization of thesis

The thesis is organized as follows. Chapter 2 gives an overview of results in existing literature. The main research contributions in Chapter 3 to 6 are summarized
as follows; these chapters can be read in any order.
• Chapter 3: A novel approach to learning truncated vine structures using
Monte Carlo tree search (MCTS). The proposed method can efficiently explore a search space with guided random sampling and has significantly better performance over the existing methods under various experimental setups.
• Chapter 4: A general framework for estimating the conditional dependence
or asymmetry measures as a function of the value(s) of the conditioning variable(s). An algorithm to compute the corresponding confidence bands is also
presented. The estimation of the conditional measures can be adapted to
other copula-based measures and enrich the diagnostic tools in the future.
• Chapter 5: A novel method called the vine copula regression that uses Rvines and handles mixed continuous and discrete variables. The method is a
unified approach for regression and (ordinal) classification and interpretable.
Various shapes of nonlinear conditional mean, quantiles and heteroscedasticity of Y as a function of x can be obtained depending on how pair-copulas
are chosen on the edges of the vine.
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• Chapter 6: A theoretical analysis of the asymptotic conditional CDF and
quantile function for vine copula regression. This analysis sheds light on
the advantage of vine copula regression methods: flexible asymptotic tail
behavior.
Finally, Chapter 7 concludes the thesis and discusses further research.
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Chapter 2

Preliminaries
A d-dimensional copula C is a multivariate distribution on the unit hypercube
[0, 1]d , with all univariate margins being U(0, 1). Sklar’s theorem (Sklar, 1959)
provides a decomposition of a d-dimensional distribution into two parts: the marginal
distributions and the associated copula. It states that for a d-dimensional random
vector Y = (Y1 ,Y2 , . . . ,Yd )0 following a joint CDF F, with the j-th univariate margin
Fj , the copula associated with F is a CDF C : [0, 1]d → [0, 1] with U(0, 1) margins
that satisfies
F(y) = C(F1 (y1 ), . . . , Fd (yd )), y ∈ Rd .
If F is a continuous d-variate distribution function, then the copula C is unique.
Otherwise C is unique only on the set Range(F1 ) × · · · × Range(Fd ).
In this chapter, we review existing results that serve as background the thesis.
Section 2.1 gives an overview of bivariate copulas and relevant properties. Section 2.2 briefly summarizes the Archimedean copula, which has an exchangeable
dependence structure. A more flexible multivariate copula construction is the vine
copula. The definition and some related algorithms are introduced in Section 2.3.
Section 2.4 describes the two-stage estimation for parameter estimation for copula
models. Finally, Section 2.5 reviews a diagnostic method to check if two different
parametric models have similar fits.
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2.1

Bivariate copulas

In this section, we give an overview of parametric bivariate copula families that are
used in the thesis. Consider a bivariate random vector (Y1 ,Y2 ) and let F12 (y1 , y2 )
be the CDF and f12 (y1 , y2 ) be the probability density function (PDF). By Sklar’s
theorem (Sklar, 1959), there exists a copula C(u1 , u2 ) such that
F12 (y1 , y2 ) = C(F1 (y1 ), F2 (y2 )),
and C(u1 , u2 ) is the CDF of a bivariate random vector (U1 ,U2 ), where U1 and U2
are U(0, 1) random variables.
Commonly used parametric bivariate copula families include the following;
properties of them are given in Chapter 4 of Joe (2014).
• Independence copula: C⊥ (u1 , u2 ) = u1 u2 .
• Comonotonicity copula: C+ (u1 , u2 ) = min(u1 , u2 ).
• Countermonotonicity copula: C− (u1 , u2 ) = max(0, u1 + u2 − 1).
• Gaussian copula:
C(u1 , u2 ; ρ) = Φ2 (Φ−1 (u1 ), Φ−1 (u2 ); ρ),

ρ ∈ (−1, 1),

where Φ is the univariate standard normal CDF, and Φ2 is the CDF of a bivariate normal random vector with correlation ρ, zero means and unit variances.
• Frank copula:
C(u1 , u2 ; δ ) = −δ −1 log

 1 − e−δ − (1 − e−δ u1 )(1 − e−δ u2 ) 
,
1 − e−δ

δ ∈ R.

• Gumbel copula:
C(u1 , u2 ; δ ) = exp{−([− log u1 ]δ + [− log u2 ]δ )1/δ },
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δ ∈ [1, ∞).

• Mardia–Takahasi–Clayton–Cook–Johnson (MTCJ) copula:
−δ
−1/δ
C(u1 , u2 ; δ ) = (u−δ
,
1 + u2 − 1)

δ ∈ [0, ∞).

• Joe copula:
C(u1 , u2 ; δ ) = 1− [1−u1 ]δ +[1−u2 ]δ −[1−u1 ]δ [1−u2 ]δ

1/δ

,

δ ∈ [1, ∞).

• Student t copula:
−1
−1
(u1 ), T1,ν
(u2 ); ρ),
C(u1 , u2 ; ρ, ν) = T2,ν (T1,ν

ρ ∈ (−1, 1), ν ∈ (0, ∞),

where T1,ν is the CDF of a univariate t-distribution with degree of freedom
ν, and T2,ν is the CDF of a bivariate t-distribution with degree of freedom ν
and correlation parameter ρ. Note that T2,ν needs not to have finite second
moments.
• BB1 copula:
n

 o−1/θ
δ
−θ
δ 1/δ
C(u1 , u2 ; θ , δ ) = 1 + (u−θ
−
1)
+
(u
−
1)
,
1
2
θ ∈ (0, ∞), δ ∈ [1, ∞).
• BB6 copula:

n
C(u1 , u2 ; θ , δ ) = 1 − 1 − exp − [(− log(1 − ūθ1 ))δ
o1/θ
+ (− log(1 − ūθ2 ))δ ]1/δ
, θ ∈ [1, ∞), δ ∈ [1, ∞),
where ū1 = 1 − u1 and ū2 = 1 − u2 .
• BB7 copula:

−1/δ 1/θ
C(u1 , u2 ; θ , δ ) = 1 − 1 − (1 − ūθ1 )−δ + (1 − ūθ2 )−δ − 1
,
θ ∈ [1, ∞), δ ∈ (0, ∞),
11

where ū1 = 1 − u1 and ū2 = 1 − u2 .
• BB8 copula:
 
C(u1 , u2 ; θ , δ ) = δ −1 1− 1−η −1 [1−(1−δ u1 )θ ][1−(1−δ u2 )θ ]

1/θ


,

θ ∈ [1, ∞), δ ∈ (0, 1],
where η = 1 − (1 − δ )θ .
Note that the BB copulas are based on the theory developed by Joe and Hu
(1996), and the naming convention comes from Joe (1997).

2.1.1

Density and conditional distributions

If C(u1 , u2 ) is an absolutely continuous copula CDF, then its density function is
c(u1 , u2 ) =

∂ 2C(u1 , u2 )
.
∂ u1 ∂ u2

The conditional CDF is defined as follows.
C1|2 (u1 |u2 ) := P(U1 ≤ u1 |U2 = u2 )
P(U1 ≤ u1 , u2 < U2 ≤ u2 + ε)
P(u2 < U2 ≤ u2 + ε)
ε→0
∂C(u1 , u2 )
=
.
∂ u2
= lim+

−1
The conditional quantile function C1|2
(·|u2 ) is the inverse function of C1|2 (·|u2 ).
−1
C2|1 (·|u1 ) and C2|1
(·|u1 ) can be defined in a similar fashion.

We further present the copula density functions when some of the variables are
discrete (Panagiotelis et al., 2012; Stöber et al., 2015). Let f1 , f2 and f12 be the
PDF s

of Y1 , Y2 and (Y1 ,Y2 ) respectively, with respect to the Lebesgue measure for

continuous random variables or the counting measure for discrete ones. The joint
PDF f 12

can be decomposed as follows:
f12 (y1 , y2 ) = c̃(y1 , y2 ) f1 (y1 ) f2 (y2 ),
12

(2.1)

where c̃ is defined below. If Y j is discrete, we denote Fj (y−j ) := P(Y j < y j ) =
limt↑y j Fj (t).
• If both Y1 and Y2 are continuous random variables, then the PDF of (Y1 ,Y2 )
is:
∂ 2 F12 (y1 , y2 )
∂ y1 ∂ y2
2
∂ C(F1 (y1 ), F2 (y2 )) ∂ F1 (y1 ) ∂ F2 (y2 )
=
∂ F1 (y1 )∂ F2 (y2 )
∂ y1
∂ y2

f12 (y1 , y2 ) =

= c(F1 (y1 ), F2 (y2 )) f1 (y1 ) f2 (y2 ).
If we define c̃(y1 , y2 ) := c(F1 (y1 ), F2 (y2 )), then Equation 2.1 holds.
• If Y1 is a discrete random variable and Y2 is continuous, then

∂ 
F12 (y1 , y2 ) − F12 (y−
1 , y2 )
∂ y2

 ∂ F2 (y2 )
∂
C(F1 (y1 ), F2 (y2 )) −C(F1 (y−
=
1 ), F2 (y2 ))
∂ F2 (y2 )
∂ y2


= C1|2 (F1 (y1 )|F2 (y2 )) −C1|2 (F1 (y−
1 )|F2 (y2 )) f 2 (y2 ).

f12 (y1 , y2 ) =



If we define c̃(y1 , y2 ) := C1|2 (F1 (y1 )|F2 (y2 )) −C1|2 (F1 (y−
1 )|F2 (y2 )) / f 1 (y1 ),
then Equation 2.1 holds.
• If Y1 is a continuous random variable and Y2 is discrete, then Equation 2.1
holds if we define


c̃(y1 , y2 ) := C2|1 (F2 (y2 )|F1 (y1 )) −C2|1 (F2 (y−
2 )|F1 (y1 )) / f 2 (y2 ).
• If both Y1 and Y2 are discrete random variables, then the density of (Y1 ,Y2 )

13

is:
f12 (y1 , y2 ) = P(Y1 = y1 ,Y2 = y2 )
−
− −
= F12 (y1 , y2 ) − F12 (y−
1 , y2 ) − F12 (y1 , y2 ) + F12 (y1 , y2 )

= C(F1 (y1 ), F2 (y2 )) −C(F1 (y−
1 ), F2 (y2 ))
−
−
−C(F1 (y1 ), F2 (y−
2 )) +C(F1 (y1 ), F2 (y2 )).

If we define

c̃(y1 , y2 ) := C(F1 (y1 ), F2 (y2 )) −C(F1 (y−
1 ), F2 (y2 ))
 

−
−
−C(F1 (y1 ), F2 (y−
2 )) +C(F1 (y1 ), F2 (y2 )) / f 1 (y1 ) f 2 (y2 ) ,
then Equation 2.1 holds.

2.1.2

Dependence measures

In this section, we consider the following dependence measures that are defined
via copulas. These dependence measures are invariant under strictly increasing
transformations on the variables.
• Spearman’s rho (Spearman, 1904),
ZZ

ρS (C) = 12

[0,1]2

C(u1 , u2 ) du1 du2 − 3.

• Kendall’s tau (Kendall, 1938),
ZZ

τ(C) =

[0,1]2

C(u1 , u2 ) dC(u1 , u2 ).

• Tail-weighted dependence measure, with α > 0 (Lee et al., 2018),
ζα (C) =

2 − α(γα−1 (C) − 1),

Z 1

where γα (C) =

C(u1/α , u1/α ) du.

0

Both Spearman’s rho and Kendall’s tau summarize the dependence in the center
and cannot quantify the dependence in the joint upper and lower tails. The tail14

weighted dependence measure puts more weight on data in the joint lower (upper)
tail. When α = 1, ζα is a measure of central dependence with properties similar
to Kendall’s tau and Spearman’s rho. For large α values, ζα is a tail-weighted
dependence measure; the limit as α → ∞ is the upper tail dependence coefficient.

2.1.3

Asymmetry measures

There are two types of symmetry that are most relevant for bivariate copulas: reflection symmetry and permutation symmetry. A bivariate copula C(u1 , u2 ) is reflection symmetric if (U1 ,U2 ) and (1 − U1 , 1 − U2 ) are identically distributed, or
b 1 , u2 ), where C(u
b 1 , u2 ) = u1 + u2 − 1 +C(1 − u1 , 1 −
equivalently, C(u1 , u2 ) = C(u
u2 ) is known as the reflected or survival copula of C. A bivariate copula C(u1 , u2 )
is permutation symmetric if (U1 ,U2 ) and (U2 ,U1 ) are identically distributed, or
equivalently, C(u1 , u2 ) = C(u2 , u1 ). Figure 2.1 shows some bivariate copula families with and without symmetry.
Krupskii (2017) proposes permutation asymmetry measure GP,k and reflection
asymmetry measure GR,k for data with positive quadrant dependence.
• Permutation asymmetry measure, with k > 0,
ZZ

GP,k (C) =

[0,1]2

|u1 − u2 |k+2 · sign(u1 − u2 ) dC(u1 , u2 ).

• Reflection asymmetry measure, with k > 0,
ZZ

GR,k (C) =

[0,1]2

|1 − u1 − u2 |k+2 · sign(1 − u1 − u2 ) dC(u1 , u2 ).

The permutation asymmetry measure GP,k (C) is defined as the expectation of
the variable |U1 − U2 |k+2 adjusted for the sign of U1 − U2 for k > 0. It indicates
the direction of permutation asymmetry: if the measure takes a positive (negative)
value, then the conditional mean of data truncated in the right lower (left upper)
corner is greater than that of data truncated in the left upper (right lower) corner. A
larger tuning parameter k results in greater variability of an empirical estimate,
while a small k makes the measure less sensitive to a permutation asymmetric
dependence. The permutation asymmetry measure GP,k can be further normalized
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Figure 2.1: Contour plots of the joint PDF c(Φ(z1 ), Φ(z2 ))φ (z1 )φ (z2 ). The
margins are N(0, 1) and copulas have Spearman’s ρS = 0.5.
Gaussian copula and Frank copula are reflection and permutation symmetric. BB1
copula is permutation symmetric but not reflection symmetric. Skew-normal is
neither reflection nor permutation symmetric.
to the range of [−1, 1] by finding a copula C that maximizes |GP,k (C)| (Rosco and
Joe, 2013). Similarly, the reflection asymmetry measure GR,k is defined as the
expectation of the variable |1 −U1 −U2 |k+2 adjusted for the sign of 1 −U1 −U2 .

2.1.4

Tail order

Tail order, denoted by κ, and as studied in Hua and Joe (2011), can be used as a
measure of the strength of dependence in the joint tails of a copula. For bivariate
copulas with positive dependence, the tail order has value between 1 and 2, with
larger values indicating less dependence in the joint tail. The tail order can be
larger than the dimension for negative dependence.
If there exists κL > 0 and some `(u) that is slowly varying at 0+ (that is,
`(tu)/`(u) ∼ 1 as u → 0+ for all t > 0) such that C(u, u) ∼ uκL `(u), as u → 0+ ,
then κL is called the lower tail order of C and ϒL = limu→0+ `(u) is the lower tail
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order parameter, provided the limit exists. By reflection, the upper tail order is
defined as κU such that C(1 − u, 1 − u) ∼ uκU `∗ (u), as u → 0+ , for some slowly
varying function `∗ (u), where C is the survival function of the copula C. The upper
tail order parameter is then ϒU = limu→0+ `∗ (u).
With κ = κL or κU and ϒ = ϒL or ϒU , we further classify the tail property of a
copula into the following:
• Strong tail dependence: κ = 1 with ϒ > 0. For example, a bivariate t-copula
has κL = κU = 1.
• Intermediate tail dependence: 1 < κ < 2, or κ = 1 and ϒ = 0. For example, a
bivariate Gaussian copula has κL = κU = 2/(1+ρ), where ρ is the parameter
of the Gaussian copula. When 0 < ρ < 1, 1 < κL = κU < 2.
• Tail quadrant independence: κ = 2 and the slowly varying function is (asymptotically) a constant. For example, a bivariate Frank copula has κL = κU = 2.

2.2

Archimedean copulas

One way of extending bivariate copulas to multivariate is via Archimedean copulas, which have an exchangeable dependence structure. A d-variate Archimedean
copula has the following copula CDF:
!

d

Cψ (u) = ψ

∑ ψ −1 (ui )

,

u ∈ [0, 1]d .

(2.2)

i=1

This is a valid copula for any d if ψ ∈ L∞ where L∞ is the class of Laplace
transforms of non-negative random variables with no mass at 0 (i.e., ψ(∞) = 0).
Note that Equation 2.2 is permutation symmetric:
Cψ (uπ(1) , · · · , uπ(d) ) = Cψ (u1 , · · · , ud )
for any permutation π of {1, . . . , d}.
The conditional distribution of the copula in Equation 2.2 given the last variable
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is

∂Cψ (u1 , . . . , ud ) ψ 0 ∑di=1 ψ −1 (ui )
=
.
C1,...,d−1|d (u1 , . . . , ud−1 |ud ) =
∂ ud
ψ 0 (ψ −1 (ud ))

2.3

Vine copulas

In this section, we review the vine copula approach (Bedford and Cooke, 2001),
which allows one to construct multivariate copulas hierarchically using bivariate
copulas as building blocks.

2.3.1

Vine graphical models

A vine is a nested set of trees where the edges in the first tree are the nodes of
the second tree, the edges of the second tree are the nodes of the third tree, etc.
Vines are useful in specifying the dependence structure for general multivariate
distributions on d variables.
The first tree in a vine represents d variables as nodes and the bivariate dependence of d − 1 pairs of variables as edges. The second tree describes conditional
dependence of d − 2 pairs of variables conditioning on another variable; nodes are
the edges in tree 1, and a pair of nodes could be connected if there is a common
variable in the pair. The third tree describes conditional dependence of d − 3 pairs
of variables conditioning on two other variables; nodes are the edges in tree 2, and
a pair of nodes could be connected if there are two common conditioning variables in the pair. This continues until tree d − 1 has only one edge that describes
the conditional dependence of two variables conditioning on the remaining d − 2
variables.
For a concrete example, as shown in Figure 2.2, consider d = 5 variables labeled as 1, 2, 3, 4, 5. Suppose tree 1 has edges [1, 2], [1, 3], [2, 4], [2, 5] where [1, 2]
is an edge connecting variables 1 and 2, etc. Possible edges for tree 2 are [2, 3|1],
[1, 4|2], [4, 5|2] where [2, 3|1] connects [1, 2] and [1, 3] (edges of tree 1 are nodes in
tree 2, and these two nodes have the variable 1 in common). Possible edges for tree
3 are [3, 4|1, 2], [1, 5|2, 4] where [1, 5|2, 4] connects [1, 4|2] and [4, 5|2] (edges of
tree 2 are nodes in tree 3, and these two nodes have the variables 2, 4 in common).
18

1
[1,3]

3

,2]

]

,3]

[2,5]
[1,4|2]

[4,5|2]

1
[1,2]
[1,3]

3

[1,2]

2
[2,4]

[2,5]2

[2,5]

5

5

[2,4]

4

4

[1,4|2]

[1,3]

[3,4|1,2]

[2,5]

[2,3|1]

[2,3|1]

(a) Level 1 tree T1 .

[2,3|1]

[1,2]

[1,2]

[4,5|2]
[1,4|2]

[1,3]
[2,4]

(b) Level 2 tree T2 .

[1,4|2]

[1,5|2,4]

[4,5|2]

(c) Level 3 tree T3 .

[2,4]

Figure 2.2: An example of a vine for d = 5 up to tree 3.
Note that the possible edges in a tree depend on but are not uniquely determined
by the edges of the previous trees. For example, [2, 3|1], [1, 4|2], [1, 5|2] is another
possible set of edges for tree 2 in Figure 2.2. Therefore, one needs to decide which
configuration to adopt when building trees for a new level. The requirement that
two connected nodes must have two distinct variables and the remaining variables
in common is called the proximity condition.
A formal definition of the regular vine or R-vine is given as follows (Bedford
and Cooke, 2001; Kurowicka and Cooke, 2006).
Definition 2.1. (Regular vine) V is a vine on d variables if
1. V = (T1 , . . . , Td−1 );
2. T1 is a tree with nodes N(T1 ) = {1, 2, . . . , d}, and edges E(T1 ). For ` > 1, T`
is a tree with nodes N(T` ) = E(T`−1 );
3. (proximity condition) For ` = 2, . . . , d − 1, for {n1 , n2 } ∈ E(T` ), #(n1 4n2 ) =
2, where 4 denotes symmetric difference and # denotes cardinality.
There are two special classes of R-vines. A regular vine is called a canonical
vine or C-vine if tree T` has a unique node of degree d − ` (the maximum degree)
for ` = 1, . . . , d − 2. A regular vine is called a drawable vine or D-vine if all nodes
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[2,5]
[4,5|2]
[2,3|1]

[2,4]

[3,4|1

in T1 have degree not higher than two. In some scenarios, the special classes might
be used directly. For example, D-vines are more natural if there is a time or linear
spatial order in variables; C-vines are more natural if there are leading variables
that influence others. R-vines might be better in the absence of these criteria.

2.3.2

Vine array representation

An R-vine can be represented by the edge sets at each level E(T` ), or equivalently
by a graph, such as Figure 2.2. But those representations are not convenient for
algorithms; we need a more compact way to represent vine models. A vine array
A = (a jk ) for a regular vine V = (T1 , . . . , Td−1 ) on d elements is a d × d upper
triangular matrix. There is an ordering of the variable indexes along the diagonal.
The (`, j)-th element a` j is connected to the (`, `)-th element a`` in tree `. That
is, the first ` rows of A and the diagonal elements encode the `-th tree T` , such
that [a` j , a j j |a1 j , . . . , a`−1, j ] ∈ E(T` ) for ` + 1 ≤ j ≤ d. For example, the vine array
A1 represents the R-vine in Figure 2.2. The edges of T1 include [a12 , a22 ] = [1, 2],
[a13 , a33 ] = [2, 4], [a14 , a44 ] = [2, 5], [a15 , a55 ] = [1, 3]. The edges of T2 include
[a23 , a33 |a13 ] = [1, 4|2], [a24 , a44 |a14 ] = [4, 5|2], [a25 , a55 |a15 ] = [2, 3|1].


1 1 2 2 1


 2 1 4 2


A1 = 
4 1 4

,


5 5

3



2 2 1 2 2


 1 2 1 4


A2 = 
3 3 1

.


4 3

5

Note that a valid vine array represent a unique R-vine. However, an R-vine may
have multiple vine array representations. For example, A1 and A2 encode exactly
the same R-vine. In applications, the variables are labeled arbitrarily. We can
define a permutation of the variables so that the diagonal elements are (1, 2, . . . , d).

2.3.3

From vines to multivariate distributions

To get a multivariate distribution from a vine, bivariate distributions are assigned to
the edges of tree 1 and bivariate conditional distributions are assigned to the edges
of trees 2, . . . , d − 1. In the above example, edges can be assigned bivariate distri20

butions F12 , F13 , F24 , F25 that can be algebraically independent provided the univariate marginal distributions are F1 , F2 , F3 , F4 , F5 , i.e., the parameters of these bivariate
distributions are free to vary on the parameter domains and the positive definiteness
constraint of the correlation matrix is automatically satisfied. For tree 2, edges can
be assigned the conditional distributions F23|1 , F14|2 , F45|2 ; for example, F23|1 summarizes the conditional dependence of F2|1 , F3|1 where F2|1 , F3|1 can be obtained
from F12 , F13 in tree 1, respectively. The combination of F23|1 , F12 , F13 yields the
trivariate distribution F123 . For tree 3, edges can be assigned the conditional distributions F34|12 , F15|24 ; for example, F34|12 summarizes the conditional dependence of
F3|12 , F4|12 , which can be obtained from F123 , F124 . As mentioned above, F123 , F124
can be achieved by combining conditional distributions in trees 1 and 2.
There are bivariate distributions on the edges in trees 1 to d − 1 of the vine. If
the bivariate distributions on the edges are all bivariate Gaussian, each edge can be
characterized by a correlation parameter ρ, which can be interpreted as a partial
correlation for trees 2 to d − 1. For the above example, one could consider that
the edges have been assigned the quantities ρ12 , ρ13 , ρ24 , ρ25 , ρ23;1 , ρ24;1 , ρ45;2 ,
ρ34;12 , ρ15;24 ; here the semicolon in the subscript is common for the partial correlation. For example, ρ15;24 summarizes the conditional correlation of variables 1 and
5 given variables 2 and 4. Partial correlations can be calculated by inverting the
principal submatrices of a correlation matrix. Specifically, consider a partial correlation ρa,b;S where S is a set of variables and {a, b} ∩ S = 0.
/ Let R be the correlation
matrix of random variables indexed by {a, b} ∪ S. If we define Ω = (ωi j ) = R−1 ,
√
we have ρa,b;S = −ωab / ωaa ωbb .
The representation of a multivariate Gaussian distribution through a vine is an
alternative parametrization of the correlation matrix that avoids the positive definiteness constraint of a correlation matrix. From Kurowicka and Cooke (2003) and
Kurowicka and Cooke (2006), the correlations and partial correlations assigned to
any vine are algebraically independent and the determinant of the correlation matrix is log det(R) = ∑e∈E(V ) log(1 − ρe2 ) for any vine with {ρe } being the set of
correlations and partial correlations on E(V ), the edges of the vine V . Moreover,
it is this parametrization of multivariate Gaussian distribution that can extend to
multivariate non-Gaussian by using bivariate copulas on the edges of the vine to
get what is called the vine copula or pair-copula construction.
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Multivariate data are seldom well summarized by the multivariate Gaussian
distribution, but the multivariate Gaussian distribution may be adequate as a first
order model if the variables are monotonically related to each other. One approach
to developing a parsimonious copula for high-dimensional non-Gaussian data is to
(a) find a parsimonious truncated partial correlation vine for the matrix of normal
score correlations (where variables have each been converted to standard normal
via probability integral transforms), and (b) replace edges of the vine with bivariate copulas that can have tail behavior different from Gaussian if this is seen in
bivariate plots. See Brechmann and Joe (2015) for data examples that follow these
steps.

2.3.4

Truncated vine

There are d(d − 1)/2 = O(d 2 ) edges in a complete vine graph, and at least d(d −
1)/2 parameters for a vine copula with a parametric bivariate copula family on
each edge. Great computational effort is required for parameter estimation in highdimensional cases. Truncated vines are useful for representing the dependence of
d variables in a parsimonious way. A truncated vine with 1 ≤ t < d − 1 trees, or
a t-truncated vine, assumes that the most important dependencies are captured by
the first t trees Vt = (T1 , . . . , Tt ) in a vine and the remaining trees have independence copulas assigned to the edges. In other words, for ` > t, T` represents the
conditional independence of two variables given the conditioning variables. In the
Gaussian case, this is equivalent to assigning partial correlations of 0 to the edges
of the remaining d − t − 1 trees. By vine truncation, the number of parameters is
reduced from O(d 2 ) to O(d), if t is constant as d increases.
The most parsimonious vine structure is a 1-truncated vine with one tree that
connects d − 1 pairs. This is a valid structure (called a Markov tree) if variables
not directly connected are conditionally independent given the variables in the tree
path that connect them. But seldom can a Markov tree summarize the dependence
well in d variables. As an improvement, the truncated vine (t ≥ 2) adds some layers
of conditional dependence on top of a Markov tree until conditional independence
relations from high-order trees are approximately valid.
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2.3.5

Vine structure learning

Kurowicka and Cooke (2003) show that the log-determinant of the empirical correlation matrix R is log det(R) = ∑e∈E(V ) log(1 − ρe2 ) for any vine V , with {ρe } being
the set of correlations and partial correlations on the edges of the vine. Assuming
all the bivariate copulas are Gaussian, log det(R) is also linearly related to the negative log-likelihood of the vine copula. The best t-truncated partial correlation vine
to approximate the correlation matrix is such that ∑e∈E(Vt ) log(1 − ρe2 ) is close to
log det(R). This implies that one wants a truncated vine such that ρe2 are large in
the first t trees and small in the remaining trees.
Formally, the goal of the vine structure learning problem is to find a t-truncated
vine that maximizes the objective function, or log-likelihood function
t

Lt (V ) = ∑

∑

− log(1 − ρe2 ),

(2.3)

i=1 e∈E(Ti )

where t is a pre-defined truncation level, and ρe is the partial correlation corresponding to edge e in the vine. Since ρe2 ∈ (0, 1), Lt (V ) is monotonically increasing
with respect to t. Furthermore, for any d-dimensional vine V ,
Ld−1 (V ) = − log det(R).
In other words, all the untruncated vines achieve the same objective function.
There are a few existing methods attempting to solve the vine structure learning problem. The most direct way is to enumerate and compare all possible vine
structures in a brute-force fashion. However, Kurowicka and Joe (2011) show that
there are in total 2(d−3)(d−2) (d!/2) different full vine structures considering all levels for d variables. This makes brute-force search only feasible for d ≤ 8 due to
the exponentially increasing number of possible vine structures.
As an alternative, Dissmann et al. (2013) propose a method based on the maximum spanning tree (MST) algorithms with different possible choices for edge
weights that reflect strength of the dependence between pairs of variables. For
multivariate Gaussian case, a good choice of edge weight in the trees is weight
− log(1 − ρe2 ) for edge e; this is used in Section 6.17 of Joe (2014). The trees,
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T1 to Tt , of the vine are sequentially constructed by maximizing the sum of the
edge weights at each tree level. Such an MST can be obtained using the algorithm
by Prim (1957). Dissmann’s algorithm is a greedy algorithm: the construction of
Ti+1 is based on the locally optimal choice given Ti . It does not in general produce
a globally optimal solution.
Inspired by genetic algorithms, Brechmann and Joe (2015) propose methods
to effectively explore the search space of truncated vines. At each tree level, it
considers not only the MST, but also neighbors of the MST. In general, the results
generated by this algorithm outperform the greedy algorithm.

2.3.6

Performance metric

It is a common question whether an empirical correlation matrix R is well approximated by a model. A likelihood-ratio test is often used to assess the goodness-of-fit
of a structural model. The comparative fit index (CFI) is a fit index that takes into
account the likelihood-ratio as well as the number of model parameters (Bentler,
1990; Brechmann and Joe, 2015).
A fit measure is
Dt = n[−Lt (V ) − log det(R)],

(2.4)

where Lt is the objective function defined in Equation 2.3. If the model is completely unstructured (the saturated model), then Dt = 0. On the other hand, if the
model assumes that all variables are uncorrelated, then D0 := −n log det(R). Reasonable models should lie somewhere in between these two extreme cases. Therefore, Dt can be viewed as a discrepancy measure.
For a t-truncated vine, its degree of freedom (or d(d − 1)/2 minus the number
of model parameters) is
νt =

d(d − 1) t(2d − t − 1) (d − t)(d − t − 1)
−
=
.
2
2
2

(2.5)

In particular, ν0 = d(d − 1)/2 is the case of complete independence.
The CFI of a t-truncated vine is defined as
CFIt := 1 −

max(0, Dt − νt )
,
max(0, D0 − ν0 , Dt − νt )
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(2.6)

which takes on values between 0 and 1. Higher CFI values correspond to better fit.
CFI

can be used to find an optimal truncation level given a predefined goodness-of-

fit level. Formally, the optimal truncation level is given by
tα∗ = min{t ∈ {0, . . . , d − 1} : CFIt ≥ 1 − α},

(2.7)

where α ∈ (0, 1). Commonly used α values include 0.01 and 0.05.

2.4

Two-stage estimation method for copula models

In this section, we discuss methods for parameter estimation for copula models.
The inference functions for margins (IFM) method or two-stage estimation is introduced in Joe and Xu (1996) and Joe (1997).
In the first stage of IFM, univariate marginal distributions are fitted. The univariate marginal distributions could be estimated either parametrically or nonparametrically. Graphical diagnostics can suggest good choices of each parametric
univariate margin, and the best parameters are selected based on Akaike information criterion (AIC) or Bayesian information criterion (BIC). Alternatively, empirical CDFs can be used for continuous univariate margins (Genest et al., 1995).
Observations for each marginal component are converted to uniform scores for
copula analysis using the probability integral transform.
In the second stage, parameters of the dependence structure are estimated.
Based on bivariate plots of normal scores for continuous variables, a set of candidate copula families is chosen. With the estimated univariate marginal distributions held fixed, copula parameters are estimated for the candidate copula families,
and the best model is selected based on AIC or BIC. An analysis of the asymptotic
efficiency of IFM is established in Joe (2005).
For vine copulas with a parametric bivariate copula on each edge, we can estimate bivariate copula families separately, starting with copulas in tree 1. This is
the approach of the VineCopula R package (Schepsmeier et al., 2018).
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2.5

Vuong’s procedure

Vuong’s procedure is a diagnostic method to check if two different parametric models have similar fits (Vuong, 1989). Note that the two models need not to be nested.
It is based on the vectors of log-likelihood contributions of each observation for two
competing models. In the copula literature, for example, Brechmann et al. (2012),
it has been used to compare two copula models.
Suppose the observed sample are the vectors x1 , . . . , xn , where n is the sample
size. Given two models M1 and M2 , nested or not, whose parametric densities
are f (1) and f (2) and the estimated parameters are θ̂
b 12 is defined as follows:
statistic D
n
b 12 = 1 ∑ Di ,
D
n i=1

"
where Di = log

(1)

and θ̂

(2)

f (2) (xi ; θ̂

(2)

f (1) (xi ; θ̂

(1)

)

, respectively, the

#
.

)

A large sample 95% confidence interval based on the AIC correction is
i
1h
(2)
(1)
b 12 ± 1.96 × σ̂
√12 − dim(θ̂ ) − dim(θ̂ ) ,
D
n n
where
2
σ̂12
=

1 n
∑ (Di − Db12 )2 .
n − 1 i=1

If the confidence interval contains 0, then models M1 and M2 would not be considered significantly different. Otherwise, model M1 or M2 is the better fit depending
on whether the interval is completely below 0 or above 0, respectively. The AIC
correction means that a model with fewer parameters is more favorable than a
model with more parameters.
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Chapter 3

Vine structure learning via Monte
Carlo tree search
3.1

Introduction

In multivariate statistics, modeling the dependence structure of multivariate observations is essential. The multivariate Gaussian distribution for continuous random
variables is one of the most commonly used models for this task. However, multivariate data may not be well summarized by the multivariate Gaussian distribution,
after transforming individual variables to standard normal margins, when there is
joint tail asymmetry or tail dependence. Copula models are flexible in modeling
multivariate distributions with tail behaviors that can be different from multivariate
Gaussian. Joe (2014) includes a detailed introduction to copula theory, models and
applications.
The vine copula or pair-copula construction is a flexible tool in high-dimensional
dependence modeling. It combines vine graphs and bivariate copulas. A vine is
a graphical object represented by a sequence of connected trees. In a vine copula model, vines consisting of several trees are adopted to specify the dependence
structure with trees 2 and higher summarizing conditional dependence, and bivariate copulas are used as the basic building blocks on the edges of vine trees. Truncated vines are useful for representing the dependence of multivariate observations
in a parsimonious way with a few layers of conditional dependence. Vine copu27

las have been applied to many fields (Cooke et al., 2019; Dissmann et al., 2013;
Krupskii et al., 2018).
The structure learning of the truncated vine, defined in Section 2.3.5, is computationally intractable in general. When dealing with d variables, one inputs to the
algorithm a d × d correlation matrix. The output is a truncated vine defined using t
trees where the nodes and edges of each tree need to meet the requirements of Definition 2.1. There are a large number of possible vine structures which result in a
large search space for a high-dimensional dataset if one would like to find parsimonious structures with fewer trees by maximizing the objective function defined in
Equation 2.3. Specifically, according to Cayley’s formula, one can construct d d−2
different trees with d nodes. With this result, Kurowicka and Joe (2011) further
show that there are in total 2(d−3)(d−2) (d!/2) different vine structures considering all levels for a dataset with d variables. This makes vine structure learning a
challenging problem. Previous work has been mainly centered around greedy algorithms which follow the heuristics of linking variables with stronger dependence in
low-level trees and making the locally optimal choice at each tree level conditional
on previous trees. However, it does not in general produce a solution that is close
to the global optimum of the vine structure learning problem.
Monte Carlo tree search (MCTS) is a searching framework for finding optimal
decisions by taking random samples in the decision space (Browne et al., 2012).
The key idea of MCTS is first to construct a search tree of states which are evaluated by fast Monte Carlo simulations and then selectively grow the tree (Coulom,
2006). Multi-armed bandit algorithms such as the upper confidence bounds for
trees (UCT) can be employed to balance between exploration and exploitation (Kocsis and Szepesvári, 2006). As one of the most important methods in artificial intelligence, MCTS has been widely applied in various game and planning problems,
including chess, shogi, Go, real-time video games, and even games with incomplete information such as poker. In March 2016, AlphaGo, which combines MCTS
with deep neural networks, became the first computer Go program to beat a 9-dan
professional without handicaps (Silver et al., 2016). This is regarded as a significant milestone in artificial intelligence research.
Because the construction of a truncated vine is inherently sequential, we formulate the vine structure learning problem as a sequential decision making process
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in this work. A search tree thus arises, where the root node is “empty” and does
not has any edge, and the terminal leaf nodes are t-truncated vines. Although the
height and branching factor of the search tree might be large, MCTS can be adopted
to search through it efficiently.1 Specifically, we adapt the existing upper confidence bounds for trees (UCT) algorithm for vine structure learning and incorporate
tree policy enhancements including first play urgency, progressive bias, and efficient transposition handling. The adapted UCT is called the vine UCT, under the
guidance of which, the tree policy strikes a balance between exploration and exploitation.
After the MCTS method finds candidates for truncated vine structures, bivariate copulas (based on diagnostics and the candidate list) are assigned to the edges
of the truncated vines. By separating the search of the truncated vine structure
from the assignment of bivariate copulas to the edges of the vine, one can compare
dependence structures such as truncated vine and factor models with latent variables as nodes of vine. The proposed approach improves on greedy algorithms in
terms of model fitting but takes more computational time. Comparisons are made
with existing methods on several real datasets. All the examples suggest that the
proposed method outperforms existing methods.
The remainder of the chapter is organized as follows. The proposed MCTSbased vine structure learning method is described in Section 3.2, and is evaluated
on various datasets in Section 3.4. Section 3.3 compares a synthetic situation where
greedy algorithms are expected to perform poorly. Section 3.5 provides concluding
remarks.

3.2
3.2.1

Proposed method
Vine structure learning as sequential decision making

In this section, we formulate the vine structure learning problem as a sequential
decision making problem. A t-truncated vine can be represented by a sequence of
edges in the sequence of trees T1 , . . . , Tt . Given the discrete and hierarchical na1 The

height of a tree is the length of the longest path from the root to a leaf. The height of the
search tree is thus ∑ti=1 (d − i). The branching factor of a node is the number of children of the node.
An average branching factor can be calculated for all the nodes in a tree.
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Figure 3.1: Vine structure learning as a sequential decision problem. An edge
can be added to an unconnected acyclic graph. When a tree at level t is
completed, the edges of this tree are used to create nodes for the next
graph at level t + 1.
ture, the construction of a t-truncated vine can be regarded as a sequential decision
problem:
1. The initial state, or the root node of the search tree, has no edge; Ti are empty
for i ∈ {1, . . . ,t}.
2. Starting from level i = 1, add one edge to Ti at each step according to a tree
policy. The candidate edges are chosen so that Ti has only one connected and
acyclic component. For levels i > 1, the candidate edges also need to satisfy
the proximity condition, which is defined in Section 2.3.1. A vine tree is
completed before going to the next tree.
3. If Ti is connected and i < t, go to step 2 and start adding edges to Ti+1 .
Figure 3.1 shows an example of vine structure learning with dimension d = 5
and truncation level t = 2. Each subfigure represents a state in the search tree. (a)
The initial state is an empty graph with 5 nodes. (b) After two steps, two edges
[1, 2] and [2, 5] are added to the graph. Note that given this state, [1, 5] cannot
be added otherwise a cycle would form. (c) Two more edges [2, 3] and [3, 4] are
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added and T1 becomes connected. (d) We have started adding edges to T2 ; [1, 5|2]
and [1, 3|2] have been sequentially added. Given this state, edges [2, 5]–[3, 4] and
[1, 2]–[3, 4] do not satisfy the proximity condition, and edge [2, 3]–[2, 5] does not
satisfy the acyclic condition (defined in Section 2.3.1). Therefore, the only edge
that can be further added is [2, 3]–[3, 4], namely [2, 4|3]. (e) All the edges have
been added and this is a terminal state. The tree construction resembles Prim’s
algorithm (Prim, 1957), which ensures that at each time step there exists at most
one connected component in each tree.

3.2.2

Monte Carlo tree search

Monte Carlo tree search (MCTS) is a method trying to find the optimal sequence of
decisions by taking random samples over possible decisions and building a search
tree accordingly. It has been widely used in domains that can be represented as
trees of sequential decisions, such as games and planning problems. MCTS is particularly useful in problems with high branching factors since MCTS can be configured to be terminated after a predefined computational budget is reached and can
select a sufficiently good solution based on the partially constructed tree. While
a pure Monte Carlo process runs a large number of simulations completely randomly, MCTS keeps statistics of each possible move and uses them to guide the
construction of the search tree. Notably, AlphaGo (Silver et al., 2016) combines
deep neural networks with MCTS and has recently defeated a human professional
player in the full-sized game of Go, which has long been viewed as one of the most
challenging classic games for artificial intelligence.
The basic MCTS algorithm is conceptually simple: it iteratively builds a search
tree until a predefined computational budget is reached. The search tree is initialized to a root node v0 with an initial state s0 , which does not have any edge. Every
node v in the search tree has its corresponding number of visits nv and average
objective function x̄v ; both are initialized to zero. The child nodes of a node in the
search tree consist of incomplete t-truncated vines with one additional vine edge
(from those that satisfy the proximity and acyclic conditions). In each iteration,
four steps are applied:
1. Selection: Starting at the root node v0 , a tree policy is recursively applied to
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Figure 3.2: One iteration of the general MCTS algorithm.
descend from the root node to a node v with at least one unvisited child node
(nv = 0). In other words, edges are added one by one.
2. Expansion: An unvisited child node v` is added to expand the tree.
3. Simulation: A simulation is run from the new node v` according to a default
policy to produce a t-truncated vine. An edge is randomly selected with
equal probability from all the eligible edges, that is the candidate edges that
satisfy the acyclic and proximity conditions.
4. Backpropagation: The objective function of the t-truncated vine is calculated
and nv and x̄v are updated for all nodes v along the path.
One iteration of the MCTS algorithm is shown in Figure 3.2. Note that there
are two types of policies used in MCTS: tree policies are used in the selection
and expansion steps to select or create a child node vl from a node that is already
contained in the search tree, while default policies are used in the simulation step
to produce an estimate of the outcome proceeding from a non-terminal node. The
backpropagation step does not involve a tree policy. However, once the statistics
for each node in the tree are updated after backpropagation, any future decisions
made based on the tree policies may be affected. The final result of MCTS is a
sequence of actions that leads to a sufficiently optimal outcome starting from the
root node v0 .
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A default policy determines how to move from a non-terminal node to a terminal node, which corresponds to a full t-truncated vine, in the search tree. In our
application, it specifies how to “complete” the truncated vine given an incomplete
one, which has fewer edges than a full t-truncated vine. We consider two options:
1. Uniformly random: given an incomplete t-truncated vine (with search tree
in level i with incomplete Ti ), an edge is randomly selected with equal probability from remaining eligible edges in Ti , that is the candidate edges that
satisfy the acyclic and proximity conditions.
2. Maximum spanning tree: similar to Dissmann’s Algorithm (Dissmann et al.,
2013) introduced in Section 2.3.5, given an incomplete truncated vine, maximum spanning trees are constructed sequentially from lower to higher levels.
The disadvantage of maximum spanning tree default policy is that it greedily
expands an incomplete vine, and this might lead to insufficient exploration and lock
onto a set of suboptimal actions. Therefore, we use the uniformly random default
policy in the proposed method to better explore the search space.

3.2.3
MCTS

Tree policy: vine UCT
iteratively builds and updates a search tree to approximate the optimal ac-

tions that can be taken from a given state. The way the search tree is built depends
on how the nodes in the tree are selected, which is controlled by the tree policy.
Therefore, the choice of tree policy is crucial to the success of MCTS: it should
manage to balance between exploration (look in areas that have not been well sampled yet) and exploitation (look in areas which appear to be promising). In this
section, we describe a popular tree policy in the MCTS family, the upper confidence bounds for trees (UCT).
In the original definition of UCT, in the selection and expansion step a child
node j is selected to maximize
s
UCT( j) = x̄ j + κ
where
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2 log n
,
nj

(3.1)

• x̄ j is the average objective function from child node j;
• n is the number of times the parent node has been visited;
• n j is the number of times child j has been visited;
• κ > 0 is a constant.
If more than one child node has the same maximal value, the tie is usually broken
randomly. Since n j = 0 yields a UCT value of ∞, previously unvisited children are
assigned the largest possible value, which corresponds to the expansion step in the
MCTS

algorithm. In the backpropagation step, x̄ j and n j are updated accordingly.

The two terms in Equation 3.1 attempt to balance between exploitation (the
first term) and exploration (the second term). Without the exploration term, the
UCT

algorithm will always select the child node with the highest average outcome

based on the simulation history. However, with the exploration term, if a child
node j of a parent node has been visited, n in the numerator increases, which leads
to the increase of the exploration value of the other unvisited child nodes of the
parent node. At the same time, n j in the denominator for this child node increases
and hence the exploration value of node j decreases. The exploration term in the
UCT

objective function ensures that each child node has a non-zero probability of

being selected and thus achieves a balance between exploitation and exploration.
However, in order to apply the original UCT algorithm to the vine structure
learning problem, a few adaptations are needed.
Scaling constant
In our application, the objective function Lt (V ) defined in Equation 2.3 is in the
range of (0, − log det(R)], where R is the empirical correlation matrix. We need
to adjust the scaling constant κ in Equation 3.1 accordingly so that the exploration
and exploitation terms are on the same scale. A natural choice of κ is − log det(R).
The value of κ can be adjusted to lower or increase the amount of exploration
performed.
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First play urgency
In the original UCT algorithm, the selection step stops whenever a node has an
unvisited child node. For problems with large branching factors or height in the
search tree, the tree will not grow deeper unless all the child nodes are visited. For
vine structure learning, the height of the search tree is in the order of O(d 2 ), and
the branching factor is also large. Therefore, exploitation will rarely occur deep
in the tree according to the original UCT algorithm. First play urgency (FPU) is a
modification proposed by Gelly and Wang (2006) to address this issue. It assigns a
fixed value of λFPU to score the unvisited nodes and uses the original UCT formula
to score the visited nodes. By doing so, the score of an unvisited node is no longer
infinite, and this encourages early exploitation.
Progressive bias
When a node has been visited only a few times, its statistics are not reliable.
Progressive bias is a technique of adding domain specific heuristic knowledge to
MCTS (Chaslot et al., 2008).

In artificial intelligence game playing problems, many

games already have strong heuristic knowledge.
A general form of progressive bias for node j is H j /(n j + 1), where H j is a
heuristic value and n j is the number of visits for this node. This term is added to
the UCT formula to encourage exploitation of nodes with larger heuristic values.
As the number of visits n j increases, the effect of progressive bias decreases.
In our application, given the objective function in Equation 2.3, H j can be
chosen as H j = − log(1 − ρe2j ), since the objective function is the summation of H j
over all the edges in a truncated vine. Here e j is the edge added by node j and ρe j is
the corresponding (partial) correlation parameter. A tuning parameter λPB is used
to control the strength of progressive bias; that is, λPB times the progressive bias
is added to the exploration term in UCT. When λPB is sufficiently large, the tree
policy is solely controlled by the heuristic value, and the MCTS algorithm coincides
with Dissmann’s algorithm.
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Figure 3.3: The search tree corresponding to a 1-truncated vine with d =
3. Although the search tree has six leaf nodes, there are only three
unique 1-truncated vines: {[1, 2], [2, 3]} and {[2, 3], [1, 2]} yield 1–
2–3; {[1, 3], [2, 3]} and {[2, 3], [1, 3]} yield 1–3–2; {[1, 2], [1, 3]} and
{[1, 3], [1, 2]} yield 2–1–3.
Transpositions
The formulation of vine structure learning as a sequential decision making process
has a potential problem: the same states can be reached through different paths in
the search tree. This is usually referred to as transpositions.
Figure 3.3 shows the search tree corresponding to a 1-truncated vine with d = 3.
It is obvious that there are only three unique 1-truncated vines in this case summarized as 1–2–3, 1–3–2, 2–1–3. However, the search tree contains six terminal
nodes; for each unique vine structure, there exist two distinct paths leading to it.
For example, the two paths [1, 2], [2, 3] and [2, 3], [1, 2] both result in the same vine
structure 1–2–3.
Transpositions cause inefficiency because the statistics of the same state are
scattered across different nodes. Transposition tables are the usual choice to tackle
this problem; they store information about states and share the statistics to subsequent occurrences of the same state during the search. A transposition table is
usually implemented as a hash table of the unique vine states. On encountering a
new vine state, the algorithm checks the table to see whether the state has already
been analyzed; this can be done quickly, in expected constant time. If so, the table
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contains the statistics that were previously assigned to this state, and the statistics
are used directly. If not, the new state is entered into the hash table.
It is relatively straightforward to apply transposition tables in the selection steps
of MCTS. Childs et al. (2008) further discuss the use of transposition tables in
the backpropagation steps. Specifically, we adopt the UCT2 algorithm from that
paper. Compared with the original UCT formula in Equation 3.1, there are two
modifications: (1) a transposition table is used to share statistics of the same vine
state; (2) the algorithm keeps track of the number of visits of both nodes and edges
in the search tree. For a parent node p and its child node j, the UCT2 value is given
by
s
UCT2(p, j) = x̄ j + κ

2 log n p
,
n(p, j)

(3.2)

where x̄ j is retrieved from the transposition table, n p is the number of visits of node
p and n(p, j) is the number of visits of edge (p, j). Note that if n(p, j) is replaced with
n j , the value of the parent node might converge to an incorrect value (Browne et al.,
2012).
Vine UCT
Combining the above adaptations, the resulting UCT is called the vine UCT. For a
parent node p and its child node j in the search tree, the vine UCT value is
s

n 2 log n
o
Hj
p
VUCT(p, j) = x̄ j − log det(R) λPB ·
+ min
, λFPU ,
nj +1
n(p, j)

(3.3)

where
• λFPU and λPB are the tuning parameters;
• H j = − log(1 − ρe2j ) is the contribution to the objective function by the newly
added edge e j in child j;
• n p and n j are the numbers of visits of parent node p and child node j in the
search tree;
• n(p, j) is the number of visits of edge (p, j);
37

• x̄ j is the average objective function (defined in Equation 2.3) from child node
j retrieved from the transposition table.
In summary, the input of our method is a correlation matrix R calculated from
a multivariate dataset. The MCTS algorithm is applied, using vine UCT as the tree
policy and uniformly random default policy. In every iteration, the default policy
leads to a terminal t-truncated vine. Through the iterations, we keep the vine with
the largest value of the objective function in Equation 2.3, and it is returned as the
output. Algorithm 3.1 presents the pseudocode of the proposed method.
We further illustrate the MCTS algorithm by applying it to a simple example:
learning a 2-truncated vine for d = 6. The correlation matrix is as follows:

1.00

0.40

0.15


0.41

0.32


0.40 0.15 0.41 0.32 0.62




1.00 0.45 0.54 0.76 0.48

0.45 1.00 0.20 0.51 0.26

.
0.54 0.20 1.00 0.42 0.41

0.76 0.51 0.42 1.00 0.36

0.62 0.48 0.26 0.41 0.36 1.00

We run 3000 iterations of the MCTS algorithm. Figure 3.4 shows some of the
nodes with depths of 0 to 3 in the search tree and the corresponding number of
visits nv , average score (objective function) x̄v , and the progressive bias H j . Since
each iteration always starts from the root node, the root node has been visited 3000

times. There are 62 = 15 nodes of depth 1 in the search tree in total. Figure 3.5
further shows some nodes of depths 5, 6 and 9 in the search tree. Since the nodes
of depth 5 have completed first vine trees, edges are added to the second vine trees.
If we run the simulation steps using the default policy from the nodes of depth 6,
each gives a node of depth 9 in the search tree, corresponding to a full t-truncated
vine. Since each iteration adds one node to the search tree, there are only 3000
nodes in the search tree. As a result, the nodes of depth 9 are likely not part of
the search tree, and their numbers of visits and average scores are not stored in
the search tree; they are only simulated using the default policy from a node in the
search tree.
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Algorithm 3.1 Vine UCT Algorithm
1: function VUCTS EARCH(R, t, num iter)
2:
# R is the correlation matrix, t is the truncation level, num iter is the number of
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:

iterations.
∆best ← 0
. the best score so far
vroot ← 0/
. The root node contains no edge
vbest ← null
. the terminal node in the search tree that has the best score
for i = 1 to num iter do
(vtree , vhistory ) ← TreePolicy(vroot )
(vdefault , ∆) ← DefaultPolicy(vtree ,t)
Backprop(vhistory , ∆)
if ∆ > ∆best then
vbest ← vdefault
∆best ← ∆
end if
end for
return vbest
end function
function T REE P OLICY(v)
vhistory ← [v]
. a list of nodes in the search tree
while nv > 0 do
. nv is the number of visits to node v
v ← argmaxc∈children(v) VUCT(v, c)
. VUCT in Equation 3.3
append v to vhistory
end while
return (v, vhistory )
end function
function D EFAULT P OLICY(v, t)
while v is not a completed t-truncated vine do
v ← uniformly random sample from children(v)
end while
∆ ← score of v
return (v, ∆)
end function
function BACKPROP(v, ∆)
for i in 1 : length(v) do
x̄v[i] ← (nv[i] x̄v[i] + ∆)/(nv[i] + 1)
nv[i] ← nv[i] + 1
. x̄v and nv are initialized to 0 for each node v
end for
if i > 1 then
n(v[i−1],v[i]) ← n(v[i−1],v[i]) + 1
end if
end function
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Figure 3.4: Some nodes of depths from 0 to 3 in the search tree. The root
node does not have any edges. A child node is obtained by adding an
edge to the (incomplete) vine structure of its parent node. In future
iterations, child nodes with higher scores are more likely to be visited
(exploitation); child nodes with fewer prior visits are more likely to be
visited (exploration); child nodes with larger values of H j = − log(1 −
ρe2j ) are more likely to be visited (progressive bias). Note that each
child node has several predecessors so that the number of visits of a
given node in the search tree is fewer than the sum of numbers of visits
of its child nodes.
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Figure 3.5: Some nodes of depths 5, 6, and 9 in the search tree. The nodes
of depth 9 are the results of the simulation step, starting from the nodes
of depth 6. The scores or objective functions of the best 2-truncated
vine found by the MCTS algorithm, brute-force algorithm, and sequential MST algorithm are 2.362, 2.362, and 2.333, respectively.

41

3.3

A worst-case example for SeqMST

Greedy algorithms generally do not find the global optimum. In this section, we
study a worst-case example where the dependence structure can be optimally captured by a 2-truncated D-vine model, but greedy algorithms only find locally optimal solutions. This illustrates how the proposed method performs in a worst-case
scenario for greedy algorithms.
Consider a d-dimensional random vector Z = (Z1 , . . . , Zd ) ∼ N(0, R), which
has a stochastic representation as follows. Let ε j be i.i.d N(0, 1) random variables
and φ j,1 , φ j,2 and ψ j are constants. Let
Z1 = ε1 ,
Z2 = φ2,1 Z1 + ψ2 ε2 ,
Z j = φ j,1 Z j−1 + φ j,2 Z j−2 + ψ j ε j

for 3 ≤ j ≤ d.

Here, ψ j are chosen as a function of φ j,` such that Var(Z j ) = 1. Section 6.14.2
of Joe (2014) gives an algorithm of converting from the coefficients {φ j,` } to the
correlation matrix R and vice versa. R is said to be the correlation matrix of a 2truncated partial correlation D-vine because the resulting D-vine has partial correlations of zero for variables separated by 3 or more nodes; i.e., ρ j, j+k; j+1,..., j+k−1 =
0 for k ≥ 3.
To make the problem difficult for greedy algorithms, we set φ j,1 < φ j,2 for
3 ≤ j ≤ d. As a result, the correlations between Z j and Z j+2 are greater than
between Z j and Z j+1 . Here is an example for d = 5, φ j,1 = 0.3, and φ j,2 = 0.6 for
all j; the correlation matrix is

1.00 0.30 0.69 0.39 0.53


0.30 1.00 0.48 0.74 0.51



R=
0.69 0.48 1.00 0.59 0.78 .


0.39 0.74 0.59 1.00 0.65
0.53 0.51 0.78 0.65 1.00


Since R j, j+1 < R j, j+2 , for j = 1, 2, 3, Dissmann’s algorithm (Dissmann et al., 2013)
selects edges [ j, j + 2] in the first tree, and this leads to a suboptimal solution.
42

We simulate 30 correlation matrices with φ j,1 ∼ U(0.2, 0.3) and φ j,2 ∼ U(0.5, 0.6)
independently. The proposed method (MCTS) is compared with the following
baseline methods: (1) BF: the brute-force search; (2) SeqMST: Dissmann’s algorithm (Dissmann et al., 2013); (3) BJ15: method proposed by Brechmann and
Joe (2015). See Section 2.3.5 for details about the baseline methods. Figure 3.6(a)
and 3.6(c) show the comparative fit index (CFI) for various truncation levels t ∈
{2, . . . , d − 1} of truncated vines achieved by different algorithms for d = 10 and
d = 15 respectively. Higher CFI values indicate better fit. Note that 1-truncated
vines are omitted from the figures because the optimal 1-truncated vine can be
found by a minimum spanning tree algorithm. For d = 10, the MCTS method is
able to find models with CFI close to 1 using only t ≤ 3 trunction level, while it
needs t ≤ 5 for BJ15 and t ≤ 8 for SeqMST. The pattern is similar for d = 15.
We further conduct experiments on a 2-truncated D-vine model with perturbation. Given a correlation matrix R, we draw a random sample of size n from
b By adding extra noise, R
b
N(0, R) and compute the sample correlation matrix R.
is no longer the correlation matrix of a 2-truncated partial correlation D-vine. The
results are shown in Figures 3.6(b) and 3.6(d) for d = 10 and d = 15 respectively.
For this worst-case example, an alternative progressive bias term is considered.
For the previous correlation matrix R, its corresponding partial correlation matrix
is



1.00 −0.04 0.52 0.00 0.00


1.00 0.07 0.62 0.00
−0.04


 0.52
0.07 1.00 0.08 0.55

,


0.62 0.08 1.00 0.30
 0.00
0.00
0.00 0.55 0.30 1.00
where the (i, j)-th element is the partial correlation of (Zi , Z j ) given all the other
variables. Note that the partial correlation is zero if i and j are separated by 3
or more variables. Therefore, we define the progressive bias as H j = − log(1 −
ρe2j ;−e j ), where ρe j ;−e j is the partial correlation of the two nodes that are incident
to edge e j given all the other variables. This discourages the MCTS algorithm from
choosing pairs of nodes that are separated by 3 or more nodes. Experiments show
that the new progressive bias term yields similar performance as the original one;
hence we leave out the experimental results.
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Figure 3.6: CFI vs truncation level t for simulated 2-truncated D-vine datasets
with d = 10 and d = 15. A larger CFI is better.

3.4

Experiments

In this section, we evaluate the performance of the proposed methods on several
real datasets. Section 3.4.1 focuses on the structure learning tasks or finding parsimonious truncated vines, while Section 3.4.2 considers learning or fitting truncated
vine copula models, that is, vine structures as well as bivariate copulas.
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3.4.1

Structure learning experiments

In this subsection, we only consider the vine structure learning tasks. In other
words, the task is only to learn the vine structure, and the performance is measured
by CFI defined in Section 2.3.5.
Datasets
To assess the effectiveness of our proposed method, we consider three datasets
from various fields. One of them is a small dataset with d = 8 so that it is feasible
to run the brute-force algorithm. The other two have more variables. Subsets
of variables are randomly selected from these two larger datasets to evaluate the
performance of the proposed method.
Abalone The abalone dataset is obtained from the UCI machine learning repository (Lichman, 2013). It contains n = 4177 samples and 8 numerical variables,
including age and physical measurements of abalones.
Glioblastoma tumors (GBM) The glioblastoma tumors dataset is a level-3
gene expression dataset studied by Brennan et al. (2013). It is obtained from The
Cancer Genome Atlas (TCGA) Data Portal (Tomczak et al., 2015) and contains
expression data of 12044 genes from n = 558 tumors. Within all the genes in the
dataset, we first filter out 1342 genes that are related to human cell cycle. Afterward, a hierarchical clustering algorithm with Euclidean distance metric and
complete-linkage is applied to obtain a cluster of 92 genes. To further study different scenarios, we randomly sample d = 8, 10, 15, 20 variables and repeat the
procedure 100 times. This allows us to calculate the means and standard errors of
CFI when comparing different methods.
DAX2011 This dataset contains n = 511 daily log returns of 29 stocks listed
in Deutscher Aktien Index (DAX) in 2011–2012 (Section 7.8.2 in Joe (2014)). A
GARCH filter is applied to remove serial dependence. Similar to the sub-sampling
procedure for the GBM dataset, we also randomly sample d = 8, 10, 15, 20 variables for 100 times.
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Figure 3.8: GBM dataset: CFI vs truncation level t. A larger CFI is better.
Results
For all the experiments, 5000 MCTS iterations are performed; hyperparameters or
tuning parameters are set to λFPU = 1 and λPB = 0.1. The following results show
that for datasets with various dimensions d and truncation levels t, this set of hyperparameters consistently gives decent results. This indicates that our method is
robust under different settings and does not require much hyperparameter tuning.
The algorithm is implemented in Python; the code can be found in Appendix C.
The comparisons have been made on correlation matrices of actual datasets.
In Section 3.3, synthetic structural correlation matrices are constructed for which
SeqMST performs much worse than the examples in this section.
Abalone dataset Figure 3.7 shows the CFI for various truncation levels t. The
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performance of MCTS is better than SeqMST and BJ15 for all truncation levels.
Notably, MCTS has the same performance as BF for t = 4, 5 and 6, which indicates
that our method can find the best truncated vine for those truncation levels.
GBM and DAX2011 datasets Figure 3.8 shows the CFI for different truncation levels t and various dimensions d on the GBM dataset. Since 100 subsets of
variables are randomly sampled for each d = 8, 10, 15 and 20, confidence intervals
for the CFI can be obtained. Note that the brute-force search is no longer feasible
in this experiment. MCTS outperforms both BJ15 and SeqMST on all the combinations of truncation level t and dimension d. Especially when the truncation level t
is small, MCTS is significantly better than the existing methods.
Another way to demonstrate the performance is to compare the optimal truncation level tα∗ defined in Equation 2.7. It gives the minimal truncation level that
reaches a CFI level of 1 − α. The lower tα∗ , the more dependence information cap∗
tured by the vine structure. Figure 3.9 shows the the optimal truncation level tα=0.01

for both GBM and DAX datasets. For the GBM dataset with d = 20, MCTS selects
a vine with 2.4 fewer trees over SeqMST and 1.2 fewer trees over BJ15 on average.
The performance for larger values of d such as d = 30 is similar.
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3.4.2

Vine copula learning experiments

In this subsection, we consider the overall vine copula models; that is, given a
learned vine structure by MCTS, BJ15 or SeqMST, bivariate copulas are fitted to
each edge. This gives an end-to-end comparison of the vine structure learning
algorithms. We consider the following two datasets:
FX dataset The dataset contains the log-returns of daily exchange rates of
16 currencies from 2012 to 2015, using the US dollar (USD) as the base currency. The exchange rates are retrieved from Antweiler (1996). The currencies are
Canadian dollar (CAD), European euro (EUR), Japanese yen (JPY), British pound
(GBP), Swiss franc (CHF), Australian dollar (AUD), Hong Kong dollar (HKD),
New Zealand dollar (NZD), Korean won (KRW), Mexican peso (MXN), Brazilian
real (BRL), Chinese yuan (CNY), Indian rupee (INR), Russian ruble (RUB), Saudi
Arabian riyal (SAR), South African rand (ZAR).
GBM20 dataset From the GBM dataset mentioned in Section 3.4.1, we pick
the first d = 20 genes.
The bivariate copula selection is done by the VineCopula package (Schepsmeier et al., 2018) using maximum likelihood estimation. All possible bivariate
copula families provided by the package are considered, and the bivariate copula
model with the lowest Akaike information criterion (AIC) is selected. The performance is measured by the log-likelihood or the AIC of the learned vine copula
model on datasets. For BJ15 and MCTS, each algorithm is repeated ten times with
different seeds. The truncation level t are chosen such that the CFI is close to 0.95.
We have applied the diagnostic tools of asymmetry and simplifying assumption
described in Chapter 4 to the second tree of the SeqMST output. The simplifying
assumption seems valid.
The results are shown in Tables 3.1 and 3.2 for the FX and GBM20 dataset,
respectively. Algorithm 3.1 is run 10 times, starting with different seeds; similarly,
BJ15 is also run 10 times. For the FX dataset, the 10 runs of MCTS return the same
truncated vine structure. The MCTS algorithm performs better than SeqMST and
BJ15. Moreover, on the GBM20 dataset, the MCTS algorithm is able to find vine
structures with lower truncation levels yet better AIC compared with SeqMST and
BJ15. It also indicates that the vine models with higher Gaussian likelihood tend
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Method

Rep.

Trunc.

Gauss log-lik.

CFI

Log-lik.

No. par.

AIC

SeqMST

-

3

3239

0.956

3546

66

−6960

BJ15

1
2
3
4
5

3
3
3
3
3

3216
3215
3239
3231
3234

0.950
0.946
0.956
0.953
0.954

3527
3536
3556
3551
3540

65
68
66
66
65

−6925
−6936
−6979
−6970
−6951

6
7
8
9
10

3
3
3
3
3

3225
3215
3216
3220
3242

0.949
0.947
0.947
0.948
0.957

3524
3536
3524
3529
3563

65
67
66
66
68

−6917
−6938
−6917
−6925
−6990

3225
3242

0.951
0.957

3539
3563

3262

0.963

3572

mean
best
MCTS

-

3

−6945
−6990
70

−7003

Table 3.1: Experimental results for the FX dataset. The columns include the
Gaussian log-likelihood and CFI of the vine dependence structure. Given
the vine structures, bivariate copulas are assigned to the edges. The last
three columns are the resulting vine copula log-likelihood, number of
parameters, and AIC. For BJ15 and MCTS, we show 10 replications with
different random seeds and the average and best model.
to lead to vine copula models with better AIC, and this corroborates the two-step
approach of separating the steps of learning vine dependence structures from applying non-Gaussian copulas to the edges. Dissmann’s algorithm (Dissmann et al.,
2013) in its general form does not separate these two steps. SeqMST is essentially Dissmanm’s algorithm with the only candidate of bivariate Gaussian copula.
These tables show the importance of repeating the genetic algorithm or MCTS algorithm many times. Although the correlation of the Gaussian negative log-likelihood
and the corresponding vine copula AIC is large, they are not perfectly correlated.
Among the 10 different runs of MCTS on the GBM20 dataset, −5591 is the smallest
AIC ,

but the Gaussian log-likelihood of 2541 is the fifth largest of the candidates.
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Rep.

Trunc.

Gauss log-lik.

CFI

Log-lik.

No. par.

AIC

SeqMST

-

16

2563

0.964

3045

252

−5587

BJ15

1
2
3
4
5

14
14
14
14
14

2552
2539
2484
2543
2511

0.960
0.960
0.936
0.955
0.945

3004
3010
2996
2981
2955

249
234
246
238
232

−5510
−5553
−5500
−5486
−5445

6
7
8
9
10

14
14
14
14
14

2551
2495
2554
2567
2581

0.957
0.940
0.965
0.967
0.970

3021
2996
3011
3001
3001

242
241
231
238
226

−5558
−5510
−5561
−5525
−5551

2538
2581

0.955
0.970

2998
3020

mean
best
MCTS

−5520
−5561

1
2
3
4
5

11
11
11
11
11

2538
2533
2539
2541
2545

0.961
0.961
0.964
0.966
0.970

2986
2857
2946
3006
2925

218
224
209
211
212

−5537
−5266
−5474
−5591
−5427

6
7
8
9
10

11
11
11
11
11

2548
2538
2549
2524
2545

0.965
0.962
0.963
0.964
0.963

2959
2930
3000
2886
2962

223
207
225
216
207

−5471
−5447
−5550
−5339
−5510

2540
2549

0.964
0.970

2946
3006

mean
best

−5461
−5591

Table 3.2: Experimental results for the GBM20 dataset. The columns include
the Gaussian log-likelihood and CFI of the vine dependence structure.
Given the vine structures, bivariate copulas are assigned to the edges. The
last three columns are the resulting vine copula log-likelihood, number
of parameters, and AIC. For BJ15 and MCTS, we show 10 replications
with different random seeds and the average and best model.
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3.5

Conclusion

In this chapter, we present a novel and effective approach to learning truncated vine
structures, or equivalently, finding parsimonious truncated vines. Our method combines the original MCTS algorithm with the proposed vine UCT, which is adapted
from the original UCT. Under the guidance of the vine UCT, our method can effectively explore a large search space of possible truncated vines by balancing between
exploration and exploitation. We demonstrate that the proposed method has significantly better performance on vine structure learning over the existing methods
under various experimental setups. The comparisons have been made on correlation matrices of actual datasets to reflect performance that might be expected in
practical applications.
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Chapter 4

Copula diagnostics for
asymmetries and conditional
dependence
4.1

Introduction

Vine copula models have been used for flexible dependence structures that can
have tail asymmetries or stronger dependence in the tails relative to multivariate
Gaussian copulas. They have been widely used in finance (Brechmann et al., 2012;
Dissmann et al., 2013) and other application areas. A vine is a graphical object
represented by a sequence of trees. In a vine copula model, vine graphs consisting
of nested trees are adopted to specify the dependence structure, and bivariate copulas are used as basic building blocks on the edges of vines. In tree 1 of the vine, the
edges have bivariate copulas applied to univariate margins to get bivariate distributions; in trees 2 and higher, the edges have bivariate copulas applied to univariate
conditional margins to get bivariate conditional distributions.
In this chapter, we present diagnostic tools for bivariate tail asymmetries and
for conditional dependence as a function of the conditioning value(s). These tools
can effectively facilitate the choice of bivariate parametric copula families on the
edges of a vine. For example, if diagnostics for an edge of the vine suggest that
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asymmetry or tail dependence exists, then only appropriate parametric copula families with properties matching the tail asymmetry or strength of dependence in the
tail should be considered. One often makes the simplifying assumption when one
fitting a vine copula model; it assumes that the parameters of the copula of a conditional distribution do not depend on the value(s) of the conditioning variable(s).
For conditional dependence in trees 2 and higher of the vine, our diagnostic tools
yield functions of conditioning variable(s) to help in the visualization of the form of
conditional dependence and asymmetry. Corresponding confidence bands can be
obtained for the conditional functions; if a constant function does not lie within the
confidence bands, then the simplifying assumption might be inappropriate and one
could consider copulas whose parameters depend on the value of the conditioning
variable.
The strength of dependence between pairs of random variables is often of interest. There are many measures of bivariate monotone association that are invariant
to strictly increasing transformations on the variables. Commonly used are Spearman’s rho (Spearman, 1904), Kendall’s tau (Kendall, 1938), and Blomqvist’s beta
(Blomqvist, 1950). However, they only capture the strength of dependence in the
center. Recently, different tail-weighted dependence measures have been proposed
so that the strength of dependence in the joint tails can be summarized as well as
the strength of central dependence; see, for example, Krupskii and Joe (2015); Lee
et al. (2018) and references therein for the study of families of tail-weighted dependence measures. The tail dependence coefficients (Joe, 1993) measure the strength
of dependence in the upper-quadrant or lower-quadrant tails; they are relevant to
dependence in extreme values and do not have simple empirical counterparts.
For univariate distributions, there exist several measures of asymmetry. The
most commonly used one is the skewness. When extending the idea of asymmetry to bivariate distributions, there are two types of asymmetry that are most
relevant: reflection asymmetry and permutation asymmetry, as defined in Section 2.1.3. Measures of asymmetry include the L∞ distance between a copula and
its reflected/permuted copula, quantile-based asymmetry measures (Rosco and Joe,
2013), and asymmetry measures based on a weighting function (Krupskii, 2017).
The aforementioned dependence measures and asymmetry measures can effectively guide the choice of candidate parametric copula families. For example, based
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on the tail-weighted measures of dependence in the joint upper and lower tails, one
could reduce the suitable copula families from many possible families with varying numbers of parameters, normally from one to four. The simplest parametric
copula families are permutation symmetric. However, if an asymmetry measure
suggests the existence of permutation asymmetry, using permutation asymmetric
copula families can potentially lead to a better fit.
In order for modeling with vine copulas to be tractable, the simplifying assumption is usually made as an approximation, since this can still lead to vine
copulas with flexible tail properties. The simplifying assumption implies that the
copulas of conditional distributions in the second tree and higher do not depend on
the conditioning values. Adopting the simplifying assumption can greatly simplify
the modeling process and evade the curse of dimensionality. An extensive literature on vine copulas has been based on the simplifying assumption. Acar et al.
(2012); Hobæk Haff et al. (2010); Stoeber et al. (2013) are some of the earliest
papers to discuss the use of the simplifying assumption as an approximation or
the relaxation of the simplifying assumption for vine copulas. Acar et al. (2012)
apply non-parametric kernel smoothing methods to estimate the relationship between a copula parameter and the conditioning value. Stoeber et al. (2013) include
a method to assess the distance of a distribution from a nearby distribution that satisfies the simplifying assumption. Kraus and Czado (2017b) take the simplifying
assumption into consideration when learning the vine structure. Kurz and Spanhel
(2017) propose a framework of testing the simplifying assumption, but do not use
their method to suggest candidate copula families to use with vines.
Many bivariate dependence and asymmetry measures can be written as functionals of the copula corresponding to the two continuous random variables. Gijbels et al. (2011) propose a kernel smoothing estimator of Spearman’s rho and
Kendall’s tau for a conditional distribution of two variables given a covariate.
Acar et al. (2012) calculate pointwise confidence intervals for the estimated dependence measures. We extend the kernel smoothing method to other conditional
dependence and asymmetry measures. Furthermore, we propose the simultaneous
envelop-based bootstrap confidence bands, from which one can visualize whether
a conditional measure is roughly constant with respect to the covariates. In cases
where the conditional measure is far from constant, the simplifying assumption
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might be invalid and one should consider parametric copula families whose parameters depend on the value of the conditioning variable.
We provide diagnostic methods for the bivariate marginal and conditional distributions, and these can be used within vine copula models. Section 4.2 introduces
a general framework for estimating a conditional dependence or asymmetry measure as a function of the conditioning value. An algorithm to compute simultaneous bootstrap confidence bands of the conditional measure is also provided. These
methods allow one to detect whether permutation asymmetry exists and to visually decide if the simplifying assumption is a good approximation. In cases where
permutation asymmetric copulas are needed, Section 4.3 reviews some methods for
constructing bivariate copulas with asymmetries and compares their range of asymmetry. Section 4.4 illustrates the use of the conditional diagnostics for a multivariate copula model for which conditional distributions have widely varying strength
of dependence. For this copula model, the exact conditional dependence measures
can be computed via numerical integration. This allows for a direct comparison of
the estimated conditional measures with the exact values to assess the sample size
needed to see the shape of the function for the conditional measures. Section 4.5
demonstrates the proposed diagnostic tools on two real datasets where permutation asymmetry and violation of the simplifying assumption are prominent. With
the help of the diagnostic tools, we are able to choose suitable bivariate parametric copula families and improve model fit. Finally, Section 4.6 discusses further
research.

4.2

Copula-based conditional measures

For a bivariate continuous random vector (Y1 ,Y2 )T , let η be a dependence measure
or asymmetry measure that is invariant to increasing monotone transforms of the
two random variables. For the joint distribution F12 with copula C12 , η is a function
of the copula: η = η(F12 ) = η(C12 ).
The measure η can be applied to bivariate conditional distributions. Let Y1 ,Y2
be two continuous random variables and X be a random variable or random vector.
Consider the (continuous) conditional distribution of [Y1 ,Y2 |X = x] and denote its
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copula by CY1 ,Y2 ;X (·; x). Then
CY1 ,Y2 ;X (u1 , u2 ; x) = FY1 ,Y2 |X (FY−1
(u1 |x), FY−1
(u2 |x)|x),
1 |X
2 |X
where FY1 ,Y2 |X (·|x), FY1 |X (·|x) and FY2 |X (·|x) are the conditional CDFs of [Y1 ,Y2 |X =
x], [Y1 |X = x] and [Y2 |X = x], respectively. Some authors refer to CY1 ,Y2 ;X (·; x) as a
conditional copula, but it is actually not a conditional distribution.
If η is applied to FY1 ,Y2 |X (·|x) for each x, then we have a function of x. With
overloaded notations, denote
η(x) = η(FY1 ,Y2 |X (·|x)) = η(CY1 ,Y2 ;X (·; x)).
There exist several copula-based bivariate measures η that are integrals of a copula,
including dependence measures, tail-weighted dependences measure (Lee et al.,
2018), and asymmetry measures (Krupskii, 2017). In this section, we estimate
CY1 ,Y2 ;X (·; x) using kernel smoothing over x (Gijbels et al., 2011) and apply the
estimated CeY1 ,Y2 ;X (·; x) to further obtain η̃(x) = η(CeY1 ,Y2 ;X (·; x)). We consider the
following copula-based bivariate measures η:
• Spearman’s rho,
ZZ

ρS (C) = 12

[0,1]2

C(u1 , u2 ) du1 du2 − 3.

• Tail-weighted dependence measure, with α ≥ 1,
ζα (C) := 2 − α(γα−1 (C) − 1),

Z 1

where γα (C) :=

C(u1/α , u1/α ) du.

0

• Permutation asymmetry measure, with k > 0,
ZZ

GP,k (C) =

[0,1]2

|u1 − u2 |k+2 · sign(u1 − u2 ) dC(u1 , u2 ).

• Reflection asymmetry measure, with k > 0,
ZZ

GR,k (C) =

[0,1]2

|1 − u1 − u2 |k+2 · sign(1 − u1 − u2 ) dC(u1 , u2 ).
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The above measures and the corresponding conditional measures can be used as diagnostic tools to detect permutation and reflection asymmetry for pairs of variables
used in vine copulas and check the reasonableness of the simplifying assumption
for vine copulas.
In Sections 2.15 and 2.17 of Joe (2014), there are tail-weighted dependence
measures such as semi-correlations and asymmetry measures that depend on quantiles. We will not consider these for the conditional version in the subsequent
developments because there do not exist simple expressions for the conditional
dependence measures defined by quantiles in general.
We give an overview of the kernel smoothing method (Gijbels et al., 2011)
in Section 4.2.1. In Sections 4.2.2, 4.2.3 and 4.2.4, we present the estimates of
conditional Spearman’s rho, conditional tail-weighted dependence measure, and
conditional asymmetry measures, respectively.

4.2.1

Estimating copulas of conditional distributions

Gijbels et al. (2011) propose nonparametric estimators of Spearman’s rho and
Kendall’s tau for a conditional distribution of two variables given a covariate. In
this section, we give an overview of the estimator of copulas of conditional distributions.
Consider a random vector (Y1 ,Y2 , X)T , where X could be a random variable or
a random vector. Let FY1 |X and FY2 |X be the conditional CDF of Y1 and Y2 given X
respectively, and CY1 ,Y2 ;X be the copula for FY1 |X (·|x) and FY2 |X (·|x). Let (yi1 , yi2 , xi )
be the observed data, for i = 1, . . . , n, and suppose this is considered as a random
sample. For j ∈ {1, 2}, the conditional CDF FY j |X can be estimated by
n

FeY j |X (y|x) =

∑ wi j (x)I{yi j ≤ y},
0

0

i0 =1

for appropriately chosen weights wi0 j (x), where I represents the indicator function. The weight wi0 j (x) is larger if xi0 is closer to x. Let GY1 ,Y2 ;X (v1 , v2 ; x) =
P(FY1 |X (Y1 |x) ≤ v1 , FY2 |X (Y2 |x) ≤ v2 ), then similarly an estimate of GY1 ,Y2 ;X (v1 , v2 ; x)
is

n

eY ,Y ;X (v1 , v2 ; x) = ∑ wi (x)I{ũi1 ≤ v1 , ũi2 ≤ v2 },
G
1 2
i=1
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where ũi1 = FeY1 |X (yi1 |xi ) and ũi2 = FeY2 |X (yi2 |xi ). Because of the smoothing for
eY ,Y ;X (v1 , v2 ; x) does not have U(0, 1) margins. One can obtain
FeY1 |X and FeY2 |X , G
1 2
the margins
n

n

eY ;X (v1 ; x) = ∑ wi (x)I{ũi1 ≤ v1 };
G
1

eY ;X (v2 ; x) = ∑ wi (x)I{ũi2 ≤ v2 }.
G
2

i=1

i=1

The weight wi (x) is larger if xi is closer to x, and it can be different from wi1 (x)
e−1 be the generalized inverse distribution function of G
eY ;X for
and wi2 (x). Let G
Y j ;X

j

j ∈ {1, 2}. An estimate of CY1 ,Y2 ;X (u1 , u2 ; x) can be obtained:


eY ,Y ;X G
e−1 (u1 ; x), G
e−1 (u2 ; x); x
CeY1 ,Y2 ;X (u1 , u2 ; x) = G
1 2
Y1 ;X
Y2 ;X
n

= ∑ wi (x)I{ûi1 ≤ u1 , ûi2 ≤ u2 },

(4.1)

i=1

eY ;X (ũi1 ; x) and ûi2 := G
eY ;X (ũi2 ; x).
where ûi1 := G
1
2
One common choice of the weight function is the Nadaraya-Watson estimator
(Nadaraya, 1964; Watson, 1964):
wi (x) =

K (kxi − xk/hn )
,
n
∑ j=1 K (kx j − xk/hn )

i = 1, . . . , n,

where hn = O(n−1/5 ) is the bandwidth and K(·) is the kernel function. When
x ∈ Rd for d > 1, this is a spherically symmetric weight function (Loader, 1999).
Commonly used kernel functions include: (1) Uniform: K(t) = 12 I{|t| ≤ 1}; (2)
Gaussian: K(t) =

2
√1 e−t /2 ;
2π

(3) Epanechnikov: K(t) = 34 (1 − t 2 )I{|t| ≤ 1}.

For a bivariate measure η that is a functional of a bivariate copula, its corresponding conditional measure can be written as η(x) = η(CY1 ,Y2 ;X (·; x)). If η(x) is a
smooth function in x, it can be estimated by η̃(x) = η(CeY ,Y ;X (·; x)), where CeY ,Y ;X
1

2

1

2

is defined in Equation 4.1 via kernel smoothing. Algorithm 4.1 shows the pseudo∗ ),
code for estimating η(x) evaluated on a sequence of grid points (x1∗ , x2∗ , . . . , xM
∗ ∈ supp(X). For a fixed x∗ , all the observations (x , y , y ) contribute to
where xm
i i1 i2
m
∗ ), but those x that are closer to x∗ carry more weight.
the estimation of η(xm
i
m

Algorithm 4.1 works for a scalar-valued x as well as a vector-valued x. However, due to the curse of dimensionality, the sample size needed to detect the signal
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Algorithm 4.1 Estimation of a conditional measure η(x).
∗ ); observed data {((x , y , y )}n .
Input: A sequence of grid points (x1∗ , x2∗ , . . . , xM
i i1 i2 i=1
∗
Output: Estimated conditional measure η̃(xm ) for m = 1, 2, . . . , M.
1: Smoothed empirical values ũi1 and ũi2 for i = 1, . . . , n are obtained such that
{ũi j } is close to a U(0, 1) distribution for j = 1, 2.
∗ ) is computed for each x∗ using EquaeY ,Y ;X (·; xm
2: A smoothed empirical C
m
1 2
tion 4.1.
∗ ) = η(C
∗ )) can be obtained. (Examples are given
eY ,Y ;X (·; xm
3: An empirical η̃(xm
1 2
in the following subsections.)

from random variation increases quickly when conditioning on more variables.
Conditioning on one variable, a sample size of the order of 300 and above can lead
to the detection of the shape of conditional measure as a function of the value of the
conditioning variable. However, when conditioning on two variables, the sample
size might need to be several thousand to see the shape from the random variability.
An example is given in Section 4.4 to illustrate this.
Moreover, bootstrapping can be used to determine the confidence bands for
conditional measures. The confidence bands can help to visually suggest whether
a conditional measure η(x) is constant with respect to x. If so, there is more support
for the simplifying assumption as an approximation. Acar et al. (2012) construct
pointwise confidence bands at each grid point. Here, we propose to use simultaneous envelop-based bootstrap confidence bands and provide a method of constructing such confidence bands. The idea is to draw bootstrap samples and compute
the curve of estimated η̃(x) on a sequence of grid points; repeating this step Nbs
times gives Nbs estimated curves. For each grid point, we find the curve that corresponds to the γ-level upper (lower) confidence bound. For neighboring grid points,
the same curve might be the pointwise “critical” curve. Consider the set of curves
that are critical for the upper (lower) confidence. The envelope from the pointwise
maximum (minimum) of these upper (lower) critical curves is the resulting simultaneous upper (lower) confidence curve; the upper and lower envelopes guarantee
to cover entirely a proportion γ of the bootstrapped curves. Algorithm 4.2 gives a
formal definition of the proposed bootstrapping method.
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Algorithm 4.2 Upper and lower simultaneous bootstrap confidence bands of η(x).
∗ ); observed data {((x , y , y )}n ;
Input: A sequence of grid points (x1∗ , x2∗ , . . . , xM
i i1 i2 i=1
number of bootstrap samples Nbs ; confidence level γ.
∗ ).
Output: Upper and lower confidence bands evaluated at (x1∗ , x2∗ , . . . , xM
1: for r = 1, 2, . . . , Nbs do
2:
Draw n observations with replacement from {((xi , yi1 , yi2 )}ni=1 .
∗ ) with the bootstrap sample, using
3:
Estimate η̃r evaluated at (x1∗ , x2∗ , . . . , xM
Algorithm 4.1.
4: end for
5: Initialize Supper ← 0,
/ Slower ← 0.
/
6: for m = 1, 2, . . . , M do
∗ )}Nbs , denote its index by I upper ∈
7:
Find the (1 + γ)/2 quantile of {η̃r (xm
m
r=1
[Nbs ].
upper
8:
Supper ← Supper ∪ {Im }.
∗ )}Nbs , denote its index by I lower ∈
9:
Find the (1 − γ)/2 quantile of {η̃r (xm
m
r=1
[Nbs ].
10:
Slower ← Slower ∪ {Imlower }.
11: end for
∗ is max{η̃ (x∗ ) : r ∈ Supper }; the
12: The upper confidence band evaluated at xm
r m
∗
∗ ) : r ∈ Slower }.
lower confidence band evaluated at xm is min{η̃r (xm

4.2.2

Conditional Spearman’s rho

For a bivariate copula C, the population version of Spearman’s rho can be expressed
as
ZZ

ρS (C) = 12

C(u1 , u2 ) du1 du2 − 3.

[0,1]2

Using the kernel method described in Section 4.2.1, conditional Spearman’s rho
for CY1 ,Y2 ;X (·; x) can be estimated by
ZZ

ρS (CeY1 ,Y2 ;X (·; x)) = 12

[0,1]2

CeY1 ,Y2 ;X (u1 , u2 ; x) du1 du2 − 3

n

= 12 ∑ wi (x)
i=1
n

ZZ
[0,1]2

I{ûi1 ≤ u1 , ûi2 ≤ u2 } du1 du2 − 3

= 12 ∑ wi (x)(1 − ûi1 )(1 − ûi2 ) − 3,
i=1

eY ;X (ũi1 ; x) and ûi2 := G
eY ;X (ũi2 ; x) as defined in Section 4.2.1.
where ûi1 := G
1
2
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Note that the numerical implementation of a conditional Kendall’s tau is much
more time-consuming than Spearman’s rho because the computational complexity is of a higher power of the sample size n. Hence, we do not use conditional
Kendall’s tau. We refer the readers to Gijbels et al. (2011) for its empirical version
using kernel smoothing.

4.2.3

Conditional tail-weighted dependence measure

Spearman’s rho and Kendall’s tau summarize the dependence in the center and cannot quantify the dependence in the joint upper and lower tails. The lower (upper)
tail dependence coefficients can be used to measure the strength of dependence
in the joint lower (upper) tail of a bivariate distribution. However, since the tail
dependence coefficients are defined via limits, they do not have simple empirical
counterparts. Some tail-weighted dependence measures, such as semi-correlations
of normal scores, do not have simple counterparts for conditional dependence measures.
Lee et al. (2018) propose a family of dependence measures ζα for α > 0. When
α = 1, ζα is a measure of central dependence with properties similar to Kendall’s
tau and Spearman’s rho. For large α, ζα is a tail-weighted dependence measure;
the limit as α → ∞ is the upper tail dependence coefficient. The definition of the
upper tail-weighted dependence measure ζα is given as follows:
ζα (C) := 2 − α(γα−1 (C) − 1),

Z 1

where γα (C) :=

C(u1/α , u1/α ) du.

(4.2)

0

The lower tail-weighted dependence measure of a copula is the upper tail-weighted
b 1 , u2 ) = C(1−u1 , 1−u2 )+u1 +u2 −
dependence measure of its survival copula C(u
1:
b := 2 − α(γα−1 (C)
b − 1),
ζα (C)
where
b =
γα (C)

α −1
+
α +1

Z 1

C(1 − u1/α , 1 − u1/α ) du.

0

Under the same setting in Section 4.2.2, the conditional tail-weighted dependence measure ζα for CY1 ,Y2 ;X (·; x) can be estimated similarly. By Equation 4.2, the
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conditional γα (x) can be estimated by
Z 1

γα (CeY1 ,Y2 ;X (·; x)) =

0
n

CeY1 ,Y2 ;X (u1/α , u1/α ; x) du

= ∑ wi (x)
i=1

Z 1 n
0

o
I ûi1 ≤ u1/α , ûi2 ≤ u1/α du

n

= 1 − ∑ wi (x)(ûi1 ∨ ûi2 )α ,
i=1

eY ;X (ũi1 ; x) and ûi2 := G
eY ;X (ũi2 ; x). As a result, the conditional upper
where ûi1 := G
1
2
tail-weighted dependence measure can be estimated by


ζα (CeY1 ,Y2 ;X (·; x)) = 2 − α γα−1 (CeY1 ,Y2 ;X (·; x)) − 1 .

4.2.4

Conditional measures of permutation and reflection asymmetry

A bivariate copula C is called permutation symmetric if for (U1 ,U2 ) ∼ C, we have
(U2 ,U1 ) ∼ C as well. Similarly, C is called reflection symmetric if for (U1 ,U2 ) ∼ C,
we have (1 −U1 , 1 −U2 ) ∼ C. Krupskii (2017) proposes permutation and reflection
asymmetry measures for data with positive quadrant dependence. Those asymmetry measures can be used as diagnostic tools to suggest proper candidate copula families when fitting bivariate data. In this section, we present the permutation asymmetry measure GP,k and reflection asymmetry measures GR,k , and extend
them to conditional measures.
The permutation asymmetry measure GP,k (C) is defined as the expectation of
the variable |U1 −U2 |k+2 adjusted for the sign of U1 −U2 for k > 0:
h
i
GP,k (C) = E |U1 −U2 |k+2 · sign(U1 −U2 )
ZZ

=
[0,1]2

|u1 − u2 |k+2 · sign(u1 − u2 ) dC(u1 , u2 ).

It indicates the direction of permutation asymmetry: if the measure takes a positive (negative) value, then the conditional mean of data truncated in the right lower
(left upper) corner is greater than that of data truncated in the left upper (right
lower) corner. A larger tuning parameter k results in greater variability of an em62

pirical estimate, while a small k makes the measure less sensitive to a permutation
asymmetric dependence. The permutation asymmetry measure GP,k can be further
normalized to the range of [−1, 1] by finding a copula C that maximizes |GP,k (C)|
(Rosco and Joe, 2013). Following the choice of k in Krupskii (2017), we use
k = 0.2 for the remainder of the chapter.
The conditional GP,k can be estimated by
ZZ

GP,k (CeY1 ,Y2 ;X (·; x)) =

[0,1]2

|u1 − u2 |k+2 sign(u1 − u2 ) dCeY1 ,Y2 ;X (u1 , u2 ; x)

n

= ∑ wi (x)|ûi1 − ûi2 |k+2 sign(ûi1 − ûi2 ),
i=1

eY ;X (ũi1 ; x) and ûi2 := G
eY ;X (ũi2 ; x).
where ûi1 := G
1
2
Similarly, the reflection asymmetry measure GR,k is defined as the expectation
of the variable |1 −U1 −U2 |k+2 adjusted for the sign of 1 −U1 −U2 .
h
i
GR,k (C) = E |1 −U1 −U2 |k+2 sign(1 −U1 −U2 )
ZZ

=
[0,1]2

|1 − u1 − u2 |k+2 sign(1 − u1 − u2 ) dC(u1 , u2 ),

and an estimate of the conditional GR,k is
n

GR,k (CeY1 ,Y2 ;X (·; x)) = ∑ wi (x)|1 − ûi1 − ûi2 |k+2 sign(1 − ûi1 − ûi2 ).
i=1

4.3

Skewed bivariate copulas

Bivariate copulas with permutation asymmetry have not been used much with vine
copulas, because often permutation asymmetry cannot be observed from a bivariate
normal scores plot. However, if permutation asymmetry is detected via asymmetry
measures, then families of permutation asymmetric copulas should be considered.
In this section, we compare two parametric families of permutation asymmetric
copulas with asymmetric tail dependence. At the boundaries of these families are
copulas without tail dependence. They have three or four parameters and can be
used within parametric vine copulas.
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The Azzalini-Capitanio (AC) skew-t copula and the skew-BB1 copula are two
permutation asymmetric bivariate copulas. They can be used within vine copulas
when permutation asymmetry is detected together with possible tail dependence.
Without both upper and lower tail dependence, Azzalini-Dalla Vallee skew-normal
(limiting case of AC skew-t) and skew-Gumbel (boundary case of skew-BB1) are
options.
One way to generate new copula families from existing ones is through the
maximum of independent beta random variables. This has been included in Genest et al. (1998); McNeil et al. (2015) and Section 3.18 of Joe (2014), without
studying its properties in detail. Let C1 and C2 be two bivariate copulas and
γ

1−γ1

γ

γ1 , γ2 ∈ [0, 1], then C1 (u11 , u22 )C2 (u1

1−γ2

, u2

) is a valid bivariate copula. In fact,

if V1 = (V11 ,V12 ) ∼ C1 , V2 = (V21 ,V22 ) ∼ C2 and V1 , V2 are independent, then
1/γ1

(V11

1/(1−γ1 )

∨ V21

1/γ2

,V12

1/(1−γ2 )

∨ V22

) has uniform margins and follows the above

distribution.
In order to generate permutation asymmetric bivariate copulas, let C1 be a permutation symmetric bivariate copula C1 = C(·; θ ) parametrized by θ , let C2 be
the independence copula C⊥ , i.e., C2 (u1 , u2 ) = u1 u2 , and suppose (1 − γ1 )(1 −
γ2 ) = 0. This results in a permutation asymmetric bivariate copula C̆ that can be
parametrized by θ and β ∈ [−1, 1].

C(u1−β , u ; θ )uβ
2
1
1
C̆(u1 , u2 ; θ , β ) =
1+β
C(u , u ; θ )u−β
1

2

2

if 0 ≤ β ≤ 1,

(4.3)

if − 1 ≤ β < 0.

The corresponding conditional CDF and copula PDF are as follows:
C̆2|1 (u2 |u1 ; θ , β )

(1 − β )C (u |u1−β ; θ ) + βC(u1−β , u ; θ )uβ −1
2
2|1 2 1
1
1
=
C (u1+β |u ; θ )u−β
2|1

2

1

2
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if 0 ≤ β ≤ 1,
if − 1 ≤ β < 0.

C̆1|2 (u1 |u2 ; θ , β )

C (u1−β |u ; θ )uβ
2
1|2 1
1
=
(1 + β )C (u |u1+β ; θ ) − βC(u , u1+β ; θ )u−β −1
1 2
1|2 1 2
2

if 0 ≤ β ≤ 1,

c̆(u1 , u2 ; θ , β )

(1 − β )c(u1−β , u ; θ ) + βC (u1−β |u ; θ )uβ −1
2
2
1|2 1
1
1
=
1+β
1+β
−β
(1 + β )c(u , u ; θ ) − βC (u |u ; θ )u −1

if 0 ≤ β ≤ 1,

1

2|1

2

1

2

if − 1 ≤ β < 0.

if − 1 ≤ β < 0.

2

When 0 < β < 1, the copula is skewed towards the bottom-right corner; it has
more probability in the (1, 0) corner than the (0, 1) corner. When −1 < β < 0, the
copula is skewed towards the top-left corner; it has more probability in the (0, 1)
corner than the (1, 0) corner. When β → 1 or β → −1, Equation 4.3 converges
to C⊥ in distribution. When C(·; θ ) is the independence copula, the parameter β
has no effect as the result is still the independence copula C⊥ . When C(·; θ ) is
comonotonic,

(u1−β ∧ u )uβ
2 1
1
C̆(u1 , u2 ; θ , β ) =
1+β
(u ∧ u )u−β
1

2

2

if 0 ≤ β ≤ 1,
if − 1 ≤ β < 0.
1−β

If 0 ≤ β ≤ 1, there is no probability density above the curve u1

= u2 ; the proba-

bility that a point lies on the curve is 1 − β ; the density under the curve is uniform.
1+β

If −1 ≤ β < 0, there is no probability density below the curve u1 = u2

; the

probability that a point lies on the curve is 1 + β ; the density above the curve is
uniform. Figure 4.1 shows scatter plots of random samples in this case for β = 0.5
and β = −0.5.
The above analysis shows that β is not directly interpretable as a skewness
parameter, and θ of the original copula by itself does not indicate the strength of
dependence. To understand the range of permutation asymmetry versus central
dependence, these measures are plotted in Figure 4.2 for skew-BB1 copulas, i.e.,
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(b) β = −0.5.

(a) β = 0.5.

Figure 4.1: Scatter plots of 1000 random samples drawn from C̆(u1 , u2 ; θ , β )
in Equation 4.3 when C(·; θ ) is comonotonic.
the bivariate copula C(·; θ ) in Equation 4.3 is a BB1 copula:
C̆(u1 , u2 ; θ , δ , β ) =

h
i1/δ −1/θ


−θ (1−β )
β
−θ
δ
δ

− 1) + (u2 − 1)
u1
 1 + (u1

h
i1/δ −1/θ

−θ
(1+β
)

−β
−θ
δ
δ

− 1)
u2
 1 + (u1 − 1) + (u2

if 0 ≤ β ≤ 1,
if − 1 ≤ β < 0.

We conduct a grid search of all combinations of parameters θ . The widest range
of permutation asymmetry occurs when the strength of central dependence (say, as
measured by Spearman’s rho) is around 0.5. This is shown in Figure 4.2 where the
lengths of the curves are longest when β is between 0.5 to 0.6 (or negative).
Yoshiba (2018) has a numerical implementation of the AC skew-t copula, which
involves the multivariate skew-t distribution of Azzalini and Capitanio (2003). A
d-variate skew-t distribution has the following joint density function at x ∈ Rd :
s
T

g(x) = 2td,ν (x; Ω)T1,ν+d α x

ν +d
xT Ω−1 x + ν

!
,

where α ∈ Rd , td,ν (x; Ω) is the d-variate Student-t density with the correlation ma-
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Figure 4.2: Comparison of permutation asymmetry measure GP,k=0.2 in Section 4.2.4 and central dependence measure Spearman’s rho for skewBB1 and skew-t copulas. For skew-BB1 copulas, the parameter β is
in the set of 20 equally spaced points in [−1, 1]. Each red curve in the
figure corresponds to a distinct β value.
trix Ω and the degrees of freedom ν, and T1,ν+d is the univariate Student-t CDF
with degrees of freedom ν. An AC skew-t copula is the copula of a multivariate
skew-t distribution by applying Sklar’s theorem, so the major numerical difficulty
for this copula is to get the univariate quantile functions. Figure 4.2 also shows the
permutation asymmetry measure and central dependence measure for AC skew-t
copulas. It indicates that skew-BB1 copulas cover a wider range of the permutation asymmetry measure than AC skew-t copulas when the dependence measure is
greater than 0.5.

4.4

Conditional dependence with the gamma factor
model

In this section, we apply the diagnostic tools for conditional dependence to the
gamma factor model, a special case of convolution-closed families described in
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Section 4.28 of Joe (2014). As mentioned in Stoeber et al. (2013), this is a multivariate model with conditional dependence measures that vary from 0 to 1; hence,
any method for assessing the simplifying assumption for vine copulas could make
use of this model. There is more variation in conditional dependence measures in
this model than in other multivariate distributions for which we have done computations. See Appendix B for a similar analysis on a trivariate Frank copula model.
The simplifying assumption for conditional distributions of multivariate distributions is not satisfied other than in a few known cases (see Section 3.9.7 of Joe
(2014)); in other cases where the conditional dependence measures can be computed, there is much less variation and often the simplifying assumption may be
acceptable as an approximation. In cases where we have done computations of
Spearman’s rho for conditional bivariate distributions from trivariate and 4-variate
distributions, the Spearman’s rho curve is monotone or U-shaped or unimodal when
conditioning on one variable and the Spearman’s rho surface is smooth with corners as local maxima or minima when conditioning on two variables.
We show that the conditional dependence measures can be used for moderate
sample sizes when conditioning on one variable, but not for two or more variables.
The implications of this for application to vine copulas are mentioned at the end of
this section.
For the gamma factor model, the marginal and joint distributions have simple stochastic representations, and the conditional distributions can be obtained
via one-dimension numerical integration. Therefore, the copula-based dependence
measures can be computed even for conditional distributions. This allows for a
comparison of the diagnostic tools proposed in Section 4.2 with the exact conditional dependence measures as a function of the conditioning values, in order to
get an idea of the sample size needed to see the patterns.
Suppose Y j = Z0 +Z j for j = 1, . . . , d, where Z0 , Z1 , . . . , Zd are independent random variables and Z j ∼ Gamma(θ j , 1) for j = 0, 1, . . . , d. This model has positive
dependence and the simplifying assumption for vines is far from holding for any
vine structure because any conditional distribution can vary from independence to
strong dependence as the values of the conditioning variables vary. For bivariate
margins, there is stronger dependence in the joint upper tail than the joint lower
tail.
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For d = 3, we consider the copula of (Y1 ,Y2 ) given F3 (Y3 ) = x, denoted by
C12;3 (·; x), where Fj is the CDF of Y j and x ∈ (0, 1). Transforming Y3 to U(0, 1)
before computing the conditional measures produces better estimates with a bandwidth hn that doesn’t depend on the value of the conditioning variable. For this
copula conditioning on one variable, the pattern of the conditional Spearman’s rho
is that it is increasing from 0 to 1 as x goes from 0 to 1. A similar pattern occurs for the tail-weighted dependence measure ζα but conditionally, there is more
dependence in the joint lower tail than in the joint upper tail.
We assess the estimation method on many simulated three-variate datasets. For
the representative example in Figure 4.3, the simulation sample size is n = 1000
with (θ0 , θ1 , θ2 , θ3 ) = (3, 1, 1.5, 2). The exact ρS (C12;3 (·; x)), ζα=5 (C12;3 (·; x)),
ζα=5 (Cb12;3 (·; x)), and GP,k=0.2 (C12;3 ) computed via numerical integration are shown
in red dash-dot lines in Figure 4.3. The kernel-smoothed estimates using Epanechnikov kernel and window size hn = 0.2 are shown in solid dark lines and the bootstrap confidence bands are plotted in dashed dark lines. The plots indicate that the
constructed confidence bands are able to detect the increasing trends in the conditional dependence measures. For the conditional permutation asymmetry measure
GP,k=0.2 (C12;3 ), both the exact measure and estimates are close to zero for different
values of the conditioning variable.
Next, we assess the estimation methods when conditioning on two variables.
Consider C12;34 (·; x, y), the copula of (Y1 ,Y2 ) given F3 (Y3 ) = x and F4 (Y4 ) = y. The
conditional Spearman’s rho is increasing from 0 to 1 as x and y go from 0 to 1, along
or near the main diagonal. There is a ridge near the main diagonal that depends
on the magnitude of asymmetry in θ1 , . . . , θ4 , and the conditional Spearman’s rho
decreases in the directions orthogonal to the ridge. A similar pattern occurs for
the conditional tail-weighted dependence measure ζα . We conduct a study on a
simulated four-variate dataset. For a representative example in Figure 4.4, we have
parameters (θ0 , θ1 , θ2 , θ3 , θ4 ) = (3, 1, 1.5, 2, 2.5). The sample size is n = 1000. In
this case, the conditional Spearman’s rho ρS (C12;34 (·; x, y)) is a bivariate function.
Figure 4.4 shows the exact function in red and the estimated confidence surfaces
in blue. Conditional Spearman’s rho near the corners (0, 1) and (1, 0) is severely
underestimated. A much large sample size of several thousand is needed to accurately capture the shape of the two-dimensional surface. Other non-parametric
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(a) Spearman’s rho ρS (C12;3 ).

(b) Tail-weighted dependence measure (lower tail) ζα=5 (C12;3 ).

(c) Tail-weighted dependence mea- (d) Permutation asymmetry measure (upper tail) ζα=5 (Cb12;3 ).
sure GP,k=0.2 (C12;3 ).

Figure 4.3: Conditional measures of C12;3 (·; x), the copula of Y1 ,Y2 given
F3 (Y3 ) = x, for a gamma factor model with parameters (θ0 , θ1 , θ2 , θ3 ) =
(3, 1, 1.5, 2). The sample size is n = 1000. The red dash-dot lines are
the exact conditional measures computed via numerical integration. The
dark solid lines and dashed lines are the kernel-smoothed conditional
Spearman’s rho and the corresponding 90%-level simultaneous bootstrap confidence bands, using Epanechnikov kernel and window size
hn = 0.2.
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Figure 4.4: Conditional Spearman’s rho of C12;34 (·; x, y), the copula of Y1 ,Y2
given F3 (Y3 ) = x and F4 (Y4 ) = y, for a gamma factor model with parameters (θ0 , θ1 , θ2 , θ3 , θ4 ) = (3, 1, 1.5, 2, 2.5). The sample size is n = 1000.
The red surface is the exact conditional Spearman’s rho computed
via numerical integration, and the blue surfaces are the 90%-level simultaneous bootstrap confidence surfaces, using spherically symmetric
Epanechnikov kernel and window size hn = 0.2.
smoothing methods yield similar estimation results.
What the gamma factor model implies about the simplifying assumption for
vine copulas is that, for a sample size of a few hundred to a few thousand, conditional dependence measures as a function of the values of conditioning variables
are useful for tree 2 but not for trees 3 and higher. The current algorithms for vine
copulas attempt to put pairs with stronger dependence and conditional dependence
in lower trees and weaker dependence in higher order trees of truncated vines. In
this case, it is especially important to check the validity of the simplifying assumption as an approximation for tree 2. If the simplifying assumption seems acceptable
for tree 2, then the assumption may be acceptable in higher-order trees. Otherwise,
one could fit copulas in tree 2 with conditional dependence parameters that vary
as simple functions of the values of conditioning variables. The above results for
the gamma factor model indicate that the conditional dependence measures cannot
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be used for trees 3 and higher when the sample size is not large. From the results
in Section 5.7 of Joe (2014), different bivariate copula models are hard to distinguish when the dependence is weak. So it is mainly the vine edges with a stronger
dependence where more care is needed in the choice of copula families based on
diagnostics.

4.5

Illustrative data examples

In this section, we illustrate the diagnostic tools for 3 to 4 variables on two datasets:
a hydro-geochemical dataset in Section 4.5.1 and a gene expression dataset in Section 4.5.2. Both datasets have variables that exhibit significant permutation asymmetry and have examples where the conditional Spearman’s rho function is nonconstant.
We have also applied the diagnostics to financial returns datasets; there seems
no pattern in the conditional measures when the conditioning variables have strong
dependence and the permutation asymmetry measures are rarely significant. Hence,
for financial returns datasets, vine or factor copulas with the simplifying assumption and permutation symmetric bivariate copulas should usually be adequate.
When the simplifying assumption does not hold for an edge of a vine in tree
2 or higher, a bivariate parametric copula family is chosen with at least one of its
parameters varying with the value(s) of the conditioning variable(s). In this case,
we say that a non-constant copula family is used. Otherwise, if the simplifying
assumption is assumed to hold, we say that a constant copula is used, meaning that
the parameters are constant over the value(s) of the conditioning variable(s).
Without the simplifying assumption, a multivariate distribution can be decomposed into sets of conditional distributions for all regular vines. With the simplifying assumption, it has been the practice for vine copulas to choose just one vine
structure based on a sequential procedure of having edges with the strongest dependence in low-order trees, for example, Dissmann et al. (2013). Then one can
truncate the process when additional trees show weak conditional dependence; for
example, the method of Brechmann et al. (2012) can be used to get a truncated
vine copula when there are many variables. For a few variables, truncation would
not occur if there is no vine for which conditional dependence becomes weak. In
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[Co, Sc]
[Sc, Ti]
[Co, Ti]

lower ζˆα=5

upper ζˆα=5

Gaussian ζα=5

bP,k=0.2
G

bP,k=0.2 )
se(G

0.522
0.467
0.434

0.511
0.357
0.118

0.495
0.359
0.283

0.036
0.093
0.064

0.017
0.021
0.028

fitted copula
skew-t
refl. skew-BB1
refl. skew-BB1

Table 4.1: Empirical tail-weighted dependence measures ζˆα=5 , Gaussian tailweighted dependence measure ζα=5 , permutation asymmetry measures
bP,k=0.2 , and fitted copulas in the first tree for the hydro-geochemical
G
dataset. Gaussian ζα=5 is the tail-weighted dependence measure of a bivariate Gaussian copula whose Spearman’s rho is the same as the empirical counterpart. There appears to be reflection asymmetry, permutation
asymmetry, and stronger dependence than Gaussian in the joint upper
and lower tails.
this section, we include examples with three and four variables where we can fit
parametric vine copulas for different vines without the simplifying assumption so
that they fit roughly the same when compared using Vuong’s procedure (Vuong,
1989).

4.5.1

Hydro-geochemical data

We use the hydro-geochemical dataset to illustrate the use of the diagnostic tools.
The dataset is from the hydro-geochemical stream and sediment reconnaissance
(HSSR) project, which is a Department of Energy program to assess the extent
of uranium potential in the United States (Cook and Johnson, 1981). It consists
of the log-concentrations of seven chemicals in n = 655 water samples collected
near Grand Junction, Colorado. We focus on three variables that are the logconcentrations of the elements cobalt (Co), scandium (Sc) and titanium (Ti). The
three variables are also used by Acar et al. (2012); Kraus and Czado (2017b). Figure 4.5 shows the pairwise scatter plot of the normal scores. Acar et al. (2012)
conduct an analysis which suggests that a non-simplifying vine copula construction is needed. However, their analysis only focuses on the conditional distribution [Co, Sc|Ti] without fitting a vine structure. We demonstrate how to get nonsimplifying vine copulas for all three possible vine structures.
Based on an initial data analysis and the normal scores plot, there appears to
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Figure 4.5: Pairwise scatter plot of the normal scores of variables cobalt (Co),
titanium (Ti) and scandium (Sc) in the hydro-geochemical dataset.
be reflection asymmetry, permutation asymmetry, and stronger dependence than
Gaussian in the joint upper and lower tails. Table 4.1 shows the comparison of
empirical tail-weighted dependence measures with tail-weighted dependence measures of bivariate Gaussian copulas whose Spearman’s rho are the same as the embP,k=0.2
pirical counterparts. It also shows the permutation asymmetry measures G
and the corresponding standard errors. Bivariate parametric copula families in the
first level or tree are selected from the following candidate families: Gaussian,
t, BB1, reflected BB1, skew-Gaussian, skew-t, skew-BB1, and reflected skewBB1. The best fitting bivariate copulas are shown in Table 4.1. For copulas in
the second tree, Figure 4.6 shows the kernel-smoothed conditional Spearman’s rho
for all three possible vine structure using Epanechnikov kernel and window size
hn = 0.2, which is close to n−1/5 . The dark solid lines and dashed lines are the
kernel-smoothed conditional Spearman’s rho and the corresponding 90%-level simultaneous bootstrap confidence bands using 1000 bootstrap samples. It visually
indicates that the simplifying assumption does not seem valid for all three vines,
but is closer to holding for [Co, Sc|Ti] and [Sc, Ti|Co]. Kraus and Czado (2017b)
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decide on [Sc, Ti|Co] as the structure being closest to satisfying the simplifying
assumption. For [Co, Ti|Sc], and [Co, Sc|Ti], the curve of conditional Spearman’s
rho is unimodal, so a quadratic parametrization in the conditioning value might
be sufficient to capture the shape. For [Sc, Ti|Co], the curve is bimodal; a higher
order polynomial is needed to capture the trend. The shapes of the conditional
tail-weighted tail dependence are similar to that of the conditional Spearman’s rho.
In many cases, a copula parameter ϑ is bounded in (ϑL , ϑU ), either by definition or for numerical stability. When performing numerical maximum likelihood
estimation, a reparametrization can help for better convergence. We define a continuous and monotonically increasing function h : R → (ϑL , ϑU ) that maps from
the real line to a finite interval:
h(x; ϑL , ϑU ) = tanh(x)(ϑU − ϑL )/2 + (ϑU + ϑL )/2.
We find the following non-constant copula families as best fits, after trying different ways of incorporating the value of the conditional variable into a conditional
dependence parameter.
• The non-constant t copula whose parameter ρ is the composition of the
transformation h and a quadratic function of the conditioning variable u:
ρ = h(a2 u2 + a1 u + a0 ; ρmin , ρmax ),
where ρmin = −1 and ρmax = 1. With this parametrization, a non-constant t
copula model has three parameters: a2 , a1 , a0 and ν.
• The non-constant skew-BB1 copula whose parameters δ and θ are the composition of the transformation h and a quadratic function of the conditioning
variable u:
δ = h(a2 u2 + a1 u + a0 ; δmin , δmax ),
θ = h(b2 u2 + b1 u + b0 ; θmin , θmax ),
where δmin = 1, δmax = 7, θmin = 0 and θmax = 7. With this parametrization,
a non-constant skew-BB1 copula model has seven parameters: β , a2 , a1 , a0 ,
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[Co, Ti|Sc]
[Co, Sc|Ti]
[Sc, Ti|Co]

simplifying

non-simplifying

t
skew-BB1
skew-BB1

t (quadratic ρ)
skew-BB1 (quartic δ )
skew-BB1 (quartic δ )

Table 4.2: Fitted bivariate copulas in the second tree for the hydrogeochemical dataset.
b2 , b1 and b0 .
• The non-constant skew-BB1 copula whose parameter δ is the composition
of the transformation h and a quartic function of the conditioning variable u:
δ = h(a4 u4 + a3 u3 + a2 u2 + a1 u + a0 ; δmin , δmax ),
where δmin = 1 and δmax = 7. With this parametrization, a non-constant
skew-BB1 copula model has seven parameters: β , a4 , a3 , a2 , a1 , a0 and θ .
The selected constant and non-constant bivariate copulas are reported in Table 4.2. The red dash-dot lines in Figure 4.6 represent the estimated conditional
Spearman’s rho. It indicates that the estimated curves accurately reflect the trend
of the kernel-smoothed conditional Spearman’s rho.
Table 4.3 shows the pairwise comparison of the AICs with and without the simplifying assumption for the three models. The confidence intervals are calculated
using Vuong procedure with the AIC correction (Vuong, 1989). It is clear that the
vine copula models with non-constant copulas on the second tree fit better than the
corresponding model with constant copulas. If the parametric models fit well the
bivariate copulas in the first tree and the copulas of conditional distributions in the
second tree, the vine copulas for different vines should be similar. It can be seen
from Table 4.3 that the AICs of the three vine copulas are close.

4.5.2

Glioblastoma tumors dataset

The glioblastoma tumors (GBM) dataset is a level-3 gene expression dataset used
by Brennan et al. (2013). It is obtained from The Cancer Genome Atlas (TCGA)
Data Portal (Tomczak et al., 2015) and contains expression data of 12044 genes
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(a) [Co, Ti|Sc].

(b) [Co, Sc|Ti].

(c) [Sc, Ti|Co].

Figure 4.6: Conditional Spearman’s rho on the hydro-geochemical dataset.
The dark solid lines and dashed lines are the kernel-smoothed conditional Spearman’s rho and the corresponding 90%-level simultaneous
bootstrap confidence bands, using Epanechnikov kernel and window
size hn = 0.2. The red dash-dot lines represent the estimated conditional
Spearman’s rho.
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C-vine 1

simplifying

C-vine 2

AIC

1

non-simplifying

AIC

2

AIC

1

AIC

2

CI

Co–Sc–Ti

Co–Ti–Sc

−869.2

−865.0

−899.7

−876.5

(−0.038, 0.003)

Co–Ti–Sc

Sc–Co–Ti

−865.0

−874.7

−876.5

−883.7

(−0.014, 0.024)

Sc–Co–Ti

Co–Sc–Ti

−874.7

−869.2

−883.7

−899.7

(−0.011, 0.035)

Table 4.3: Pairwise comparison of vine copula models on the hydrogeochemical dataset.

[12]
[13]
[14]
[23]
[24]
[34]

bP,k=0.2
G

bP,k=0.2 )
se(G

copula symm

0.072
−0.097
0.060
−0.128
−0.046
0.115

0.028
0.018
0.023
0.024
0.025
0.020

BB1
Gaussian
t
Gaussian
Gumbel
BB1

symm

copula asymm

−105.5
−321.9
−232.4
−126.0
−162.5
−544.8

skew-Gumbel
skew-t
skew-t
skew-t
refl. skew-BB1
skew-t

AIC

AIC

asymm
−112.0
−349.6
−234.9
−156.3
−165.4
−589.0

Table 4.4: Permutation asymmetry measures and AICs of pairs of variables in
the GBM dataset.
from n = 558 tumors. Within all the genes in the dataset, we first filter out 1342
genes that are related to human cell cycle. Afterwards, a hierarchical clustering algorithm with Euclidean distance metric and complete-linkage is applied to obtain a
cluster of 92 genes. We pick four consecutive genes that have visible permutation
asymmetry: RPL21, RPL22, RPL24 and RPL29, which are hereafter referred to as
variables 1 to 4. Figure 4.7 shows the pairwise scatter plot of the normal scores. TabP,k=0.2 and the correble 4.4 shows the pairwise permutation asymmetry measure G
sponding bootstrap standard errors using 1000 bootstrap samples. Table 4.5 shows
the lower and upper tail-weighted dependence measures and the tail-weighted dependence measure of a bivariate Gaussian copula whose Spearman’s rho is the
same as the empirical counterpart. All pairs of variables are positively correlated,
and some have perceivable permutation asymmetry and reflection asymmetry. We
also conduct a similar analysis on other sets of four variables from the dataset;
most of them do not exhibit permutation asymmetry and vine copula models with
the simplifying assumption appear to be sufficient.
We fit both bivariate permutation symmetric and asymmetric copulas to all
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Figure 4.7: Pairwise scatter plot of the normal scores in the GBM dataset.

[12]
[13]
[14]
[23]
[24]
[34]

lower ζˆα=5

upper ζˆα=5

Gaussian ζα=5

0.128
0.331
0.197
0.080
0.015
0.552

0.380
0.270
0.338
0.325
0.463
0.676

0.197
0.442
0.355
0.236
0.237
0.583

Table 4.5: Empirical tail-weighted dependence measures ζˆα=5 and Gaussian
tail-weighted dependence measure ζα=5 .

79

bP,k=0.2
G

bP,k=0.2 )
se(G

0.140
−0.047
−0.083
−0.010

0.030
0.033
0.029
0.029

[14|3]
[23|4]
[23|1]
[24|1]

AIC

symm
−13.0
−10.9
−47.1
−77.8

AIC

asymm

AIC

asymm & non-const

−31.7
−15.2
−54.2
−83.1

−31.7
−28.9
−54.2
−83.1

Table 4.6: Permutation asymmetry measure and AICs of pairs of variables in
tree 2 of D-vine 1342 and C-vine 1234 on the GBM dataset. If the AIC of
a non-constant model is worse than a constant model, we report the AIC
of the constant model, e.g., [14|3], [23|1] and [24|1].
pairs of variables, including Gaussian, Gumbel, student-t, BB1, skew-normal, skewGumbel, skew-t, skew-BB1, and their reflected copulas. The Gumbel, skew-Gumbel,
BB1 and skew-BB1 and their reflected copulas are flexible in handling asymmetric
tail dependence. The AICs are also presented in Table 4.4. For all pairs, permutation asymmetric copulas achieve better AICs than permutation symmetric ones.
Furthermore, the pairs that are significantly asymmetric according to both measures, i.e., [13], [23] and [34], have large improvements in AIC. This indicates that
bP,k=0.2 is informative in identifying permuthe permutation asymmetry measure G
tation asymmetry and guiding the choice of bivariate copula families.
The best vine structure selected by Dissmann’s algorithm (Dissmann et al.,
2013) is a D-vine with the path 1–3–4–2 as the first tree; we call it the D-vine-1342
model. Based on this D-vine structure, we fit bivariate copulas with simplifying
assumptions from the families including Gaussian, Gumbel, student-t, BB1 and
their reflected copulas in the second and third trees. The AIC of the best model
bP,k=0.2 shown in Table 4.6
is −1066.5. The permutation asymmetry measures G
suggest that [23|4] is slightly permutation asymmetric and [14|3] is significantly
permutation asymmetric. By using skewed bivariate copulas, the AIC is improved
to −1156.6.
We further assess the simplifying assumption for pairs [14|3] and [23|4] in the
second tree of the D-vine-1342 model. Figure 4.8 shows the conditional Spearman’s rho for the two pairs. It indicates that the simplifying assumption is acceptable for [14|3] because the conditional Spearman’s rho is approximately a constant
between −0.1 and 0.25. However, for [23|4], the conditional Spearman’s rho de-
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model

AIC

symm

AIC

asymm

AIC

asymm & non-const

D-vine-1342

−1066.5

−1156.6

−1171.0

C-vine-1234

−1055.2

−1171.9

−1171.9

Table 4.7: Model AICs for different vine structures on GBM dataset.
creases as the conditioning value u4 increases. Therefore, the bivariate copula
model for [23|4] can be further improved by using non-constant copulas. We use
the same non-constant bivariate copula families as in Section 4.5.1 because there
appears to be asymmetric tail dependence from the bivariate normal scores plots.
Model AICs in Table 4.6 also confirm this observation: by adopting non-constant
copulas, the AIC improves significantly for [23|4], but deteriorates for [14|3]. Overall, using non-constant copulas improves the AIC to −1171.0, as shown in Table 4.7.
Similar to the analysis in Section 4.5.1, we fit vine copula models with different
vine structures. For four variables, there are 24 possible vine structures in total. We
pick a C-vine that has a very different structure from D-vine-1342. The model Cvine-1234 has edges [12], [13] and [14] in the first tree and [23|1], [24|1] in the
second tree. Table 4.4 and Table 4.6 show that there is significant permutation
asymmetry in the first and second trees. Therefore permutation asymmetric copulas
could be used. We further investigate the conditional Spearman’s rho in the second
tree for pairs [23|1] and [24|1]. The 90%-level simultaneous bootstrap confidence
bands and the model Spearman’s rho are also shown in Figure 4.8. It indicates
that the conditional Spearman’s rho is approximately constant for both pairs and
constant copulas should be sufficient.
We evaluate the model AICs when using constant symmetric copulas, constant
asymmetric copulas and non-constant copulas, and show the model AICs for Dvine-1342 and C-vine-1234 models in Table 4.7. For C-vine-1234 model, it improves significantly from constant symmetric copulas to constant asymmetric copulas. But the model does not improve by using non-constant copulas. This corroborates the conclusions from the diagnostics. Moreover, when using asymmetric
and non-constant copulas, both models have similar AICs.
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(a) [14|3].

(b) [23|4].

(c) [23|1].

(d) [24|1].

Figure 4.8: Conditional Spearman’s rho of pairs [14|3] and [23|4] in the Dvine-1342 model, and [23|1] and [24|1] in the C-vine-1234 model on
the GBM dataset. The dark solid lines and dashed lines are the kernelsmoothed conditional Spearman’s rho and the corresponding 90%-level
simultaneous bootstrap confidence bands, using Epanechnikov kernel
and window size hn = 0.2. The red dash-dot lines represent the model
conditional Spearman’s rho. For [14|3], the best-fitting model is a
constant skewed t-copula. For [23|4], the best-fitting model is a nonconstant skewed-BB1 copula (quartic δ ). For both [23|1] and [24|1], the
best-fitting models are constant reflected skewed-BB1 copulas.
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4.6

Conclusion

In this chapter, we propose a general framework for estimating the conditional dependence or asymmetry measures as a function of the value(s) of the conditional
variable(s). An algorithm to compute the corresponding confidence bands is also
presented. The estimation of the conditional measures can be adapted to other
copula-based measures and enrich the diagnostic tools in the future. Since the estimation of the conditional distributions requires a smoothing method, the measure
should be a simple function of the copula.
The use of dependence and asymmetry measures as diagnostic tools for bivariate copulas and bivariate conditional distributions has been illustrated with real
datasets. Diagnostics can guide the choice of candidate bivariate copula families
to use in vine copulas. If diagnostics for some edges of a vine suggest positive
monotone dependence, reflection asymmetry, permutation asymmetry, and possible asymmetric tail dependence, then one- or two-parameter bivariate copula families are not sufficient; instead, three- or four-parameter bivariate copula families
might be needed. Moreover, if the dependence measures or asymmetry measures
in trees 2 and up are not constant over the conditioning value(s), then non-constant
copulas should be considered.
The diagnostic measures have been shown to be effective in suggesting appropriate candidate parametric copula families. It is a future research direction to
automatically and adaptively generate a shortlist of candidate parametric copula
families for edges of a vine copula based on the diagnostic measures. An alternative is a reverse-delete algorithm: start with a long list of bivariate parametric
copula families followed by deletion of families that cannot match the diagnostic
summaries.
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Chapter 5

Prediction based on conditional
distributions of vine copulas
5.1

Introduction

In the context of an observational study, where the response variable Y and the
explanatory variables X = (X1 , . . . , Xp ) are measured simultaneously, a natural approach is to fit a joint distribution to (X1 , . . . , Xp ,Y ) assuming a random sample (xi1 , . . . , xip , yi ) for i = 1, . . . , n, and then obtain the conditional distribution of
Y given X for making predictions. Observational studies are studies where researchers observe subjects and measure several variables together, and inferences
of interest are relationships among the measured variables, including the conditional distribution of Y given other variables when there is a variable Y that one
may want to predict from the other variables. In contrast, in experimental studies,
the explanatory variables (treatment factors) are controlled for by researchers, and
the effect of the non-random explanatory variables is then observed on the experimental units. The inferences of interest may be different for experimental studies.
The conditional expectation E(Y |X = x) and conditional quantiles FY−1
|X (·|x)
can be obtained from the conditional distribution for out-of-sample point estimates
and prediction intervals. This becomes the usual multiple regression if the joint distribution of (X,Y ) is multivariate Gaussian. Unlike multiple regression, the jointdistribution-based approach uses information on the distributions of the variables
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and does not specify a simple linear or polynomial equation for the conditional
expectation.
Nonparametric regression methods are alternatives to multiple regression and
do not assume a predetermined form of the predictor (Fan, 1992; Härdle, 1990;
Stone, 1977). However, they have difficulty in (1) specifying heteroscedasticity,
(2) capturing the shapes of the regression function in the extremes, (3) modeling
high-dimensional data due to the curse of dimensionality. Nagler and Czado (2016)
apply bivariate kernel density estimation with vines to get around the curse of dimensionality. The joint-distribution-based approach estimates univariate distributions and this is not sufficiently explored in the regression literature but is relevant
when all variables are measured together in an observational study.
When the explanatory variable is a scalar and continuous (p = 1), the joint
distribution of (X,Y ) can be modeled using a bivariate parametric copula family.
Bernard and Czado (2015) show how different copula families can lead to quite
different shapes in the conditional mean function E(Y |X = x) and say that linearity
of conditional quantiles is a pitfall of quantile regression. There are applications of
bivariate or low-dimensional copulas for regression in Bouyé and Salmon (2009)
and Noh et al. (2013). However, none of the previous papers link the shape of
conditional quantiles to tail properties of the copula family.
For the multivariate distribution approach to work for moderate to large dimensions, there are two major questions to be addressed: (A) How to model the
joint distribution of (X1 , . . . , Xp ,Y ) when p is not small and some X j variables are
continuous and others are discrete? (B) How to efficiently compute the conditional distribution of Y given X? For question (A), the vine copula or pair-copula
construction is a flexible tool in high-dimensional dependence modeling; see Aas
et al. (2009); Bedford and Cooke (2002); Brechmann et al. (2012); Dissmann et al.
(2013); Joe (2014).
The possibility of applying copulas for prediction and regression has been explored, but an algorithm is needed in general for (B) when some variables are
continuous and others are discrete. Parsa and Klugman (2011) use a multivariate Gaussian copula to model the joint distribution, and conditional distributions
have closed-form expressions. However, Gaussian copulas do not handle tail dependence or tail asymmetry, so can lead to incorrect inferences in the joint tails.
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Vine copulas are used by Kraus and Czado (2017a) and Schallhorn et al. (2017) for
quantile regression, but the vine structure is restricted to a boundary class of vines
called the D-vine. A general regular-vine (R-vine) copula is adopted in Cooke
et al. (2019), for the case where the response variable and explanatory variables
are continuous. Noh et al. (2013) use a non-parametric kernel density approach
for conditional expectations, but this can run into sparsity issues as the dimension
increases.
In this chapter, we propose a method, called vine copula regression, that uses
R-vines and handles mixed continuous and discrete variables. That is, the predictor and response variables can be either continuous or discrete. As a result, we
have a unified approach for regression and (ordinal) classification. The proposed
approach is interpretable, and various shapes of conditional quantiles of y as a
function of x can be obtained depending on how pair-copulas are chosen on the
edges of the vine. Another contribution is a theoretical analysis of the asymptotic
conditional cumulative distribution function (CDF) and quantile function for vine
copula regression in Chapter 6. This analysis sheds light on the flexible shapes of
E(Y |X = x), as well as provide guidelines on choices of bivariate copulas on the
vine to achieve different asymptotic behavior. For example, with the approach of
adding polynomial terms to an equation in classical multiple regression, one cannot get monotone increasing E(Y |X = x) functions that flatten out for large values
of predictor variables.
The remainder of this section is organized as follows. Section 5.2 introduces
the model fitting and assessment procedure. Section 5.3 describes an algorithm
that calculates the conditional CDF of the response variable of a new observation,
given a fitted vine copula regression model. The conditional CDF can be further
used to calculate the conditional mean and quantile for regression problems, and
conditional probability mass function (PMF) for classification problems.

5.2

Model fitting and assessment

Due to the decomposition of a joint distribution to univariate marginal distributions
and a dependence structure among variables, a two-stage estimation procedure can
be adopted. Suppose the observed data are (zi1 , zi2 , . . . , zid ) = (xi1 , . . . , xip , yi ), for
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i = 1, . . . , n with d = p + 1.
1. Estimate the univariate marginal distributions Fbj , for j = 1, . . . , d, using parametric or non-parametric methods. The corresponding u-scores are obtained
by applying the probability integral transform: ûi j = Fbj (zi j ).
2. Fit a vine copula on the u-scores. There are two components: vine structure
and bivariate copulas. Section 5.2.1 discusses how to choose a vine structure,
and Section 5.2.2 presents a bivariate copula selection procedure.
3. Compute some conditional quantiles, with some predictors fixed and others
varying, to check if the monotonicity properties are interpretable.

5.2.1

Vine structure learning

In this section, we introduce methods for learning or choosing truncated R-vine
structures. From Kurowicka and Joe (2011), the total number of (untruncated)
R-vines in d variables is 2(d−3)(d−2) (d!/2). When the dimension d is small, it
is possible to enumerate all 2(d−3)(d−2) (d!/2) vines and find the best `-truncated
R-vine based on some objective functions such as those in Section 6.17 of Joe
(2014). However, this is only feasible for d ≤ 8 in practice. Greedy algorithms
(Dissmann et al., 2013) and metaheuristic algorithms (Brechmann and Joe, 2014)
are commonly adopted to find a locally optimal `-truncated vine. The development
of vine structure learning algorithms is an active research topic; various algorithms
are proposed based on different heuristics. However, no heuristic method can be
expected to be universally the best.
The goal of vine copula regression is to find the conditional distribution of
the response variable, given the explanatory variables. In general, to calculate
the conditional distribution from the joint distribution specified by a vine copula,
computationally intensive multidimensional numerical integration is required. This
could be avoided if we enforce a constraint on the vine structure such that the node
containing the response variable as a conditioned variable is always a leaf node in
T` , ` = 1, . . . , d − 1. When this constraint is satisfied, Algorithm 5.1 computes the
conditional CDF without numerical integration.

87

Figure 5.1: First two trees T1 and T2 of a vine V . The node set and edge set
of T1 are N(T1 ) = {1, 2, 3, 4, 5} and E(T1 ) = {[12], [23], [24], [35]}. The
node set and edge set of T2 are N(T2 ) = E(T1 ) = {[12], [23], [24], [35]}
and E(T2 ) = {[13|2], [25|3], [34|2]}.
To construct a truncated R-vine that satisfies the constraint, we can first find
a locally optimal t-truncated R-vine using the explanatory variables x1 , . . . , x p .
Then from level 1 to level t, the response variable y is sequentially linked to the
node that satisfies the proximity condition and has the largest absolute (normal
scores) correlation with y. The idea of extending an existing R-vine is also explored by Bauer and Czado (2016) for the construction of non-Gaussian conditional independence tests. Figures 5.1 and 5.2 demonstrate how to add a response
variable to the R-vine of the explanatory variables, after each variable has been
transformed to standard normal N(0, 1). Given a 2-truncated R-vine V = (T1 , T2 )
in Figure 5.1 with N(T1 ) = {1, . . . , 5}, E(T1 ) = N(T2 ) = {[12], [23], [24], [35]},
E(T2 ) = {[13|2], [25|3], [34|2]}. Suppose the response variable is indexed by 6.
The first step is to find the node that has the largest absolute correlation, i.e.
arg max1≤i≤6 |ρi6 |. Assume ρ36 is the largest, then node 3 and node 6 are linked:
N(T10 ) = N(T1 ) ∪ {6}, E(T10 ) = E(T1 ) ∪ {[36]}. At level 2, according to the proximity condition, node [36] can be linked to either [23] or [35]. So we compare ρ26;3
with ρ56;3 . If we assume |ρ56;3 | > |ρ26;3 |, then E(T20 ) = E(T2 ) ∪ {[56|3]}. So the
new 2-truncated R-vine is V 0 = (T10 , T20 ), as shown in Figure 5.2.
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Figure 5.2: Adding a response variable to the R-vine of the explanatory variables. In this example, variables 1 to 5 represent the explanatory variables and variable 6 represents the response variable. The newly added
nodes are highlighted.

5.2.2

Bivariate copula selection

After fitting the univariate margins and deciding on the vine structure, parametric
bivariate copulas can be fitted sequentially from tree 1, tree 2, etc. The results in
Chapter 6 can provide guidelines of choices of bivariate copula families in order to
match the expected behavior of conditional quantile functions in the extremes of
the predictor space.
The decomposition of a bivariate joint PDF described in Section 2.1.1 can be
extended to multivariate cases using vine copulas:
d

f1:d (y1 , . . . , yd ) = ∏ fi (yi ) ·
i=1

∏

c̃ jk;S (y j , yk ; yS ).

(5.1)

[ jk|S]∈E(V )

The above representation for the case of absolutely continuous random variables
is derived in Bedford and Cooke (2001); its extension to include some discrete
variables is in Section 3.9.5 of Joe (2014). For simplicity of notation, we denote
−
+
Fj|S
= Fj|S (y j |yS ) and Fj|S
= limt↑y j Fj|S (t|yS ). If it is assumed that the copulas on

edges of trees 2 to d − 1 do not depend on the values of the conditioning values,
then c jk;S and c̃ jk;S in (5.1) do not depend on yS ; i.e., c jk;S (·) = c jk;S (·; yS ) and
c̃ jk;S (·) = c̃ jk;S (·; yS ). This is called the simplifying assumption. With the simplifying assumption, we have the following definition of c̃ jk;S .
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+
+
• If Y j and Yk are both continuous, then c̃ jk;S (y j , yk ) := c jk;S (Fj|S
, Fk|S
).

• If Y j is continuous and Yk is discrete, then


+
+
−
+
c̃ jk;S (y1 , yk ) := Ck| j;S (Fk|S
|Fj|S
) −Ck| j;S (Fk|S
|Fj|S
) / fk|S (yk |yS ).
• If Y j is discrete and Yk is continuous, then


+
+
−
+
c̃ jk;S (y j , yk ) := C j|k;S (Fj|S
|Fk|S
) −C j|k;S (Fj|S
|Fk|S
) / f j|S (y j |yS ).
• If Y j and Yk are both discrete, then

+
+
−
+
c̃ jk;S (y j , yk ) := C jk;S (Fj|S
, Fk|S
) −C jk;S (Fj|S
, Fk|S
)



+
−
−
−
−C jk;S (Fj|S
, Fk|S
) +C jk;S (Fj|S
, Fk|S
) / f j|S (y j |yS ) fk|S (yk |yS ) .
With the simplifying assumption and parametric copula families, the log-likelihood
of the bivariate copula C j,k;S on edge [ jk|S] ∈ E(V ), is
n

` jk;S (θ jk ) = ∑ log c̃ jk;S (zi j , zik ; θ jk ) .
i=1

Commonly used model selection criteria include AIC and BIC:
AIC jk;S (θ jk ) = −2` jk;S (θ jk ) + 2|θ jk |,
BIC jk;S (θ jk ) = −2` jk;S (θ jk ) + log(n)|θ jk |,
where |θ jk | refers to the number of copula parameters in c jk;S . For each candidate
bivariate copula family on an edge, we first find the parameters that maximize
the log-likelihood θ̂ MLE . Then the copula family with the lowest AIC or BIC is
selected. When all the variables are continuous, this approach of selecting the
bivariate copula selection is the standard approach in VineCopula (Schepsmeier
et al., 2018) and has been initially proposed and investigated by Brechmann (2010).
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5.3

Prediction

This section describes how to predict the conditional distribution of the response
variable of a new observation, given a fitted vine copula regression model. We first
present an algorithm that computes the conditional CDF of the response variable.
If the response variable is continuous, the conditional quantile and mean can be
calculated by inverting the conditional CDF and integrating the quantile function.
If the response variable if discrete, the conditional PMF can be easily derived from
the conditional CDF via finite difference.
Based on the ideas of the algorithms in Chapter 6 of Joe (2014), Algorithm
5.1 can be applied to an R-vine with mixed continuous and discrete variables.
The idea is that, given the structural constraint on the vine structure described
in Section 5.2.1, conditional distributions are sequentially computed according to
the vine structure, and the conditional distribution of the response variable given
all the explanatory variables is obtained in the end. The input is a vine copula
regression model with a vine array A = (ak j ), a vector of new explanatory variables x = (x1 , . . . , xd )0 , and a percentile u ∈ (0, 1). The vine array is an efficient
and compact way to represent a vine structure; see Section 2.3.2 or Kurowicka
and Joe (2011) or Joe (2014). The R-vine matrices in the VineCopula package
(Schepsmeier et al., 2018) are the vine arrays with backward indexing of rows and
columns. The algorithm returns the conditional CDF of the response variable given
the explanatory variables evaluated at u, that is, π(u|x) := P(FY (Y ) ≤ u|X = x).
It calculates the conditional distributions C j|a` j ;a1 j ,...,a`−1, j and Ca` j | j;a1 j ,...,a`−1, j for
` = 1, . . . , ntrunc and j = ` + 1, . . . , d, where ntrunc is the truncation level of the vine
copula. For discrete variables, both the left-sided and right-sided limits of the conditional CDF are retained. In the end, Cd|ad−1,d ;a1d ,...,ad−2,d is returned.
If the response variable Y is continuous, then the conditional mean and conditional quantile can be calculated using π(·|x): the α-quantile is FY−1 (π −1 (α|x)),
and the conditional mean is
E(Y |X = x) =

Z 1
0

FY−1 (π −1 (α|x))dα,

where π −1 (·|x) is calculated using the secant method, and the numerical integration
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is computed using Monte Carlo methods or numerical quadrature. If the response
variable Y is ordinal, then it is a classification problem; we only need to focus on
the support of Y . The conditional CDF is fully specified by π(FY (y)|x) = P(Y ≤
y|X = x), where y ∈ {k : P(Y = k) > 0}.
If the response variable Y is nominal, then the proposed method does not apply.
An alternative vine-copula-based method is to fit a vine copula model for each
class separately and use the Bayes’ theorem to predict the class label. Specifically,
for samples in class Y = k, we fit a vine copula density fˆX|Y (x|k). Let π̂k be the
proportion of samples in class k in the training set. According the Bayes’ theorem,
the predicted probability that a sample belongs to class k is
fˆY |X (k|x) =

π̂k fˆX|Y (x|k)
.
∑ j π̂ j fˆX|Y (x| j)

The classification rule has been utilized in Nagler and Czado (2016) in an example
involving vines with nonparametric pair copula estimation using kernels. Since
the distribution of predictors is modeled separately for each class, this alternative
method is more flexible but has a high computational cost, especially when the
number of classes is large.

5.4

Simulation study

We demonstrate the flexibility and effectiveness of vine copula regression methods
by visualizing the fitted models on simulated datasets. The simulated datasets have
three variables: X1 and X2 are the explanatory variables and Y is the response
variable, where
X=

X1
X2

!
∼N

!
0
0

,

1
0.5

!!
0.5
1

and Y is simulated in three cases with varying conditional expectation and variance
structures. Let U1 = Φ(X1 ) and U2 = Φ(X2 ), where Φ is the standard normal CDF,
and ε be a random error following a standard normal distribution and independent
from X1 and X2 . The three cases are as follows:
1. Linear and homoscedastic: Y = 10X1 + 5X2 + 10ε.
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Algorithm 5.1 Conditional CDF of the response variable given the explanatory
variables with which to predict; based on steps from Algorithms 4, 7, 17, 18 in
Chapter 6 of Joe (2014).
Input: Vine array A = (ak j ) with a j j = j for j = 1, . . . , d on the diagonal. u+ =
−
−
−
−
+
+
−
(u+
1 , . . . , ud ), u = (u1 , . . . , ud ), where u j = Fj (x j ) and u j = Fj (x j ) for 1 ≤ j ≤ d −1,
−
+
ud = ud ∈ [0, 1].
Output: P(Fd (Xd ) ≤ u+
d |X1 = x1 , . . . , Xd−1 = xd−1 ).
1: Compute M = (mk j ) in the upper triangle, where mk j = max{a1 j , . . . , ak j } for k =
1, . . . , j − 1, j = 2, . . . , d.
2: Compute the I = (Ik j ) indicator array as in Algorithm 5 in Joe (2014).
−
−
+
+ −
+
−
3: s+
j = ua1 j , s j = ua1 j , w j = u j , w j = u j , for j = 1, . . . , d.
4: for ` = 2, . . . , ntrunc do
5:
for j = `, . . . , d do
6:
if I`−1, j = 1 then
7:
if isDiscrete(variable j) then
8:

v0+
j ←

9:

v0−
j ←

10:
11:
12:
13:
14:
15:

v+j ←

17:

v−j ←

24:
25:
26:
27:
28:
29:

−
w+
j −w j
−
− +
Ca`−1, j j;a1 j ...a`−2, j (s j ,w j )−Ca`−1, j j;a1 j ...a`−2, j (s−
j ,w j )
−
+
w j −w j

,
,

else
+ +
v0+
j ← Ca`−1, j | j;a1 j ...a`−2, j (s j |w j ),
0−
− +
v j ← Ca`−1, j | j;a1 j ...a`−2, j (s j |w j ),
end if
end if
if isDiscrete(variable a`−1, j ) then

16:

18:
19:
20:
21:
22:
23:

+ −
+
Ca`−1, j j;a1 j ...a`−2, j (s+
j ,w j )−Ca`−1, j j;a1 j ...a`−2, j (s j ,w j )

− +
+
Ca`−1, j j;a1 j ...a`−2, j (s+
j ,w j )−Ca`−1, j j;a1 j ...a`−2, j (s j ,w j )
−
s+
j −s j
−
+ −
Ca`−1, j j;a1 j ...a`−2, j (s j ,w j )−Ca`−1, j j;a1 j ...a`−2, j (s−
j ,w j )
−
+
s j −s j

,
,

else
v+j ← C j|a`−1, j ;a1 j ...a`−2, j (w+j |s+j ), v−j ← C j|a`−1, j ;a1 j ...a`−2, j (w−j |s+j ),
end if
end for
for j = ` + 1, . . . , d do
−
−
if a`, j = m`, j then s+j ← v+
m`+1, j , s j ← vm`+1, j ,
−
+
0+
else if a`, j < m`, j then s j ← vm`+1, j , s j ← v0−
m`+1, j ,
end if
w+j ← v+j , w−j ← v−j ,
end for
end for
Return v+
d.
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2. Linear and heteroscedastic: Y = 10X1 + 5X2 + 10(U1 +U2 )ε.
3. Non-linear and heteroscedastic: Y = U1 e1.8U2 + 0.5(U1 +U2 )ε.
We simulate samples with size 2000 in each case with a random split of 1000
observations for a training set and a test set. Five methods are considered in the
simulation study: (1) linear regression, (2) linear regression with logarithmic transformation of the response variable, (3) quadratic regression, (4) Gaussian copula
regression, and (5) vine copula regression. The Gaussian copula can be considered
as a special case of the vine copula, in which the bivariate copula families on the
vine edges are all bivariate Gaussian. Different models are trained on the training
set and used to obtain the conditional expectations as point predictions and 95%
prediction intervals on the test set. For copula regressions, the upper and lower
bounds of the 95% prediction interval are the conditional 97.5% and 2.5% quantiles respectively. For the Gaussian and vine copula, the marginal distribution of
Y is fitted by the maximum likelihood estimation (MLE) of a normal distribution
in case 1. In cases 2 and 3, the distributions of the response variable are skewed
and unimodal but not too heavy-tailed. Therefore, we fit 3-parameter skew-normal
distributions. For the vine copula regression, the candidate bivariate copula families include Student-t, MTCJ, Gumbel, Frank, Joe, BB1, BB6, BB7, BB8, and the
corresponding survival copulas. The bivariate copulas are selected using the AIC
described in Section 5.2.2. The procedure is replicated 100 times and the average
scores of the replicates are reported in Table 5.1. To evaluate the performance of a
regression model, we apply the root-mean-square error (RMSE) and several scoring
rules for probabilistic forecasts studied in Gneiting and Raftery (2007), including
the logarithmic score (LS), quadratic score (QS), interval score (IS), and integrated
Brier score (IBS). Note that the RMSE is not meaningful if there is heteroscedasticity in conditional distributions; the LS, QS, IS, and IBS assess the predictive
distributions with non-constant variance more effectively.
• The root-mean-square error (RMSE) measures a model’s performance on
point estimations.
s
RMSE(M ) =
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1

ntest

∑
ntest i=1

2
(yi − ŷM
i ) ,

where yi is the response variable of the i-th sample in the test set, and ŷM
i is
the predictive conditional expectation of a fitted model M .
• The logarithmic score (LS) is a scoring rule for probabilistic forecasts of
continuous variables (Gneiting and Raftery, 2007). It is closely related to
the generalization error in machine learning literature (Chapter 7.2 in Hastie
et al. (2009)).
LS(M ) =

1

ntest

∑
ntest i=1

log fˆYM|X (yi |xi ),

where (xi , yi ) is the ith observation in the test set, and fˆYM|X is the predictive
conditional PDF of model M . For example, if M is a linear regression, then
the predictive conditional distribution is a scaled and shifted t-distribution. If
M is a vine copula, the predictive conditional distribution can be calculated
using the procedure described in Section 5.3.
• The quadratic score (QS) measures the predictive density, penalized by its
L2 norm (Gneiting and Raftery, 2007):
1

QS(M ) =

ntest 

∑
ntest i=1

2 fˆYM|X (yi |xi ) −

Z ∞
−∞


ˆf M (y|xi )2 dy .
Y |X

Selten (1998) provide axiomatic characterizations of the quadratic scoring
rule in terms of desirable properties.
• The interval score (IS) is a scoring rule for quantile and interval forecasts
(Gneiting and Raftery, 2007). In the case of the central (1 − α) × 100%
ˆM
prediction interval, let ûM
i and `i be the predictive quantiles at level α/2
and 1 − α/2 by model M for the i-th test sample. The interval score of
model M is
IS(M ) =

1

ntest h

∑
ntest i=1

+

ˆM
(ûM
i − `i )

i
2 ˆM
2
M
M
(`i − yi )I{yi < `ˆM
}
+
(y
−
û
)I{y
>
û
}
.
i
i
i
i
i
α
α

Smaller interval scores are better. A model is rewarded for narrow predic-
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tion intervals, and it incurs a penalty, the size of which depends on α, if an
observation misses the interval.
• The integrated Brier score (IBS) is a scoring rule that is defined in terms of
predictive cumulative distribution functions (Gneiting and Raftery, 2007):
IBS(M ) =

1

ntest Z ∞

ntest ∑

i=1 −∞

h
i2
FbYM
dy,
|X (y|xi ) − I{y ≥ yi }

where FbYM
|X is the predictive conditional CDF of model M . Smaller integrated
Brier scores are better.
The first case serves as a sanity check; if the response variable is linear in
the explanatory variables and the conditional variance is constant, the vine copula should behave like linear regression. Figure 5.3a plots the simulated data, the
true conditional expectation surface and true 95% prediction interval surfaces. Figure 5.3b plots the corresponding predicted surfaces. All three surfaces truthfully
reflect the linearity of the data. The first three lines of Table 5.1 show that the vine
copula and linear regression have similar performance in terms of all five metrics.
The second case adds heteroscedasticity to the first case; that is, the variance of
Y increases as X1 or X2 increases while the linear relationship remains the same. We
expect the conditional expectation surface to be linear. Figure 5.4a and Figure 5.4b
show the true and predicted surfaces respectively. The conditional expectation
surface is linear and the lengths of prediction intervals increase with X1 and X2 .
The performance measures in Table 5.1 are also consistent with our expectation:
the vine copula models have better LS, QS, IS, and IBS, although the RMSE is
slightly worse than the linear regression model. The logarithmic transformation of
the response variable does not seem to improve the performance.
Finally, the third case incorporates both non-linearity and heteroscedasticity.
Since the linear regression obviously cannot fit the non-linear trend, we compare
our model to quadratic regression as well. Figure 5.5 shows the true surfaces
and the predicted surfaces for the three models. Although the quadratic regression model captures the non-linear trend, it is not flexible enough to model heteroscedasticity. Another drawback of quadratic regression is that, the conditional
mean ŷ is not always monotonically increasing with respect to x1 and x2 , and this
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(a) Linear and homoscedastic data,
(b) Linear and homoscedastic data,
the true surfaces.
predicted surfaces by a vine copula regression model.

Figure 5.3: The linear homoscedastic simulation case. In this fitted vine copula model, C13 ,C12 and C23;1 are all Gaussian copulas, with parameters
ρ13 = 0.77, ρ12 = 0.5 and ρ23;1 = 0.39. The green surfaces represent the
conditional expectation, and the red and blue surfaces are the 2.5% and
97.5% quantile surfaces, respectively.
contradicts the pattern in the data. The vine copula naturally fits the non-linearity
and heteroscedasticity pattern. Quantitatively, the quadratic regression model has
the best RMSE and IS, but vine copula models have the best LS, QS, and IBS, as
shown in Table 5.1.
We have also conducted a similar simulation study with four explanatory variables X1 , X2 , X3 , X4 , where
 
  

1 0.5 0.5 0.5
X1
0
 
  

X2 
0 0.5 1 0.5 0.5


  
X=
X  ∼ N 0 , 0.5 0.5 1 0.5 .

 3
  
0.5 0.5 0.5 1
0
X4
The response variable Y is generated from similar three cases:
1. Linear and homoscedastic: Y = 5(X1 + X2 + X3 + X4 ) + 20ε.
2. Linear and heteroscedastic: Y = 5(X1 + X2 + X3 + X4 ) + 10(U1 +U2 +U3 +
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(a) Linear and heteroscedastic data,
(b) Linear and heteroscedastic data,
the true surfaces.
predicted surfaces by a vine copula regression model.

Figure 5.4: The linear heteroscedastic simulation case. In this fitted vine copula model, C13 is a survival Gumbel copula with parameter δ13 = 2.21,
C12 is a Gaussian copula with parameter ρ12 = 0.5, and C23;1 is a BB8
copula with parameters ϑ23;1 = 3.06, δ23;1 = 0.71. The green surfaces
represent the conditional expectation, and the red and blue surfaces are
the 2.5% and 97.5% quantile surfaces, respectively.
U4 )ε.
3. Non-linear and heteroscedastic: Y = U1U2 e1.8U3U4 +0.5(U1 +U2 +U3 +U4 )ε.
The results of the simulation study are shown in Table 5.2, the pattern of which is
similar to that of Table 5.1.

5.5
5.5.1

Application
Abalone data set

In this section, we apply the vine copula regression method on a real data set: the
Abalone data set (Lichman, 2013). The data set comes from an original (nonmachine-learning) study (Nash et al., 1994). It has 4177 examples, and the goal
is to predict the age of abalone from physical measurements; the names of these
measurements are in Figure 5.6. The age of abalone is determined by counting
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(a) Non-linear and heteroscedastic
(b) Non-linear and heteroscedastic
data, the true surfaces.
data, predicted surfaces by a linear regression model.

(c) Non-linear and heteroscedastic
data, predicted surfaces by a quadratic
regression model.

(d) Non-linear and heteroscedastic
data, predicted surfaces by a vine copula regression model.

Figure 5.5: The non-linear and heteroscedastic simulation case. In this fitted vine copula model, C13 is a survival BB8 copula with parameters
ϑ13 = 6, δ13 = 0.78, C12 is a Gaussian copula with parameter ρ12 = 0.5,
and C23;1 is a BB8 copula with parameters ϑ23;1 = 6, δ23;1 = 0.65. The
green surfaces represent the conditional expectation, and the red and
blue surfaces are the 2.5% and 97.5% quantile surfaces, respectively.
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Case
1

2

3

LS ↑

QS ↑

IS ↓

IBS ↓

Linear reg.

10.01 (0.02) −3.72 (0.00)

0.028 (0.000)

39.25 (0.09)

5.64 (0.01)

Gaussian copula reg.

10.01 (0.02) −3.72 (0.00)

0.028 (0.000)

39.09 (0.09)

5.64 (0.01)

Vine copula reg.

10.01 (0.02) −3.72 (0.00)

0.028 (0.000)

39.14 (0.09)

5.64 (0.01)

Linear reg.

11.19 (0.03) −3.83 (0.00)

0.028 (0.000)

43.80 (0.14)

6.06 (0.02)

Reg. with log-transform

11.71 (0.04) −3.83 (0.01)

0.031 (0.000)

47.22 (0.30)

6.09 (0.02)

Gaussian copula reg.

11.32 (0.03) −3.75 (0.00)

0.031 (0.000)

41.45 (0.13)

5.95 (0.02)

Vine copula reg.

11.38 (0.03) −3.73 (0.00)

0.033 (0.000)

41.24 (0.12)

5.97 (0.02)

Linear reg.

0.77 (0.01) −1.16 (0.00)

0.388 (0.001)

3.03 (0.00)

0.43 (0.00)

Reg. with log-transform

0.69 (0.00) −0.87 (0.00)

0.540 (0.002)

2.52 (0.01)

0.35 (0.00)

Quadratic reg.

0.62 (0.00) −0.95 (0.00)

0.511 (0.001)

2.43 (0.01)

0.34 (0.00)

Gaussian copula reg.

0.69 (0.00) −0.86 (0.00)

0.604 (0.002)

2.65 (0.01)

0.35 (0.00)

Vine copula reg.

0.63 (0.00) −0.75 (0.00)

0.686 (0.002)

2.50 (0.01)

0.32 (0.00)

Model

RMSE ↓

Table 5.1: Simulation results for two explanatory variables. The table shows
the root-mean-square error (RMSE), logarithmic score (LS), quadratic
score (QS), interval score (IS), and integrated Brier score (IBS) in different simulation cases. The arrows in the header indicate that lower RMSE,
IS , and IBS; and higher LS and QS are better. The numbers in parentheses
are the corresponding standard errors.
the number of rings (Rings) through a microscope, and this is a time-consuming
task. Other physical measurements that are easier to obtain, are used to predict
the age. Rings can be regarded either as a continuous variable or an ordinal one.
Thus the problem can be either a regression or a classification problem. We focus
on the subset of 1526 male samples (with two outliers removed). Figure 5.6 shows
the pairwise scatter plots, marginal density functions and pairwise correlation coefficients. There is clear non-linearity and heteroscedasticity among the pairs of
variables. We discuss the regression problem in Section 5.5.2, and Section 5.5.3
shows the results for the classification problem.

5.5.2

Regression

In this section, we compare the performance of vine copula and linear regression
methods. Three vine regressions are considered:
• R-vine copula regression: the proposed method with the candidate bivariate
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Case
1

2

3

RMSE ↓

LS ↑

QS ↑

IS ↓

IBS ↓

20.09 (0.05) −4.42 (0.00)

0.014 (0.000)

78.53 (0.18)

11.34 (0.03)

Gaussian copula reg.

20.09 (0.05) −4.42 (0.00)

0.014 (0.000)

78.06 (0.18)

11.34 (0.03)

Vine copula reg.

20.12 (0.05) −4.42 (0.00)

0.014 (0.000)

78.18 (0.18)

11.36 (0.03)

Linear reg.

22.04 (0.07) −4.51 (0.00)

0.014 (0.000)

86.25 (0.29)

12.01 (0.04)

Reg. with log-transform

22.41 (0.07) −4.56 (0.01)

0.015 (0.000)

96.02 (0.75)

11.88 (0.03)

Gaussian copula reg.

22.11 (0.07) −4.46 (0.00)

0.015 (0.000)

84.79 (0.27)

11.78 (0.03)

Vine copula reg.

22.43 (0.07) −4.44 (0.00)

0.016 (0.000)

82.42 (0.26)

11.91 (0.04)

Linear reg.

1.22 (0.00) −1.62 (0.00)

0.251 (0.001)

4.80 (0.02)

0.67 (0.00)

Reg. with log-transform

1.22 (0.00) −1.57 (0.00)

0.270 (0.001)

4.73 (0.02)

0.64 (0.00)

Quadratic reg.

1.13 (0.00) −1.54 (0.00)

0.275 (0.001)

4.42 (0.01)

0.62 (0.00)

Gaussian copula reg.

1.21 (0.00) −1.56 (0.00)

0.273 (0.001)

4.68 (0.02)

0.64 (0.00)

Vine copula reg.

1.19 (0.00) −1.50 (0.00)

0.290 (0.001)

4.35 (0.01)

0.63 (0.00)

Model
Linear reg.

Table 5.2: Simulation results for four explanatory variables. The table shows
the root-mean-square error (RMSE), logarithmic score (LS), quadratic
score (QS), interval score (IS), and integrated Brier score (IBS) in different simulation cases. The arrows in the header indicate that lower RMSE,
IS , and IBS; and higher LS and QS are better. The numbers in parentheses
are the corresponding standard errors.

Figure 5.6: Pairwise scatter plots of the Abalone dataset.
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copula families;
• Gaussian copula regression with R-vine partial correlation parametrization:
the proposed method with the bivariate Gaussian copulas only;
• D-vine copula regression: Kraus and Czado (2017a) with the candidate bivariate copula families.
The candidate bivariate copulas include Student-t, MTCJ, Gumbel, Frank, Joe,
BB1, BB6, BB7, BB8, and the corresponding survival and reflected copulas.
We perform 100 trials of 5-fold cross validation. Vine copula regressions and
linear regression are fitted using the training set, and the test set is used for performance evaluation. All the univariate margins are fitted by skew-normal distributions. The conditional mean and 95% prediction interval are obtained for all
models. For copula regressions, the upper and lower bounds of the 95% prediction
interval are the conditional 97.5% and 2.5% quantiles respectively.
We consider the out-of-sample performance measures used in Section 5.4: the
root-mean-square error (RMSE), logarithmic score (LS), quadratic score (QS), interval score (IS), and integrated Brier score (IBS). Table 5.3 shows the average
performance measures from the 100 trials of cross validation. Compared with linear regression, our method has lower prediction errors, and better predictive scores.
The performance of the R-vine copula model is slightly better than the D-vine copula model, in terms of all five scores. The vine array and bivariate copulas on the
edges of the R-vine from one round of cross-validation are shown in Table 5.4.
Figure 5.7 gives a visualization of the R-vine array. Several of the copulas linking
to the response variables in trees 2 to 7 represent weak negative dependence.
The fitted D-vine regression model has path Diameter–VisceraWeight–
WholeWeight–ShuckedWeight–ShellWeight–Rings in the first level of
the D-vine structure.
We have applied the diagnostic tools of asymmetry and simplifying assumption
mentioned in Chapter 4 to the second tree of the SeqMST output. The simplifying assumption seems valid. We have also conducted monotonicity checks of the
predicted conditional median based on the fitted R-vine model. Four of the linking
copulas in trees 2 to 7 (last column of the right-hand side of Table 5.4) represent
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Figure 5.7: Visualization of the R-vine array in Table 5.4.
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Model
Linear reg.
Gaussian copula reg.
D-vine copula reg.
R-vine copula reg.

RMSE ↓

LS ↑

QS ↑

IS ↓

IBS ↓

2.272
2.287
2.183
2.168

−2.240
−2.142
−2.064
−2.057

0.138
0.152
0.163
0.164

8.909
8.276
8.104
8.005

1.232
1.208
1.141
1.136

Table 5.3: Comparison of the performance of vine copula regressions and linear regression. The numbers are the average scores over 100 trials of
5-fold cross validation. The scoring rules are defined in Section 5.4.
conditional negative dependence given the previously linked variables to the response variable. This means that the conditional median function is not always
monotone increasing in an explanatory variable when others are held fixed. However, when all explanatory variables are increasing together (for larger abalone),
the conditional median is increasing. This property is similar to classical Gaussian
regression with positive correlated explanatory variables and the existence of negative regression coefficients because of some negative partial correlations. Even
with some negative conditional dependence, there is overall better out-of-sample
prediction performance by keeping all of the explanatory variables in the model.
We also did some numerical checks on the conditional quantiles when one
explanatory variable becomes extreme and other variables are held fixed. It appears
that the behavior is close to asymptotically constant. From the linking copulas in
Table 5.4 and the results in Chapter 6, we would not be expecting asymptotic linear
behavior (and this is reasonable from the context of the variables).
Figure 5.8 visualizes the prediction performance of the three methods on the
full dataset. The plots show the residuals against the fitted values on the test set,
and the prediction intervals. Due to heteroscedasticity, there is more variation in
residuals as fitted value increases. However, linear regression fails to capture the
heteroscedasticity and the prediction intervals are roughly of the same length. Vine
copula regression gives wider (narrower) prediction intervals when the fitted values
are larger (smaller). This illustrates the reason why our method overall has more
precise prediction intervals.
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4 4 4 4 4 7 1 7

- BB6.s BB6.s BB6.s BB1.s Gumbel.s

BB6.s

Gumbel.s

7 7 7 5 4 4 4

-

-

t

t

BB8.s

BB8.u

5 5 7 6 5 5

-

-

-

t

Frank

Frank

BB8.v

BB8.u

6 6 5 7 6

-

-

-

-

Frank

t

Frank

MTCJ.v

1 1 6 3

-

-

-

-

-

t

Frank

t

3 3 1

-

-

-

-

-

-

Gumbel

t

2 2

-

-

-

-

-

-

-

Gumbel.u

8

-

-

-

-

-

-

-

-

Joe.v BB8.s

Table 5.4: Vine array and bivariate copulas of the R-vine copula regression fitted on the full dataset. The variables are (1) Length, (2)
Diameter, (3) Height, (4) WholeWeight, (5) ShuckedWeight,
(6) VisceraWeight, (7) ShellWeight, (8) Rings. A suffix of ‘s’
represents survival version of the copula family to get the opposite direction of joint tail asymmetry; ‘u’ and ‘v’ represent the copula family with
reflection on the first and second variable respectively to get negative dependence.

5.5.3

Classification

The response variable Rings is an ordinal variable that ranges from 3 to 27.
Therefore this is a multiclass classification problem. Although our method can
handle multiclass classification problems, we reduce it to a binary classification
problem for easy comparison with commonly used methods, including logistic
regression, support vector machine (SVM), and random forest (RF). The sample
median of Rings is 10; if a sample’s Rings is greater than 10, we label it as
‘large’, otherwise ‘small’. All the predictor variables are fitted by skew-normal
distributions, and we fit an empirical distribution to the response variable Rings.
The D-vine regression method (Kraus and Czado, 2017a) can only handle continuous variables and is not directly applicable to the classification problem. In order to compare our method with the D-vine based method, we first treat the binary
response variable as a continuous variable (0 and 1) and use the D-vine regression
method (Kraus and Czado, 2017a) to find a D-vine structure or an ordering of variables. Then an R-vine regression model is fitted on that D-vine structure using our
method.
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Figure 5.8: Residual vs. fitted value plots. The red and blue points correspond to the lower bound and upper bound of the prediction intervals.
For binary classifiers, the performance can be demonstrated by a receiver operating characteristic (ROC) curve. The curve is created by plotting the true positive
rate against the false positive rate at various threshold settings. The (0, 1) point corresponds to a perfect classification; a completely random guess would give a point
along the diagonal line. An ROC curve is a two-dimensional depiction of classifier
performance. To compare classifiers we may want to reduce ROC performance to
a scalar value representing the expected performance. A common method is to
calculate the area under the curve (AUC) (Fawcett, 2006). The AUC can also be
interpreted as the probability that a classifier will rank a randomly chosen positive
instance higher than a randomly chosen negative one. Therefore, larger AUC is
better. Figure 5.9a shows sample ROC curves of different binary classifiers and the
corresponding AUCs.
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(a) ROC curves of different binary clas(b) Box plot of the AUCs based on 10sifiers. The performance is evaluated on the fold cross-validation, repeated 20 times.
test set.

Figure 5.9: Comparison of the performance on the classification problem.
Repeated 10-fold cross-validation with random partitions is used to assess the
performance. In each pass, 10-fold cross-validation is performed and the average
AUC

is recorded. Figure 5.9b shows a box plot of the average AUCs. The perfor-

mance of vine copula regression is marginally better than the other methods. The
average AUCs are: RVineReg = 0.835, DVineReg = 0.826, SVM = 0.825, LogisticReg = 0.814, RF = 0.811.

5.6

Conclusion

Our vine copula regression method uses R-vines and can fit mixed continuous and
ordinal variables. The prediction algorithm can efficiently compute the conditional
distribution given a fitted vine copula, without marginalizing the conditioning variables. The performance of the proposed method is evaluated on simulated data sets
and the Abalone data set. The heteroscedasticity in the data is better captured by
vine copula regression than the standard regression methods.
One potential drawback of the proposed method is the computational cost for
high-dimensional data, especially when the dimensionality is greater than the sample size. This chapter is more of a proof of concept of using R-vine copula models
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for regression and classification problems. Therefore, we evaluate the performance
of the proposed methods on classical cases and compare with models such as linear regressions. Another drawback is the constraint on the vine structure such that
the response variable is always a leaf node at each level. This constraint greatly
reduces the computational complexity; without it, numerical integration would be
required to compute the conditional CDF. Finally, the criticism of copula-based
regression by Dette et al. (2014) also applies. The proposed method assumes a
monotonic relationship between the response variable and explanatory variables.
To relate how choices of bivariate copula families in the vine can affect prediction and to provide guidelines on bivariate copula families to consider, we give a
theoretical analysis of the asymptotic shape of conditional quantile functions. For
bivariate copulas, the conditional quantile function of the response variable could
be asymptotically linear, sublinear, or constant with respect to the explanatory variable. It turns out the asymptotic conditional distribution can be quite complex for
trivariate and higher-dimensional cases, and there are counter-intuitive examples.
In practice, we recommend computing conditional quantile functions of the fitted
vine copula to assess if the monotonicity properties are reasonable.
One possible future research direction is the extension of the proposed regression method for survival outcomes with censored data. For example, Emura et al.
(2018) use bivariate copulas to predict time-to-death given time-to-cancer progression; Barthel et al. (2018) apply vine copulas to multivariate right-censored event
time data. They apply copulas to the joint survival function instead of the joint
CDF

to deal with right-censoring. These types of applications would require more

numerical integration methods.
Another research direction is to handle variable selection and reduction when
there are many explanatory variables, some of which might form clusters with
strong dependence. Traditional variable selection methods for regression can also
be applied, for example, the forward selection approach. Moreover, recent papers proposed methods for learning sparse vine copula models (Müller and Czado,
2019; Nagler et al., 2019), which can be potentially used as a variable selection
method for copula regression.
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Chapter 6

Theoretical results on shapes of
conditional quantile functions
6.1

Introduction

From the properties of the multivariate normal distribution, if (X1 , . . . , Xp ,Y ) follows a multivariate normal distribution, then the conditional quantile function of
Y |X1 , . . . , Xp has the linear form
q
−1
1 − RY2 ;X1 ,...,Xp ,
FY−1
(α|x
,
.
.
.
,
x
)
=
β
x
+
·
·
·
+
β
x
+
Φ
(α)
1
p
1
1
p
p
|X1 ,...,X p
0 < α < 1,
where RY2 ;X1 ,...,Xp is the multiple correlation coefficient. Going beyond the normal distribution, we address the following question in this section: how does the
choice of bivariate copulas in a vine copula regression model affect the conditional quantile function, especially when the explanatory variables are large (in
absolute value)? For comparisons with multivariate normal, we assume the variables X1 , . . . , Xp ,Y have been transformed so that they have marginal N(0, 1) distributions. In this case, plots from vine copulas with one or two explanatory variables can show conditional quantile functions that are close to linear in the middle,
and asymptotically linear, sublinear or constant along different directions to ±∞;
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Bernard and Czado (2015) have several figures that show this pattern for the case of
one explanatory variable. Such behavior cannot be obtained with regression equations that are linear in β ’s and is hard to obtain with nonlinear regression functions
that are directly specified.
We start with the bivariate case (one explanatory variable) in Section 6.2. Conditions are obtained to classify the asymptotic behavior of conditional quantile
function into four categories: strongly linear, weakly linear, sublinear and asymptotically constant. For bivariate Archimedean copulas, the conditions are related to
conditions on the Laplace transform generator, as shown in Section 6.3. Section 6.4
studies the trivariate case FY−1
|X1 ,X2 (α|x1 , x2 ) with a trivariate vine copula. However,
extending from bivariate to trivariate is challenging: the asymptotic conditional
quantile depends on the direction in which (x1 , x2 ) go to infinity. Section 6.4.1
analyzes the strongest possible dependence in the trivariate case: functional relationship between Y and (X1 , X2 ). It is difficult if not impossible to obtain a general
result, given the marginal distribution of Y does not have a closed-form expression
in general. We focus on a special case where the marginal distribution of Y can
be calculated. It is shown that the conditional quantile function is asymptotically
linear in x1 or x2 along a ray on the (x1 , x2 )-plane, and this is an extension of the
bivariate strongly linear case. Section 6.4.2 and 6.4.3 study the asymptotic conditional CDF for a trivariate vine copula with bivariate Archimedean copulas and
standard normal margins; the Archimedean assumption allows for some tractable
results to be obtained. We give a classification of the conditional CDF based on the
tail dependence properties of bivariate Archimedean copulas. Section 6.4.3 considers several special cases with different combinations of bivariate Archimedean
copulas on the edges of a trivariate vine, and shows a number of different tail behaviors. Section 6.5 briefly discusses the possibility of generalize the results to
higher dimensions.

6.2

Bivariate asymptotic conditional quantile

In this section, we focus on a bivariate random vector (X,Y ) with standard normal
margins. Let C(u, v) be the copula, then the joint CDF is FX,Y (x, y) = C(Φ(x), Φ(y)).
The copula C(u, v) is assumed to have positive dependence. We are interested in the
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shape of the conditional CDF FY |X (y|x) and conditional quantile FY−1
|X (α|x), when x
is extremely large or small and α ∈ (0, 1) is fixed. Bernard and Czado (2015) study
a few special cases for bivariate copulas. Our results are more extensive in relating
the shape of asymptotic quantiles to the strength of dependence in the joint tail.
If the conditional distribution CV |U (·|u) converges to a continuous distribution
with support on [0, 1], as u → 0+ , then CV−1|U (α|0) > 0 , for α ∈ (0, 1). Therefore,
FY−1
|X (α|x) levels off as x → −∞. The same argument applies when x → +∞. That
is,
lim F −1 (α|x)
x→−∞ Y |X

= Φ−1 (CV−1|U (α|0));

lim F −1 (α|x)
x→+∞ Y |X

= Φ−1 (CV−1|U (α|1)).

If CV |U (·|u) converges to a degenerate distribution at 0 when u → 0+ , then
limu→0+ CV−1|U (α|u) = 0. To study the shape of FY |X (y|x) when x is very negative,
we need to further investigate the rate at which CV−1|U (α|u) converges to 0. The next
proposition summarizes the possibilities.
Proposition 6.1. Let (X,Y ) be a bivariate random vector with standard normal
margins and a positively dependent copula C(u, v).
• (Lower tail) Fixing α ∈ (0, 1), if − logCV−1|U (α|u) ∼ kα (− log u)η as u → 0+ ,
1−η k )1/2 |x|η as x → −∞.
kα > 0, then FY−1
α
|X (α|x) ∼ −(2

• (Upper tail) Fixing α ∈ (0, 1), if − log[1 − CV−1|U (α|u)] ∼ kα [− log(1 − u)]η
1−η k )1/2 xη as x → +∞.
as u → 1− , kα > 0, then FY−1
α
|X (α|x) ∼ (2

Proof. We use the following asymptotic results from Abramowitz and Stegun (1964).
Φ(z) ∼ 1 −

φ (z)
1 −z2 /2
∼ 1− √
e
,
z
2πz

Φ−1 (p) ∼ (−2 log(1 − p))1/2 ,
Φ(z) ∼ −

2
φ (z)
1
∼√
e−z /2 ,
z
2π|z|

Φ−1 (p) ∼ − (−2 log p)1/2 ,
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z → +∞;
p → 1− ;
z → −∞;

p → 0+ .

Using the notation above,

Φ−1 CV−1|U (α|u) ∼ −(−2 logCV−1|U (α|u))1/2 ∼ −(2kα (− log u)η )1/2 .

(6.1)

When u = Φ(x) ∼ φ (x)/|x|,
1
1
− log u ∼ − log φ (x) + log |x| ∼ x2 + log |x| ∼ x2 .
2
2

(6.2)

Combining Equation 6.1 and Equation 6.2, we obtain the asymptotic conditional
quantile function as x → −∞,

1/2
−1
FY−1
CV−1|U (α|Φ(x)) ∼ − 2kα (x2 /2)η
∼ −(21−η kα )1/2 |x|η .
|X (α|x) = Φ
The proof of the second part is similar and thus omitted.
Note that the positive dependence assumption implies kα > 0 so that the conditional quantiles are asymptotically increasing at the two extremes. A related result
can be obtained for negative dependence, but it is of less interest since, in general,
one tries to orient variables to have positive dependence with each other. Here η
indicates the strength of relation between two variables in the tail; a larger η value
corresponds to stronger relation. The strongest possible comonotonic dependence
is when Y = X, and the conditional quantile function is FY−1
|X (α|x) = x, which is
linear in x and does not depend on α; in this case, η = 1. The weakest possible
−1
positive dependence is when X and Y are independent, and FY−1
|X (α|x) = FY (α)

does not depend on x; in this case, η = 0. Based on the value of η, the asymptotic
behavior of the conditional quantile function can be classified into the following
categories:
1. Strongly linear: η = 1 and kα = 1. FY−1
|X (α|x) goes to infinity linearly, and it
does not depend on α. It has stronger dependence than bivariate normal.
2. Weakly linear: η = 1, kα can depend on α and 0 < kα < 1. FY−1
|X (α|x) goes
to infinity linearly and it depends on α. It has comparable dependence with
bivariate normal.
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Figure 6.1: Conditional quantile functions for bivariate copulas with
Kendall’s τ = 0.5, combined with N(0, 1) margins. Quantile levels are
20%, 40%, 60% and 80%.
3. Sublinear: 0 < η < 1. FY−1
|X (α|x) goes to infinity sublinearly. The dependence is weaker than bivariate normal.
4. Asymptotically constant: η = 0. FY−1
|X (α|x) converges to a finite constant.
Asymptotically it behaves like independent.
Figure 6.1 shows the conditional quantile functions for bivariate copulas with different η in the upper and lower tails. Examples 6.1 to 6.2 derive the conditional
quantile functions for bivariate MTCJ and Gumbel copulas. Note that η is constant
over α for several commonly used parametric bivariate copula families. However,
there are cases where η depends on α. For example, the boundary conditional distribution of the bivariate Student-t copula has mass at both 0 and 1; depending on
the value of α, CV−1|U (α|u) could go to either 0 or 1, as u → 0.
Example 6.1. (MTCJ lower tail) The bivariate MTCJ copula is defined in Sec-
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tion 2.1. The conditional quantile function is
CV−1|U (α|u; δ ) = [(α −δ /(1+δ ) − 1)u−δ + 1]−1/δ
∼ (α −δ /(1+δ ) − 1)−1/δ u,

u → 0;

δ > 0.

Take the log of both sides, − logCV−1|U (α|u; δ ) ∼ log u. By Proposition 6.1, we
have FY−1
|X (α|x) ∼ x, as x → −∞. To apply the next proposition to get the same
conclusion, the generator is the gamma Laplace transform ψ(s) = (1 + s)−1/δ .
Example 6.2. (Gumbel lower tail) The bivariate Gumbel copula is defined in Section 2.1. The conditional CDF is
h
 − log v δ i1/δ −1

,
CV |U (v|u; δ ) = u−1 exp −[(− log u)δ + (− log v)δ ]1/δ 1 +
− log u
δ > 1.
The conditional quantile function CV−1|U (α|u; δ ) does not have a closed-form expression; it has the following asymptotic expansion:
− logCV−1|U (α|u; δ ) ∼ (−δ log α)1/δ (− log u)1−1/δ ,

u → 0.

1/(2δ ) |x|1−1/δ , as x → −∞.
By Proposition 6.1, we have FY−1
|X (α|x) ∼ −(−2δ log α)

To apply the next proposition to get the same conclusion, the generator is the positive stable Laplace transform ψ(s) = exp{−s−1/δ }.

6.3

Bivariate Archimedean copula boundary conditional
distributions

This section proves a proposition on the relationship between the tail dependence
behavior of a bivariate Archimedean copula and its tail conditional distribution and
quantile functions. This proposition is used in Section 6.4.2.
A bivariate Archimedean copula with Laplace transform generator ψ can be

constructed as C(u, v) = ψ ψ −1 (u) + ψ −1 (v) , where u, v ∈ [0, 1], ψ(∞) = 0, ψ(0) =
1, and ψ is non-increasing and convex. It is the CDF of a random vector (U,V ).
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The corresponding conditional distribution P(V ≤ v|U = u) is
CV |U (v|u) =

∂C(u, v) ψ 0 (ψ −1 (u) + ψ −1 (v))
=
.
∂u
ψ 0 (ψ −1 (u))

We study the limit of the conditional distribution CV |U (v|u) as u → 0 (or 1),
and v could be a number in (0, 1) or v → 0 (or 1) as well. The limit depends on
the lower (upper) tail behavior of the copula, and the rate at which u and v goes to
0 (or 1). The rate is characterized on the normal scale: we assume u, v → 0 (or 1)
and Φ−1 (u)/Φ−1 (v) converges to a constant. In other words, if X = Φ−1 (U) and
Y = Φ−1 (V ), we study the conditional distribution P(Y ≤ y|X = x) as x, y → +∞
(or −∞) and x/y converges to a constant.
For Archimedean and survival Archimedean copulas, the following proposition
provides a link between tail dependence behavior and tail conditional distribution
and quantile functions. The proof of the proposition is included in Section 6.3.
Proposition 6.2. Given the generator or Laplace transform (LT) ψ of an Archimedean
copula, we assume the following.
1. For the upper tail of ψ, as s → +∞,
ψ(s) ∼ T (s) = a1 sq exp(−a2 sr ) and

ψ 0 (s) ∼ T 0 (s),

(6.3)

where a1 > 0, r = 0 implies a2 = 0 and q < 0, and r > 0 implies r ≤ 1 and q
can be 0, negative or positive.
2. For the lower tail of ψ, as s → 0+ , there is M ∈ (k, k + 1) such that
k

ψ(s) = ∑ (−1)i hi si + (−1)k+1 hk+1 sM + o(sM ),

s → 0+ ,

(6.4)

i=0

where h0 = 1 and 0 < hi < ∞ for i = 1, . . . , k + 1. If 0 < M < 1, then k = 0.
Then we have the following.
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• (Lower tail) If v ∈ (0, 1) and α ∈ (0, 1) are fixed, then as u → 0,

 −1/q

−1 (v) u

→1
1
+
(q
−
1)ψ

a1

CV |U (v|u) ∼ 1 − a1/r rψ −1 (v)(− log u)1−1/r → 1
2



const ∈ (0, 1)

if r = 0,
if 0 < r < 1, (6.5)
if r = 1.


q


α 1/(q−1) − 1 · u → 0


h 
r
i
α
CV−1|U (α|u) ∼ exp − − log
(− log u)1−r → 0
r



const ∈ (0, 1)

if r = 0,
if 0 < r < 1,
if r = 1.
(6.6)

• (Upper tail) If v ∈ (0, 1) and α ∈ (0, 1) are fixed, then as u → 1,

CV |U (v|u) ∼

 0 −1
− ψ (ψ1/M (v)) (1 − u)(1−M)/M → 0

if 0 < M < 1,


const ∈ (0, 1)

if M > 1.

h1

M


1 − α 1/(M−1) − 1M (1 − u) → 1
−1
CV |U (α|u) ∼
const ∈ (0, 1)

(6.7)

if 0 < M < 1,

(6.8)

if M > 1.

Note that we do not cover the case of M = 1 for the upper tail because it involves a slowly varying function. Combined with Proposition 6.1, it states that, for
the lower tail, the three cases r = 0, 0 < r < 1 and r = 1 correspond to strongly linear, sublinear and asymptotic constant conditional quantile functions respectively;
for the upper tail, the two cases 0 < M < 1 and M > 1 correspond to strongly
linear and asymptotic constant conditional quantile functions respectively. Proposition 6.2 is used in Section 6.4.2 for analyzing cases of trivariate vine copulas.
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6.3.1

Lower tail

To avoid technicalities, we assume the following from Equation 8.42 of Joe (2014).
As s → ∞,
ψ(s) ∼ T (s) = a1 sq exp(−a2 sr ) and

ψ 0 (s) ∼ T 0 (s),

(6.9)

where a1 > 0, r = 0 implies a2 = 0 and q < 0, and r > 0 implies r ≤ 1 and q can
be 0, negative or positive.
Lower tail dependence (r = 0)
According to Theorem 8.34 in Joe (2014), for a bivariate Archimedean copula,
when r = 0 and ψ ∈ RVq where q < 0, it has lower tail dependence with λL = 2q .
Therefore, ψ(s) ∼ a1 sq , ψ 0 (s) ∼ a1 qsq−1 and ψ −1 (u) ∼ (u/a1 )1/q , as s → ∞ and
u → 0+ . If u → 0, v ∈ (0, 1) and α ∈ (0, 1), then

q−1
 −1/q
ψ −1 (v)
u
−1
CV |U (v|u) ∼ 1 + −1
∼ 1 + (q − 1)ψ (v)
→ 1,
ψ (u)
a1

(6.10)

For the conditional quantile, we set CV |U (v|u) = α and solve for v. As u → 0, v
should also converge to 0, otherwise CV |U (v|u) → 1. If u, v → 0, the conditional
distribution is asymptotic to

 v 1/q q−1
CV |U (v|u) ∼ 1 +
,
u

(u, v) → (0, 0).

(6.11)

Therefore,

q−1 
 v 1/q q−1
ψ −1 (v)
∼ 1+
α ∼ 1 + −1
,
ψ (u)
u

q
CV−1|U (α|u) ∼ α 1/(q−1) − 1 · u → 0.
(The above is one result in Proposition 6.2.) If we further assume u ∼ vk , where
k ∈ (0, ∞), then

q−1
CV |U (v|u) ∼ 1 + u(1/k−1)/q
,
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(u, v) → (0, 0), u ∼ vk .

Depending on the value of k, there are three different cases:



1 + (q − 1)u(1/k−1)/q → 1


CV |U (v|u) ∼ 2q−1 ∈ (0, 1)


1

u q−1
q ( k −1) → 0

if k > 1,
(6.12)

if k = 1,
if 0 < k < 1.

Lower tail intermediate dependence (0 < r < 1)
If 0 < r < 1, then C(u, v) has lower tail intermediate dependence with 1 < κL (C) =
2r < 2 (Hua and Joe, 2011). ψ 0 (s) ∼ −a1 a2 rsq+r−1 exp(−a2 sr ) and ψ −1 (u) ∼
((− log u)/a2 )1/r , as s → ∞ and u → 0.
CV |U (v|u)
q+r−1
r 
ψ −1 (u) + ψ −1 (v)
exp −a2 ψ −1 (u) + ψ −1 (v)
∼

(ψ −1 (u))q+r−1 exp −a2 (ψ −1 (u))r


q+r−1

r

r
ψ −1 (v)
ψ −1 (v)
−1
1 + −1
∼ 1 + −1
exp −a2 ψ (u)
−1 ,
ψ (u)
ψ (u)

u → 0.
(6.13)

If v ∈ (0, 1) is fixed, then as u → 0,



r−1 
ψ −1 (v)
CV |U (v|u) ∼ 1 + (q + r − 1) −1
exp −a2 rψ −1 (v) ψ −1 (u)
ψ (u)


r−1 
ψ −1 (v) 
∼ 1 + (q + r − 1) −1
1 − a2 rψ −1 (v) ψ −1 (u)
ψ (u)
r−1
∼ 1 − a2 rψ −1 (v) ψ −1 (u)
1/r

∼ 1 − a2 rψ −1 (v)(− log u)1−1/r → 1,

u → 0, v ∈ (0, 1) fixed.
(6.14)

For the conditional quantile, we set CV |U (v|u) = α ∈ (0, 1) and solve for v. According to Equation 6.13, if ψ −1 (v)/ψ −1 (u) does not converge to 0, then CV |U (v|u) →
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0. It must be that ψ −1 (v)/ψ −1 (u) → 0 and

r−1 
CV |U (v|u) ∼ exp −a2 rψ −1 (v) ψ −1 (u)
∼ α.
Solving for v, we have
CV−1|U (α|u)

 


− log α r
1−r
(− log u)
∼ exp −
→ 0,
r

u → 0.

(The above is one result in Proposition 6.2.) If u, v → 0, the conditional distribution
is asymptotic to


CV |U (v|u) ∼

− log v
1+
− log u

1/r !q+r−1



− log v
× exp −(− log u) 1 +
− log u

1/r !r

!
+ (− log u) ,

(u, v) → (0, 0).
(6.15)

If we further assume u ∼ vk , where k ∈ (0, ∞), then

CV |U (v|u) ∼

 1/r !q+r−1 
r
1
1+(1/k)1/r −1
1+
u
→ 0,
k

(6.16)

regardless of the value of k.
Lower tail quadrant independence (r = 1)
If r = 1, then the copula has κL = 2 and support(CV |U (·|0)) = (0, 1). Therefore
limu→0 CV |U (v|u) ∈ (0, 1) if v ∈ (0, 1), and CV |U (v|u) → 0 if (u, v) → (0, 0).

6.3.2

Upper tail

(Proposition 3 in Hua and Joe (2011)) Suppose ψ(s) is the Laplace transform (LT)
of a positive variable Y with k < M < k + 1 where M = sup{m ≥ 0 : E(Y m ) <
∞} and k ∈ {0} ∪ N+ . If |ψ (k) − ψ (k) (s)| is regularly varying at 0+ , then |ψ (k) −
ψ (k) (s)| ∈ RM−k (0+ ). In particular, if the slowly varying component is `(s) and
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lims→0+ `(s) = hk+1 with 0 < hk+1 < ∞, then
k

ψ(s) = ∑ (−1)i hi si + (−1)k+1 hk+1 sM + o(sM ),

s → 0+ ,

(6.17)

i=0

where h0 = 1 and 0 < hi < ∞ for i = 1, . . . , k + 1. If 0 < M < 1, then k = 0.
Upper tail dependence (0 < M < 1)
By Proposition 4 in Hua and Joe (2011), if 0 < M < 1, then C(u, v) has upper tail
dependence with λU = 2−2M . In this case, ψ(s) can be written as ψ(s) ∼ 1−h1 sM ,
as s → 0+ , where 0 < h1 < ∞ and 0 < M < 1. Therefore, ψ 0 (s) ∼ −h1 MsM−1 ,
ψ

−1


(u) ∼

1−u
h1

1/M
,

u → 1.

If v ∈ (0, 1) and α ∈ (0, 1) are fixed, then as u → 1,
CV |U (v|u) ∼ −

ψ 0 (ψ −1 (v))
1/M
h1 M

(1 − u)(1−M)/M → 0.

(6.18)

For the conditional quantile, we set CV |U (v|u) = α ∈ (0, 1) and solve for v. Since
CV |U (v|u) = ψ 0 (ψ −1 (u) + ψ −1 (v))/ψ 0 (ψ −1 (u)), if v does not converge to 1, then
CV |U (v|u) → 0. Therefore, we have (u, v) → (1, 1) and the conditional distribution
is asymptotic to


CV |U (v|u) ∼

1−v
1+
1−u

1/M !M−1
.

(6.19)

Solving for v, the conditional quantile function is

M
CV−1|U (α|u) ∼ 1 − α 1/(M−1) − 1 (1 − u) → 1,

u → 1.

(The above is one result in Proposition 6.2.) If we further assume (1−u) ∼ (1−v)k ,
where k ∈ (0, ∞), then

M−1
CV |U (v|u) ∼ 1 + (1 − u)(1/k−1)/M
,
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u → 1.

(6.20)

Depending on the value of k, there are three different cases:



(1 − u)(M−1)(1/k−1)/M → 0


CV |U (v|u) ∼ 2M−1 ∈ (0, 1)



1 + (M − 1)(1 − u)(1/k−1)/M → 1

if k > 1,
if k = 1,

(6.21)

if 0 < k < 1.

Upper tail intermediate dependence / quadrant independence (M > 1)
By Proposition 7 in Hua and Joe (2011), if M > 1, then the copula C has upper tail
intermediate dependence or independence, and support(CV |U (·|1)) = (0, 1). Therefore, limu→1 CV |U (v|u) ∈ (0, 1) if v ∈ (0, 1), and CV |U (v|u) → 1 if (u, v) → (1, 1).

6.4

Trivariate asymptotic conditional quantile

In this section, we aim to extend some results from the previous subsection to
trivariate distributions. Specifically, we study the trivariate case FY−1
|X1 ,X2 (α|x1 , x2 )
with a trivariate vine copula model. However, extending from bivariate to trivariate
is not trivial, since the asymptotic conditional quantile function depends on the
direction in which (x1 , x2 ) go to infinite.

6.4.1

Trivariate strongest functional relationship

We first study the strongest dependence: functional relationship between the response variable Y and explanatory variables X1 and X2 . Since the marginal distribution of Y does not have a closed-form expression in general, it is difficult to
obtain a general result. We focus on a special case where the marginal distribution
of Y can be calculated. It is shown that the conditional quantile function is asymptotically linear in x1 or x2 along a ray on the (x1 , x2 )-plane, and this is an extension
of the bivariate strongly linear case.
Let Y ∗ = h(X1∗ , X2∗ ), where h is monotonically increasing in each argument,
Y ∗ ∼ FY ∗ , X1∗ ∼ FX1∗ and X2∗ ∼ FX2∗ . Transforming them to N(0, 1) variables, we
define Y = Φ−1 (FY ∗ (Y ∗ )), X1 = Φ−1 (FX1∗ (X1∗ )) and X2 = Φ−1 (FX2∗ (X2∗ )). The fol-
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lowing functional relationship holds


−1
Y = Φ−1 ◦ FY ∗ ◦ h FX−1
∗ (Φ(X1 )), FX ∗ (Φ(X2 )) := g(X1 , X2 ).
1

2

(6.22)

We are interested in the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) = g(x1 , x2 ). In
this case, it is obvious that the conditional quantile function does not depend on
the quantile level α. It is conjectured that it is a generalization of the bivariate
strongly linear case, in the sense that g is asymptotically linear as (x1 , x2 ) → (∞, ∞)
or (−∞, −∞) along different rays, even though g can be quite nonlinear in two
variables.
We focus on a special case to gain insight into the asymptotic behavior of
g(x1 , x2 ). Assume Y ∗ = X1∗ +X2∗ , and X1∗ , X2∗ follow Gamma(α1 , 1) and Gamma(α2 , 1)
independently. As a result, Y ∗ follows Gamma(α1 + α2 , 1). Using tail expansions
of the gamma CDF at 0 and ∞, the following can be obtained:
√
• If x2 ∼ kx1 as x1 , x2 → +∞, then g(x1 , x2 ) ∼ 1 + k2 x1 .
• If x2 ∼ kx1 as x1 , x2 → −∞, then
q
 α1 +α2 x1
α
g(x1 , x2 ) ∼ q 1
 α1 +α2 kx
1
α2

if k2 ≥

α2
α1 ,

if k2 <

α2
α1 .

Detailed derivations can be found in Appendix A.1. Although the conditional quantile function is not linear in both x1 and x2 , it is asymptotically linear in x1 or x2
along a ray. Note that this is an asymptotic property and it is true only if x1 and x2
are large enough. The rate of asymptotic approximation depends on k, α1 and α2
because of the arguments −x12 /(2α1 ) and −k2 x12 /(2α2 ) in the exponential function.

6.4.2

Trivariate conditional boundary distribution with bivariate
Archimedean copulas

For a trivariate vine copula model, it is difficult to get general results to cover all
types of bivariate copulas for the vine, but it is possible to get results for the cases
where all bivariate copulas are Archimedean. This provides some insight on the
tail behavior of conditional quantile functions. Specifically, we study how the tail
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properties of the bivariate Archimedean copulas on the edges affect the asymptotic
behavior of the conditional CDF. It turns out that trivariate cases are more complex
than bivariate ones. For a bivariate Archimedean copula, the boundary conditional
CDF

CV |U (v|0) is either a distribution with support on all of (0, 1) or a degenerate

distribution at 0. However, depending on the bivariate copulas on the edges, the
conditional CDF C3|12 (v|u1 , u2 ) could be a distribution with support on all of (0, 1),
a degenerate distribution at 0, or a degenerate distribution at 1 (the unusual case),
as (u1 , u2 ) → (0, 0) along a ray. The results are summarized in Tables 6.1 and 6.2.
Some results on the asymptotic conditional distributions of bivariate Archimedean
copulas are presented in Section 6.3. Based on those results, we study the conditional distribution of trivariate vine copulas with bivariate Archimedean copulas.
Specifically, we are interested in the boundary conditional distribution of a trivariate vine copula with C12 ,C23 in tree 1 and C13;2 in tree 2:
u3|12 := C3|12 (v|u1 , u2 ) = C3|1;2 (u3|2 |u1|2 ),

(6.23)

where u3|2 := C3|2 (v|u2 ) and u1|2 := C1|2 (u1 |u2 ), C3|1;2 (b|a) = ∂C13;2 (a, b)/∂ a,
v ∈ (0, 1) and (u1 , u2 ) → (0, 0) or (u1 , u2 ) → (1, 1). C1|2 ,C3|2 and C3|1;2 are the
conditional distributions of C12 ,C23 and C13;2 respectively.
As (u1 , u2 ) → (0, 0), u3|12 can, in some cases, depend on C3|1;2 (·|0) or C3|1;2 (·|1),
as well as C3|2 (·|0) and C1|2 (·|0). Similarly, as (u1 , u2 ) → (1, 1), u3|12 can, in some
cases, depend on C3|1;2 (·|0) or C3|1;2 (·|1), as well as C3|2 (·|1) and C1|2 (·|1). This is
why the trivariate and higher-dimensional cases of boundary conditional CDF can
be complicated. Also, in some cases, the form of the boundary conditional CDF
depends on the direction of (u1 , u2 ) → (0, 0) or (1, 1).
Given the copula boundary conditional distribution u3|12 , we can obtain its
equivalence on the normal scale. Let the trivariate vine copula be the CDF of a random vector (U1 ,U2 ,V ), and define X1 = Φ−1 (U1 ), X2 = Φ−1 (U2 ) and Y = Φ−1 (V ).
We are interested in the conditional quantile function FY−1
|X1 ,X2 (α|x1 , x2 ), as x1 , x2 →
−∞ and x1 /x2 converges to a constant. For a fixed quantile level α,
• If u3|12 → 0 as (u1 , u2 ) → (0, 0) and u2 ∼ uk1 , then FY−1
|X1 ,X2 (α|x1 , x2 ) → +∞
√
as x1 , x2 → −∞ and x2 /x1 → k.

123

lim C3|2 (v|u2 )

u2 →0

lim C1|2 (u1 |u2 )

u1 ,u2 →0

C13;2

0
(0, 1)
1

(0, 1)
(0, 1)
(0, 1)
κ13 = 2

(0, 1)
1
(0, 1)
(0, 1)
κ13 ∈ (1, 2)

1
(0, 1)
0
κ13 = 1

1
1
1
κ13 = 2

1
1
1
1
κ13 ∈ (1, 2)

1
1
∗
κ13 = 1

Table 6.1: The taxonomy of the lower tail boundary conditional distribution
limu1 ,u2 →0 u3|12 , where u3|12 is defined in Equation 6.23. For the first
(non-heading) row where limu1 ,u2 →0 C1|2 (u1 |u2 ) = 0, κ13 represents κ13L ,
the lower tail order of C13;2 . Similarly, for the third (non-heading) row,
where limu1 ,u2 →0 C1|2 (u1 |u2 ) = 1, κ13 represents κ13U , the upper tail order
of C13;2 .
• If u3|12 converges to a constant in (0, 1) as (u1 , u2 ) → (0, 0) and u2 ∼ uk1 , then
F −1 (α|x1 , x2 ) converges to a finite constant as x1 , x2 → −∞ and x2 /x1 →
√Y |X1 ,X2
k.
• If u3|12 → 1 as (u1 , u2 ) → (0, 0) and u2 ∼ uk1 , then FY−1
|X1 ,X2 (α|x1 , x2 ) → −∞
√
as x1 , x2 → −∞ and x2 /x1 → k.
Similar results hold for the upper tail, that is u1 , u2 → 1 and u2 ∼ uk1 .
Trivariate vine copula lower tail
Fix v ∈ (0, 1) and let u1 , u2 → 0 with u2 ∼ uk1 . According to Equation 6.10 and
Equation 6.14, depending on the tail order of C23 (u2 , u3 ), the limit of u3|2 = C3|2 (v|u2 )
could either be a number in (0, 1), or 1. Similarly, according to Section 6.3.1, the
limit of u1|2 = C1|2 (u1 |u2 ) could either be 0, a number in (0, 1), or 1. Depending on
the limit of u1|2 , we also need to take the corresponding tail behavior of C13;2 into
consideration. The possible combinations of the tail behaviors are summarized in
Table 6.1.
The first (non-heading) row of Table 6.1 corresponds to u1|2 → 0.
• If limu2 →0 u3|2 ∈ (0, 1) and C13;2 has κ13L = 2, then support(C3|1;2 (·|0)) =
(0, 1). Therefore limu1 ,u2 →0 u3|12 ∈ (0, 1), as shown in row 1, column 1.
• If limu2 →0 u3|2 ∈ (0, 1) and C13;2 has κ13L ∈ [1, 2), then C3|1;2 (·|0) is a degenerate distribution with a point mass at 0. Therefore u3|12 → 1, as shown in
row 1, columns 2–3.
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• If u3|2 → 1, then u3|12 → 1, regardless of the tail behavior of C13;2 . This is
shown in row 1, columns 4–6.
The second (non-heading) row of Table 6.1 corresponds to limu1 ,u2 →0 u1|2 ∈
(0, 1). In this case, the tail behavior of C13;2 is irrelevant. If limu2 →0 u3|2 ∈ (0, 1),
then limu1 ,u2 →0 u3|12 ∈ (0, 1) (row 2, columns 1–3); if limu2 →0 u3|2 = 1, then limu1 ,u2 →0 u3|12 =
1 (row 2, columns 4–6).
The third (non-heading) row of Table 6.1 corresponds to u1|2 → 1.
• If limu2 →0 u3|2 ∈ (0, 1) and C13;2 has κ13U ∈ (1, 2], then support(C3|1;2 (·|1)) =
(0, 1). Therefore limu1 ,u2 →0 u3|12 ∈ (0, 1), as shown in row 3, columns 1–2.
• If limu2 →0 u3|2 ∈ (0, 1) and C13;2 has κ13U = 1, then C3|1;2 (·|1) is a degenerate
distribution with a point mass at 1. Therefore u3|12 → 0, as shown in row 3,
column 3.
• If u3|2 → 1 and C13;2 has κ13U ∈ (1, 2], then support(C3|1;2 (·|1)) = (0, 1).
Therefore u3|12 → 1, as shown in row 3, columns 4–5.
• If u3|2 → 1 and C13;2 has κ13U = 1, then C3|1;2 (·|1) is a degenerate distribution with a point mass at 1. The limit of u3|12 is unclear and needs further
investigation (row 3, column 6, cell ∗). Depending on κ23L , we have the
following results. (See Section A.2 for a detailed derivation.)
– If C23 has κ23L ∈ (1, 2), then C3|1;2 (u3|2 |u1|2 ) → 0.
– If C23 has κ23L = 1, then



1


C3|1;2 (u3|2 |u1|2 ) → const ∈ (0, 1)



0

−1 −1
if − q−1
− 1) > 0,
23 − q12 (k
−1 −1
if − q−1
− 1) = 0,
23 − q12 (k
−1 −1
if − q−1
− 1) < 0,
23 − q12 (k

where q23 and q12 are the parameters of ψ23 for C23 and ψ12 for C12
respectively.
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lim C3|2 (v|u2 )

u2 →1

lim C1|2 (u1 |u2 )

u1 ,u2 →1

C13;2

0
(0, 1)
1

0
0
0
κ13 = 2

0
0∗
0
0
κ13 ∈ (1, 2)

†
0
0
κ13 = 1

(0, 1)
(0, 1)
(0, 1)
κ13 = 2

(0, 1)
1
(0, 1)
(0, 1)
κ13 ∈ (1, 2)

1
(0, 1)
0
κ13 = 1

Table 6.2: The taxonomy of the upper tail boundary conditional distribution
limu1 ,u2 →1 u3|12 , where u3|12 is defined in Equation 6.23. For the first
(non-heading) row where limu1 ,u2 →1 C1|2 (u1 |u2 ) = 0, κ13 represents κ13L ,
the lower tail order of C13;2 . Similarly, for the third (non-heading) row,
where limu1 ,u2 →1 C1|2 (u1 |u2 ) = 1, κ13 represents κ13U , the upper tail order
of C13;2 .
Trivariate vine copula upper tail
Fix v ∈ (0, 1) and let (u1 , u2 ) → (1, 1) with (1−u2 ) ∼ (1−u1 )k . According to Equation 6.18, depending on the tail order of C23 (u2 , u3 ), the limit of u3|2 = C3|2 (v|u2 )
could either be a number in (0, 1), or 0. Similarly, according to Section 6.3.2, the
limit of u1|2 = C1|2 (u1 |u2 ) could either be 0, a number in (0, 1), or 1. Depending on
the limit of u1|2 , we also need to take the corresponding tail behavior of C13;2 into
consideration. The possible combinations of the tail behaviors are summarized in
Table 6.2.
The first (non-heading) row of Table 6.2 corresponds to u1|2 → 0.
• If u3|2 → 0 and C13;2 has κ13L = 2, then support(C3|1;2 (·|0)) = (0, 1). Therefore u3|12 → 0, as shown in row 1, column 1.
• If u3|2 → 0 and C13;2 has κ13L ∈ (1, 2), then C3|1;2 (·|0) is a degenerate distribution with a point mass at 0. The limit of u3|12 is unclear and needs further
investigation (row 1, column 2, cell ∗). It can be shown that in that case,
u1|2 → 0. See Section A.2 for a detailed derivation.
• If u3|2 → 0 and C13;2 has κ13L = 1, then C3|1;2 (·|0) is a degenerate distribution with a point mass at 0. The limit of u3|12 is unclear and needs further
investigation (row 1, column 3, cell †). Depending on the relationship among
M12 , M23 and k, we have the following results. (See Section A.2 for a detailed
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derivation.)


0


C3|1;2 (u3|2 |u1|2 ) → const ∈ (0, 1)



1

if − MM2323−1 − MM1212−1 ( 1k − 1) > 0,
if − MM2323−1 − MM1212−1 ( 1k − 1) = 0,
if − MM2323−1 − MM1212−1 ( 1k − 1) < 0,

where M23 and M12 are the parameters of ψ23 for C23 and ψ12 for C12 respectively.
• If limu2 →1 u3|2 ∈ (0, 1) and C13;2 has κ13L = 2, then support(C3|1;2 (·|0)) =
(0, 1). Therefore lim(u1 ,u2 )→(0,0) u3|12 ∈ (0, 1), as shown in row 1, column 4.
• If limu2 →1 u3|2 ∈ (0, 1) and C13;2 has κ13L ∈ [1, 2), then C3|1;2 (·|0) is a degenerate distribution with a point mass at 0. Therefore u3|12 → 1, as shown in
row 1, columns 5–6.
The second (non-heading) row of Table 6.2 corresponds to limu1 ,u2 →(1,1) u1|2 ∈
(0, 1). In this case, the tail behavior of C13;2 is irrelevant. If limu2 →1 u3|2 = 0,
then limu1 ,u2 →(1,1) u3|12 = 0 (row 2, columns 1–3); if limu2 →1 u3|2 ∈ (0, 1), then
limu1 ,u2 →(1,1) u3|12 ∈ (0, 1) (row 2, columns 4–6).
The third (non-heading) row of Table 6.2 corresponds to u1|2 → 1.
• If u3|2 → 0, then u3|12 → 0, regardless of the tail property of C13;2 . This is
shown in row 3, columns 1–3.
• If limu2 →1 u3|2 ∈ (0, 1) and C13;2 has κ13U ∈ (1, 2], then support(C3|1;2 (·|1)) =
(0, 1). Therefore limu1 ,u2 →0 u3|12 ∈ (0, 1), as shown in row 3, columns 4–5.
• If limu2 →1 u3|2 ∈ (0, 1) and C13;2 has κ13U = 1, then C3|1;2 (·|1) is a degenerate
distribution with a point mass at 1. Therefore u3|12 → 0, as shown in row 3,
column 6.

6.4.3

Case studies: trivariate conditional quantile

In this section, we provide a few examples to illustrate how to use the results in
Table 6.1 and Table 6.2 to derive the boundary conditional quantiles for trivariate
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vine with bivariate Archimedean copulas. Analytic results are provided for those
examples to illustrate how the tail properties of bivariate copulas on edges of the
vine can affect asymptotic properties of conditional quantiles. We use the same
setting as before: v ∈ (0, 1) and u1 , u2 → (0, 0) or u1 , u2 → (1, 1); we are interested
in the limit of u3|12 = C3|1;2 (u3|1 |u1|2 ) as well as the conditional quantile function
on the normal scale.
In case 1, the two linking copulas to Y have κU = 1 and κL ∈ (1, 2). In case
2, the linking copulas to Y have κU = κL = 2. The less straightforward case 3 has
κU = κL = 2 for the linking copula to Y in tree 1 and κU = 1, κL ∈ (1, 2) for the
linking copula to Y in tree 2.
Case 1
C12 , C23 and C13;2 are all bivariate Gumbel copulas, with lower tail intermediate
dependence and upper tail dependence.
Lower tail (u1 , u2 → (0, 0)): C12 has κ12L ∈ (1, 2). According to Equation 6.16,
u1|2 → 0. C23 has κ23L ∈ (1, 2). According to Equation 6.14, u3|2 → 1. Finally, C13;2
has κ13L ∈ (1, 2). The combination of the three copulas corresponds to the row 1
column 5 in Table 6.1, that is u3|12 → 1. On the normal scale, the conditional
quantile FY−1
|X1 ,X2 (α|x1 , x2 ) → −∞ as x1 , x2 → −∞. A more detailed analysis (see
Appendix A.3) shows that


r23 r13;2 /2
1−r23 r13;2
FY−1
(α|x
,
x
)
=
O
(−
log
α)
|x
|
,
1 2
2
|X1 ,X2
x1 , x2 → −∞, x2 /x1 →

√
k,

where r23 and r13;2 are parameters of the LT ψ23 for C23 and ψ13;2 for C13;2 respectively. Since 1 − r23 r13;2 < 1, the conditional quantile function goes to −∞
sublinearly with respect to x1 or x2 .
Upper tail (u1 , u2 → (1, 1)): C23 has κ23U = 1. According to Equation 6.18,
u3|2 → 0. C12 has κ12U = 1. Applying Equation 6.21, we need to investigate the
rate at which u1 and u2 go to 1. Assuming (1 − u2 ) ∼ (1 − u1 )k :
• If k > 1, then u1|2 → 0. C13;2 has κ13L ∈ (1, 2). This corresponds to row 1
column 2 in Table 6.2, that is u3|12 → 0.
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• If k = 1, then lim u1|2 ∈ (0, 1). This corresponds to row 2 columns 1–3 in
Table 6.2, that is lim u3|12 → 0.
• If 0 < k < 1, then u1|2 → 1. We need to focus on the upper tail of C13;2 ,
which has κ32U = 1. This corresponds to row 3 column 3 in Table 6.2, that
is u3|12 → 0.
Therefore, u3|12 → 0 regardless of the value of k. On the normal scale, the conditional quantile FY−1
1 , x2 ) → +∞ as x1 , x2 → +∞. A more detailed analysis
|X1 ,X2 (α|x
√
shows that, if x2 /x1 → k as x1 , x2 → +∞, then

x2
q
FY−1
(α|x
,
x
)
∼
1 2
|X1 ,X2
 1 + M23

M12

if k ≥ 1,

1
k − 1 x2

if 0 < k < 1.

In summary, as x1 and x2 go to +∞, the conditional quantile goes to +∞ linearly; as x1 and x2 go to −∞, the conditional quantile goes to −∞ sublinearly. This
is a natural extension of the conditional quantile function of the bivariate Gumbel
copula. Figure 6.2a shows the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) for α = 0.25
and 0.75. The parameters of the copulas δ12 , δ23 , and δ13;2 are chosen such that the
corresponding Spearman correlation ρS = 0.5.
Case 2
• C12 is a bivariate Frank copula, with κ12L = κ12U = 2.
• C23 is a bivariate Frank copula, with κ23L = κ23U = 2.
• C13;2 could be any bivariate copula.
In this case, row 2 columns 1–3 in Table 6.1 and row 2 column 4–6 in Table 6.2
apply. That is, limu1 ,u2 →(0,0) u3|12 ∈ (0, 1) and limu1 ,u2 →(1,1) u3|12 ∈ (0, 1). On the
normal scale, the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) converges to a finite constant as x1 , x2 → +∞ or −∞. This example shows that, if the bivariate copulas on
the first level has κL = 2 (or κU = 2), then regardless of the second level copula,
the conditional lower (upper) quantile is asymptotically constant.
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(a) Case 1: as x1 , x2 → +∞, the conditional quantile goes to
+∞ linearly; as x1 , x2 → −∞, the conditional quantile goes to −∞
sublinearly.

(b) Case 3: as x1 , x2 → +∞ at different rates, the conditional
quantile could either go up or down.

Figure 6.2: Conditional quantile surface FY−1
|X1 ,X2 (α|x1 , x2 ) in cases 1 and 3,
for α = 0.25 and 0.75.
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Case 3
• C12 is a bivariate Gumbel copula, with κ12L ∈ (1, 2) and κ12U = 1.
• C23 is a bivariate Frank copula, with κ23L = κ23U = 2.
• C13;2 is a bivariate Gumbel copula, with with κ13L ∈ (1, 2) and κ13U = 1.
Lower tail (u1 , u2 → (0, 0)): C12 has κ12L ∈ (1, 2). According to Equation 6.16,
u1|2 → 0 and − log u1|2 ∼ O(− log u2 ). Since C23 has support(C3|2 (·|0)) = (0, 1) and
κ23L = 2, limu2 →0 u3|2 ∈ (0, 1). Finally, C13;2 has κ13L ∈ (1, 2). The combination of
the three copulas corresponds to the row 1 column 2 in Table 6.1, that is, u3|12 → 1.
On the normal scale, the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) → −∞ as x1 , x2 →

−∞. According to Proposition 6.2, the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) is
√
sublinear with respect to x1 or x2 , if x2 /x1 → k.
Upper tail (u1 , u2 → (1, 1)): Since C23 has κ23U = 2 and support(C3|2 (·|1)) =

(0, 1), limu2 →1 u3|2 ∈ (0, 1). C12 has κ12U = 1. Applying Equation 6.21, we need to
investigate the rate at which u1 and u2 go to 1. Assuming (1 − u2 ) ∼ (1 − u1 )k :
• If k > 1, then u1|2 → 0. C13;2 has κ13L ∈ (1, 2). This corresponds to row
1 column 5 in Table 6.2, that is u3|12 → 1. On the normal scale, the con√
ditional quantile FY−1
(α|x
,
x
)
→
−∞
as
x
,
x
→
+∞
and
x
/x
→
k.
1
2
1
2
2
1
|X1 ,X2

The conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) is sublinear with respect to x1 or
x2 .

• If k = 1, then lim u1|2 ∈ (0, 1). This corresponds to row 2 columns 4–6 in
Table 6.2, that is lim u3|12 ∈ (0, 1). On the normal scale, the conditional
quantile FY−1
|X1 ,X2 (α|x1 , x2 ) converges to a finite number as x1 , x2 → +∞ and
x2 /x1 → 1.
• If 0 < k < 1, then u1|2 → 1. We need to focus on the upper tail of C13;2 ,
which has κ13U = 1. This corresponds to row 3 column 6 in Table 6.2, that is
u3|12 → 0. On the normal scale, the conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) →
√
+∞ as x1 , x2 → +∞ and x2 /x1 → k. The conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 )
is linear with respect to x1 or x2 .
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(a) k = 0.5.

(b) k = 1.

(c) k = 4.

Figure 6.3: Conditional quantile FY−1
|X1 ,X2 (α|x1 , x2 ) versus x1 in case 3 for
α = 0.25 and 0.75, as x1 → +∞. It shows that the conditional quantile converges to +∞, a finite number, or −∞.
Figure 6.2b shows the conditional quantile surface for α = 0.25 and 0.75. The
parameters of the copulas δ12 , δ23 , and δ13;2 are chosen such that the corresponding
Spearman correlation ρS = 0.5. Depending on the rate at which x1 and x2 go to +∞,
the conditional quantile could go to +∞ or −∞. Figure 6.3 shows the conditional
√
quantile FY−1
(α|x
,
x
)
for
α
=
0.25
and
0.75
as
x
,
x
→
∞
and
x
/x
→
k,
1
2
1
2
2
1
|X1 ,X2
for k = 0.5, 1 and 4. The three cases correspond to weakly linear, asymptotic constant, and sublinear. This example also shows that the asymptotic behavior of the
conditional quantile function varies depending on the direction along which x1 and
x2 take.
The case of k > 1 and FY−1
|X1 ,X2 (α|x1 , x2 ) → −∞ as x1 , x2 → +∞ is unusual, given
that all three copulas have positive dependence. One possible explanation is that,
variable X1 has strong tail dependence link to Y , and variable X2 has tail quadrant
independence link to Y ; when k > 1, X2 goes to infinity faster than X1 and the
direction to limit is more concentrated on the weaker variable.

6.5

Beyond trivariate

Using the results in Section 6.3 and Section 6.4.2 as building blocks, the boundary
conditional distribution of a higher-dimensional vine copula can be derived. Take a
4-dimensional vine copula as an example: without loss of generality, we consider
a D-vine copula with 1-2-3-4 as the first level tree. The conditional CDF can be

132

represented by
u4|123 := C4|123 (v|u1 , u2 , u3 ) = C4|1;23 (u4|23 |u1|23 ),
where u4|23 := C4|2;3 (u4|3 |u2|3 ), u1|23 := C1|3;2 (u1|2 |u3|2 ), u1|2 := C1|2 (u1 |u2 ), u2|3 =
C2|3 (u2 |u3 ), u3|2 = C3|2 (u3 |u2 ), u4|3 = C4|3 (v|u3 ), and v ∈ (0, 1), u1 , u2 , u3 → 0 or 1.
Applying the techniques demonstrated in Section 6.4.2, the asymptotic behavior
of u4|23 and u1|23 can be obtained. Afterwards, the results in Section 6.3 can be
applied to get the limit of u4|123 . The limit of u4|123 could be summarized as a table
like Table 6.1 and Table 6.2, but it would be complicated to classify all the possible
combinations of the bivariate copula tail behavior. Technically, the idea could be
further generalized to any high dimensions.
A general heuristic statement is that if more linking copulas of the X’s to Y
have κ = 1, then the tail behavior of conditional quantiles is more likely to be
asymptotically linear or sublinear. If all of the linking copulas of the X’s to Y have
κ = 2, then the tail behavior of conditional quantiles is asymptotically constant.
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Chapter 7

Conclusion
The major contributions of the thesis lie in the improvements on fitting parametric vine copula models, compared with (a) alternative methods for truncated vine
structure learning, and (b) diagnostics for bivariate copula selection for dependence
analysis or prediction.
The Monte Carlo tree search (MCTS) algorithm improves on the greedy algorithm for the vine structure. Under the guidance of the vine UCT, our method can
effectively explore the large search space of possible truncated vines by balancing
between exploration and exploitation. It also has significantly better performance
over the existing methods under various experimental setups.
The diagnostic tools provide better ways for bivariate copula selection. The
use of diagnostics can reduce the number of candidate copula families to consider
on edges of the vine. We have also illustrated with real datasets the use of dependence and asymmetry measures as diagnostic tools for bivariate copulas and bivariate conditional distributions. It is a future research direction to automatically and
adaptively generate a shortlist of candidate parametric copula families for edges
of a vine copula based on diagnostic measures. An alternative is a reverse-delete
algorithm: start with a long list of bivariate parametric copula families followed by
deletion of families that cannot match the diagnostic summaries.
The vine copula regression method is interpretable and flexible. Compared
with the existing methods that either use D-vines or only handle continuous variables, the proposed method uses R-vines and can fit mixed continuous and ordinal
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variables. Various shapes of conditional quantiles can be obtained depending on
how pair-copulas are chosen on the edges of the vine. For bivariate copulas, the
conditional quantile function of the response variable could be asymptotically linear, sublinear, or constant with respect to the explanatory variable. The asymptotic
conditional distribution can be quite complex for trivariate and higher-dimensional
cases. The performance of the proposed method is evaluated on simulated data sets
and the Abalone data set. The heteroscedasticity in the data is better captured by
vine copula regression than the standard regression methods.
One possible future research direction is the extension of the proposed regression method for survival outcomes with censored data. For example, Emura et al.
(2018) use bivariate copulas to predict time-to-death given time-to-cancer progression; Barthel et al. (2018) apply vine copulas to multivariate right-censored event
time data. These types of applications would require more numerical integration
methods. Another research direction is to handle variable selection and reduction
when there are many explanatory variables, some of which might form clusters
with strong dependence.
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Appendix A

Derivations for Chapter 6
A.1

Derivations for Section 6.4.1

Tail expansions of the gamma CDF
For a random variable Z following Gamma(α, β ), the CDF is
FZ (z) = γ(α, β z)/Γ(α),
where β is the rate parameter and γ(·, ·) is the lower incomplete gamma function.
Its CDF FZ and quantile function FZ−1 have the following asymptotic behavior:
FZ (z) ∼ 1 −

FZ (z) ∼

(β z)α−1 −β z
e ,
Γ(α)

(β z)α
,
Γ(α + 1)

z → +∞;

z → 0+ ;

FZ−1 (p) ∼ −

FZ−1 (p) ∼

log(1 − p)
,
β

p1/α Γ(α + 1)1/α
,
β

p → 1− .

p → 0+ .

Upper tail
We first study the upper tail asymptotic behavior of g(x1 , x2 ) as x1 , x2 → +∞.
Without loss of generality, we assume β = 1 because β cancels in Equation A.1.
2
1
Φ(x1 ) ∼ 1 − √
e−x1 /2 ,
2πx1
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x1 → +∞,

FX−1
∗ (Φ(x1 ))
1



2
1
∼ − log √
e−x1 /2
2πx1


∼

x12
,
2

x1 → +∞.

Similarly,
FX−1
∗ (Φ(x2 )) ∼
2

x22
,
2

x2 → +∞.



−1
FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1
2
 2

(x1 + x22 )α1 +α2 −1 −(x12 +x22 )/2
1
e
,
∼ 1−
Γ(α1 + α2 )
2

x1 , x2 → +∞. (A.1)

Finally,
 

−1
g(x1 , x2 ) = Φ−1 FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1
2



1/2
−1
∼ −2 log 1 − FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1

∼

(x12 + x22 )1/2 ,

2

x1 , x2 → +∞.

If x2 ∼ kx1 as x1 , x2 → +∞, then g(x1 , x2 ) ∼

√
1 + k2 x1 .

Lower tail
Without loss of generality, we assume β = 1. For the lower tail, x1 , x2 → −∞,
2
1
Φ(x1 ) ∼ − √
e−x1 /2 ,
2πx1

x1 → −∞,

and
1/α1
FX−1
(Φ(x1 ))1/α1
∗ (Φ(x1 )) ∼ Γ(α1 + 1)
1






1 1/α1
x12
Γ(α1 + 1) 1/α1
√
−
exp −
,
∼
x1
2α1
2π

x1 → −∞.

Similarly,
FX−1
∗ (Φ(x2 ))
2


∼

Γ(α2 + 1)
√
2π

1/α2 



1 1/α2
x22
−
exp −
,
x2
2α2
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x2 → −∞.



−1
FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1
2
"





Γ(α1 + 1) 1/α1
1 1/α1
x12
1
√
−
exp −
∼
Γ(α1 + α2 + 1)
x1
2α1
2π



 #α1 +α2


Γ(α2 + 1) 1/α2
x22
1 1/α2
√
.
+
exp −
−
x2
2α2
2π


Assuming x2 ∼ kx1 , if k2 > α2 /α1 , then exp −x12 /(2α1 ) dominates exp −x22 /(2α2 ) .



!


1 (α1 +α2 )/α1
(α1 + α2 )x12
−1
−1
−
FY ∗ FX ∗ (Φ(x1 )) + FX ∗ (Φ(x2 )) = O
exp −
,
1
2
x1
2α1
and
 

−1
g(x1 , x2 ) = Φ−1 FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1
2

 
1/2
−1
∼ −2 log FY ∗ FX−1
∗ (Φ(x1 )) + FX ∗ (Φ(x2 ))
1
2
r
α1 + α2
x1 , x1 , x2 → −∞, x2 ∼ kx1 .
∼
α1
If can be shown that the result holds for k2 = α2 /α1 as well. Similarly, if k2 <
α2 /α1 , then
r
g(x1 , x2 ) ∼

α1 + α2
kx1 ,
α2

x1 , x2 → −∞, x2 ∼ kx1 .

In summary,
q
 α1 +α2 x1
α
g(x1 , x2 ) ∼ q 1
 α1 +α2 kx
1
α2

A.2

if k2 ≥ α2 /α1 ,
if k2 < α2 /α1 .

Derivations for Section 6.4.2

Trivariate vine copula lower tail
Fix v ∈ (0, 1) and let u1 , u2 → 0 with u2 ∼ uk1 . According to Equations 6.10 and
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6.14, depending on the tail order of C23 (u2 , u3 ), there are three cases of the limit of
u3|2 = C3|2 (v|u2 ) as u2 → 0:
• If C23 has κ23L = 1, then from Equation 6.10,
−1/q23

u3|2 ∼ 1 − A1 (v)u2

→ 1,

u2 → 0, v ∈ (0, 1) fixed, A1 (v) > 0, (A.2)

where q23 is a parameter of the LT ψ23 for C23 in Equation 6.3.
• If C23 has κ23L ∈ (1, 2), then from Equation 6.14,
u3|2 ∼ 1 − A2 (v)(− log u2 )1−1/r23 → 1,

u2 → 0, v ∈ (0, 1) fixed, A2 (v) > 0,
(A.3)

where r23 is a parameter of the LT ψ23 for C23 in Equation 6.3.
• If C23 has κ23L = 2, then limu2 →0 u3|2 ∈ (0, 1).
Therefore, the limit of u3|2 = C3|2 (v|u2 ) could either be a number in (0, 1), or 1.
All cells in Table 6.1 are clear except row 3, column 6 (cell ∗), that is u1|2 → 1,
u3|2 → 1 and C13;2 has upper tail dependence. From Equation 6.19, the boundary
conditional distribution can be written as
1 − u3|2
1+
1 − u1|2


C3|1;2 (u3|2 |u1|2 ) ∼

1/M13;2 !M13;2 −1
,

(u1|2 , u3|2 ) → (1, 1),

where M13;2 is a parameter of the LT ψ13;2 for C13;2 and 0 < M13;2 < 1.
According to the analysis in Section 6.3.1, u1|2 → 1 implies that C12 has lower
tail dependence and u2 ∼ uk1 with k > 1. However, C23 could have κ23L = 1 or
κ23L ∈ (1, 2).
• If C23 has κ23L ∈ (1, 2), then from Equation 6.12 and Equation 6.14,
1 − u3|2 ∼ A2 (v)(− log u2 )1−1/r23 ,
(1/k−1)/q12

1 − u1|2 ∼ −(q12 − 1)u2

,

u2 → 1, v ∈ (0, 1) fixed, A2 (v) > 0,
(u1 , u2 ) → (1, 1), u2 ∼ uk1 , q12 < 0,

1 − u3|2
A2 (v) (− log u2 )−(1−r23 )/r23
∼−
→ ∞,
(1/k−1)/q12
1 − u1|2
q12 − 1
u
2
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where r23 and q12 are the parameters of ψ23 for C23 and ψ12 for C12 respectively. Therefore, C3|1;2 (u3|2 |u1|2 ) → 0.
• If C23 has κ23L = 1, then from Equation 6.10 and Equation 6.12,
−1/q23

1 − u3|2 ∼ A1 (v)u2

,

u2 → 1, v ∈ (0, 1) fixed, A1 (v) > 0,

(1/k−1)/q

12
, (u1 , u2 ) → (1, 1), u2 ∼ uk1 , q12 < 0,
1 − u1|2 ∼ −(q12 − 1)u2
1 − u3|2
A1 (v) −1/q23 −(1/k−1)/q12
∼−
u
,
1 − u1|2
q12 − 1 2

where q23 and q12 are the parameters of ψ23 for C23 and ψ12 for C12 respectively. Therefore,



1


C3|1;2 (u3|2 |u1|2 ) → const ∈ (0, 1)



0

−1 −1
if − q−1
− 1) > 0,
23 − q12 (k
−1 −1
if − q−1
− 1) = 0,
23 − q12 (k
−1 −1
if − q−1
− 1) < 0.
23 − q12 (k

Trivariate vine copula upper tail
Fix v ∈ (0, 1) and let (u1 , u2 ) → (1, 1) with (1 − u2 ) ∼ (1 − u1 )k . According to
Equation 6.18, depending on the tail order of C23 (u2 , u3 ), there are two cases of the
limit of u3|2 = C3|2 (v|u2 ) as u2 → 1:
• If C3|2 has κ23U = 1, then from Equation 6.18,
u3|2 ∼ A3 (v)(1 − u2 )(1−M23 )/M23 → 0,

u2 → 1, v ∈ (0, 1) fixed, A3 (v) > 0,
(A.4)

where M23 is a parameter of the LT ψ23 for C23 in Equation 6.4.
• If C3|2 has κ23U ∈ (1, 2], then limu2 →1 u3|2 ∈ (0, 1).
Therefore, the limit of u3|2 = C3|2 (v|u2 ) could either be a number in (0, 1), or 0.
Cell ∗ in Table 6.2. Since C13;2 has κ13L ∈ (1, 2), the conditional distribution
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can be written as, via Equation 6.15,
C3|1;2 (u3|2 |u1|2 )

∼

1+

− log u3|2
− log u1|2


1/r13;2 !r13;2
− log u
−1
1+ − log u3|2

1/r13;2 !q13;2 +r13;2 −1

1|2

,

u1|2

(u3|2 , u1|2 ) → (0, 0),
where q13;2 and r13;2 are parameters of the LT ψ13;2 for C13;2 , and 0 < r13;2 < 1.
Since C23 has κ23U = 1, then by Equation 6.18,
u3|2 ∼ A3 (v)(1 − u2 )(1−M23 )/M23 → 0,
and
− log u3|2 ∼ − log A3 (v) −

u2 → 1, v ∈ (0, 1) fixed,

M23 − 1
(− log(1 − u2 )),
M23

where M23 is a parameter of the LT ψ23 for C23 . C12 has upper tail dependence and
(1 − u2 ) ∼ (1 − u1 )k , where k > 1 because u1|2 → 0. We have by Equation 6.21,
u1|2 ∼ (1 − u2 )(M12 −1)(1/k−1)/M12 → 0,
and
− log u1|2 ∼

(u1 , u2 ) → (1, 1), (1 − u2 ) ∼ (1 − u1 )k ,


M12 − 1 1
− 1 (− log(1 − u2 )),
M12
k

where M12 is a parameter of the LT ψ12 for C12 . Therefore,
B :=

− log u3|2
∼
− log u1|2

− MM2323−1
M12 −1
M12

1
k

−1

 > 0,

and
(1+B1/r )r −1

C3|1;2 (u3|2 |u1|2 ) ∼ (1 + B1/r )q+r−1 u1|2

→ 0,

u1|2 → 0.

The cell ∗ converges to 0.
Cell † in Table 6.2. Since C13;2 has lower tail dependence, the conditional
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distribution can be written as, via Equation 6.11,


u3|2
1+
u1|2

C3|1;2 (u3|2 |u1|2 ) ∼

1/q13;2 !q13;2 −1
,

(u3|2 , u1|2 ) → (0, 0),

where q13;2 is a parameter of the LT ψ13;2 for C13;2 and q13;2 < 0, u3|2 and u1|2 are
the same as previous. Therefore,
u3|2
∼ A3 (v)(1 − u2 )−(M23 −1)/M23 −(M12 −1)(1/k−1)/M12 ,
u1|2

C3|1;2 (u3|2 |u1|2 ) →

A.3




0



(u3|2 , u1|2 ) → (0, 0),

if − MM2323−1 − MM1212−1 ( 1k − 1) > 0,

const ∈ (0, 1)



1

if − MM2323−1 − MM1212−1 ( 1k − 1) = 0,
if − MM2323−1 − MM1212−1 ( 1k − 1) < 0.

Derivations for case 1 in Section 6.4.3

Lower tail
We give a more detailed analysis to derive the rate at which the conditional
quantile goes to −∞. Let (u1 , u2 ) → (0, 0) and u2 ∼ uk1 . We are interested in the
−1
conditional quantile C3|12
(α|u1 , u2 ). In other words, we need to find v such that

−1
C3|2 (v|u2 ) = C3|1;2 α|u1|2 . Let q12 , q23 , q13;2 and r12 , r23 , r13;2 be the parameters

of ψ12 for C12 , ψ23 for C23 and ψ13;2 for C13;2 respectively. By Equation 6.16,
u1|2 ∼

r12
 1/r12 !q12 +r12 −1 
1+(1/k)1/r12
−1
1
u2
→ 0,
1+
k

− log u1|2 = O(− log u2 ).
By Equation 6.6,
−1
C3|1;2
(α|u1|2 )



 
− log α r13;2
1−r13;2
∼ exp −
(− log u1|2 )
,
r13;2
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−1
− logC3|1;2
(α|u1|2 ) ∼ −



− log α
r13;2

r13;2

(− log u1|2 )1−r13;2


= O (− log α)r13;2 (− log u2 )1−r13;2 .
According to Equation 6.15,


C3|2 (v|u2 ) ∼

− log v
1+
− log u2

1/r23 !q23 +r23 −1



− log v
× exp −(− log u2 ) 1 +
− log u2

1/r23 !r23

!
+ (− log u2 ) .


−1
For C3|2 (v|u2 ) = C3|1;2
α|u1|2 to hold, it has to be true that (− log v)/(− log u2 ) →
0 as u2 → 0. As a result,
− logC3|2 (v|u2 ) ∼ r23

(− log v)1/r23
.
(− log u2 )1/r23 −1


−1
Solving for − logC3|2 (v|u2 ) = − logC3|1;2
α|u1|2 , we have

−1
− log v = − logC3|12
(α|u1 , u2 ) = O (− log α)r23 r13;2 (− log u2 )1−r23 r13;2 .
On the normal scale, it implies that, with u2 = Φ(x2 ) ∼ φ (x2 )/|x2 |,


1/2
r23 r13;2 /2
1−r23 r13;2
FY−1
(α|x
,
x
)
∼
(−2
log
v)
=
O
(−
log
α)
|x
|
,
1 2
2
|X1 ,X2
x1 , x2 → −∞, x2 /x1 →

√
k.

Since 1 − r23 r13;2 < 1, the conditional quantile function goes to −∞ sublinearly
with respect to x1 or x2 .
Upper tail
We give a more detailed analysis to derive the rate at which the conditional
quantile goes to +∞. Assume (1 − u2 ) ∼ (1 − u1 )k as (u1 , u2 ) → (1, 1). Let
M12 , M23 , M13;2 be the parameters of ψ12 for C12 , ψ23 for C23 and ψ13;2 for C13;2
respectively.
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• If k > 1, then u1|2 → 0. For a fixed quantile level α ∈ (0, 1), u3|2 has to
converge to 0. By Equation 6.21,
u1|2 ∼ (1 − u2 )(M12 −1)(1/k−1)/M12 → 0,

− log u1|2 = O(− log(1 − u2 )).

By Equation 6.19, as u2 → 1,


u3|2 ∼

1−v
1+
1 − u2

1/M23 !M23 −1


∼

1−v
1 − u2

1−1/M23
→ 0,



1
− log u3|2 ∼ 1 −
(− log(1 − v) + log(1 − u2 )) .
M23
Since C13;2 has κ13L ∈ (1, 2), with a Taylor expansion of Equation 6.15,
− log u3|12 ∼ r13;2

∼ r13;2

(− log u3|2 )1/r13;2
(− log u1|2 )1/r13;2 −1
1/r13;2

(− log(1 − v) + log(1 − u2 ))1/r13;2
1 − M123
(− log(1 − u2 ))1/r13;2 −1

.

Let u3|12 = α and solve for v, we have


− log(1 − v) ∼ − log(1 − u2 ) + O (− log α)r13;2 (− log(1 − u2 ))1−r13;2
∼ − log(1 − u2 ).
On the normal scale, it implies
FY−1
|X1 ,X2 (α|x1 , x2 ) ∼ x2 ,

x1 , x2 → +∞, x2 /x1 →

√
k.

• If k = 1, then u1|2 → 2M12 −1 . For a fixed quantile level α ∈ (0, 1), u3|2 has
−1
to converge to a constant. Specifically, u3|2 → C3|1;2
(α|2M12 −1 ) = O(1). By

Equation 6.19,


u3|2 ∼

1−v
1+
1 − u2
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1/M23 !M23 −1
= O(1),

1 − v = O(1 − u2 ),
− log(1 − v) ∼ − log(1 − u2 ).
On the normal scale, it implies
FY−1
|X1 ,X2 (α|x1 , x2 ) ∼ x2 ,

x1 , x2 → +∞, x2 /x1 → 1.

• If k < 1, then u1|2 → 1. For a fixed quantile level α ∈ (0, 1), u3|2 has to
converge to 1. By Equation 6.21,
u1|2 ∼ 1 + (M12 − 1)(1 − u2 )(1/k−1)/M12 → 1,
log(1 − u1|2 ) ∼

1
M12




1
− 1 log(1 − u2 ).
k

By Equation 6.19,


u3|2 ∼

1−v
1+
1 − u2

1/M23 !M23 −1



1−v
∼ 1 + (M23 − 1)
1 − u2

and (1 − v)/(1 − u2 ) → 0, so that
log(1 − u3|2 ) ∼

1
(log(1 − v) − log(1 − u2 )) .
M23

Since C13;2 has κ13U = 1, by Equation 6.19,
1 − u3|2
1+
1 − u1|2


u3|12 ∼

1/M13;2 !M13;2 −1

Let u3|12 = α and solve for v, we have

M13;2
1
1 − u3|2
M13;2 −1
α
−1
∼
,
1 − u1|2
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.

1/M23
→ 1,



1
M13;2 log α M13;2 −1 − 1
∼ log(1 − u3|2 ) − log(1 − u1|2 )


1
1
1
∼
(log(1 − v) − log(1 − u2 )) −
− 1 log(1 − u2 )
M23
M12 k



1
1
1
1
∼
log(1 − v) −
+
−1
log(1 − u2 ),
M23
M23 M12 k



M23 1
− log(1 − v) ∼ 1 +
−1
(− log(1 − u2 )).
M12 k
On the normal scale, it implies
s
FY−1
|X1 ,X2 (α|x1 , x2 )

∼

M23
1+
M12




1
− 1 x2 ,
k
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x1 , x2 → +∞, x2 /x1 →

√
k.

Appendix B

Conditional dependence
measures for trivariate Frank
copulas
In this section, we conduct a similar analysis to Section 4.4 on a trivariate Frank
copula model. It is shown that the trivariate Frank copula model has less variation
in the conditional dependence measures than the gamma factor model.
The copula CDF of a trivariate Archimedean copula is

C123 (u1 , u2 , u3 ) = ψ ψ −1 (u1 ) + ψ −1 (u2 ) + ψ −1 (u3 ) .
For a Frank copula with parameter δ ,


log 1 − (1 − e−δ )e−s
.
ψ(s) = −
δ
The copula of the conditional distribution is

h h−1 (u1 h(ς )) + h−1 (u2 h(ς )) − ς
C12;3 (u1 , u2 ; u3 ) =
,
h(ς )
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where ς = ψ −1 (u3 ) and
h(s) = −ψ 0 (s) =

(1 − e−δ )e−s
.
δ 1 − (1 − e−δ )e−s

Given the analytical form of the copula of the conditional distribution, we can
compute the exact conditional dependence measures using numerical integration.
Similar to Figure 4.3, we simulate n = 1000 samples form a trivariate Frank copula where Kendall’s τ between two variables is 0.6. The exact ρS (C12;3 (·; x)),
ζα=5 (C12;3 (·; x)), and ζα=5 (Cb12;3 (·; x)) computed via numerical integration are shown
in red dash-dot lines in Figure B.1. The kernel-smoothed estimates using Epanechnikov kernel and window size hn = 0.2 are shown in solid dark lines and the bootstrap confidence bands are plotted in dashed dark lines. Compared to the gamma
factor model in Section 4.4, it can be visually observed that there is less variation
in the conditional dependence measures.

156

(a) Spearman’s rho ρS (C12;3 ).

(b) Tail-weighted dependence mea- (c) Tail-weighted dependence measure (lower tail) ζα=5 (C12;3 ).
sure (upper tail) ζα=5 (Cb12;3 ).

Figure B.1: Conditional measures of C12;3 (·; x), the copula of Y1 ,Y2 given
F3 (Y3 ) = x, for a trivariate Frank copula model with parameter that corresponds to Kendall’s τ = 0.6. The sample size is n = 1000. The red
dash-dot lines are the exact conditional measures computed via numerical integration. The dark solid lines and dashed lines are the kernelsmoothed conditional Spearman’s rho and the corresponding 90%-level
simultaneous bootstrap confidence bands, using Epanechnikov kernel
and window size hn = 0.2.
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Appendix C

Implementation of Monte Carlo
tree search (MCTS)
C.1

Description

The Python code is written in the object-oriented programming paradigm. There
are three classes defined in the code: VineState, CorrMat, and MctsNode.
The VineState class represents an incomplete truncated vine structure, which
is internally represented by a list of trees. It contains the following public methods.
• get child states returns all the child states, that is, the VineState
objects that can be obtained by adding an edge to the current object.
• roll out returns a complete truncated vine structure by adding edges uniformly at random.
• to vine array converts the VineState object to a vine array representation.
The CorrMat class represents a correlation matrix. It provides methods to
compute the log-determinant and partial correlations.
The MctsNode class represents a tree node in the search tree. Each object
contains a VineState object as an attribute. It also stores the relevant summary
statistics. It has the following public methods. add children adds child nodes
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to the current node. select child selects a child node according to the tree
policy. roll out performs the default policy. update updates the summary
statistics of the node. Finally, the main function mcts vine takes the following
arguments.
• corr: Correlation matrix, a two-dimensional NumPy array.
• n sample: Number of samples, an integer.
• ntrunc: Truncation level, an integer.
• output dir: Directory where the output file is written, a string.
• itermax: Maximum number of iterations of MCTS, an integer.
• FPU: First play urgency, a floating point number. A larger FPU encourages
exploration while a smaller FPU encourages exploitation.
• PB: Progressive bias, a floating point number. A larger PB gives more weight
to heuristic or prior knowledge.
• log freq: Frequency at which debug information is printed, an integer.
The code utilizes the Graph class in python-igraph. Relevant methods
and properties of the class are listed below.
• Methods
– add edges: Adds some edges to the graph.
– add vertices: Adds some vertices to the graph.
– copy: Creates an exact deep copy of the graph.
– ecount: Counts the number of edges.
– get adjacency: Returns the adjacency matrix of a graph.
– vcount: Counts the number of vertices.
• Properties
– es: The edge sequence of the graph.
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– vs: The vertex sequence of the graph.
Table C.1 shows the correspondence of variables and functions defined in the
psuedocode in Algorithm 3.1 and in the Python implementation.
Pseudocode

Implementation

nv
nv · x̄v
n(v1 ,v2 )
vroot
vhistory
TreePolicy
DefaultPolicy
Backprop

MctsNode.visits
MctsNode.sum score
MctsNode.child visits
root node
temp node list
MctsNode.select child
MctsNode.roll out
MctsNode.update

Table C.1: Correspondence of variables and functions defined in the psuedocode in Algorithm 3.1 and in the Python implementation.
The provided code requires Python in version ≥ 3.4, numpy package in version
≥ 1.15, and python-igraph in version ≥ 0.7.

C.2

Example usage

In this section, we provide a code snippet to showcase the usage of the mcts vine
function.
import numpy as np
# A 8 dimensional correlation
rmat = np.array([[1.00, 0.98,
[0.98, 1.00,
[0.89, 0.90,
[0.97, 0.97,
[0.96, 0.95,
[0.95, 0.95,
[0.95, 0.95,
[0.60, 0.62,

matrix
0.89, 0.97,
0.90, 0.97,
1.00, 0.92,
0.92, 1.00,
0.87, 0.98,
0.90, 0.98,
0.92, 0.97,
0.66, 0.63,

# Set seeds
random.seed(0)
np.random.seed(0)

160

0.96,
0.95,
0.87,
0.98,
1.00,
0.95,
0.92,
0.54,

0.95,
0.95,
0.90,
0.98,
0.95,
1.00,
0.94,
0.61,

0.95,
0.95,
0.92,
0.97,
0.92,
0.94,
1.00,
0.69,

0.60],
0.62],
0.66],
0.63],
0.54],
0.61],
0.69],
1.00]])

# Run MCTS
best_vine = mcts_vine(rmat, n_sample=500, output_dir=’output.txt’, ntrunc=3,
itermax=1000, FPU=1.0, PB=0.1, log_freq=100)
# Print the result
print(best_vine.to_vine_array())
## CFI: 0.99
## [[8 8 7 4 4 4 1 4]
## [0 7 8 7 5 5 4 5]
## [0 0 4 8 7 7 5 6]
## [0 0 0 5 8 6 7 7]
## [0 0 0 0 6 8 6 1]
## [0 0 0 0 0 1 8 2]
## [0 0 0 0 0 0 2 8]
## [0 0 0 0 0 0 0 3]]

C.3

Code

import numpy as np
import igraph
import random
import math
from functools import reduce

class VineState:
def __init__(self, ntrunc, corr_mat):
""" Constructor
This function is only called when constructing the root state.
Subsequent states are constructed by calling self._clone().
Args:
ntrunc: Number of truncation level.
corr_mat: A CorrMat object.
"""
self._ntrunc = ntrunc
self._corr_mat = corr_mat
# dimension
self._d = corr_mat.dim()
assert self._ntrunc > 0
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assert self._ntrunc < self._d
# self.tree_list is a list of igraph objects, representing an
# incomplete truncated vine. Each element is a tree, except for the
# last one, which is an incomplete tree. When self.__init__() is
# called, self.tree_list is a list with an empty igraph object.
g = igraph.Graph()
g.add_vertices(self._d)
g.vs[’name’] = [str(i) for i in range(self._d)]
self.tree_list = [g]
# The score of the incomplete vine: -log(1-rˆ2).
self.score = 0.0
def _clone(self):
""" Create a deep clone of this state. """
# _corr_mat is a shallow copy
st = VineState(ntrunc=self._ntrunc, corr_mat=self._corr_mat)
# Create a deep copy of self.tree_list
st.tree_list = [g.copy() for g in self.tree_list]
st.score = self.score
return st
def _level(self):
""" Return the level of the current incomplete vine.
Level is using zero-based numbering.
"""
return len(self.tree_list) - 1
def _is_complete(self):
""" Whether a vine state is complete.
A vine state is complete if the last tree in self.tree_list is a
connected tree, and the current level reaches the truncation level.
"""
self_g = self.tree_list[-1]
return (self_g.ecount() == self_g.vcount() - 1) and \
(self._level() >= self._ntrunc - 1)
def get_child_states(self):
""" Get a list of all valid child states.
If there is none, return an empty list.
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"""
if self._is_complete():
return []
self_g = self.tree_list[-1]
# Append an empty graph to self.tree_list if self_g is a connected
# tree.
if self_g.ecount() == self_g.vcount() - 1:
# self_g is already a tree.
# If the current tree is connected but it hasn’t reached ntrunc,
# then add another empty graph.
g = igraph.Graph()
g.add_vertices(self_g.ecount())
g.vs[’name’] = self_g.es[’name’]
self.tree_list.append(g)
self_g = self.tree_list[-1]
# Initialize the returned list.
res = []
if self_g.ecount() == 0:
# If self_g is empty, select all pairs of edges as child states.
for i in range(self_g.vcount()):
for j in range(i):
# Connect i and j.
st = self._add_edge_helper(i, j)
if st is not None:
res.append(st)
else:
# If self_g is NOT empty, connect vertices with degree > 0 and
# vertices with degree == 0. By doing so, there is always only one
# connected component in the graph. The way we grow the tree
# resembles Prim’s algorithm, not Kruskal’s algorithm.
adj_mat = self_g.get_adjacency()
adj_vec = [max(a) for a in adj_mat]
# Vertices with degree > 0
conn_ids = [i for i, x in enumerate(adj_vec) if x == 1]
# Vertices with degree == 0
disconn_ids = [i for i, x in enumerate(adj_vec) if x == 0]
for i in conn_ids:
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for j in disconn_ids:
# Connect i and j.
st = self._add_edge_helper(i, j)
if st is not None:
res.append(st)
return res
def _add_edge_helper(self, i, j):
""" Add an edge to the last graph in self.tree_list.
Add an edge between vertex id i and j, if proximity condition is
satisfied. The score is updated.
Args:
i, j: vertex indices in self.tree_list[-1].
res: a list which the result state is appended to.
Returns:
A VineState with the added edge.
If proximity condition is not satisfied, return None.
"""
# Create a deep copy of the current state.
temp_st = self._clone()
# copy_g is the last incomplete tree in the newly copied state.
copy_g = temp_st.tree_list[-1]
if self._level() == 0:
# If there’s only one tree in self.tree_list, no need to consider
# the proximity condition. Simply add an edge.
copy_g.add_edges([(i, j)])
# Add edge name
copy_g.es[copy_g.ecount() - 1][’name’] = ’,’.join(
[str(j), str(i)] if j < i else [str(i), str(j)])
# Update score
this_score = -np.log(1 - self._corr_mat.pcorr(i, j) ** 2)
temp_st.score += this_score
copy_g.es[copy_g.ecount() - 1][’weight’] = this_score
else:
# When level > 1, check the proximity condition first.
# If it is not satisfied, return None.
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# Otherwise, add the edge.
prev_g = temp_st.tree_list[-2]
# Get vertex names of i, j in copy_g
i_v_name = copy_g.vs[i][’name’]
j_v_name = copy_g.vs[j][’name’]
# Get edge ids in prev_g
i_edge = prev_g.es.find(name=i_v_name)
j_edge = prev_g.es.find(name=j_v_name)
if not set(i_edge.tuple) & set(j_edge.tuple):
# If the intersection of i_edge and j_edge is empty, then the
# proximity condition is not satisfied. Skip this pair.
return None
# Proximity condition is satisfied.
copy_g.add_edges([(i, j)])
# Assertions
if i_v_name.find(’|’) >= 0:
assert j_v_name.find(’|’) >= 0
elif i_v_name.find(’|’) < 0:
assert j_v_name.find(’|’) < 0
# Vertex names
i_v_name_set = set(
i_v_name.replace(’|’, ’,’).split(’,’))
j_v_name_set = set(
j_v_name.replace(’|’, ’,’).split(’,’))
# Symmetric difference
new_name_before_bar = ’,’.join(
sorted(i_v_name_set ˆ j_v_name_set))
# Intersection
new_name_after_bar = ’,’.join(
sorted(i_v_name_set & j_v_name_set))
new_name = new_name_before_bar + ’|’ + new_name_after_bar
# Add edge name
copy_g.es[copy_g.ecount() - 1][’name’] = new_name
# Update score
_i, _j = [int(k) for k in new_name_before_bar.split(’,’)]
_S = [int(k) for k in new_name_after_bar.split(’,’)]
this_score = -np.log(1 - self._corr_mat.pcorr(
i=_i, j=_j, S=_S) ** 2)
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temp_st.score += this_score
copy_g.es[copy_g.ecount() - 1][’weight’] = this_score
return temp_st
def roll_out(self):
""" Roll out the current vine state to a complete one.
The current implementation is naive. It randomly chooses a child state
iteratively until reaching the end.
Returns:
(score, vine): The score and final vine state.
"""
st = self._clone()
while not st._is_complete():
self_g = st.tree_list[-1]
# Append an empty graph to self.tree_list if self_g is a connected
# tree.
if self_g.ecount() == self_g.vcount() - 1:
# self_g is already a tree.
# If the current tree is connected but it hasn’t reached
# ntrunc, then add another empty graph.
g = igraph.Graph()
g.add_vertices(self_g.ecount())
g.vs[’name’] = self_g.es[’name’]
st.tree_list.append(g)
self_g = st.tree_list[-1]
if self_g.ecount() == 0:
# If self_g is empty, randomly pick a pair of edges as child
# states.
v_list = list(range(self_g.vcount()))
random.shuffle(v_list)
found = False
for i in v_list:
for j in range(i):
# Connect i and j.
temp_st = st._add_edge_helper(i, j)
if temp_st is not None:
st = temp_st
found = True
break
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if found:
break
else:
# If self_g is NOT empty, connect vertices with degree > 0 and
# vertices with degree == 0. By doing so, there is always only
# one connected component in the graph. The way we grow the
# tree resembles Prim’s algorithm, not Kruskal’s algorithm.
adj_mat = self_g.get_adjacency()
adj_vec = [max(a) for a in adj_mat]
# Vertices with degree > 0
conn_ids = [i for i, x in enumerate(adj_vec) if x == 1]
# Vertices with degree == 0
disconn_ids = [i for i, x in enumerate(adj_vec) if x == 0]
random.shuffle(conn_ids)
random.shuffle(disconn_ids)
found = False
for i in conn_ids:
for j in disconn_ids:
# Connect i and j.
temp_st = st._add_edge_helper(i, j)
if temp_st is not None:
st = temp_st
found = True
break
if found:
break
return (st.score, st)
def to_vine_array(self):
""" Convert an object to a vine array representation.
The representation is one-based numbering.
Return a d-by-d upper triagular matrix.
"""
d = self._d
# clone is a full vine, randomly rolled out from the current truncated
# vine.
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clone = self._clone()
clone._ntrunc = d - 1
_, clone = clone.roll_out()
# cond_sets is a list of length d-1,
# each element is a list of conditioned sets at each level.
cond_sets = []
for k in range(d - 1):
current_edges = clone._edge_repr()[k * d (k**2 + k) // 2:(k + 1) * d ((k + 1)**2 + (k + 1)) // 2]
current_edges = [[int(node) for node in e.split(
’|’)[0].split(’,’)] for e in current_edges]
# print(current_edges)
cond_sets.append(current_edges)
# When constructing the vine array, that elements are added column by
# column, from right to left.
# Within each column, elements are added from bottom to top.
# In other words, we start from the last tree.
M = -np.ones((d, d), dtype=np.int)
for k in range(d - 2, -1, -1):
w = cond_sets[k][0][0]
M[k + 1, k + 1] = w
M[k, k + 1] = cond_sets[k][0][1]
del cond_sets[k][0]
for ell in range(k - 1, -1, -1):
for j in range(len(cond_sets[ell])):
if w in cond_sets[ell][j]:
cond_sets[ell][j].remove(w)
v = cond_sets[ell][j][0]
M[ell, k + 1] = v
del cond_sets[ell][j]
break
M[0, 0] = M[0, 1]
M += 1 # change from zero-based numbering to one-based numbering
return M
def _edge_repr(self):
""" Edge representation of the VineState.
Returns a list of strings, each represents an edge.
For example:
[’0,2’, ’1,3’, ’2,4’, ’3,5’, ’4,6’, ’5,6’, ’2,6|4’, ’3,6|5’, ’4,5|6’]
"""
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res = [sorted(g.es[’name’]) for g in self.tree_list if g.ecount() > 0]
if res:
res = reduce(lambda x, y: x + y, res)
return res
def __hash__(self):
return hash(tuple(self._edge_repr()))
def __eq__(self, other):
return self.__hash__() == other.__hash__()
def __repr__(self):
return self._edge_repr().__repr__()

class CorrMat:
""" A wrapper of a correlation matrix. """
def __init__(self, corr_mat, n):
""" Constructor.
Args:
corr_mat: a correlation matrix as a numpy array.
"""
# corr_mat should be a square matrix
assert corr_mat.ndim == 2
assert corr_mat.shape[0] == corr_mat.shape[1]
self._corr_mat = corr_mat
self._corr_mat_inv = np.linalg.inv(self._corr_mat)
self._n = n
def n_sample(self):
return self._n
def dim(self):
""" Number of variables in the correlation matrix. """
return self._corr_mat.shape[0]
def log_det(self):
""" Log determinant of the correlation matrix. """
return np.log(np.linalg.det(self._corr_mat))
def pcorr(self, i, j, S=None):
""" Partial correlation of (i,j)|S. The indices are zero based.
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Args:
i, j: Indices.
S: A list of indices.
"""
if not S:
return self._corr_mat[i][j]
ind = [i, j] + S
sub_matrix = self._corr_mat[np.ix_(ind, ind)]
# TODO: consider using np.linalg.solve instead of np.linalg.inv in the
# future.
sub_matrix_inv = np.linalg.inv(sub_matrix)
return -sub_matrix_inv[0, 1] / np.sqrt(
sub_matrix_inv[0, 0] * sub_matrix_inv[1, 1])
def _parse_edge_name(self, name):
""" Parse the name of an edge. For example: name =’2,5|3,6’.
Args:
name: name of an edge. For example: name =’2,5|3,6’.
Returns:
i, j, S
"""
name_split = name.split(’|’)
i, j = [int(k) for k in name_split[0].split(’,’)]
if len(name_split) > 1:
S = [int(k) for k in name_split[1].split(’,’)]
else:
S = None
return i, j, S
def pcorr_by_name(self, name):
""" Partial correlation by name. For example: name =’2,5|3,6’. """
return self.pcorr(*self._parse_edge_name(name))
def pcorr_given_all_by_name(self, name):
""" Partial correlation of i, j given all other variables.
Args:
name: name of an edge. For example: name =’2,5|3,6’.
Returns:

170

Partial correlation of i, j given all other variables.
"""
i, j, _ = self._parse_edge_name(name)
return -self._corr_mat_inv[i, j] / np.sqrt(
self._corr_mat_inv[i, i] * self._corr_mat_inv[j, j])
def __repr__(self):
return self._corr_mat.__repr__()

class MctsNode:
""" A node class of the search tree. """
def __init__(self, config, state=None):
""" Constructor
Args:
config: A configuration dictionary, contains
transpos_table, UCT_const, FPU.
"""
self.state = state
self.config = config
self.child_nodes = []
# self.child_visits keeps how many times the child nodes are visitied
# from the *current* node.
self.child_visits = []
self.visits = 0
self.sum_score = 0
def select_child(self):
""" Tree policy: Select a child from the transposition table according
to UCT.
Update self.child_visits.
Note: self.visits is not updated here. It is updated when self.update
is called.
"""
# UCT_score uses UCT2 in Childs et al. (2008). Transpositions and move
# groups in monte carlo tree search.
def UCT(c_node, c_node_visits):
mean_score = (c_node.sum_score /
c_node.visits) if c_node.visits > 0 else 0
# Margin of Error
if c_node_visits == 0:
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moe = self.config[’FPU’]
else:
moe = math.sqrt(2 * math.log(self.visits + 1) / c_node_visits)
edge_score = c_node.state.score - self.state.score
prog_bias = self.config[’PB’] * edge_score / (c_node.visits + 1)
#
#
#
#
#
#
#
#
#
#
#

# An alternative progressive bias term:
# the partial correlation of the newly added edge, given all the
# other variables.
edge_diff_set = set(c_node.state._edge_repr()) - \
set(self.state._edge_repr())
assert len(edge_diff_set) == 1
edge_diff = list(edge_diff_set)[0]
pcorr_all = self.state._corr_mat.pcorr_given_all_by_name(
edge_diff)
prog_bias = self.config[
’PB’] * (-np.log(1 - pcorr_all**2)) / (c_node.visits + 1)

return mean_score + self.config[’UCT_const’] * (moe + prog_bias)
UCT_list = [(UCT(node, self.child_visits[i]), node.state, i)
for i, node in enumerate(self.child_nodes)]
# max() in python 3: If multiple items are maximal, the function
# returns the first one encountered.
# Shuffle score_list so that when two nodes have the same UCT_score,
# one of them is randomly picked.
random.shuffle(UCT_list)
max_UCT_list = max(UCT_list, key=lambda x: x[0])
# print(max_UCT_list)
selected_state = max_UCT_list[1]
select_index = max_UCT_list[2]
selected_node = self.config[’transpos_table’][selected_state]
# Update number of visits
self.child_visits[select_index] += 1
return selected_node
def add_children(self):
""" Add all children of the current node if possible.
The children are added to the transposition table.
Add the child *nodes* to self.child_nodes.
Initialize self.child_visits to zeros.
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Returns:
bool: If children are successfully added, return True.
If not, do nothing and return False.
"""
assert len(self.child_nodes) == 0
child_states = self.state.get_child_states()
if not child_states:
return False
self.child_visits = [0] * len(child_states)
for c_state in child_states:
if c_state not in self.config[’transpos_table’]:
self.config[’transpos_table’][c_state] = MctsNode(
config=self.config,
state=c_state)
self.child_nodes.append(self.config[’transpos_table’][c_state])
self.child_visits = [0] * len(child_states)
return True
def roll_out(self):
""" Run default policy
Returns:
(score, vine): The score and final vine state.
"""
return self.state.roll_out()
def update(self, result):
""" Update the node with result """
self.visits += 1
self.sum_score += result
def is_leaf(self):
""" If the node is a leaf node."""
# The node is leaf node if its self.child_nodes is empty.
return self.child_nodes == []
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def __repr__(self):
mean_score = str(self.sum_score /
self.visits) if self.visits > 0 else ’N/A’
return ’Vine state: ’ + self.state.__repr__() + ’\nMean score: ’ + \
mean_score

def mcts_vine(corr, n_sample, ntrunc, output_dir, itermax=100, FPU=1.0,
PB=0.1, log_freq=100):
# Initialize the correlation matrix object, root state and root node
corr_mat = CorrMat(corr, n_sample)
root_state = VineState(ntrunc=ntrunc, corr_mat=corr_mat)
transpos_table = {}
config = {
# a dictionary: state -> node.
’transpos_table’: transpos_table,
# UCB1 formula: \bar{x} + UCT_const \sqrt{log(n)/log(n_j)}
’UCT_const’: (-corr_mat.log_det()),
# First Play Urgency
’FPU’: FPU,
# Progressive Bias
’PB’: PB
}
print("Configuration dictionary:")
print(config)
root_node = MctsNode(config, root_state)
best_score = 0
# we want to maximize the score
best_vine = None
file_handler = open(output_dir, "w")
# CFI calculation
D_0 = corr_mat.n_sample() * (-corr_mat.log_det())
nu_0 = corr_mat.dim() * (corr_mat.dim() - 1) / 2.0
for i in range(itermax):
node = root_node
temp_node_list = [node]
# Select
while not node.is_leaf():
node = node.select_child()
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temp_node_list.append(node)
# Expand
if node.visits > 0:
# Only expand the leaf node if it has been visited.
add_children_success = node.add_children()
if add_children_success:
node = node.select_child()
temp_node_list.append(node)
# Rollout
score, vine = node.roll_out()
if score > best_score:
best_score = score
best_vine = vine
# CFI calculation
D_ell = corr_mat.n_sample() * (-corr_mat.log_det() - best_score)
nu_ell = (corr_mat.dim() - ntrunc) * \
(corr_mat.dim() - ntrunc - 1) / 2.0
CFI = 1 - max(0, D_ell - nu_ell) / \
max(0, D_0 - nu_0, D_ell - nu_ell)
file_handler.write(’%d, %.4f, %.4f\n’ % (i, best_score, CFI))
if i % log_freq == 0 and i > 0:
print(output_dir + ’, Iter %d: ’ % i)
print("best_score: " + str(best_score))
# Backpropagate
[node.update(score) for node in temp_node_list]
file_handler.close()
print("CFI: " + str(CFI))
return best_vine
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