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Abstract
Positron emission tomography (PET) is a molecular imaging modality that allows
to quantitatively assess the physiological function of tissues in-vivo. Subject motion
during imaging degrades the quantitative accuracy of the data. In small animal
imaging, motion is minimized by the use of anesthesia, which interferes with the
normal physiology of the brain. This can be circumvented by imaging awake rodents;
however, in this case correction for non-cyclic motion with rigid and deformable
components is required.
In the first part of the thesis, the problem of motion correction in PET imaging of unrestrained awake rodents is addressed. A novel method of iterative image
reconstruction is developed that incorporates correction for non-cyclic deformable
motion. Point clouds were used to represent the imaged objects in the image space,
and motion was accounted by using time-dependent point coordinates. The quantitative accuracy and noise characteristics of the proposed method were quantified and
compared to traditional methods by reconstructing projection data from digital and
physical phantoms. A digital phantom of a freely moving mouse was constructed,
and the efficacy of motion correction was tested by reconstructing the simulated
coincidence data from the phantom.
In the second part of the thesis, novel approaches to PET image analysis were
explored. In brain PET, analysis based on the tracer kinetic modeling (KM) may not
always be possible due to the complexity of the scanning protocols and inability to
find a suitable reference region. Therefore, the ability of KM-independent shape and
texture metrics to convey useful information on the disease state was investigated,
based on an ongoing Parkinsons disease study with radiotracers that probe the
dopaminergic system. The pattern of the radiotracer distribution in the striatum
was characterized by computing the metrics from multiple regions of interest defined
using PET and MRI images. Regression analysis showed a significant correlation
between the metrics and clinical disease measures (p<0.01). The e↵ect of the region
of interest definition and texture computation parameters on the correlation was
ii
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investigated. Results demonstrate that there is clinically-relevant information in the
tracer distribution pattern that can be captured using shape and texture descriptors.
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Chapter 1

Introduction
1.1

Fundamentals of PET

1.1.1

PET Imaging Principles

Positron emission tomography (PET) is a molecular imaging technique that enables
in-vivo assessments of biological functions in tissues, such as blood flow, glucose
metabolism, and receptor density. PET is based on the use of biochemically-active
molecular compounds labeled with radioactive isotopes — called radiotracers (or
tracers) — that are synthesized in a laboratory and introduced to the organism under
investigation. Radiation emitted by the isotopes and detected by PET scanners is
used to reconstruct the images of tracer distribution in the organism. Applications
of PET include diagnosis and staging of cancer, assessment of cardiac diseases,
investigation of various aspects of neurological disorders, and monitoring therapeutic
responses. Thus, PET has proven to be a valuable tool in medical research as well
as clinical practice.
The principle of PET is illustrated in Fig. 1.1. During tracer production, a
positron-emitting unstable isotope is produced most often with a cyclotron and attached to an organic molecule with known metabolic pathway or molecular target.
The tracer is delivered into the organism, usually be means of intravenous injection. Following injection, the tracer is distributed by the bloodstream. With time,
the tracer molecules accumulate in organs and tissues of interest according to their
biochemical properties. The rate and amount of tracer uptake by the tissues are determined by the physiological function under investigation. In tissues, radionuclide
in the radiotracer decays to a stable state according to the equation
p+ ! n +

+

+⌫

where p+ is a proton, n is a neutron, ⌫ is an electron neutrino, and

(1.1)
+

is a positron

that enables the imaging process that follows. After traveling a short distance
1
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(1–10 mm) in the tissues, the emitted positrons annihilate with electrons in the
surrounding medium. Each annihilation reaction produces two gamma particles with
energy 511 keV that propagate from the point of annihilation through the tissues
in nearly opposite directions. The gamma particles are detected by a PET scanner
that incorporates detector crystals arranged in rings and coincidence electronics.
Whenever two opposite detectors register two gamma particles at nearly the same
time, the event is recorded as a coincidence — which indicates that the gamma
particles could originate from the same electron-positron annihilation. From the
coincidence data obtained during the scan, image of the radiotracer distribution in
the body can be reconstructed. The physiological parameters of interest are then
measured in the process of image analysis.
Tracer compounds prepared for injection contain at least three types of molecules:
radioactive labeled molecules, unlabeled molecules (without attached radionuclide),
and decayed molecules. The substitution of a non-radioactive atom in a compound
with radioactive isotope may lead to alterations in the chemical properties. In quantitative PET imaging studies, it is generally required that labeled and unlabeled
molecules, and preferably decayed molecules, follow the same metabolic path in tissues. Otherwise, accurate measurements of tracer concentration in tissues can not
be obtained. Since the decayed tracer molecules can not be detected, their metabolic
pathway is usually determined via other methods (e.g. tissue assays) during the validation stage of tracer development cycle. If labeled and unlabeled tracer molecules
follow the same chain of reactions in tissues, the total tracer concentration T (t) can
be obtained using the equation:
T (t) =
where

1

A(t)e

t

(1.2)

is the fraction of labeled molecules in the injected compound at t = 0,

A(t) is the measured activity concentration at time t, and

is the decay rate of the

isotope.
A fundamental requirement in PET is that the total amount of injected tracer
(labeled and unlabeled) should not perturb the system under investigation. This
is known as the tracer principle, or tracer assumption — only trace amounts of the
imaging agent are administered (hence the name); the act of measurement should
not a↵ect the system that is being measured.
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Figure 1.1: Diagram of the imaging process in PET, from radioisotope production
to image analysis. The tracer 18 F -fluorodeoxyglucose is used as an example.

1.1.2

PET Isotopes, Radiotracers and Applications

A variety of positron-emitting isotopes can be synthesized for use in PET imaging.
The choice of isotope for a particular tracer is made according to the following
criteria:
1. the intended chemical structure and composition of the labeled tracer molecule;
2. the toxicity of isotope’s decay products;
3. the length of decay chain, i.e. whether the isotope decays to a stable state
after positron emission;
4. isotope half-life and the emitted positron energy.
Production of isotopes for PET takes place prior to the synthesis of tracer molecules,
since nuclear reactions necessary to produce the isotopes destroy molecular compounds. The isotopes are typically produced in cyclotrons by bombarding stable
nuclei with protons. For example, synthesis of
tion caused by proton bombardment of
free

18 F

18 F

is usually done via a (p,n) reac-

18 O-enriched

water. The process produces

ions dissolved in water. Due to a relatively short half-life of isotopes used in

PET, tracers with attached isotopes are synthesized in dedicated chemistry stations.
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Isotope
18 F
11 C
13 N
15 O

Half-life (m)
109.7
20.39
9.97
2.04

Max

+

Energy (MeV)
0.635
0.97
1.19
1.72

+

Range in Water (mm)
2.4
4.1
5.4
8.2

Table 1.1: Common positron-emitting isotopes used in PET. Data are taken from
[1].
There exist several positron emitters that a) are isotopes of elements found in
naturally occurring organic molecules, and b) have decay properties suitable for
imaging. These isotopes listed in Table 1.1 have been particularly useful in PET.
Among the listed isotopes,

18 F

and

11 C

are used most widely. They undergo the

following decay reactions:
18

F ! 18 O +

+

+⌫

(1.3)

11

C ! 11 B +

+

+⌫

(1.4)

Isotopes used in PET (including those listed in Table 1.1) have di↵erent half-lives
and emit positrons with a continuous spectrum of energies. Isotope half-life determines the procedural logistics and places limits on possible clinical applications.
The half-lives of isotopes listed in Table 1.1 are relatively short compared to other
radionuclides. This dictates that these isotopes must be produced in a cyclotron
located near the imaging site, and that the synthesis and quality control of tracers
must be performed rapidly. These considerations substantially increase the operational costs of PET imaging. Additionally, with short-lived isotopes imaging must
be performed shortly after the tracer injection, in order to allow the tracer to distribute in tissues before significant reduction of activity occurs. For example, it is
impractical to use

15 O

to label molecules that require tens of minutes to equilibrate

in the tissues. A positive aspect of using isotopes with short half-lives is the reduced
exposure to radiation.
Compared to other imaging modalities, PET has relatively high sensitivity and
specificity. The sensitivity aspect comes from the fact that very low tracer concentrations can be detected by a PET camera. Frequently quoted detection limits of
radiolabeled molecules are on the order of 10

11

to 10

12

mol per liter. This makes

it possible to use PET to investigate endogenous molecular compounds that have
natural concentrations in the picomolar range, for example neurotransmitters and
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Radiotracer
[11 C]-RAC

Target
D2/D3 receptors

[11 C]-DTBZ

VMAT2
membrane
protein
Amyloid beta peptide
Serotonin transporter
protein
Acetylcholinesterase
(AChE)
Dopamine transporter
protein
Glycolytic pathway
Dopaminergic
pathway

[11 C]-PiB
[11 C]-DASB
[11 C]-PMP
[11 C]-MP
[18 F]-FDG
[18 F]-FDOPA

Application
Dopamine receptor imaging, extracellular
dopamine assessment
Dopaminergic terminal imaging, dopamine
production
Imaging of beta-amyloid plaques
Imaging of the serotonergic system
Assessment of AChE activity
Assessment of dopamine reuptake in synapses
Assessment of glucose metabolism in tissues
Assessment of dopamine synthesis and storage

Table 1.2: Examples of tracers used in various applications of PET imaging. Additional discussion can be found in Section 5.1.
their corresponding receptors. In the development of new pharmaceuticals, high
sensitivity of PET enables the use of relatively low molecular concentrations of labeled drug molecules, minimizing possible (but yet unknown) side e↵ects that the
drug may cause.
The high specificity aspect is due to the fact that radiotracers have well-defined
molecular and metabolic targets. Higher order molecular compounds in living organisms typically have highly specific functions. By attaching radioactive isotopes
to synthetic functional equivalents (or antagonists) of naturally-occurring endogenous compounds, tracers with inherited high specificity can be produced. This way,
a wide range of biochemical probes can be produced that characterize specific tissue
functions in normal and pathologic states.
Table 1.2 provides a very brief list of commonly used radiotracers, along with
their targets and biomedical applications. Many tracers are used across various
disciplines (oncology, cardiology, neuroscience) that probe di↵erent metabolic pathways and receptors. We shall consider [18 F]Fluorodeoxyglucose (FDG) in detail,
because it is the most commonly used tracer in clinical PET imaging.
FDG is the most commonly used radiotracer primarily due to its applications
in oncology. It is well-known that tumor cells have substantially higher glucose
metabolism than healthy cells. Therefore, a tracer with similar metabolic path to
glucose, such as FDG, will have higher uptake in tumors, allowing to di↵erentiate
them from healthy tissues. In patients su↵ering from Alzheimer’s disease, imaging of
5
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the brain with FDG can be used to assess the degree of neuronal functional atrophy.
Although FDG is used to measure glucose metabolism, its metabolic fate is
di↵erent from that of glucose. In mammalian cells, glucose is metabolized to pyruvate, which is further metabolized in the tricarboxylic cycle into water and carbon
dioxide. Similarly to glucose, FDG is phosphorylated into FDG-6-P in the first
metabolic step (this enables the use of FDG as an imaging agent). However, the
reactions that follow (de-phosphorylation or further metabolism) are di↵erent from
the glycolytic cycle, and occur on a much slower time scale. E↵ectively, FDG-6-P
becomes metabolically trapped in the intracellular space for several hours. Thus, a
PET image of [18 F]FDG actually reflects the distribution of FDG-6-P rather than
that of glucose. Nevertheless, [18 F]FDG is commonly used as a marker of glucose
metabolism: a scale factor can be applied, called the lump constant, to convert the
rate of [18 F]FDG metabolism to that of glucose. In mammals, the lump constant
approximately equals to 0.46 [2].
There is significant e↵ort in PET research to develop new radiotracers for quantification of various aspects of tissue function. Of particular interest is the development of radiotracers that may be classified as disease biomarkers. Such tracers
posses high specificity and sensitivity towards a particular aspect of normal or abnormal tissue function, and can be used to quantify subject’s response to therapy
[3]. An example of such biomarker is PiB, which binds to -amyloid plaques in neuronal tissue. This property makes the tracer useful in studies of Alzheimer’s disease.
Tracking of disease progression and therapeutic response with imaging biomarkers
may be used to devise a treatment plan tailored individually to each patient. There
is also a substantial interest in the development of theranostic compounds that can
be used for simultaneous therapy and diagnostics [4].
During the tracer development cycle, tracers must pass thorough clinical and
pre-clinical trials that determine their suitability for medical or research use. Often
newly developed radiotracers fail to become widely adopted imaging probes [5],
either due to synthesis complexity, toxicity, or long-term retention in the organism.
Characterization of tracer’s kinetics and metabolic pathways is an important step in
the tracer validation process. Tracer kinetics are investigated using dynamic PET
imaging protocols.
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1.1.3

Static vs. Dynamic Imaging

Two protocols of coincidence data acquisition in PET are used: static and dynamic.
In static imaging, the entire coincidence data acquired during the scan are reconstructed into a single image (Fig. 1.2), which represents the average distribution of
radiotracer over the period of data acquisition. The detailed time course of activity
distribution in the tissue in this case remains unknown. If the tracer distribution
changes drastically during the scan, the resulting images are of limited diagnostic
value. Thus, static imaging is best suited for tracers that tend to accumulate in
tissues (e.g. FDG), or for experimental protocols in which tracers reach a steady
state. To avoid the phase of rapid tracer re-distribution, a time interval is usually
allowed between the tracer injection and the beginning of the scan. For example, in
static imaging with FDG, this interval is usually between 30 and 60 minutes.
In raw format, data acquired by a PET scanner represents the number of coincidence counts measured by di↵erent detector pairs. Count images reconstructed
directly from these data do not preserve absolute activity quantification. To maximize the quantitative accuracy of static imaging, a number of corrections must be
applied to the coincidence data prior to image reconstruction. These corrections
(attenuation, scatter, randoms, deadtime, efficiency, decay) are discussed in Section
1.4.3. With all necessary corrections applied, voxel values in the reconstructed images represent absolute radioactivity concentration which can be related to tracer
concentration.
Assuming that the tracer assumption holds true, and that the tracer is imaged
at steady state, the following types of information can be obtained from static
quantitative images:
• the average concentration of activity (tracer) in any part of the image volume
over the duration of the scan;

• the location of regions in the body with preferential tracer uptake;
• the spatial distribution of the tracer within regions of interest, such as specific
organs or tumors.

Static PET imaging with FDG is routinely used in oncology for tumor detection.
Methods of static image analysis are discussed in Chapter 5. In order to obtain
additional information from PET scans relating to tracer kinetics, dynamic imaging
protocol must be considered. Immediately after the tracer injection, the time course
7
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of tracer distribution and accumulation in tissues is determined in part by the physiology, and in part by the inherent kinetic properties of the tracer molecule. The
relative influence of di↵erent properties on tracer kinetics may change over time.
For example, the delivery of tracer to tissues may be determined by blood perfusion
immediately after the tracer injection and relatively independent from it at later
times. In other words, the tracer distribution soon after the injection may be very
di↵erent from that at the end of the scan. By measuring the time course of radiotracer concentration by the means of dynamic PET imaging, valuable information
regarding the physiological properties under study can be gained.
In dynamic PET imaging, scans are typically initiated immediately after the
tracer injection, and the acquisition of coincidence data is divided into a sequence of
relatively short time frames (on the order of minutes) (Fig. 1.2). Depending on the
tracer and study protocol, the total duration of dynamic scans may be between 5
and 180 minutes. The frames are reconstructed into a time-series of quantitatively
accurate activity concentration images, with all necessary corrections applied to the
coincidence data in each frame. The timing of the frames, called frame definition,
must take into account the following aspects:
1. the change in tracer distribution is more rapid at the beginning of the scan
(when the tracer gets delivered to tissues) than near the end;
2. due to the isotope decay, progressively fewer counts are detected by the scanner
with time.
With these considerations in mind, frame durations are typically chosen to be longer
towards the end of dynamic sequences. For example, dynamic DTBZ image sequence
shown in Fig. 1.3 had frame definition (4⇥60 s, 3⇥120 s, 8⇥300 s, 1⇥600 s). Note
that dynamic images are typically noisier than static images, due to a limited number
of coincidence events acquired in each frame.
If absolute quantification of PET data is maintained throughout a dynamic scan,
voxel values from reconstructed frames describe the change in tracer concentration
over time in a particular location. In dynamic imaging protocols, the time course
of tracer concentration in the blood is usually measured during the scans, since it
drives the tracer distribution in the tissue. From the time courses of tracer concentrations in the tissue and in the blood, a variety of physiological parameters can be
estimated using kinetic modeling (KM), which is described in detail in Section 1.5.
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Figure 1.2: Diagrams showing the di↵erence between static and dynamic PET imaging. In static imaging, coincidence data from the entire scan is used to reconstruct
a single image. In dynamic imaging, coincidence data are split into a sequence of
frames, and each frame is reconstructed individually.
Examples of physiological parameters that can be estimated from dynamic PET
imaging combined with KM include:
• rates of glycolytic metabolism;
• levels of tissue perfusion by the blood;
• association and dissociation rates between radioligands and receptors;
• tracer distribution volumes and binding potentials.
Measurement of these and other biological parameters from dynamic images can be
beneficial in many medical studies where quantitative and process specific information is required to characterize disease signatures and/or e↵ects of therapies.

1.2

Physics and Technology of PET

1.2.1

Positron Emission and Annihilation

The decay of a proton-rich radionuclide X via positron emission is described by the
equation
A
ZX

!A
Z

1

Y +

+

+ ⌫e

where Y is the daughter nucleus, Z is the number of protons,

(1.5)
+

is a positron, ⌫e is an

electron neutrino. The amount of energy released during the decay is determined by
the isotope properties. This energy is shared between the positron and the neutrino
in a random proportion. Neutrinos leave the system rapidly without significant
interaction with matter.
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Figure 1.3: Decay-corrected DTBZ images of the brain obtained from a single dynamic PET scan. Note that despite decay correction, data become progressively
noisier with time. Data acquired in the early frames are noisy because the frame
durations are short and the tracer had not yet accumulated in the tissues. Frame
number is shown in the left corner, frame duration is shown in the right corner.
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Positrons, on the other hand, undergo multiple Coulomb interactions in tissue
matter that randomly change their trajectories. With each Coulomb interaction,
trajectory deviations may be significant, since positrons have the same rest mass as
electrons. These interactions gradually reduce the positron energy until in reaches
thermal energy levels (this process occurs on the time scale of nanoseconds). At this
point, there is an increasingly high likelihood that a positron will annihilate with
an electron. The average distance that positrons travel prior to the annihilation
is called the positron range (mentioned previously in Section 1.1.2 and reported in
Table 1.1). It is often quantified as the FWHM (or the entire probability density
function) of distances between the points of positron emission and annihilation.
This should not be confused with the total path length that positrons traverse prior
to the annihilation — which may be much longer than the positron range. A more
thorough discussion of the positron range and its e↵ect on PET images can be found
in [1, 6].
In the process of positron-electron annihilation, the mass of the particles is converted to energy of emitted gamma photons — either via direct annihilation, or via
production of a short-lived orbiting positron-electron pair called positronium [7]. In
99.5% of cases, positron-electron annihilation produces two gamma rays with energy
511 keV that are emitted in almost opposite directions (back-to-back) [8]:
+

+e !

+

(1.6)

The other 0.5% correspond to production of three gamma photons (when the particle
spins in positronium are anti-parallel) — this type of reaction is ignored in PET due
to the low rate of occurrence. When two photons are produced, their directions
are not perfectly collinear since the parent particles have non-zero momentum. The
distribution of angles between the emitted gamma rays is approximately Gaussian,
with the mean and FWHM equal to 180 and 0.4 degrees, respectively [9].

1.2.2

Photon Interaction in Matter

After positron annihilation, the resulting gamma photons may interact with surrounding matter. Photons undergo two types of interactions: photoelectric absorption and Compton scattering. In photoelectric absorption, a gamma photon is
absorbed by an atom, and the energy is transferred to one of the atom’s core electrons that leaves the atom. The probability of photoelectric absorption increases
11
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with the number of protons in the nucleus, and decreases with photon energy. For
511 keV photons in tissues, the rate of photoelectric absorption is relatively low:
less than 1% of photons undergo this interaction [7].
Compton scattering is the main mechanism of photon-matter interaction in PET,
wherein a gamma photon interacts with a free or loosely bound outer shell (valence)
electron of an atom. During the interaction, the photon is deflected (scattered), and
part of its energy is transferred to the electron. The energy of the scattered photon
can be determined using the equation:
E0 =

E
1+

E
(1
m 0 c2

cos ✓)

(1.7)

where E is the energy of the photon before the interaction, m0 is the rest mass of
the electron, and ✓ is the scattering angle. The probability of scattering through
a given angle depends on the energy of the impeding photon (511 keV for the first
interaction) and is given by the Klein-Nishina equation. E↵ects of photoelectric
absorption and Compton scatter on PET data are further discussed in Section 1.3.

1.2.3

Scintillation Crystals

PET scanners consist of multiple gamma detectors designed to capture annihilation
photons that pass through the body. Gamma detectors typically consist of scintillation crystals coupled to photo-sensitive elements, such as the PMTs. Photons
that enter the scintillation crystals undergo a series of interactions with the atoms
of the scintillator material. The atoms become excited due to these interactions,
and transition back to the ground state by emitting scintillation photons that are
detected (and amplified) by the photo-sensitive elements. The amount of generated
light is proportional the energy deposited by a gamma particle in the scintillator
crystal.
Over the past decades, several scintillator materials have been developed and
used in PET. Scintillators are characterized by the following properties:
1. Stopping power – the thickness of scintillation material that is required to absorb a unit amount of radiation. This parameter determines the thickness of
scintillation crystals in the detectors, and the sensitivity of a scanner.
2. Conversion efficiency – the fraction of energy deposited by a gamma particle
that is converted to detectable light.
12

1.2. Physics and Technology of PET
3. Linearity – the degree of proportionality between the deposited energy and
light output.
4. Energy resolution – how well the material is able to discriminate between different gamma energies. This property determines the ability of a scanner to
discriminate between scattered and non-scattered gamma photons.
5. Decay time – the time required for the excited electrons to return to the ground
state. This property determines how fast the light pulses decay in the scintillator material. With shorter decay times, more gamma particles can be detected
per unit of time.
Scintillators that are most commonly used in PET are listed in Table 1.3, together with their most relevant physical characteristics. There is no single material
that can be considered the best in terms of all performance aspects. Instead, there
exists a trade-o↵ between di↵erent desirable characteristics, such as the high stopping power, high light yield, and short decay time. The use of bismuth germanate
(BGO) has been common in the past generation of PET scanners due to its high
light yield and stopping power. The majority of new PET scanners use LSO (ceriumdoped lutetium oxyorthosilicate) and LYSO (cerium-doped lutetium-yttrium oxyorthosilicate) due to their excellent timing resolution (short decay time), high light
yield, and acceptable stopping power [10]. The combination of high stopping power
and light output in particular allowed to reduce the size of PET detectors to substantially increase the imaging resolution, without the loss of sensitivity. Short decay
time enables the use of shorter coincidence windows, leading to greater dynamic
range of acceptable count rates, and lower impact of random coincidences. The
downside of LSO is that it is radioactive (due to the presence of naturally-occurring
isotope

176 Lu,

which decays by

-emission, followed by a cascade of gamma emis-

sions). This results in low levels of background counts. A review of scintillator
materials in PET can be found in [11].

1.2.4

Scintillation Light Detectors

Scintillation crystals are coupled to photo-sensitive detectors that capture and measure the energy of the scintillation light. In dedicated PET scanners, high-voltage
PMTs are most often used as the light detectors. The advantage of using PMTs in
PET is that they provide linear signal amplification, good signal to noise ratio (SNR)
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and high gain: amplification on the order of 105 -107 is achieved on the detector level
before the signal is passed down the processing pipeline (e.g. energy integrators and
coincidence electronics). The disadvantage, however, is that PMTs are relatively
large. In early PET scanner designs, each scintillation crystal was coupled to a
separate PMT. The bulkiness of PMTs imposed limitations on the minimum crystal
size and scanner resolutions that could be achieved. There was also a consideration
of high cost associated with using hundreds of PMTs in a scanner.
The issues of size and cost were partially addressed by the crystal block-sharing
design introduced by Casey and Nutt [12]. The design is schematically illustrated in
Fig. 1.4. A monolithic crystal block is split into an 8-by-8 grid by partial saw-cuts.
The grid elements are used as individual detector crystals with a common base,
which is coupled to a 2-by-2 grid of PMTs. In this arrangement, light produced by
a gamma photon in one of the grid crystals propagates throughout the entire block,
and is detected by all four PMTs. The amount of light detected by each PMT
depends on the geometric arrangement and the distance between the interaction
crystal and the PMT. Using the so-called Anger-type logic, it is possible to identify
the interaction crystal from the fraction of light detected by each PMT. For the
arrangement shown in Fig. 1.4, the interaction crystal coordinates x and y can be
computed using the equations
x=

(B + D) (A + C)
A+B+C +D

(1.8)

y=

(A + B) (C + D)
A+B+C +D

(1.9)

where A, B, C, and D are the (integrated) light signals measured by the respective
PMTs. The block-sharing design is used in the majority of commercially available PET scanners, since it allows to significantly reduce the cost and size of PET
detectors.
In recent years, semiconductor-based light sensors have been gaining popularity
for use in PET detector designs. In part, this has been driven by the desire to develop hybrid scanners for simultaneous magnetic resonance imaging (MRI) and PET
imaging [13]: unlike PMTs, semiconductor photodiodes are not a↵ected by external
magnetic fields. However, standalone semiconductor photodiodes can not be used in
gamma detectors since they do not amplify the light signal. Instead, semiconductor
photodiodes with internal gain are used, called avalanche photodiodes (APDs). In
14
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Scintillator
Light yield (photons/MeV)
Attenuation length (mm)
Decay Time (ns)
Energy Resolution (%)
µ (cm 1 ) @ 511 keV
Peak emission wavelength
(nm)

NaI
(NaI:Tl)

41000
28.8
230
12
0.35
410

BaF2
1400
23
0.8
9.5
0.45
220

BGO

GSO

LSO

LYSO

(Bi4Ge3O12) (Gd2SiO5:Ce) (Lu2SiO5:Ce) (LuYSiO:Ce)

9000
10.5
300
23
0.96
480

8000
14.3
60
7.6
0.70
430

26000
11.6
40
11.4
0.86
420

26000
20
50
11.4
0.87
420

Table 1.3: Most common scintillator materials used in PET and their physical
characteristics. Energy resolution is measured at 662 keV.
an APD, high voltage is applied across a layer of photo-sensitive semiconductor.
When a scintillation photon hits the semiconductor, an electron-hole pair is produced. The electron and the hole are accelerated in the opposite directions by the
electric field, and enough energy is imparted to produce secondary electrons and
holes. This process repeats several times and produces an avalanche of electrons
and holes that amplifies the signal by several orders of magnitude. Compared to
PMTs, APDs have a higher quantum efficiency [14] and are much smaller in size: a
single APD is typically only a few millimeters thick [15]. However, their gain is one
or two orders of magnitude lower than the gain of PMTs.
Silicon photomultipliers (SiPMs) represent the next iteration of the APD technology that is currently in active development. The gain of SiPM is comparable
to that of PMTs. SiPMs consist of thousands of APD micro-cells that are a few
micrometers in size. The cells operate in Geiger mode, and become activated by
incoming scintillation photons. The output signal from an SiPM is proportional to
the number of activated cells. In principle, SiPMs are able to resolve single photon
interactions (subject to background noise). A single SiPM-based photodetector array consists of several SiPM pixels, ranging in size from 1 to 4 mm (each containing
thousands of micro-cells). In addition to small size and high gain, SiPMs o↵er good
light-pulse timing resolution. Studies have demonstrated that sub-nanosecond (240
ps) timing resolution can be achieved with SiPMs coupled to LYSO crystals [16].

1.2.5

Coincidence Detection

The goal of coincidence detection is to identify those gamma photons that are likely
to originate from the same annihilation event. Schematic representation of the
coincidence detection process is illustrated in Fig. 1.5. A gamma detector is set to
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PMTs
Detector Block

A

B

C

D

y
x

Figure 1.4: A schematic illustration of the detector block design. APDs or SiPMs
can be used instead of the PMTs.
operate in a coincidence mode with detectors located on the opposite side of the
field of view (FOV). The detectors are connected to the same timing circuitry. If a
gamma photon is detected at time t, and another photon is detected by one of the
opposing detectors during the time window [t

t, t + t], the photons are assumed

to originate from the same annihilation event. It also follows that the event must
be located somewhere along the line, or close to the line connecting the detectors.
Thus, in the process of coincidence detection, positional information regarding the
detected radiation is gained (this process is called electronic collimation).
In PET, a line that connects two gamma detectors is called the line of response
(LOR). Neglecting positron range, non-collinearity, gamma attenuation and scatter,
the number of coincidences recorded along an LOR must be proportional to the
integral of activity along that LOR. This approximation constitutes the so-called
line-integral projection model, widely accepted and used in PET. Mathematically,
it can be expressed by the equation
E[yj ] = aj

Z

f (x)dx

(1.10)

LOR j

where E[yj ] is the expected number of coincidences acquired along the LOR j per
unit of time, f (x) is the radioactivity concentration, and aj is the proportionality
coefficient that takes into account various LOR-dependent factors such as attenuation and detector efficiency. In more elaborated models, line integral in Eq. 1.10
is replaced with volume integral inside a tube that connects the detectors. From
coincidence counts measured along multiple LORs that pass through the subject at
di↵erent angles and locations, an image of activity distribution can be reconstructed
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Figure 1.5: Diagram of the process of coincidence detection in PET.
using one of image reconstruction algorithms.
When a detected coincidence event corresponds to a real positron-electron annihilation, it is called a true coincidence event. On the other hand, random events
may be recorded when two unrelated gamma photons happen to be detected at the
same time. This phenomenon is discussed in detail in Section 1.3.5. In addition,
scattered events may be recorded when one or both of the annihilation photons
have been Compton-scattered prior to the detection (Section 1.3.4). The combined
true, random and scattered coincidences constitute a set of prompt coincidences. A
commonly used metric of scanner performance in PET is the noise-equivalent count
rate (NECR), defined as
N ECR =

T2
T +R+S

(1.11)

where T is the true coincidence rate, R is the random coincidence rate, and S is the
scattered coincidence rate. Ideally, NECR should be equal to T and increase linearly
with activity. In practice, NECR is always lower than T , and the discrepancy grows
with higher activity.
Even in state-of-the-art scanners, the majority of positron-electron annihilation
events that occur in the scanner’s FOV are not detected due to gamma attenuation,
limited detector efficiency, finite solid angle of the PET camera, and other factors
that are considered in greater detail in Section 1.3. The sensitivity of a typical PET
scanner operating in 3D mode (discussed in the next section) is on the order of 3 to
10 percent.
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1.2.6

2D and 3D Acquisition

In early PET tomographs, scans were performed with metal septa installed between
the detector rings (Fig. 1.6). The purpose of the septa was to absorb coincidence
photons that traveled along oblique LORs relative to the tomograph’s axis (LORs
that connected di↵erent detector rings). However, the septa did not e↵ectively block
annihilation photon pairs that traveled between and interacted in adjacent rings.
Thus, for a scanner with N rings, the coincidence LORs were assigned to N direct
planes that were co-planar with the rings, and N

1 cross planes that represented

the space in-between the rings. Coincidence data obtained in this manner were
essentially a combination of 2N

1 separable 2D datasets, and each set could be

reconstructed using standard 2D tomographic image reconstruction techniques.
The desire to increase the number of detected coincidences per scan resulted in
the development of 3D acquisition mode, in which the septa are removed. In 3D
mode, photons can freely travel and interact in di↵erent rings. Thus, for a given
amount of injected activity and scan duration, a much greater number of coincidence events can be acquired compared to 2D. However, 3D acquisition prompts
the consideration of the following complications:
• Not all possible directions are represented in the 3D coincidence data, leading
to problems in image reconstruction (elaborated in Section 1.4.1).

• Detection and counting of oblique coincidences increases the fraction of random and scattered coincidences, typically by a factor of ⇠3.

• Image reconstruction from 3D coincidence data is computationally demanding
and requires more sophisticated algorithms compared to 2D.

By acquiring data in 3D mode, 5 to 7 times greater sensitivity can be achieved
compared to 2D [17], and images with substantially higher SNRs can be obtained.
Therefore, the majority of newly developed PET scanners operate in 3D mode.

1.2.7

Coincidence Data Representation

The coincidence data are typically collected and stored in either list-mode format
(more common for 3D acquisitions) or histogram format (2D and 3D acquisitions).
Although the histogram format was historically the first method of data storage,
the list-mode format that gained popularity relatively recently represents a more
straightforward and flexible approach.
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Figure 1.6: Diagrams of PET cameras set up to work in 2D acquisition mode and
3D acquisition mode. In 2D mode, metal septa block oblique gamma photons. In
3D mode, septa are removed.
In list-mode acquisition, coincidence events are recorded individually into a file
in the order that they are detected, forming a list of coincidences interspersed with
time stamps and other information (e.g. gating information, as elaborated in Section
2.3.1). Each coincidence entry in the list contains at least the coordinates of the
LOR (or histogram bin) along which the event was detected. Depending on the
scanner, a coincidence entry may also include the energies of the detected gamma
photons, as well as the time delay between the interactions. This information is used
in the time-of-flight (TOF) PET imaging. Besides prompt coincidences, delayed
coincidence events or single event rates may be reported that allow to estimate the
fraction of random coincidences along di↵erent LORs.
The coordinates of coincidence LORs may be represented in di↵erent ways. For
example, an LOR can be defined by the address of the interaction crystals that
includes the ring number, the block number, and the crystal number. Alternatively,
an LOR in a cylindrical coordinate system can be represented using four parameters
[r, , z, ✓] (as illustrated in Fig. 1.7A), where
• r is the radial o↵set,
• ' 2 [0, ⇡] is the azimuthal angular coordinate,
• z is the axial position (counted from the origin to the average position of the
interaction rings),

• ✓ is the copolar angle between the LOR and the transaxial planes.
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This representation is particularly suitable for histogramming coincidence events
into projections along di↵erent directions, as discussed next. The time resolution
of list-mode data is typically on the order of milliseconds, and thus if needed it can
be accurately split into frames — a feature that comes to be particularly useful in
dynamic studies.
In the histogram format, coincidence events are histogrammed according to their
coordinates. Histograms of coincidence data that are organized using the parameters
r, ,z, and ✓ are termed sinograms. Each sinogram bin corresponds to a unique
sub-range of these parameters, such that a single bin represents several distinct
LORs/detector pairs. For example, coincidences recorded along LORs with similar
values of ✓ may be added to the same bin [18]. Histogramming of a list-mode file
proceeds by considering the coordinates of each event in the list, and incrementing by
one the value of the corresponding bin. Since the timing information from individual
events is discarded, this approach considerably reduces the storage requirements at
the expense of spatial and temporal resolution (this may not be the case if the
number of sinogram bins is greater than the number of acquired events).
Sinograms represent the projections of radioactivity distribution along di↵erent
directions, as described by Eq. 1.10. Thus, sinogram space (or coordinates) are
typically referred to as “projection space”. This fact can be utilized in analytic
methods of PET image reconstruction, wherein the necessary projection data can
be taken directly from sinograms. A 3D sinogram can be interpreted as a stack of
2D sinograms that correspond to di↵erent fixed values of ✓ and z. 2D sinograms are
traditionally visualized as images where rows correspond to bins with di↵erent r and
columns correspond to di↵erent values of . As shown in Fig. 1.7B, a cylindrical
source (or a point source) in a 2D sinogram appears in the shape of a sinusoidal
curve, explaining the origin of the term.
Prior to wide adoption of the list-mode format, most PET scanners performed
on-the-fly histogramming of coincidence events. In other words, sinograms were
computed automatically by specialized hardware from the detected coincidence
events, and the exact information about the detector pair location and coincidence
time was discarded. In dynamic imaging protocols, this implied that frame definitions had to be made prior to the scans. The scanner would then output separate
2D or 3D sinograms for each frame. However, the optimal frame definition (in terms
of image quality or KM applicability) may not be known prior to the scan. In this
respect, list-mode acquisition provides a clear advantage since it allows to re-frame
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and re-histogram the data as many times as necessary. In addition, list-mode acquisition can be leveraged for more accurate motion correction, as discussed in Section
2.2.3.
The use of sinograms in early tomographs was driven partially by storage considerations. In modern PET scanners, list-mode files may include tens or hundreds of
millions of events, and file size may be on the order of several gigabytes. The same
data in sinogram format may only require tens of megabytes of memory, since the
storage requirement is not determined by the number of coincidence events (⇠ 108 ),
but by the number of bins (⇠ 106 ). These figures strongly depend on the scanner
and data acquisition and processing software. While compression of coincidence data
represented a considerable advantage in the past, modern consumer-grade computer
systems are capable of storing terabytes of data at a relatively low cost, and thus
list-mode acquisition and storage have become commonplace.

1.3
1.3.1

Image Quantification Factors
Positron Range

As discussed in Section 1.2.1, after emission positrons travel some distance in tissues
prior to annihilation with electrons. Since positrons travel in random directions, a
spatial uncertainty in the coincidence data is introduced that is proportional to the
positron range: source nuclei are always displaced away from the LORs along which
coincidence events are recorded. Therefore, a positron-emitting point source will
always appear blurred in images, regardless of the scanner’s intrinsic resolution. The
degree of blurring will vary depending on the energy range of emitted positrons. For
example, greater amount of blurring is expected with
18 F-based

15 O-based

tracers than with

tracers. Positron range introduces a fundamental limit on the resolution

that is achievable in PET.

1.3.2

Photon Non-collinearity

The e↵ect of gamma photon non-collinearity discussed in Section 1.2.1 is similar to
that of positron range: a degree of spatial uncertainty is introduced into coincidence
data and reconstructed images. From simple geometric considerations, it is clear
that the degree of uncertainty increases with distance that photons travel away
from the point of annihilation. Thus, the e↵ect of non-collinearity is expected to be
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Figure 1.7: A. Parametrization of an LOR in terms of radial o↵set r, azimuthal angle
', copolar angle ✓, and axial position z. B. Two-dimensional sinograms consist of a
series of radial projections taken at di↵erent angles '. The value of g(r, ') represents
integrated intensity (Eq. 1.18).
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greater in larger PET cameras. It can indeed be shown that the FWHM of noncollinearity -induced spatial blurring can be determined using the equation [19]:
F W HM = 0.0022D

(1.12)

where D is the detector ring diameter.
Similarly to positron range, photon non-collinearity imposes a limit on the resolution that can be achieved in PET. Positron range and photon non-collinearity can
be incorporated into statistical PET system models (Section 1.4.2). This allows to
partially compensate the reconstructed images for these phenomena, however their
e↵ect on the images can not completely eliminated.

1.3.3

Photon Attenuation

As discussed in Section 1.2.2, gamma photons may experience two types of interaction with matter prior to being detected: photoelectric absorption and Compton
scattering. If either type of interaction occurs with one or both of annihilation photons, a coincidence event that should have been recorded along a particular LOR
ends up being missed. The phenomenon in which one or both annihilation photons
are absorbed or deflected from the original trajectory via Compton scattering is
called attenuation. Although attenuation is the basis of such imaging modalities as
X-Ray and CT, in PET it reduces the number of acquired coincidence counts and
is detrimental to the image quality.
The loss of coincidence counts that occurs due to attenuation along a particular
LOR can be estimated analytically. The total probability of any interaction that
a photon might experience per unit of traveled distance is quantified by the linear
attenuation coefficient (µ), which depends on the material and the energy of the
photon. Consider a photon that travels through matter along a line segment [a, b]
as depicted in Fig. 1.8A. The probability pab that the photon does not interact with
matter while traversing the segment is given by the equation

pab = e

Rb

a

µ(x)dx

(1.13)

where the integral is taken along the segment, and µ(x) is the linear attenuation coefficient at location x. For two annihilation photons traveling from the annihilation
origin b along segments [b, a] and [b, c], the combined probability of non-interaction
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is equal to the product of the individual probabilities pba and pbc :

p = pba pbc = e

Ra

Rc

µ(x)dx+ µ(x)dx

b

b

!

=e

Rc

µ(x)dx

a

(1.14)

This equation demonstrates that the amount of attenuation along an LOR is independent from the origin of annihilation. In other words, photons emitted anywhere
along the LOR become attenuated by the same amount.
A large fraction of coincidences (60–90%) may be lost due to attenuation, particularly in 3D acquisition mode where oblique LORs pass through a lot of tissue.
Approximately 7 cm of tissue can attenuate half of emitted 511 keV photons. Therefore, attenuation correction (discussed in Section 1.4.3) is required in quantitative
PET imaging. Although quantification accuracy may be recovered through corrections, but the loss of coincidence counts results in increased noise. For example, if
two objects are imaged that have the same activity but di↵erent attenuation, the
image of the object with greater attenuation will be noisier.

1.3.4

Scattered Events

If one or both of the annihilation photons are scattered, the pair may still be detected as a coincidence along one of the scanner’s LORs that does not pass through
the annihilation origin (Fig. 1.8B). This type of coincidence events are termed scattered coincidences. Attenuation and scattered coincidences are related phenomena:
some of attenuated photons may be detected as scattered coincidences. The presence of scattered coincidences in the data reduces contrast and introduces bias in
reconstructed images. Some LORs that pass through low activity regions (or don’t
pass through the imaged object) may actually contain more scattered coincidences
than true coincidences. The total contribution of scattered events to detected counts
is quantified in terms of the scatter fraction SF , defined as:
SF =

S
T +S

(1.15)

where S is the number of scattered coincidences, and T is the number of true
coincidences. Depending on the scanner geometry, object size and accepted energy
window, scatter fractions on the order of 10–20% have been measured in 2D PET,
and on the order of 30–50% in 3D PET [17]. Therefore, scatter correction is required
in most quantitative PET imaging scenarios.
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Figure 1.8: A. Attenuation of gamma photons that travel along line segments [a, b]
and [a, c] is determined by the distribution of the linear attenuation coefficient µ(x)
in the medium. B. If one or both of coincidence photons become scattered, a scattered coincidence event may be detected. C. Scattering or absorption of one of the
coincidence photons results in the detection of a single event. D. A random coincidence may be recorded if two single events are detected within the coincidence
window.
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In the process of Compton scattering, photons lose energy according to Eq. 1.13.
Scattered events can thus be filtered out based on the measured interaction energy
in the detector crystals. However, detectors have a finite energy resolution (on
the order of 10–20%), and using a narrow window of accepted energies may result
in many true coincidence events being rejected. Therefore, additional methods to
account for scatter are typically used, as discussed in Section 1.4.3.

1.3.5

Random Coincidences

The most frequent type of event detected in PET scanners is a single event, in which
only one photon is detected (Fig. 1.8C). This may occur if the other annihilation
photon a) is directed or scattered outside of the PET camera, b) passes through
the detectors without being detected, or c) rejected due to insufficient detection
energy. Each detected single photon has a chance of being detected simultaneously
with another single photon (i.e. within the coincidence window), in which case
the scanner registers a coincidence (Fig. 1.8D). This category of coincidences that
do not correspond to actual annihilation events are called random (or accidental)
coincidences. The presence of random coincidences in PET data produces bias to
reconstructed images, in the form of nearly uniform background activity.
For a pair of detectors with single event rates Si and Sj , the expected rate of
random events Rij detected along the corresponding LOR is given by the equation:
Rij = ⌧ Si Sj

(1.16)

where where ⌧ is the duration of the coincidence time window. From this equation it
follows that, since the singles rates are proportional to activity, the rate of random
coincidences is proportional to the square of injected activity, as opposed to scattered
coincidences. In a typical scan, single event rate may be on the order of millions of
events per second. The fraction of random events can be reduced either by lowering
the amount of activity, or using a shorter coincidence window.

1.3.6

Inter-crystal Scatter

Gamma photons are detected from the light that they generate in the scintillation
crystals. Electrons in the crystals are excited through interactions with the gamma
particles, and transitions back to the ground state are accompanied by the emission
of visible light quanta. Thus, the location of an impeding gamma photon can be
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Counts

Detector block

Figure 1.9: Gamma photons that interact in the edge crystals of a detector block
have a greater chance of escaping the block. Bars above the crystals demonstrate
a possible distribution of gamma counts detected by the respective crystals, with a
uniform impeding gamma beam.
identified. However, there is a chance that after entering the first crystal, the photon
becomes scattered into a neighboring crystal where it deposits the remaining energy.
As a result, the detected coincidence event is mispositioned, i.e. assigned to an
incorrect LOR. This phenomenon is referred to as inter-crystal scatter. In detector
blocks, counts near the center of a block become “blurred” to a degree to which
inter-crystal scatter occurs. In reconstructed images, this results in loss of contrast
and spatial resolution. Near the edges of a crystal block, gamma photons may be
scattered outside of the block without being detected. Therefore, fewer counts are
typically detected in the edge crystals of a detector block, compared to the central
crystals.

1.3.7

Detector Efficiency

In a PET scanner, the sensitivity or efficiency of gamma photon detection varies
between di↵erent detector blocks as well as between individual detector elements.
Typical di↵erences in sensitivity are on the order of 10%. The variations in sensitivity may originate from:
• di↵erent photon incidence angles;
• crystal and light guide imperfections;
• variations in the performance of PMTs, APDs or SiPMs.
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Figure 1.10: Schematic illustration of the parallax e↵ect. On the left, the impending
gamma photon is likely to be detected in a single crystal. On the right, the photon
may be detected in any of the three crystals that are shown in blue color.
In reconstructed images, sensitivity variations may manifest as artefacts or increased
noise unless they are taken into account by detector normalization.

1.3.8

Parallax E↵ect

Consider two cases of interaction between a photon and a detector block shown in
Fig. 1.10. In the first case, the photon hits the detector at zero angle relative to the
surface normal. Ignoring the inter-crystal scatter, the photon will be detected in
the crystal upon which it impacts. In the second case, the photon hits the detector
at a 45-degree angle. There is a chance that the photon penetrates the first crystal
without interaction, and instead gets detected in one of the neighboring crystals.
This results in the loss of precision of spatial event positioning. This example
demonstrates that events recorded along LORs with higher angles of incidence have
lower spatial resolution, a phenomenon called “parallax e↵ect”. In reconstructed
images, parallax e↵ect manifests as a radial reduction of resolution away from the
image center.

1.3.9

Dead-time

High count rates may a↵ect the ability of a tomograph to accurately process and
record coincidence events. In scintillation crystals, rapid successive interactions
with di↵erent gamma photons cause pulse pile-up (scintillation pulse inseparability).
Crystal identification and energy discrimination processes require time. Coincidence
electronics also have a maximum rate of event processing. The combined period of
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time during which coincidence events are not detected is termed dead-time. There
may be a processing bottle-neck caused by one of the components in the processing
chain (usually at the crystal level). Since radioactivity is a random process, there is
always a chance that annihilation events are missed due to dead-time, even at low
count rates. At high count rates, dead-time may cause significant bias in quantification. The amount of detected activity must be chosen with this consideration in
mind.

1.3.10

Radioactive Decay

In quantitative PET imaging, particularly in dynamic PET, the goal is to obtain
images of activity concentration that can be related to tracer concentration. While
the total number of tracer molecules is expected to remain the same during the
scan, the number of positron emissions and number of acquired coincidences per
second are reduced with time, according to the law of radioactive decay. In order
to account for the changing ratio between the activity and tracer concentration,
decay correction must be applied to the acquired count data. Decay correction does
not compensate for the loss of image quality that occurs due to the reduction of
coincidence counts. Therefore, one must take decay into account when designing
tracers and imaging protocols.

1.3.11

Motion

Image quality in PET imaging is largely determined by the number of coincidence
counts used to reconstruct an image. On the other hand, the amount of activity
that can be safely administered to a patient is limited. In fact, there is an ongoing
e↵ort to increase the sensitivity of PET scanners, so that the administered dose
can be further reduced. Scans are therefore performed over extended time periods
(30–90 minutes) in order to acquire sufficient number of counts, and in certain
cases to allow the tracer molecules to equilibrate/accumulate in the target tissues.
Substantial patient motion may occur during the scans, leading to the following
e↵ects:
• loss of e↵ective image resolution and contrast due to motion blur;
• mislocalization and over-estimation of regions with high tracer uptake, e.g.
metastatic tumors or receptor-rich brain structures;
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• a mismatch between the attenuation map and emission data, which may lead
to erroneous estimates of activity concentration;

• in dynamic imaging, motion between frames may lead to incorrect estimates
of biology-related tissue parameters.

Chapter 2 provides an overview of e↵ects that rigid and non-rigid motion may have
in PET imaging.

1.4

PET Image Reconstruction

The objective of PET imaging is to obtain the distribution of radioactivity (tracer)
concentration in the body. The radioactivity distribution is parameterized as a 3D
volume image represented by an array of voxels. The value of each voxel corresponds
to the number of

+

decays that occurs in the region occupied by the voxel, per unit

time. Voxel activity values are estimated using image reconstruction algorithms.
Two types of reconstruction algorithms are used in PET: analytic and iterative. Analytic methods reconstruct images by applying an inverse transform to the
projection (sinogram) data. Iterative methods, on the other hand, go through a
sequence of progressively more accurate image estimates. The estimates are made
using a statistical model of the coincidence data acquisition process. Analytic and
iterative reconstruction algorithms can be applied to data acquired in 2D and 3D
mode. In addition, several iterative algorithms have been developed that work directly with list-mode coincidence data, without the need to histogram coincidences
into projections. A variety of image reconstruction algorithms of both types have
been developed, not only for use in PET but also in single-photon emission CT
(SPECT) as well as CT. Here, only most widely used algorithms are discussed,
namely the filtered back-projection (FBP) algorithm, and the maximum-likelihood
expectation maximization (MLEM) algorithm and its variants. The consideration
of the sinogram and list-mode MLEM algorithms is particularly useful here, since
they are directly related to some of the most common motion correction methods
in PET, as discussed in Chapter 2.

1.4.1

Analytic Reconstruction

Analytic reconstruction in PET is based on the mathematics of CT, where a lineintegral projection model is assumed. Given a two-dimensional distribution of ra30
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dioactivity concentration f (x, y), the amount of radiation g⇠ detected along a line
(an LOR) ⇠ is modeled as being equal to the following line integral:
g⇠ =

Z

f (x, y)dl

(1.17)

⇠

where l is the coordinate along the line. In order for this model to be applicable to
histogrammed PET coincidence data, gamma attenuation, detector normalization,
random and scattered coincidences must be taken into account. In addition, one
must account for the so-called arc e↵ect: due to the curvature of the detector ring,
LORs near the edge of the FOV are spaced closer together than LORs near the
center. To make the projection bins become evenly spaced in the radial direction,
arc correction is performed by re-sampling the sinogram counts. With necessary
corrections applied, g⇠ may approximately represent the number of true coincidence
counts in the sinogram bin ⇠. For any point on the bin projection line, it holds
true that cos ' + y sin ' = r, where r is the radial o↵set of the line, and ' is the
azimuthal angle (similar notation to the one used in Section 1.2.7). Therefore, Eq.
1.17 can be written in the form
g(r, ') =

Z1 Z1
1

where

f (x, y) (x cos ' + y sin '

r)dxdy

(1.18)

1

is the Dirac delta function, f (x, y) is the radioactivity distribution, ' is

the angle of the projection line, and r is the radial o↵set of the projection line.
This projective transformation is called Radon transform, or the X-ray transform.
Therefore, in the line-integral projection model of PET, sinogram data represents
Radon transform of the unknown radioactivity distribution. The goal of analytic
reconstruction is to compute the unknown image f (x, y) by applying inverse Radon
transform to the measured projection data g(r, ').
The standard method to compute f (x, y) is to perform FBP of the sinogram data.
FBP can be derived using the similarity between Radon and Fourier transforms. Let
fˆ(u, v) denote a 2-dimensional Fourier transform of the function f (x, y), where u
and v are Cartesian coordinates in the frequency space. Using the identity f (x, y) =
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FT

1 (fˆ(u, v)),

we can write:
+1 Z
+1
Z
f (x, y) =
fˆ(u, v)e2⇡i(xu+yv) dudv
1

(1.19)

1

The function fˆ(u, v) can be considered in polar coordinates, where u = r cos ' and
v = r sin '. With polar substitution
u = r cos '

(1.20)

v = r sin '

(1.21)

+1
Z⇡ Z
f (x, y) =
fˆ(r, ')e2⇡ir(x cos '+y sin ') |r| drd'

(1.22)

Eq. 1.19 becomes

0

1

where fˆ(r, ') is the Fourier transform of the function f (x, y) considered in polar
coordinates. The central slice theorem (also known as the Fourier slice theorem)
establishes the equality between the Fourier transform of g(r, ') and fˆ(r, '), for a
given angle ':
fˆ(r, ') = ĝ(r, ')

(1.23)

where ĝ(r, ') is the one-dimensional Fourier transform of g(r, ') with respect to
r. Note that on the right side of the equation, variable r represents the frequency
axis (this variable reassignment is justified by the theorem). Using the central slice
theorem in Eq. 1.22 yields:
f (x, y) =

Z⇡ Z1
0

1

ĝ(r, ')e2⇡ir(x cos '+y sin ') |r| drd'

(1.24)

The inner integral in this equation represents the inverse Fourier transform of the
product ĝ(r, ') |r| with respect to r:
+1
Z
g (x cos ' + y sin ', ') =
g(r, ')e2⇡ir(x cos '+y sin ') |r| dr
0

(1.25)

1
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Note that the function g 0 is obtained by taking the Fourier transform of g (for a
given projection angle '), multiplying it by |r| in the frequency domain, and taking
the inverse Fourier transform. Mathematically, this represents a one-dimensional

filtering operation performed in frequency space. Using the function g 0 , Eq. 1.24
can be re-written in the form:
f (x, y) =

Z⇡

g 0 (x cos ' + y sin ', ')d'

(1.26)

0

Analytical solution for f (x, y) can be obtained using the FBP operation described
by Eq. 1.26:
1. projection data for a given angle ' are Fourier-transformed,
2. multiplied by the ramp filter |r| in the frequency domain (filtering step),
3. Fourier-transformed back to the spatial domain, and
4. back-projected into the image space (voxel or pixel grid) by successively adding
the contributions from all projection angles '.
In 2D reconstruction, sinograms of direct and cross planes are reconstructed individually, and the images are stacked together to form a volume image. FBP represents
a gold standard of analytic image reconstruction in PET.
Taking the Fourier transform of g for a given ', multiplying it by |r| in the

frequency space, and taking the inverse Fourier transform represents filtering the

projection data with a high-pass ramp filter. Forward-projecting an image and
then back-projecting it without ramp filter applied corresponds to a smoothing
operation using the radially-symmetric and shift-invariant kernel h(r) = 1/r. In
other words, forward- and back-projecting of the image produces the original image
f (x, y) convolved with h(r). This e↵ect occurs due to the fact that the sampling
density is greater in the low-frequency region of the spectral domain, compared to
the high-frequency region. The use of the ramp filter accounts for the sampling
non-uniformity, however it also amplifies high frequency components of the image
that may lead to high levels of noise, particularly if the sinogram data are noisy due
to a low number of counts. Therefore, instead of the ramp filter other filters are
often used that reduce the amplitude of high-frequency components in the image.
Examples of such filters are shown in Fig. 1.11.
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The function f (x, y) can also be obtained by back-projection filtering. In this
case, sinogram data are back-projected first, and the ramp filter is applied to the
back-projected image in the frequency domain. Yet another alternative is to use
the central slice theorem directly for image reconstruction: in this case the function
ĝ(r, ') can be interpolated on a rectangular grid, and the inverse Fourier transform
is taken.
Forward-projection of an image corresponds to coincidence data acquisition in
PET. The sampling frequency of the image space is determined by the distance
between the adjacent projection lines, or between the LORs. According to the
Nyquist theorem, if a function is sampled using a sampling distance d, then the
highest-frequency component fc represented in the recovered function (or its Fourier
transform) is determined by the equation
fs =

1
2d

(1.27)

An imaging system cannot recover frequencies greater than fs , known as the Nyquist
frequency. If the distance between adjacent detectors (LORs) is

x, then the max-

imum image resolution that can be achieved is equal to 2 x. Therefore, a reconstructed image of a point source will always appear blurred due to a finite scanner
resolution. A function that quantifies the degree of point-source blurring is called
the point-spread function (PSF) of a scanner. Due to the parallax e↵ect, in PET
scanners the PSF is not shift-invariant (not spatially uniform): the PSF becomes
wider away from the central axis the FOV.
Coincidence data acquired in 2D mode can be readily reconstructed using 2D
FBP. However, in 3D acquisition mode the data are represented by 3D sinograms,
where coincidences are arranged in 2D sets of (r, ')-projections that correspond
to di↵erent values of ✓ and z. There are two problems that arise in analytic image
reconstruction from 3D projections due to the limited spatial extent of PET cameras:
• projections can not be obtained for the full range of ✓;
• projections corresponding to di↵erent values of ✓ are truncated; higher values
of ✓ contain fewer projections.

In the 3D re-projection (3DRP) algorithm [20], these problems are circumvented
by first reconstructing a subset of the data using conventional 2D FBP. The reconstructed images are stacked together to form a volume image, which is then
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re-projected along those projections that are truncated in the original 3D sinogram.
The resulting combination of acquired and synthesized data is reconstructed using
3D FPB.
Another method to reconstruct 3D sinogram data is to re-bin the data into a set
of 2D sinograms, and then use 2D reconstruction algorithms (analytic or iterative).
The simplest method of rebinning is called the single-slice rebinning (SSRB). Consider a coincidence that was recorded between two detectors with axial coordinates
z1 and z2 . In SSRB, the coincidence is reassigned to a ring plane (direct or cross)
that is closest to the axial coordinate (z1 + z2 )/2. The parametric LOR coordinates
r,

are unchanged in this operation, z may change slightly, and ✓ becomes zero [21].

This operation reduces the spatial resolution of the data. Fourier rebinning (FORE)
is a frequently used 3D to 2D rebinning method that is more accurate than SSRB
[22]. Prior to rebinning, the coincidence data must be corrected for attenuation,
random coincidences, scattered events and detector normalization.
The advantages of analytic reconstruction include relative ease of implementation
and high speed. It also provides a desirable property of linearity, in the sense that
changes in the projection data correspond to proportional changes in the images.
For this reason, analytic reconstruction is traditionally used to measure the intrinsic
scanner resolution. On the other hand, due to the reliance on the line-integral
projection model, analytic reconstruction has a very limited ability to take into
account various physical e↵ects, such as the statistical nature of the coincidence
data collection, positron range, and non-uniform resolution. In addition, due to the
incompleteness of the projection data, analytic reconstruction produces images with
high levels of noise and streak artifacts. The use of smoothing filters to reduce noise
also reduces the resolution of the image. These issues (noise in particular) promoted
the development of iterative image reconstruction methods.

1.4.2

Iterative Reconstruction

Iterative reconstruction algorithms aim to iteratively solve a system of equations
that describes the physics of the process of coincidence data acquisition. Iterative
algorithms do not necessarily assume the line-integral model, and enable modeling
of statistical noise, non-uniform resolution, positron range, and other physical e↵ects
directly in the image reconstruction process. Let the projection data (2D or 3D) be
represented by a column-vector Y = {yi }, where i = 1 . . . I is the sinogram bin or
LOR index. Measured coincidence data may be treated as a realization of a vector
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Figure 1.11: Frequency responses of several filters commonly used in analytic image
reconstruction. High frequencies are suppressed in the Butterworth, cosine and
Hamming filters.
of random Poisson variables Ȳ = {ȳi } that describe the expected number of counts

in di↵erent bins. Further, let the unknown image of the activity distribution be
represented by a real-valued column-vector x = {xj }, j = 1 . . . J. Linear models of
data acquisition are used in PET, where the expected number of counts is related
to the unknown activity distribution through the equation:
E[yi ] = ȳi =

J
X

pij xj + E[ri ] + E[si ]

(1.28)

j=1

where pij are the elements of an I ⇥ J matrix P that describes the probability that a
decay event that occurs in the voxel j is detected along the LOR i. In other words,
the matrix P quantifies the probabilistic contributions of radioactivity in di↵erent
voxels to true coincidence counts in di↵erent LORs (or sinogram bins). P is called
the system matrix (SM). The vectors ri and si represent the contributions of random
and scattered coincidences, respectively.
The system of equations defined by Eq. 1.28 is typically very large. For example,
an image matrix with a modest size 128⇥128⇥96 voxels contains ⇠ 106 elements;

the number of sinogram bins may be on the same order of magnitude. The matrix
P is ill-conditioned or ill-posed. Due to these two factors, a sensible solution to
Eq. 1.28 in general can not be obtained by matrix inversion techniques. Iterative
methods to estimate x are used instead.
Iterative methods to solve linear systems are based on optimizing a cost func36
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tion. A cost function that is typically used in emission tomography is the likelihood
(conditional probability) of measuring data y given the activity distribution x. For
Poisson-distributed data measured in I detectors, the likelihood is given by the
equation:
p(Y|x) =

I
Y
i=1

p(yi |x) =

I
Y
(ȳi )yi

yi !

i=1

e

ȳi

(1.29)

and the log-likelihood is defined as
L(Y|x) =

I
X

(yi log(ȳi )

ȳi

log(yi !))

(1.30)

i=1

The problem of image reconstruction can be formulated as the problem of optimizing the cost function given by Eq. 1.30, with solution obtained in the maximum
likelihood (ML) sense:
x̂ = arg max L(Y|x)
x

(1.31)

One method to obtain the solution is to use the expectation maximization
method. This corresponds to the most widely used algorithm of iterative image
reconstruction in PET – MLEM, which was first proposed for use in emission tomography by Shepp and Vardi [23]. Assuming that the coincidence data have been
pre-corrected for random and scattered events, it can be shown [23, 24] that x that
maximizes the likelihood can be obtained using the following iterative image update
equation:
xm+1
j

=

I
X
xm
j

I
P

pij

i=1

i=1

pij

yi
J
P

j=1

(1.32)

pij xm
j

where pij are the elements of the SM, and xm
j represents the m-th iteration of the
voxel j. Each successive iteration of Eq. 1.32 increases the likelihood L(Y|x). Thus,
the agreement between the estimated image and true image is expected to increase
with each iteration. In the vector-matrix notation, Eq. 1.32 can be written as
xm+1 =

where

T

xm T Y
P
S
Pxm

represents the transpose, and S is a vector of sensitivity values sj =

(1.33)
I
P

pij

i=1

that quantifies the probability that a decay event in voxel j is detected by the system.
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Although in principle the SM can be measured directly by imaging a (moving) point
source, in practice it is estimated computationally using knowledge of the underlying
physics of the measurement system. Various approximations are typically made
when computing the SM, and these approximations may have a substantial e↵ect
on the accuracy and quality of the reconstructed images.
The denominator product Pxm represents the forward-projection step that estimates the expected counts from the current image iteration. The multiplication
of the correction ratio Y/Pxm by the transpose of P represents the backprojection
step. Note that since the correction ratios and P are always positive, voxel values
in the image estimates can never become negative (given that the initial image estimate is positive). Thus, the reconstruction process is consistent with the physical
nature of the data. The first estimate of x can be initialized as a vector of ones.
In each iteration, the entire projection data is used in the forward-projection and
back-projection steps. The algorithm is usually terminated prior to the convergence,
when the di↵erence between two successive iterations becomes smaller than a predefined threshold. The convergence rate depends on the number of image voxels
and projection bins. Typically, on the order of 100 iterations are required.
In the ordered-subset expectation maximization (OSEM) algorithm introduced
by Hudson and Larkin [25], the projection data are split into several subsets. For
example, in 3D sinograms, di↵erent subsets may correspond to di↵erent values of ✓
and z. Each OSEM iteration uses data from only one subset, and the subsets are
cycled between iterations. The OSEM algorithm has a faster image convergence
rate compared to MLEM, and the acceleration factor is equal to the number of used
subsets. However, OSEM is not necessarily convergent, as the obtained solution is
strongly biased by the subset used in the last iteration. Methods to deal with the
non-convergence issue have been proposed [26].
In order to reduce the noise in the reconstructed image and to improve convergence, regularized versions of the MLEM algorithm have been developed [27, 28].
The log-likelihood function in Eq. 1.30 is appended by adding a regularization term
R(x), also called a penalty function:
Lreg (Y|x) = L(Y|x)
where

R(x)

(1.34)

is the tuning parameter that controls the amount of regularization. Reg-

ularized iterative reconstruction o↵ers a better trade-o↵ between image resolution
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and noise compared to the unregularized MLEM.
Pre-correction of histogrammed coincidence data for random and scattered events
alters the statistical properties of the data and may introduce statistical biases. For
example, if a sinogram that estimates the number of random coincidences is subtracted from the prompt coincidence sinogram, the values of some bins may become
negative. Negative values must be set to zero prior to the reconstruction — this
introduces a positive bias and is detrimental to the image accuracy. Several methods to compensate for the altered data variance have been proposed [29]. In the
ordinary-Poisson MLEM (MLEM-OP), scattered and random coincidences are explicitly incorporated into the forward-projection step of the MLEM algorithm. This
is achieved through the inclusion of the respective terms in the denominator of the
image update equation:
xm+1
j
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xm
j

I
P

pij

pij

i=1

i=1

yi
J
P

j=1

pij xm
j

(1.35)

+ ri + s i

where si and ri are the estimated contributions of scattered and random coincidences
to the LOR i, respectively. The denominator in Eq. 1.35 includes all measured
coincidence data (trues + randoms + scatter). OP reconstruction produces unbiased
and statistically accurate image estimates. However, it requires access to raw prompt
coincidence data that may not necessarily be provided by the scanner.
Algorithm given by Eq. 1.35 uses histogrammed coincidence data. However, as
discussed in Section 1.2.7, it is sometimes preferred to store coincidence data in the
list-mode format that preserves full spatial and temporal resolution. The MLEMOP algorithm can be modified to reconstruct images directly from the list-mode
coincidence data:
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+ ri + s i

where I represents all prompt coincidence events in the list-mode file, and where
N
P
the sensitivity sum
pnj is taken over all possible LORs of the system. In highn=1

resolution systems with hundreds of millions of possible LORs, it is computationally
prohibitive to compute this sum directly. Therefore, a random subset of the system’s
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LORs is taken, and the sensitivity values are estimated using only that subset [30].
Besides random and scatter coincidences, modeling of other physical e↵ects that
take place during the imaging process is achieved by including these e↵ects in the SM
P. Mathematically, this can be represented as factorization of the SM into multiple
components. For example, if the matrix for a particular system includes the e↵ects
of gamma attenuation, positron range, and parallax, it can be represented as
P=Pgeom Patt Ppos Ppar

(1.37)

where Pgeom is a purely geometric component, and Patt , Ppos , Ppar are the components that model the corresponding e↵ects. Iteratively reconstructed images are
“automatically” corrected for image/data degradation factors incorporated in the
SM. This is opposed to analytic reconstruction, where individual corrections for various factors must be applied to the projection data. Note that the attenuation and
positron range components depend on the distribution of matter in the FOV, while
the geometric and parallax components are constant for a given camera. Therefore,
geometric and detector-related components of the SM can be pre-computed and
stored, and components that depend on the matter distribution must be computed
separately for each scan. Often the geometric components of P are computed based
on the line-integral approximation. Thus, if no other components are considered,
the SM may be equivalent to the projection model used in analytic reconstruction.

1.4.3

Quantitative Corrections in Image Reconstruction

Normalization
In a PET scanner, the efficiency of gamma photon detection varies between the
detectors and entire detector blocks. There are multiple sources of this variability
on both levels. For example, crystal imperfections may strongly a↵ect the efficiency
by hindering the propagation of scintillation light. On the block level, there may
be variations in the gains of the scintillation light detectors (PMTs and APDs).
Finally, detector crystals invariably have di↵erent e↵ective surface areas and depths
of interaction. In order to maintain quantification and to avoid artefacts, these
di↵erences in sensitivity must be taken into account prior to image reconstruction.
The process of correcting the coincidence data for variable detector efficiencies
is referred to as detector normalization. The standard approach to normalization
is to multiply the coincidence data by the normalization coefficients that represent
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the inverse of relative detector efficiencies. In the sinogram space, normalization
is achieved by multiplying the prompts sinogram by the normalization sinogram
that contains the normalization coefficients. The normalization sinogram can either
be measured directly, or broken up into di↵erent components that are estimated
experimentally or numerically.
In the direct normalization scheme, the normalization sinogram is measured by
exposing the detectors to a uniform

+

source of simple well-known geometry. From

the source geometry, the expected number of coincidences in each sinogram bin or
LOR is computed under the assumption of uniform efficiency. The normalization
coefficients are then computed as the ratio between the expected and measured
number of counts. Random coincidences and dead-time e↵ects must be avoided
during the acquisition of the normalization data. Therefore, normalization sources
typically have relatively low activity, which in turn necessitates normalization scans
of long duration (up to several hours) in order to obtain the data of sufficient statistical quality. The accuracy of direct normalization methods may be compromised
by a) scattered events [31], since they have di↵erent energies and incidence angles
compared to true events, and b) pulse pile-up, which causes event mispositioning
within the detector block. The latter aspect imposes count-rate dependency on the
normalization factors.
In the component-based normalization scheme first implemented by Ho↵man et
al [32], the normalization coefficients are factorized into terms that represent di↵erent components of the overall detection efficiency. An example of such factorization
is given by the equation [33]:
N Cij = "i "j ci cj rij aij

(1.38)

where
• N Cij is the normalization coefficient for the LOR formed by the detectors i
and j;

• "i , "j are the intrinsic crystal efficiencies that depend on the PMT gains and
scintillation crystal properties;

• ci , cj describe the systematic variation in crystal efficiency within each block
detector;
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• rij are the radial geometric factors that account for efficiency variations due
to the di↵erent radial o↵sets of di↵erent LORs;

• aij are the axial geometric factors that account for di↵erent photon incidence
angles in the axial direction.

Component-based normalization alleviates the issues of scatter and pulse pile-up
that are encountered in direct normalization.
In addition to detector normalization, the reconstructed images must be multiplied by the overall calibration (scale) factor in order to achieve absolute quantification, i.e. in order for the voxel values to represent activity concentration. Calibration accounts for finite sensitivity of the scanner and positron branching ratio
for the used isotope. The calibration factor is determined by scanning and reconstructing an image of a uniform source of known activity [34]. If all other necessary
corrections are in place, the calibration factor is the ratio of the true activity in the
source and the (mean) voxel values in the reconstructed image of the source.
Attenuation
Gamma photons are attenuated by matter according to Eq. 1.14. Without correction for attenuation, activity values in the reconstructed images are underestimated.
The amount by which annihilation gamma photons are attenuated along a particular LOR is called the attenuation factor (AF) for that LOR (or sinogram bin). The
AFs are determined by the equation:
AFi = e

R

i

µ(x,y,z)dl

(1.39)

where the integral is taken along the LOR i, and µ(x, y, z) is the distribution of
the linear attenuation coefficient in the space between the detectors. Note that
due to the property described by Eq. 1.14, AFs in PET describe the attenuation
of pairs of coincidence photons, and not single photons. When coincidence data
are represented in the sinogram format, attenuation correction is performed prior
to image reconstruction by dividing the counts in each bin by the respective AFs.
In list-mode image reconstruction, AFs can be incorporated directly into the SM
(diagonal matrix Patt in Eq. 1.37).
The AFs are traditionally obtained from performing a blank and transmission
scans that utilize an external rotating source of gamma photons. The blank scan
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is performed without any object inside the scanner. During the blank scan, the
gamma source is rotated inside the camera in a spiral, and the number of detected
photons is recorded in LORs passing through the source. The transmission scan
is performed in a similar fashion, but with the subject placed inside the scanner
(hence the transmission scan is usually performed right before the emission scan).
The AFs are computed as the ratios of detected gammas between the blank and
transmission scans.
If the external source has di↵erent gamma energy than 511 keV, it is necessary
to reconstruct the AFs into a volume image of linear attenuation coefficients, called
the µ-map (Fig. 1.12A). The µ-values for the gamma energy of the source are then
converted to µ-values for 511 keV photons [35]. From the adjusted µ-map, the AFs
for 511 keV photons are computed using the equation
AFi = e

P
j

µj aij

(1.40)

where µj is the µ-value of the voxel j, and aij is the length of intersection between
the LOR i and voxel j. Noise and errors in µ-maps propagate to reconstructed
images. Therefore, µ-maps are often segmented into distinct tissue classes with
well-known attenuation coefficients for 511 keV photons (e.g. soft tissue, bone, air)
[36]. Forward-projection of the segmented µ-map provides a less noisy estimate of
the AFs. Examples of images reconstructed with and without attenuation correction
are shown in Fig. 1.12B.
Scattered Events
The most straightforward method to reduce the scatter fraction is to use detectors
with high energy resolution, and to reject gamma photons that have energy less
than 511 keV. However, even with energy discrimination in place, a relatively large
number of scattered events may remain in the data (due to a relatively low energy
resolution of modern PET detectors) [17]. Di↵erent methods were developed to
correct the reconstructed images for scatter.
Some of the most common and accurate methods are based on simulating the
scatter process. One of such methods is the single scatter simulation [37]. Starting from the known µ-map and activity distribution estimates, the algorithm uses
the Klein-Nishina equation to estimate the distribution of scattered coincidences
across di↵erent LORs. The scatter estimates can be either a) subtracted from the
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Figure 1.12: A. Single transaxial planes of µ-maps of the small animal NEMA
phantom shown on the left. The µ-maps were reconstructed using three di↵erent
methods, indicated on the bottom right corner. B. Images of the small animal
NEMA phantom reconstructed with and without attenuation correction.
prompts sinogram, b) reconstructed and subtracted from the images, or c) used
directly in the image reconstruction process, e.g. in the si term of Eq. 1.35. The
main approximation of the single scatter method is that it only simulates one (first)
scattering interaction per gamma photon. The gamma energy in the first interaction is known to be 511 keV, and thus the scattering cross-section can be readily
computed. Gamma photons that are Compton-scattered more than once are likely
to lose a significant fraction of their energy, and such events can be rejected based
on their energy of interaction in the detector crystals. Thus, the single scatter approximation is reasonably accurate when it is combined with energy discrimination
techniques.
Other methods of scatter correction include:
• using multiple energy windows to estimate the distribution of scattered coincidences [38];

• subtraction of the convolution-based scatter estimates from the sinogram or
image data [39];
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• fitting a Gaussian function to the scattered tails of coincidence counts in the
projection space [40].

The efficacy of scatter correction may be assessed by measuring the background
activity concentration in the images, i.e. activity in the space not occupied by the
subject.
Random Coincidences
One of the traditional methods to estimate the fraction of random coincidences in
di↵erent LORs or sinogram bins is to use a delayed coincidence window [41]. The
method works as follows. A time delay is introduced into the coincidence circuitry
that is much greater than the length of the prompt coincidence window. During the
delayed coincidence window, no true annihilation event could be detected. Coincidence data that are recorded during the delayed window therefore consist entirely
of random events. However, the distribution of random events in the projection
space must be the same between the delayed window and the prompt window. The
measured delayed coincidence rates are thus histogrammed and subtracted from the
prompt sinograms, or used in the scatter term ri in Eq. 1.35. The downside of the
method is that the estimated distribution of random events may be quite noisy, and
the noise will propagate into the reconstructed images. Another commonly used
method that is less susceptible to noise is to estimate the random coincidence rate
from the single event rate using Eq. 1.16 [42].
Other Corrections
Correction for deadtime can be performed by multiplying the counts by deadtime
correction factors, which can be estimated from the single event rates. Typically
deadtime correction schemes are provided by the scanner manufacturers as they
reflect the performance of the associated electronics and data processing, in addition
to the deadtime due to the signal integration time on the detector level.
Positron range can be incorporated into the SM as a blurring kernel that widens
the detector pair response (rows of the SM) [43], or its e↵ects can be reduced using
image deconvolution at the expense of increased noise [44]. Similarly, photon noncollinearity, inter-crystal scatter and parallax e↵ect can be modeled using positiondependent blurring kernels in the projection space and image space [45]. Decay
correction is applied as a multiplicative factor computed using the law of radioactive
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decay. Various techniques of motion correction in PET are reviewed in detail in
Chapter 2.

1.5

Tracer Kinetic Modeling

Static PET imaging shows how the tracer distributes in the body, and where the
tracer’s preferential binding sites are located. Although this information in itself
may be of interest, it does not reveal the complete picture. For example, the rates
of tracer binding and entrapment in di↵erent tissues can not be obtained from static
imaging. Indeed, the rates of binding of radioligands to their target receptors could
reveal valuable information regarding the biochemical processes under study, such
as the balance between the endogenous and exogenous ligands, or the physiological
response to an external stimulus. As opposed to static PET imaging, dynamic
imaging combined with tracer KM enables the investigation of these and other
aspects of tracer kinetics.
The main measure of interest obtained from the dynamic image frames is the
change of activity concentration over time, termed the time-activity curve (TAC).
If the frame images are correctly aligned, two types of TACs can be extracted: 1) a
region-of-interest (ROI) -based TAC, the mean activity concentration measured over
time in an ROI defined identically in all frames, and 2) a voxel-based TAC, the
change of activity concentration with time in individual voxels.
The rate of tracer accumulation in tissues depends on the rate of tracer supply
through the vascular system. Therefore, in addition to image-derived TACs one
additional measure is required to estimate the binding rates — the concentration of
tracer (activity) in blood over time, called the input function. The input function
can be measured directly during the scans by drawing blood samples at regular
time intervals. Less invasive methods to measure the input function have also been
developed, as discussed below.
Using KM, it is possible to estimate the tracer kinetics based on the TAC and input function measurements. KM is based on the notion of compartments — distinct
physiological states that the tracer molecules can assume. Consider, for example, a
biologically active ligand that can transfer between the tissues and the blood. The
possible physiological states of such a ligand may include (but not limited to):
1. unbound (free) state in the blood plasma;

46

1.5. Tracer Kinetic Modeling
2. unbound extravascular state;
3. bound to an endogenous molecule.
The ligand may be in only one state in any given time. The direction and probability of molecular transitions between di↵erent states determine the rates of tracer
flux between the compartments. The flux is determined by the intrinsic kinetic
properties of the tracer and by the biological state of the organism on the microscopic level. In molecular imaging studies, it is often of greater interest to estimate
the tracer transfer rates between di↵erent compartments in the tissue (e.g. bound
versus unbound), rather than the overall tracer accumulation rate in the tissue.
The activity concentration measurements in TACs represent combined activity
from all compartments. This is evident from the consideration of a tissue volume
encompassed by a single voxel. Since the resolution of PET is relatively coarse, on
the macroscopic scale each voxel is likely to represent a combination of tissue types.
More importantly, on the microscopic scale, each voxel contains a variety of microscopic intracellular and extracellular interfaces and structures. Such microscopic
structures may include, for example, blood and lymph capillaries, capillary walls,
cellular membranes, intracellular space, etc. The voxel’s activity concentration value
is measured based on the radioactivity that emanates from molecules in di↵erent
physiological states (compartments). An image-derived TAC can therefore be represented as a sum of unknown TACs that correspond to di↵erent compartments in
the voxel or the ROI. The goal of KM is to estimate the compartmental TACs and
the tracer transfer rates between the compartments.
The modeling aspect in KM comes from choosing the number of compartments,
and possible tracer transitions between the compartments. These parameters di↵er
depending on the research objective and the system under study. Once the number
and transitions between the compartments are chosen, the model is mathematically
formulated in a set of ordinary di↵erential equations, with one di↵erential equation
per compartment. The following assumptions are made in all models:
• At any given time, the tracer concentration is uniform within the analyzed
volume, i.e. there are no spatial concentration gradients within compartments;

• Model parameters are assumed to be constant with respect to the study (scan)
duration;

• The input function is the same for all tissues in the body.
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Models in KM are typically visualized using block diagrams. Blocks correspond
to di↵erent compartments, and directions of the tracer flux are indicated by arrows.
The fundamentals of KM can be illustrated using a one-compartmental model that
has a block diagram shown in Fig. 1.13A. Input from the blood is illustrated on
the left, and the block on the right represents the compartment of interest, e.g.
the tissue. Blood is not typically considered as a compartment, since the tracer
concentration in the blood (the input function) is measured experimentally. To
write the di↵erential equation of the model, let B(t) represent the input function
(tracer concentration in the blood), and F (t) represent the time-dependent tracer
concentration in the tissue compartment. A standard assumption that is made in
KM is that the rate of tracer e✏ux from a compartment is proportional to the tracer
concentration in that compartment. Under this assumption, the rates of tracer e✏ux
from the blood and from the tissue are equal to K1 B(t) and k2 F (t), respectively,
where K1 and k2 are the unknown rate constants. The rate of tracer concentration
change in the tissue compartment dF (t)/dt can then be expressed as:
dF (t)
= K1 B(t)
dt

k2 F (t)

(1.41)

where the law of mass conservation was used, as the positive flux direction was
taken to be from the blood to the tissue. The rate constants K1 and k2 reflect the
kinetic properties of the tracer molecule, and often the goal of KM is to estimate
these parameters (a more detailed interpretation of the rate constants depends on
the particular system under study). The di↵erential equations that constitute the
model are solved to obtain the values of the unknowns, i.e. the rate constants and
the compartmental TACs. The initial conditions are typically set to be zero since
there is no radioactivity in the organism prior to the tracer delivery. Methods to
estimate the parameters of the one-compartmental and more complex models are
discussed below.

1.5.1

One-compartmental Model

The one-compartmental reversible model described by Eq. 1.41 is used when the
tissue can be represented by a single compartment. For example, it is used in blood
perfusion imaging that aims to assess the amount of blood delivered to tissues by
capillaries per time. Perfusion is measured in units of volume (of blood) delivered per
unit of time per unit of volume (or weight) of tissue. A suitable tracer for perfusion
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imaging must be easily di↵usible and not specifically bind in the tissue. An example
of such tracer that has been extensively used in cardiac perfusion imaging is

15 O-

water.
With easily di↵usible tracer, the constant K1 is strongly governed by perfusion.
The constants K1 and k2 can be obtained from Eq. 1.41 that can be solved to gain
an explicit expression for F (t):
F (t) = K1 B(t) ⇤ exp( k2 t)

(1.42)

where ⇤ denotes the convolution operation. It is assumed that the TACs measured

from the images reflect the activity concentration in the tissue compartment; the
contribution activity in the blood is often considered to be negligible. Therefore,
F (t) corresponds to the image-derived TAC, and B(t) represents the arterial input
function. The rate constants K1 and k2 can be estimated by fitting Eq. 1.42 to
the data. If the images and the input function are not decay-corrected, the estimated constants incorporate the rates of radioactive decay. With decay correction
applied, the constants solely characterize the combined blood flow and blood-tissue
permeability.
A biological parameter of interest that is frequently sought after is the distribution volume (DV), which relates the equilibrium tracer concentrations in the blood
and in the tissue. Consider a system where the tracer distribution between the blood
and the tissue has equilibrated, and the values of F and B are constant. From Eq.
1.41 it follows that in this case K1 B(t) = k2 F (t), and the DV can be computed
using the equation
DV =

F
K1
=
B
k2

(1.43)

Another interpretation of the DV is that it quantifies the volume that a unit amount
of tracer occupies in the blood, relative to the volume in the tissue. Often it is easier
to estimate the DV than the individual rate constants. For example, if the state of
equilibrium can be achieved experimentally via continuous tracer infusion, the DV
can be computed as the ratio of F to B.
In perfusion imaging, two confounding factors of the input function measurement
must be considered. These factors are caused by the fact that the input function
is typically sampled from a di↵erent location compared to the target region. First,
there may be a time delay between the true input function in the target region and
the measured input function. Second, the measured input function may be more dis49
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Figure 1.13: A. Block diagram of a one-compartmental model (blood is not considered as a compartment). Tracer is delivered from the site of injection by the blood
flow (left block). From the blood, tracer enters the tissue compartment by di↵usion
or active transport (right block). Arrows indicate the possible directions of tracer
flux. B. Block diagram of a three-compartmental model, with free, specific tracer
binding, and non-specific tracer binding compartments.
persed than the true input function. Both of these phenomena are introduced due to
the non-equal distances (and blood flow rates) between the sites of injection, arterial
blood sampling, and compartmental analysis. Several methods have been proposed
[46, 47] to account for these e↵ects prior to estimating the kinetic parameters using
Eq. 1.42. The di↵erence between the true and measured input functions becomes
relatively low after only a few minutes. Therefore, in receptor-ligand studies that
require longer scans these e↵ects are typically ignored.
Receptor-ligand studies are subject to another type of limitation when it comes
to measuring the input function. In compartmental models, the input function B(t)
is supposed to represent the concentration of “native” (unaltered) tracer molecules
in the blood. However, it is possible for the native tracer molecules to become
metabolized in the periphery and re-introduced into the blood stream. The input
function will be over-estimated if the labeled metabolites are included in the blood
samples. Typically a metabolite fraction is estimated from the drawn blood samples
and the input function is adjusted accordingly. Here one has to also rely on the
assumption that the tracer metabolites do not enter the tissue compartment. In light
of these potential complications, investigation of the peripheral tracer metabolism
is an important step in the development and characterization of new tracers.
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1.5.2

Multi-compartmental Models

In PET imaging studies that probe tracer biding to available receptors/transporters
(which under most conditions can be assumed to be proportional to density of
available receptors/transporters), one-compartmental models may not accurately
describe the tracer kinetics. Once a radioligand enters the tissue, it can be in at
least two states: free and bound to the target receptors. Therefore, at least a
two-compartmental model is, in principle, necessary to adequately describe the system. Three-compartmental models are sometimes employed to further discriminate
between the various states of the tracer.
The block diagram of a three-compartmental model with reversible binding is
shown in Fig. 1.13B. Tracer molecules delivered by the blood plasma (input function
B) enter the free unbound state (compartment F ) when they first cross into the
tissue. From the free state, the tracer may become reversibly bound to the target
receptors. This is referred to as specific binding (compartment S). The free tracer
molecules may also become non-specifically bound (compartment N ) to binding sites
that do not contain the target receptors. There is a competition for the binding sites
between the tracer molecules and the endogenous ligand in the specific compartment,
but not in the non-specific compartment. For example,

11 C-RAC

(dopamine D2

receptor antagonist) competes for the binding sites with endogenous extra-cellular
dopamine. Thus, the amount of dopamine a↵ects the concentration of

11 C-RAC

in

the specific binding compartment only.
The considered three-compartmental model is described by the following system
of di↵erential equations:
dF
= K1 B
dt

(k2 + k3 )F + k4 S

k5 F + k6 N

(1.44)

dS
= k3 F
dt

k4 S

(1.45)

dN
= k5 F
dt

k6 N

(1.46)

where the kj ’s are the rate constants (as shown in Fig. 1.13B), B is the arterial input
function, F , S and N are the activity (tracer) concentrations in the free, specific
and non-specific compartments, respectively. The time dependencies of B, F , S and
N are omitted for notational simplicity. The decay rates are not included in the
equations, as it is assumed that the activity concentration measurements are decay51
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corrected. The rate constants can be estimated by iteratively solving the system,
using the input function and the image-derived TAC as the inputs. The TAC is
assumed to represent the sum of activity in the F , S and N compartments.
A two-compartmental model is often used when the exchange rate between the
free and non-specific compartment is much faster compared to the specific compartment. Essentially, the compartments F and N are assumed to be in a constant equilibrium, and constitute a singe pool for receptor binding. For the two-compartmental
model, the system of di↵erential equations simplifies to:
dF
= K1 B
dt

(k2 + k3 )F + k4 S

dS
= k3 F
dt

k4 S

(1.47)
(1.48)

Often the aim of modeling is to estimate the constant k3 that quantifies the radioligand binding rate, and constant k4 that quantifies the rate of dissociation.
The diagnostic value of the constants is that they reflect the density of the target
receptors/transporters which may become a↵ected by disease. A metric of radioligand binding that combines both constants in the non-displaceable binding potential
BPN D , defined as
BPN D =

k3
k4

(1.49)

The BPN D quantifies the propensity of the tracer molecules to bind at the target
sites, and is often used as the primary parameter that relates the imaging outcomes
to the underlying physiology. As follows from Eq. 1.49, it equals to the ratio of
specifically bound radioligand to (free + non-specific) nondisplaceable radioligand
in tissue. The change in BPN D may reflect the change in the receptor density or
in the amount of the endogenous ligand. Thus, the BPN D is often computed for
di↵erent brain regions in di↵erent subjects groups, and compared before and after
intervention. There are several definitions of binding potential that have di↵erent
meaning [48]. In the adopted nomenclature, binding potential BP without subscript
refers to the “true” in vitro measurement of the ratio
BP =

Bmax
KD

(1.50)

where Bmax is the total concentration of receptors in a sample of tissue, and KD is
the radioligand dissociation constant at equilibrium.
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1.5.3

Reference Tissue Methods

Compartmental models rely on the knowledge of the input function. In practice,
the input function measurement by arterial blood sampling may be confounded
by several factors. First, blood sampling requires the availability of medical sta↵
and equipment to run the blood assays. Second, invasive procedures reduce patient
comfort and are difficult to perform with uncooperative subjects (or awake animals).
Third, some degree of discrepancy between the measured and true input functions
is always expected, as discussed above. Thus, there is interest in the development
of methods that avoid blood sampling.
Many of the currently used methods to estimate the rate constants are based on
the reference tissue model (RTM). The RTM is built on the assumption that the
blood flow and the distribution volume of the non-specifically bound compartment
is similar between the receptor-rich target region and a reference region, where the
concentration of receptors is assumed to be marginal. Under this assumption, a
simple one-compartment model should adequately describe tracer kinetics in the
reference region. When written for the reference region, Eq. 1.41 becomes:
dFR
= K1R B
dt

k2R FR

(1.51)

where FR is the activity (tracer) concentration in the free (tissue) compartment of
the reference region, B is the input function assumed to be the same in the reference
and target regions, and K1R , k2R are the reference region’s rate constants. From this
equation, the input function can be expressed as
1
B= R
K1

✓

dFR
+ k2R FR
dt

◆

(1.52)

and substituted in the di↵erential equations of the target region’s compartmental
model. This approach was proposed by Cunningham et al [49]. For example, consider the two-compartmental model given by Eqs. 1.47 and 1.48. Substitution of B
from Eq. 1.52 yields
dF
K1
= R
dt
K1

✓

dFR
+ k2R FR
dt
dS
= k3 F
dt

◆

(k2 + k3 )F + k4 S

k4 S

(1.53)

(1.54)
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A constraint is placed on the system that the distribution volumes are equal in
the reference and target regions, i.e. K1R /k2R = K1 /k2 . After directly computing
the values of dFR /dt from the reference region’s TAC, the system can be solved
iteratively to obtain the values of K1 /K1R , k2 , k3 and k4 . The value of BPND
is computed as BPN D = k3 /k4 . The described approach was used for

11 C-RAC

imaging in rats [50] and humans [51].
When choosing the reference region for RTM-based analysis, care must be taken
to not violate the underlying assumptions. Equation 1.52 is not applicable to the
reference region if the receptor concentration levels in the region are non-negligible
(i.e. a degree of specific binding is present). Although the density of receptors
may be small compared to the target region, this may nevertheless introduce bias
in the estimates of the rate constants. Modifications have been proposed to the
RTM [49] that take into account specific tracer binding in the reference region. If
the rate constants k3 and k4 are large compared to k2 , the non-specific and specific
compartments are combined into a single compartment, and the resulting model is
called the simplified reference tissue model [51, 52]. The simplified RTM estimates
three parameters: R1 , k2 and BPND , where R1 = K1 /K1R .

1.5.4

Logan Method of Parameter Estimation

With new tracers that have not undergone a thorough characterization, it may be
hard to choose the appropriate number of compartments for modeling. The acquired
TACs are typically too noisy to determine the appropriate model from the data. For
example, with radioligands labeled with 11 C, the telltale characteristics of the TACs
indicative of reversible or non-reversible binding may only manifest themselves after
several isotope half-lives, when the level of statistical noise become substantial.
Logan et al. [53] proposed a method that does not require a specific compartmental
model to estimate the distribution volume and other kinetic parameters, applicable
to tracers that undergo reversible binding.
Without the loss of generality, the Logan method can be derived using an example of a two-compartmental model governed by di↵erential equations 1.47 and 1.48.
The equations can be written in the vector-matrix notation:
~
dA(t)
~ + QB(t)
~
= KA(t)
dt

(1.55)
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~
~ =
where A(t)
= [F (t), S(t)]T is the column-vector of compartmental TACs, Q
[K1 , 0]T , and K is the matrix of inter-compartment rate constants:
K=

"

(k2 + k3 )

k4

k3

k4

#

(1.56)

Multiplying Eq. 1.55 by the inverse of K and integrating from 0 to T yields
ZT

~
A(t)dt
=

K

1~

Q

0

ZT

B(t)dt + K

1

~ )
A(T

(1.57)

0

This is a vector equation where rows correspond to di↵erent compartments. Measured from the images TAC represents the sum of activities from all compartments,
denoted as M (t). Using a column-vector of all ones ~⌫ = [1, 1]T , M (t) can be ex~ To add the rows of Eq. 1.57, the left and right
pressed as the product M (t) = ~⌫ T A.
sides of the equation can be multiplied by ~⌫ :
ZT

M (t)dt =

T

~⌫ K

0

1~

Q

ZT

B(t)dt + ~⌫ T K

1

~ )
A(T

(1.58)

0

This equation can be expressed as a linear relationship:
RT

M (t)dt

0

where a =

~⌫ T K

1Q
~

M (T )

=a

RT

B(t)dt

0

M (T )

+b

(1.59)

is the slope coefficient, and b is the o↵set that is irrelevant for

further consideration. The coefficient a is equal to the DV. For a two-compartmental
model, the explicit expression for DV in terms of the rate constants is
K1
a = DV =
k2

✓

k3
1+
k4

◆

=

K1
(1 + BPN D )
k2

(1.60)

Although a two-compartmental example was used to derive Eq. 1.59, it can be
used in a compartment-independent manner. The terms in Eq. 1.59 represent
measurements that can be obtained from the image-derived TAC and the input
function. The ratio on the left side is plotted against the ratio on the right side, and
a linear region in the plot is identified. The slope of the graph measured from the
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linear region equals to the DV of the tracer. In Logan-based analysis that is based
on the input function, the DV takes the role of principal biology-related metric.
Similarly to compartmental models, it is possible to use the reference region
model in Logan-based analysis. In fact, inclusion of the reference region allows to
estimate the value of BPND , under certain assumptions (discussed below). Substitution of Eq. 1.52 into Eq. 1.59 yields
RT

M (t)dt

0

M (T )

DV
=
DVR

RT

FR (t)dt +

0

FR (T )
k2R

M (T )

+b

(1.61)

where DVR = K1R /k2R is the distribution volume of the reference region. The distribution volume ratio (DVR) is the ratio of the distribution volumes of the target
and reference regions:
DV R =

DV
=
DVR

K1
k2

⇣

1+
K1R
k2R

k3
k4

⌘

(1.62)

An assumption is made that the ratios of the constants K1 and k2 are equal in the
target and reference regions. The expression for DVR simplifies to
DV R = 1 +

k3
= 1 + BPN D
k4

(1.63)

Therefore, by measuring the slope in Eq. 1.61 one can obtain the estimates of DVR
and BPND . Note that in order to compute the slope directly a prior estimate of the
k2R is required. However, if Eq. 1.61 is written in the form
RT

M (t)dt

0

and the term
DV
K1R

FR (T )
M (T )

M (T )

= DV R

RT

FR (t)dt

0

M (T )

+

DV FR (T )
+b
K1R M (T )

(1.64)

is treated as a separate variable, the DVR and the coefficient

can be estimated using multivariate regression. Due to the simplicity of the

RTM-based Logan analysis, it is widely adopted in brain PET imaging studies.

1.5.5

Parametric Images

Compartmental modeling and Logan methods can be applied on the regional or
on the voxel level (Fig. 1.14A). In the former case, an ROI is defined in dynamic
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images, and a single regional TAC is computed — the mean activity concentration
in the region versus time. In the latter case, the TACs of individual voxels are
used to estimate the rate constants for every voxel in the image. The resulting
images (maps) of kinetic parameters (DV, k2 , BPND ) are called “parametric” images
(Fig. 1.14B). The TACs for individual voxels are noisier than ROI TACs, since the
latter are obtained from averaging the values of multiple voxels. This may lead to
excessive noise in the kinetic parameters on the voxel level, especially if the KMs
are over-fit to the noise in the TACs. To reduce noise, the dynamic images may
be smoothed temporally or spatially prior to the parametric processing, or stronger
regularization is applied when fitting the model to the data (Fig. 1.15). This can be
mediated by computing the mean values of kinetic parameters in the ROIs defined
over parametric images. The advantage that parametric images have over ROIbased KM is that they reveal the spatial distribution of the biological parameters
of interest.

1.6

Contributions of This Thesis

This thesis addresses two aspects of PET imaging: correction of the acquired images
for deformable motion, and image analysis in the clinical context.
The first part of the thesis (Chapters 2, 3, 4) focuses on the development and validation of novel PET image reconstruction and motion correction techniques that
can be used to perform quantitative imaging of unanesthetized, unrestrained rodents. Brain PET imaging of small animals has proven to be invaluable in medical
research. Pre-clinical imaging can enhance our understanding of various physiological processes in-vivo, and frequently serves as an important step before human
studies. For example, small animal models are routinely used in the studies of
Parkinsons and Alzheimers diseases [54, 55]. The traditional use of anesthesia in
preclinical neuroimaging may introduce bias in the in-vivo studies of the normal and
disease-a↵ected brain physiology [56–61]. On the other hand, the use of full or partial restraints may introduce stress-induced change in the behavior, and may limit
the types of the studies that can be conducted. Imaging of completely unrestrained
rodents could alleviate these issues, however there exists a lack of image reconstruction methods and phantoms capable of handling complex (deformable, non-cyclic)
rodent motion that this work attempts to address.
Chapter 2 contains a short review of motion tracking and motion correction
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Figure 1.14: A. TACs of 11 C-DTBZ obtained from a single voxel and from an
ROI (size 7⇥7⇥7 voxels) defined around the same voxel. The graphs on the left
were obtained from the target region (striatum), and the graphs on the right were
obtained from the reference region (occipital cortex). B. Examples of parametric
BPND and k2 images of a Parkinson’s disease subject computed using an RTM
(occipital cortex).
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Figure 1.15: Examples of activity and parametric BPND images of 11 C-DTBZ;
a – image averaged over 5 frames with the combined duration of 30 minutes; b –
parametric image showing speckle noise; c – parametric image computed using a
greater degree of regularization when fitting the TACs; d – parametric image computed from temporally-smoothed TACs.
methods in PET. The connection between PET image reconstruction methods and
motion correction techniques is discussed. The e↵ect of anesthesia on the brain
physiology is reviewed, along with the previous approaches to motion correction in
awake rodent imaging. Aims of study are formulated in the context of previous
work.
In Chapter 3, a novel approach to iterative image reconstruction with correction
for deformable motion is proposed, wherein unorganized point clouds are used to
model the imaged objects in the image space, and motion is modeled explicitly by
using time-dependent point coordinates. The image function is represented using
constant basis functions with finite support determined by the boundaries of the
Voronoi cells in the point cloud. The quantitative accuracy and stability of the
proposed approach is tested by reconstructing noise-free and noisy projection data
from digital and physical phantoms. The point-cloud based MLEM and one-pass
list-mode OSEM algorithms are validated. The results demonstrate that images
reconstructed using the proposed method are quantitatively stable, with noise and
convergence properties comparable to image reconstruction based on the use of
rectangular and radially-symmetric basis functions.
In Chapter 4, a novel method is developed to construct a digital phantom of
a freely-moving mouse. The pattern and kinematic parameters of motion of a live
mouse confined to a small chamber are recorded using depth-sensing cameras. The
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mouse phantom is constructed in a reference configuration as a volumetric point
cloud, and motion is simulated using an animation rig that includes skeletal and
harmonic coordinate-based deformation modifiers. The observed motion is approximately reproduced in the phantom, and the di↵erences between the observed and
simulated motion are analyzed. To generate simulated coincidence data, the phantom is voxelized and used in a Monte-Carlo gamma emission simulation. The phantom and the motion correction method proposed in Chapter 3 are validated by
reconstructing motion-corrected images from the simulated list-mode data. Potential future applications of the phantom and the image reconstruction method are
discussed.
In the second part of the thesis (Chapters 5, 6, 7, 8), novel approaches to the
analysis of high-resolution brain PET images are explored. PET images related
to neurodegeneration are most often quantified using KM and mean voxel values
computed within an ROI. However, KM may not always be feasible as it requires
prolonged scanning and knowledge of the input function. Additionally, the mean
operator may not be able capture the disease-related spatial information from the
images. In contrast, this work considers previously unexplored KM-independent
shape- and texture-based image metrics, computed from high-resolution PET images. These metrics are investigated in terms of their ability to convey useful information on the state of neurological disease. The analysis is based on images derived
from an ongoing Parkinsons disease (PD) study, with co-registered MRI and PET
images, the latter obtained with dopaminergic tracers which are predominantly concentrated in the striatum.
Chapter 5 provides a brief review of tracers and image analysis methods previously employed in brain PET studies, and considers their limitations. A list of
promising shape- and texture-based image metrics is compiled that have not been
thoroughly explored in brain PET.
In Chapter 6, metrics that characterize the geometrical shape of the functionally
active (spared by the disease) regions are investigated. The study is performed using
data from PD subjects imaged with

11 C-dihydrotetrabenazine

and

11 C-raclopride.

A novel approach is employed to generate a variety of regions from the combined
PET data and MRI segmentations. Univariate and bivariate regression analysis
is performed between the clinical measures of the disease and the shape metrics
computed from the PET-MRI regions. The correlation coefficients are compared
between di↵erent metrics, brain structures, and tracers.
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Chapter 7 focuses on metrics that characterize image texture. Regression and
discrimination analysis is performed between several texture metrics and clinical
disease severity. Various parameters of the texture characterization are explored —
such as the distance and direction along which the metrics are computed, and the
method of ROI definition. The e↵ect of these parameters on the correlation and
discrimination coefficients is examined.
In Chapter 8, the behavior of the texture metrics with disease progression is
analyzed. A spatio-temporal model of the dopaminergic function loss in PD subjects is established. The model is used to predict the metric dependence on disease
progression with zero natural variability between subjects, extended range of disease severities, and controlled image noise. Di↵erences between the predicted and
observed metric values are examined, and the influence of possible confounding factors is considered. The problem of metric selection in future PD imaging studies is
discussed.
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Chapter 2

PET Image Reconstruction with
Motion Correction
2.1

Overview of Motion Tracking and Compensation
in PET

Motion during the scan is encountered in many PET imaging scenarios. In brain
PET imaging [62], head motion encountered during the scan can be on the order
of a few centimeters [63] and thus can introduce a substantial level of blurring in
the reconstructed images. In thoracic PET [64], motion is primarily introduced by
the respiratory and cardiac cycles. During normal respiration, the amplitude of the
diaphragm movement is typically on the order of 15–20 mm [65]. Deep inspiration
may result in 7–13 cm diaphragm movement [66]. Motion of the diaphragm induces
various extents of translational and rotational movements in thoracic and abdominal
organs [67]: superior regions of the lungs move less compared to the inferior regions
[68]. In cardiac PET imaging [69], two components of the heart motion must be
considered. The first component is the nearly-rigid motion caused by respiration
[70]. The second component is the cardiac deformation and contraction associated
with the pumping action that includes shearing and radial thickening. The mean
displacement of a heart ventricle wall was measured [71] to be 11.2 mm at the base,
6.9 mm at the midpoint and 2.6 mm at the apex. The organs adjacent to the heart
also become impacted by the cardiac motion. For example, motion up to several
millimeters was observed in lung tumors located close to the heart [72].
Respiratory and cardiac motions degrade contrast of the regions with preferential tracer uptake, and additionally these regions may appear displaced compared
to their actual location in the body [73]. In oncological PET, these e↵ects may
significantly impact the accuracy of cancer diagnosis and staging [74]. Lesions may
be mislocalized and their size may be over-estimated due to the motion blur. For
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example, the mean displacement of lung tumors due to respiration was measured to
be ⇠0.9 cm in the inferosuperior, anteroposterior and mediolateral directions [75].

The loss of contrast may also result in the increased false negative rates of lesion
detection.
The problem of motion has become especially prominent with the appearance of
high-resolution tomographs. Early PET scanners had spatial resolution on the order
of 1 cm FWHM; thus, motion on a similar scale did not significantly degrade the image quality. The advancement of PET technology and the reduction of detector size
over the past decades resulted in modern PET scanners (such as the High-resolution
Research Tomograph, HRRT [76]) having resolution on the order of 2–4 mm. Modern state-of-the-art small animal scanners achieve sub-millimeter resolution. With
such resolutions, motions that could previously be ignored become a hindrance to
realizing the full diagnostic potential of the high-resolution PET imaging.
PET scans can last for tens of minutes, and it is often impossible to completely
eliminate body motion during this extended time period without the use of anesthesia or hard restraints that significantly reduce patient comfort and increase stress.
Anesthesia is not widely used in human imaging since it is fairly invasive and may
alter the tracer uptake (as elaborated in Section 2.4). The internal organ motion
(cardiac, respiratory) can not be eliminated in principle. Therefore, rather than
trying to eliminate motion, a more practical approach is to remove the e↵ect of
motion from the reconstructed images, i.e. to take motion into account before or
after image reconstruction.
A multitude of motion correction methods have been developed over the past
decades, and no single gold standard to perform motion correction exists. The
implementation of motion correction depends on the motion type, the format of
coincidence data provided by the scanner, and the availability of external motion
tracking hardware. In terms of the motion type, all motion correction methods
can be divided into two categories: rigid and non-rigid (deformable). Rigid motion
correction has been primarily used in brain imaging studies [77, 78]. Non-rigid
motion correction is primarily used in thoracic imaging. Motion correction methods
can be designed to operate either on the reconstructed image data, coincidence data,
or a combination of both. Each of the methods has its advantages, limitations, and
areas of applicability.
In the image-based methods, coincidence data are acquired over a set of shortduration frames, and data from each frame k = 1...K are reconstructed individually.
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The number of frames can be defined either prior to the scan, or it can be set
dynamically during or after the scan according to the motion tracking data (if
available). The reconstructed images of each frame Ak , will be misaligned due
to motion, and may be very noisy if only a small number of counts is acquired per
frame. To obtain a motion-corrected image, the images Ak are registered manually
or automatically to a common space and added. The registration parameters can
be derived from the motion data, or by matching the images to a common template.
Many di↵erent types of templates can be used. For example, the template could be
represented by one of the (high-statistics) frame images from the same scan, or by
MRI and CT images. The main strength of this technique is that it can be used for
rigid motion correction even when external motion tracking is not available. The
disadvantage is that it does not account for motion within the frames.
Event-based motion correction can be implemented when the coincidence data
are recorded in the time-stamped list-mode format, and when external motion tracking is available that can be synchronized with the list-mode data. Then, the motion
state of the scanned object is known at the time of the detection of each coincidence
event. In this case, motion can be taken into account by applying the inverse spatial
transformation to the LOR corresponding to each individual event in the list-mode
data. Event-based motion correction typically produces images with better image
quality compared to the image-based motion correction.
More detailed description of the motion correction methods requires their consideration in the application-specific manner. Development of motion tracking methods
was not part of this thesis work: a brief overview will be presented for the sake of
thoroughness as most of these methods could be used to provide motion data required as input to the newly developed motion correction approach.

2.2

Compensation for Head Motion in Brain PET
Imaging

In brain studies, dynamic PET imaging is very often performed to measure tracer
kinetics. Dynamic imaging entails the acquisition of multiple frames and tracer
kinetics often impose scan times that can be between 60 and 120 minutes long.
Some degree of head motion is likely to occur during that time, especially in subjects
su↵ering from movement disorders such as PD, even though some type of head
restrain is often used. For example, non-rigid head restraints that use molds and
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thermoplastics [79] are relatively common. Non-rigid restraints can achieve severalfold reduction of motion [80], but they do not completely eliminate it: translations
in the range between 5 to 20 mm and rotations from 1 to 4 degrees were observed,
depending on the type of the restraint and the duration of the scan. Therefore, even
when using head restraints, motion correction is required to obtain accurate images.
Motion of the head is treated as being rigid, determined by 3 translation and 3
rotation parameters, and the non-rigid movements of the face, jaw and neck are
neglected. The goal of motion correction is therefore to estimate the transformation
parameters and apply them to the acquired data in inverse.

2.2.1

Data-driven Rigid Motion Correction

In dynamic PET scans that consist of several frames, a relatively large head displacement may occur over the duration of the scan. However, individual frames are
acquired over time periods that are relatively short (1–5 min), and the intra-frame
motion may be considered to be relatively small compared to the inter-frame motion. When external motion tracking is not available, the inter-frame motion can
be corrected using image registration.
In the first step, images of individual frames are reconstructed. For the images
to be quantitatively accurate, one must account for the di↵erence in head positions
between the reconstructed emission frames and the µ-map. It is typically assumed
that the first few frames of the scan contain relatively little movement and maintain
a good alignment with the µ-map. Thus, the first frames are reconstructed with
attenuation correction and added to produce a reference, to which other frames
reconstructed at first without attenuation correction can be registered. After registration, the frames are forward-projected, multiplied by the AFs, and reconstructed
analytically or iteratively with attenuation correction.
While relatively straight-forward, the major limitation of this approach is the
fact that the intra-frame motion is not taken into account. In principle, frames can
be further sub-divided and registered to reduce the intra-frame motion; however,
the subdivision reduces the number of acquired counts per image, and automatic
image registration becomes unreliable due to excessive image noise. In addition, it
has been shown that images reconstructed from a relatively low number of counts
have a significant bias [81].
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2.2.2

External Tracking of Rigid Motion

Several methods have been employed to track the head motion externally during the
scans. One of the most popular methods is based on optically probing the position
of several markers attached to the head. Examples of such tracking devices include
3dMD (3dMD), AlignRT (VisionRT Ltd), and Polaris Spectra and Vicra Position
Sensors (NDI Ontario). Polaris Vicra is one of the most widely used systems for
PET imaging [82]. The system uses near-infrared light ( = 880 nm) to illuminate
and track the location of four reflective markers that are attached to a wearable
head cap. The system can be polled for the marker positions (returned as an ASCII
string) at a rate of 60 samples per second. The accuracy of the Polaris Vicra system
in tracking precisely known motions has been reported to have the root mean square
(RMS) error on the order of 0.25 mm [83]. Although the accuracy of marker-based
motion tracking is relatively high, it may have a weak point in the attachment of
markers to the head. For example, if an elastic cap is used, it may shift during the
scan. Additionally, there may be relative motion between the skin and the skull in
the scalp region. Therefore, several marker-free methods of motion tracking have
been developed.
One approach is based on tracking feature points in the images acquired from
multiple cameras. This method has been implemented to obtain motion-corrected
images from the HRRT [63]. Two cameras were set up to capture concurrent videos
of the subject’s head (face) from di↵erent directions. The image sequences in the
videos were synchronized with the acquisition of coincidence data. Scale-invariant
feature points [84] were identified in the images, near the nose, eyes or ears. The
head pose was estimated using stereo triangulation.
Several techniques developed recently performed head tracking using consumergrade depth-sensing cameras. Depth-sensing cameras measure distances to the objects that are in their FOV, by the means of structured light (SL) analysis or TOF
measurement. SL cameras consist of a light emitter and a receiver that are separated
by a known distance. The emitter projects a known light pattern (typically of nearinfrared wavelength) into the scene, and the distorted reflected light is captured
by the receiver. From the analysis of reflected light pattern, the topology of the
imaged object or surface can be reconstructed. One of the first consumer-oriented
SL cameras, called Kinect (Microsoft, PrimeSense, operating range > 0.5 mm), has
been used in PET to track head motion [85]. Accuracy of position and orientation
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measurement on the order of few millimeters/degrees was achieved. Multiple Kinect
sensors working simultaneously have been used for 3D tracking of the head during
radiotherapy [86]. Another group used a SL system that was custom-designed to
track the head inside a scanner’s gantry [87]. The authors reported that the accuracy of their system was similar to that of Polaris Vicra, with RMS errors of 0.09
degrees for 20-degree axial rotations and 0.24 mm for 25–mm translations. A second
iteration of the Kinect system (Kinect v.2, operating range 1050 cm) that uses the
TOF principle was evaluated for head motion tracking in PET/CT by Noonan et
al. [88]. The investigators were able to achieve <0.5 mm position accuracy and
0.2-degree RMS orientation accuracy.
In combined brain PET/MRI scanners, MRI data obtained simultaneously with
PET data can be used to measure motion. The two most commonly used techniques
are echo planar imaging and cloverleaf navigator sequences [89]. Echo planar imaging enables relatively fast (10–100 ms per slice) acquisition of a sequence of complete
volume images during the PET scan. The volumes can be rigidly co-registered to
the initial volume in the sequence, and the resulting motion estimates can be used
to correct the PET data. Cloverleaf navigators are a special type of MRI navigators
that resemble a cloverleaf in k-space [90], which makes them suitable for rigid motion estimation with full 6 degrees of freedom. In [89], authors obtained magnetic
resonance (MR) motion estimates from echo planar imaging and cloverleaf navigator
sequences every 3 s and 20 ms, respectively, and reported excellent delineation of
specific brain structures in motion-corrected PET images.

2.2.3

Rigid Motion Correction Using Motion Data

When motion tracking data are available, more accurate methods of motion correction can be implemented. One of the most common methods used with the scanners
that acquire coincidence data in a sinogram mode is based on using motion-triggered
acquisition frames [91, 92]. A scanner is interfaced with an external motion tracking
system that monitors the head movement in real time during a scan. Whenever the
head motion exceeds a pre-determined threshold, the motion tracking system sends
a trigger to the scanner, and the scanner begins coincidence data binning into a new
sinogram. A typical duration of the acquisition frames triggered in this way is on
the order of tens of seconds. During image reconstruction, sinograms corresponding
to di↵erent frames are rebinned in accordance with motion tracking data, added,
and reconstructed. The rebinning procedure may produce sinograms with missing
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values in the bins where the number of counts is expected to be non-zero. Therefore,
it may be necessary to perform re-projection of the data to estimate the counts in
the empty bins (similarly to 3DRP described in Section 1.4.1). Re-projection of
frames with low number of counts may increase the noise in the data, and introduce
a trade-o↵ between the accuracy of motion correction and the SNR. Using low motion threshold may result in the acquisition of high number of low-statistic frames
and a substantial increase of image noise.
With PET scanners that acquire and store data in the list-mode, event-based
rigid motion correction can be implemented, wherein the LORs corresponding to
individual coincidence events are geometrically re-adjusted to account for motion
that was recorded at the time of the event. Event-based motion correction is currently the state-of-the-art technique used in brain PET imaging [78, 93, 94]. During
a scan, list-mode coincidence data are acquired by a scanner, and the head motion
is recorded externally as a function of time by a motion tracking system. The listmode and motion data are synchronized using a common clock. After the scan, the
list-mode and motion data are transferred to a reconstruction computer, where the
rest of the processing can be carried out o↵-line.
From the motion data, the time-dependent rigid transformation Dk is computed
that describes the translation and rotation of the head at the time tk , relative
to a reference. A coincidence event recorded at the time tk along the LOR with
coordinates rk is corrected for motion by applying the inverse transformation Dk 1 :
rcorr
= D k 1 rk
k

(2.1)

where rcorr
are the (motion-corrected) coordinates of the LOR along which the coink
cidence event would have been detected had the motion not occurred. By processing
the entire list-mode file, one obtains motion-corrected coincidence data that can be
binned to produce a motion-corrected sinogram. Images are reconstructed using
analytic or iterative (sinogram, list-mode) methods.
One notes two issues that need be taken into account when using event-based
motion correction:
• Due to motion, events that would have been detected along one of the scanner’s available LORs may exit the camera without being detected. The LORs

corresponding to the missing events could either a) fall in the gaps between the
detectors, b) exceed the maximum allowed ring di↵erence for the detection, or
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c) be directed radially or axially out of the FOV of the scanner.
• After the inverse transformation of the LOR coordinates, the new coordinates
may correspond to a non-existing detector pair. Although such events could

be rejected, in some scanners the fraction of such events may be considerable
(up to 10% in the HRRT), and is desirable to use all detected events for image
reconstruction to increase image quality.
To take these aspects into account in the image reconstruction process, it is
not sufficient to only adjust the coordinates of the recorded coincidence events —
additional quantification corrections must be applied. These corrections were considered in detail in the work by Rahmim et al [94]. When performed correctly,
event-based motion correction can produce images where blurring due to motion is
virtually eliminated.
Direct experimental comparison of di↵erent motion correction methods is not
trivial because those methods are used on di↵erent scanners, and at di↵erent imaging centers. The quality of images from di↵erent scanners may be predominantly
determined by the physical characteristics of a particular scanner, rather than by
the motion correction technique. Monte-Carlo simulation of the coincidence data acquisition from a moving phantom can be employed to compare images produced by
di↵erent motion correction methods. In such studies, event-based motion correction
has been shown to produce the best match with ground-truth images [95, 96].
Although event-based motion correction is expected to provide the most accurate
correction for motion in most cases, it may not be particularly beneficial when
performed on a scanner with low spatial resolution. Depending on the diagnostic
task, simpler motion correction methods may also be adequate. For example, in
region-based analysis where the mean activity concentration is measured within a
large ROI, image-based motion correction may be sufficient if blurring due to the
motion is smaller than the size of the ROI. The mean value from the ROI is not
expected to change significantly in this case.

2.3

Deformable Respiratory and Cardiac Motion
Correction in Torso Imaging

Deformable motion correction is required in PET imaging of deforming objects and
organs, such as the lungs and heart. An important characteristic of the respiratory
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and cardiac motions is that they are cyclic, as opposed the motion of the head.
Therefore, the deformation configurations that the organs undergo can be represented by a series of repetitive motion phases, and PET coincidence data acquired
at di↵erent repetitions of the same phase can be combined together. The motion
phases that determine the grouping of coincidence data are termed “gates”. For
example, in cardiac imaging, the cardiac cycle is typically divided into 50- to 100millisecond gates, and the total acquisition time may last anywhere between 5 and
60 minutes [77]. In choosing the gates for coincidence data acquisition, care must
be taken to account for the fact that respiratory motion has hysteresis: the organs
follow di↵erent trajectories during inspiration and expiration. The binning of coincidence data into gates requires time-resolved data acquisition or interfacing of a
motion-tracking device with the scanner.
When the sinogram data is not gated, partial motion compensation may be
achieved by incorporating a model of the motion into the SM [97]. The expected
number of sinogram counts can be expressed as
E[Y] = PA

(2.2)

where Y = [y1 , y2 , . . . , yI ] is the vector of sinogram counts yi , A is the vector of
counts aj in the emission count image, and P is the SM. In scans with deformable
motion, the image A is time-dependent. Consider the separation of the entire scan
duration into t = 1, 2, . . . , T discrete time intervals of equal length. The total number
T
P
of acquired counts can then be represented as Y =
Yt , where Yt is the number
t=1

of counts acquired during the interval t. The expected total number of counts can
be re-written in terms of the interval counts:
" T
#
T
T
X
X
X
E[Y] = E
Yt =
E[Yt ] =
PAt
t=1

t=1

(2.3)

t=1

where At is the count image that corresponds to the interval t. Assuming that transformation Wt exists such that At = Wt A, where A is the sought-after count image
in reference configuration, the expected number of total counts can be represented
by the equation
E[Y] =

T
X
t=1

PWt A =

T
X
t=1

Pt

!

A = Pw A

(2.4)
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where Pt is the interval-specific SM, and Pw =

T
P

Pt is the time-weighted SM. The

t=1

SM Pw can be used in the expectation maximization algorithm to obtain the image
A from the non-gated coincidence data Y. Therefore, motion can be compensated
by using a SM that represents a linear combination of SMs computed for most frequently occurring object configurations. The time weights represent the fractions of
time that the object spends in the respective configurations. A method similar to
the one described was employed by Reyes et al. [98] for respiratory motion correction. A respiratory motion model was developed that could be fitted to individual
patients, and the fitted model was incorporated into the SM of the expectation maximization algorithm. The advantage of this approach is that it can be employed to
reconstruct non-gated coincidence data, and the entire dataset is used to reconstruct
a single motion-compensated image with relatively high SNR. However, even with
fitting of the model to the individual subjects, this method is unable to account for
variations in the motion pacing between di↵erent subjects and scans.
The majority of deformable motion correction methods developed to-date are
based on using gated coincidence data. The motion that occurs within the gates is
assumed to be small and is ignored in most methods. Typically, an external motiontracking device provides a signal that determines to which gate the coincidence data
should be binned. The most common methods of respiratory and cardiac motion
tracking are reviewed below.

2.3.1

Deformable Motion Tracking and Gating Techniques

A variety of techniques have been developed and tested to track respiratory and
cardiac motions. Due to a relative ubiquity of full-body PET scanners used in the
clinic, the number of techniques that are being used is relatively large. However,
most of the techniques operate based on similar physical principles (mechanical,
optical, electromagnetic). As opposed to rigid motion where the goal is to obtain
6 parameters that completely describe position and orientation, respiratory and
cardiac motion cycles are most commonly tracked by measuring a single parameter
that describes the phase of motion at any given time. The goal of respiratory
gating is to obtain the time course of internal organ motion that occurs due to
the lung volume change and the motion of the diaphragm. Tracking the movement
of internal organs is typically not feasible without the use of markers that require
surgical implantation [97]. Most methods used in practice are non-invasive, and
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are based on the observation that internal organ motion is strongly correlated with
the external motion of the body. Thus, an external device attached to the chest or
abdomen often act as a surrogate for internal motion. Signals from such devices are
acquired during the scan, and are synchronized with the coincidence data acquisition
in real time or post-acquisition.
Some of the devices that have been utilized for respiratory motion tracking
include:
• An elastic belt placed around the torso of the patient and coupled to a pressure
sensor [68].

• A set of reflective markers placed on the top of the subject’s thorax, and a
camera that optically tracks their position during the scan [99].

• A depth-sensing SL camera that tracks the motion of the chest in 3D without
the use of reflective markers [100].

• A spirometry device that measures the volume of air moved during respiration
[101].

• Noninvasive miniature accelerometers that measure the acceleration of several
points on the chest wall [102].

It has also been demonstrated that it is possible to use time-resolved coincidence
data for motion tracking and gating. Such methods are referred to as data-driven
gating. In one approach [103], a series of short duration (100 ms) sinograms was
generated from list-mode coincidence data, and the respiratory signal was derived
from the sum of selected bins in the sinogram space. The bins were selected by
the means of spectral analysis. The motion tracking data obtained this way was
well-correlated with the data obtained using optical tracking.
Simultaneous PET/MRI acquisition can be leveraged for respiratory motion
tracking. For example, navigator pulses can be used to track motion along a particular direction, e.g. to track the infero-superior motion of the diaphragm, and the
appropriate PET gate is determined from the diaphragm position. One-dimensional
MR navigators only require processing of a single line of k-space passing through the
origin, and the entire excitation-readout sequence only requires time on the order
of milliseconds [104]. In addition to motion tracking, MRI can be used to derive
motion fields, which can be used in PET image reconstruction [105].
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Motion of the heart is more complex and can be decomposed into three components: a) cardiac motion, i.e. movement of the heart muscle that produces the
pumping action, b) rigid motion of the heart caused by respiration, and c) motion
caused by patient movement. In cardiac PET imaging, both rigid and deformable
components of the heart motion must be taken into account in order to obtain
accurate images. The rigid component of the heart motion is approximately linearly correlated with the movement of the diaphragm due to respiration. Therefore,
dual respiratory-cardiac gating is typically performed in cardiac PET imaging, with
di↵erent sensors tracking respiratory and cardiac motions [106, 107].
Cardiac motion cycles are most often tracked using electrocardiography (ECG)
measurement devices. The R wave in the ECG readings is typically used as the reference gating signal, since it has the greatest amplitude: the time intervals between
every two sequential R waves are divided into di↵erent gates (usually between 4 and
8 gates are used). As an alternative to ECG, it has been shown that myocardial
movements can also be detected using accelerometers (implemented as microelectromechanical sensors) attached to the patient’s sternum [102]. In simultaneous
PET/MRI scanners, MR tagging can be used to measure the deformation of the
heart and to track the cardiac motion for coincidence data gating [108].
Depending on how the signal from a motion-tracking device is used, respiratory
and cardiac gating methods can be generally categorized as time-based or amplitudebased. In time-based gating, there is a trigger that works at the pre-determined
phases of motion (e.g. at the extrema of the signal). The time periods between
the triggers are divided into a pre-defined number of intervals that may have the
same or variable duration [109]. The coincidence data obtained during di↵erent
intervals are binned into di↵erent gates. In amplitude-based gating, the range of
the motion tracking signal is divided into di↵erent sub-ranges that correspond to
di↵erent gates. The coincidence data are binned according to the sub-range where
the motion tracking signal was measured at any given time. The sub-ranges may
be set to have equal or variable length. The advantage of this method is that
it is more sensitive to the pace variations in the respiratory and cardiac cycles.
The disadvantage, however, is that di↵erent gates may contain di↵erent number of
counts.
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2.3.2

Deformable Motion Correction of Gated Coincidence Data

To reconstruct motion-corrected images from gated coincidence data, a variety of
methods have been proposed. They can be divided into three types:
1. independent reconstruction of individual gates followed by their co-registration;
2. reconstruction that incorporates motion and deformation data in the algorithm;
3. simultaneous image reconstruction and motion estimation.
To clarify the terminology, motion tracking shall refer to the acquisition of the gating
signal, and motion estimation shall refer to the computation of the rigid motion and
deformation parameters.
The first type represents the simplest and most straightforward approach, similar to using multiple acquisition frames in rigid motion correction. Each gate is
reconstructed individually, analytically or iteratively, without using the coincidence
data from the other gates. Let Yg represent the coincidence data that corresponds
to the gate number g = 1, 2, . . . , G, where G is the number of gates. The combined
G
P
data from the entire scan is represented by the sum Y =
Yg . The MLEM image
g=1

update equation for the reconstruction of individual gate images has the following
form:
Am+1
=
g

Am
Yg
g
PT
S
PAm
g

(2.5)

where Am
g is the m-th iteration of the activity image that corresponds to the gate
number g, Yg is the gate coincidence data, P is the SM (same for all gates), and
S is the sensitivity vector (same for all gates). After the reconstruction, the SNR
can be improved by registering (warping) all images Ag to the space of a reference
gate, and computing the average image.
Alternatively, the transformation parameters can be estimated from acquiring
and co-registering MRI or CT images that correspond to di↵erent gates. Although
independent reconstruction and co-registration of the gate images can eliminate most
of the motion blur, the disadvantage of using this method is that only a fraction of
the acquired data is used to reconstruct each gate.
In the second type of methods, the deformation estimates are used in the iterative
reconstruction process by incorporating the estimated transformations between the
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gates into the SM of the MLEM algorithm [110, 111]. Transformation matrices Wg
are obtained from the MRI, CT or PET data (preliminary reconstruction), such
that Ag = Wg Aref . Here Aref represents a reference gate. The expected number
of counts for gate g can be expressed as
E[Yg ] = PAg = PWg Aref = Pg Aref

(2.6)

where Ag is the image of the gate g, P is the SM that does not incorporate motion,
and Pg = P0 Wg is the SM that incorporates object deformation relative to the
reference. In this representation, the MLEM image update equation can be written
as
Am+1
ref =

G
X1
Am
ref

S

g=0

PTg

Yg
Pg A m
ref

(2.7)

where the image correction factors are now computed over the coincidence data
for all gates. Thus, all the coincidence data are used to reconstruct the image
of the reference gate Aref (as opposed to the method given by Eq. 2.5). It was
demonstrated [112] theoretically and experimentally that by incorporating motion
estimates in the iterative image reconstruction, images with better quality can be
obtained compared to the method of post-reconstruction warping and averaging.
Although the described methods of non-rigid motion correction were found to
provide acceptable images for most imaging purposes, they have the following limitations:
• Intra-gate motion is not taken into account;
• Computing the SM Pg = PWg is demanding.
In high-resolution scanners that have hundreds of millions of possible LORs, the
full SM P is typically too large to be stored and must to be computed on the fly
as the list-mode data are processed. Similarly, the matrix of the transformation
Wg is to large to be stored in full, and instead parts of it are computed on the fly
from a smaller number of deformation parameters. Thus, image reconstruction may
require significant computational resources. When the number of gates is small and
the coincidence data are binned into a low-resolution sinogram, the forward and
back-projection factors can be pre-computed to reduce the reconstruction time. As
a trade-o↵, the full temporal and spatial resolution of the system are not preserved.
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Nevertheless, gate-based motion correction has become standard in full-body commercial PET scanners.
One of the alternative methods of deformable motion correction is based on
image reconstruction using triangular and tetrahedral meshes defined on (organized)
point clouds (a set of points defined in R2 or R3 ) [113–117]. In this case the
SM is computed by projecting the mesh elements onto the detector planes, and
motion correction is performed by adjusting the mesh node coordinates according
to motion. This approach eliminates the need to compute the image transformation
matrices, enables motion interpolation, and, in principle, enables the coupling of
image reconstruction with physics-based estimation of internal and external organ
deformations, based on the finite element method and other similar techniques [118,
119].
In the third type of methods, the parameters that define the transformation
between the gates are considered unknown, on the same footing with the unknown
activity images. A single model for Poisson-distributed gated measurements is constructed that includes the unknown activity values as well as the transformation
parameters [120]. Both unknowns are estimated jointly from the complete coincidence data by maximizing the log-likelihood of the combined model. Alternatively,
the image likelihood term and the motion matching energy term can be separated.
Compared to the separate estimation of motion followed by image reconstruction,
this approach reduces motion blur, increases the SNR and improves the accuracy of
the estimated motion [121].

2.4

Awake Animal Imaging Techniques

In contrast to human studies where subjects cooperate to reduce motion during the
scans, in small animal imaging anesthesia is generally used to eliminate motion. Numerous studies have shown that anesthetic agents influence functional aspects of the
brain that may be also implicated in neurological diseases under study. The use of
anesthesia may therefore significantly confound imaging outcomes by unpredictably
a↵ecting global and regional tracer uptake.
In small animal imaging, it has been shown that the e↵ect of anesthesia on
blood flow, metabolism and dopaminergic function varied between di↵erent tracers and species. For example, common anesthetics such as isoflurane and propofol
were found to increase the clearance of a monoaminergic tracer (dopamine recep76
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tor antagonist) in Gottingen minipigs (implying increased blood flow), but not in
primates [58]. In rhesus monkeys, isoflurane has been shown to cause trafficking
of the dopamine transporter protein into the cell, and thereby increase extracellular dopamine concentration [59]. In rats, the use of isoflurane was associated with
a significant (up to 22%) reduction in the DVR of

18 F-fallypride,

a tracer with

high D2/D3 dopamine receptor affinity [122]. Pentobarbital-induced anesthesia decreased the striatal BPND of D1 dopamine receptor by 41% [123]. On the contrary,
chloral hydrate and ketamine anesthesias significantly increased the striatal BPND
of D1 by 36% and 46%, respectively. Cerebral blood flow in rats evaluated using
spin-labeled MRI was also a↵ected di↵erently by di↵erent anesthetics: the blood
flow was reduced heterogeneously with isoflurane and homogeneously with fentanyl
[57]. Glucose metabolism under anesthesia was examined in rats using PET imaging and autoradiograhpy by Matsumura et al. [60], and was found to be reduced
compared to the conscious state, similar to the results obtained in human imaging.
Di↵erent types of anesthesias that are used in small animal PET, SPECT, CT and
MRI studies and their e↵ects on the physiology were reviewed by Hildebrandt and
Weber [61].
Common use of anesthesia in small animal imaging, but not in human imaging,
impedes direct translation and cross-interpretation of results between pre-clinical
and clinical studies. Even when using common anesthetic, functional alterations
caused by it in humans and small animals may be di↵erent. In addition, the necessity to immobilize animals imposes limitations on the types of studies that can
be conducted. For example, it makes it impossible to investigate neurophysiological
and conscious behavioral responses to external stimuli. Therefore, there exists a
considerable e↵ort to develop methods of awake animal imaging that avoid motion
blur, with primary focus on rats and mice.
The most straightforward method is based on using stereotaxic devices that fully
restrain the head and body of the animals [124]. Such devices are often invasive,
and require surgery for the implantation of foreign mechanical parts into the skull.
After surgery, conditioning of the animals was required that lasted on the order of
weeks [123] to make them sufficiently accustomed to the restraints.
In a di↵erent approach that allowed animal movement, a miniature wearable
ring of detectors called “RatCAP” was developed [125]. The ring was surgically
attached to a rat’s skull and supported by counterweights, which allowed the rat to
move relatively freely during the scans. A period of acclimatization was required
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after the surgery to reduce the stress levels and to make the animals accustomed
to RatCAP. The system was used to demonstrate that rat brains contained more
dopamine in the anesthetized state compared to the conscious state [126]. It was
also shown that more active rats had lower levels of extracellular dopamine.
The methodological and ethical difficulties associated with surgery are avoided
in methods where the motion of animal’s head is tracked during PET or SPECT
scans, followed by rigid motion correction in the reconstruction process [127]. The
animal is placed inside a tube or burrow at the center of the FOV that allows for
moderate amount of motion. The motion is measured by external cameras that
track the position of either a single marker [128, 129] or multiple infrared markers
[130] attached to the head. Reliance on markers increases the probability of failed
experiments due to accidental detachment, requires animal training, and restricts
the range of animal motion [131]. Therefore, marker-free head tracking has been
explored [131] [132] that substantially simplifies the imaging protocol. The head
motion is recorded on video from multiple viewpoints, and feature-based landmark
points (such as the SIFT [84]) are detected in the images. Under the assumption
that the head motion is rigid, the orientation and position of the head can be derived
from the corresponding landmarks between di↵erent viewpoints. For example, this
can be done using random sample consensus (RANSAC [133]) under perspective
transform.
Surgical procedures, placing animals in a burrow, and attaching head markers
produce elevated levels of stress in animals. Persistent increase in stress can induce
undesirable alterations in the behavior and neurophysiology that can in turn a↵ect
imaging results, especially in longitudinal studies. Experimentally, the amount of
stress experienced by an animal at di↵erent stages of imaging (pre-operative, postoperative, during scans, etc.) can be evaluated by measuring the concentration of
epinephrine and corticosterone in the blood. It has been shown that restraints and
injections increase the amount of corticosterone in rats, accompanied by the increase
in glucose and heart rates that may lead to hyperthermia [134]. Mizuma et al. [124]
reported that surgical immobilization of animals increased the corticosterone levels
up to 4 times on the day after the procedure. Increased levels of corticosterone
(2-fold above baseline) persisted up to several days. Similarly, with RatCAP the
amount of corticosterone increased 4 times after the detector attachment [126] (compared to the baseline). In surgery-free SPECT imaging of mice, a 3-fold increase in
corticosterone was measured one hour after placing the animals in a burrow [130].
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Open-chamber imaging designs may substantially reduce the animal stress and
o↵er the greatest flexibility of behavioral studies that can be conducted. They also
require the least amount of animal training prior to the experiment. The idea is
to allow the animal move freely inside a small chamber placed inside a scanner,
and to use motion tracking and correction to eliminate motion blur. This method
requires the use of elaborate motion tracking setups that consist of multiple cameras.
Although no such imaging system has been developed and validated to-date, initial
attempts in designing such a system have been reported. Zhou et al. [135, 136] are
designing a robotic platform that can adjust the position of a transparent chamber
inside the gantry of a PET scanner. Using real-time optical motion tracking of
the rodent placed inside the chamber, the platform attempts to maintain consistent
location and orientation of the rodent’s head. In another study, the quad-HIDAC
PET camera [137] was used to scan mice moving freely inside an open chamber
[138]. The authors proposed to estimate the internal organ motion using short-time
reconstruction and mass-preserving registration of motionless periods.
Imaging of freely-moving rodents require more sophisticated motion correction
methods than rigid motion correction. One must account for the fact that the
detected gamma particles may emanate from the head as well as from the body.
The distributions of activity and gamma-attenuating material during the scans may
change non-rigidly, as the animal’s torso deforms or when the animal moves its head
relative to the body. The torso positioned between the head and the detectors may
cause substantial gamma attenuation. Initial attempts to account for deformable
animal motion in the image reconstruction process have been recently reported [139].
The authors proposed to discard those coincidence events that were detected when
the trunk imposed a substantial footprint on the LORs that intersected the head.
The limitation of this method is that it may lead to substantially lower number of
detected coincidence events, worsening the image quality. In addition, this kind of
approach is only suitable for neuroimaging studies.

2.5

Study Objectives

Imaging of freely-moving rodents requires a motion correction method that can account for complex motion with rigid and deformable components. The traditional
methods of deformable motion correction, based on the use of gates and image registration [65, 73, 121, 140], are well-suited for cyclic motion types, since in these cases
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only a relatively small number of gates is required to achieve acceptable image quality. However, with non-cyclic deformable motion that is expected in unrestrained
animal imaging, these methods appear impractical due to a very large number of
required gates.
The goal of the first part of this work (Chapters 3 and 4) was to develop an
iterative image reconstruction method that can incorporate efficient correction for
non-cyclic rigid and deformable motion, and use the advantage of high temporal
resolution o↵ered by list-mode reconstruction. A novel approach to iterative image
reconstruction is proposed, wherein unorganized point clouds are used to model the
imaged objects in the image space, and motion is modeled explicitly by using timedependent point coordinates. The image function is represented using constant basis
functions with finite support determined by the boundaries of the Voronoi cells in
the point cloud. The quantitative accuracy and stability of the proposed method
is validated by reconstructing noise-free and noisy projection data from digital and
physical phantoms (Chapter 3). The applicability of the method to scans with
realistic rodent motion is validated using a developed digital phantom of a freelymoving mouse (Chapter 4). The point-cloud based MLEM and one-pass list-mode
OSEM algorithms are explored. Exploration of motion tracking methods was not
part of this work; the motion correction method is expected to work with several of
the existing motion-tracking methods, as discussed in the next chapters.
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Chapter 3

PET Image Reconstruction with
Motion Correction using
Unorganized Point Clouds
3.1

Introduction

Gate-based deformable motion correction methods are poorly suited for non-cyclic
motion types that are expected to be encountered in the imaging of freely-moving
rodents. Alternative approaches that are based on using meshes [113, 114] are also
inherently limited in that the mesh elements may become non-physical, overlapping,
or otherwise inconsistent with the imaging system model (due to the local e↵ects)
during complex motion, for example due to extensive shear deformation, or relative
motion of the adjacent parts of the imaged object. Therefore, in imaging applications
where complex motion may be present, global re-meshing may be required for a large
number of motion frames. This may be computationally demanding if the number
of mesh elements is large, and introduce approximation errors.
The problem of re-meshing has been previously studied and addressed in the field
of computational mechanics simulations [141, 142], where a separate class of meshfree approximation methods was developed in order to simplify the modeling of large
non-linear deformations, fractures, joints, and motion at interfaces. The mesh-free
methods are based on representing the domain of interest using unorganized point
clouds — a set of points in space without defined connectivity. This work proposes
to use a similar approach in tomographic image reconstruction with correction for
complex motion with rigid and deformable components.
In this Chapter, two novel methods are described and validated: 1) tomographic
image reconstruction using unorganized point clouds, and 2) ordered-subset listmode PET image reconstruction using point clouds with event-by-event deformable
motion correction. Within the proposed approach, the imaged object is represented
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in the image space by an unorganized dynamic point cloud, and the image function
is defined using basis functions with support determined by the Voronoi cells of
the points in the cloud. The size and shape of these basis functions are therefore
implicitly determined by the local point arrangement. In list-mode reconstruction,
object motion is assumed to be known. The motion is incorporated into the SM
by adjusting the point cloud configuration according to the time of the processed
coincidence event. The computation of the SM elements is performed without the
explicit determination of the Voronoi cell boundaries. The image reconstruction
algorithm estimates the activity concentration corresponding to each point/basis
function, and the reconstructed activity estimates are then voxelized for image postprocessing and analysis.
The proposed approach does not require global explicit meshing, and o↵ers additional flexibility in motion modeling since the Voronoi-cell defined basis functions
can not overlap by definition. The volume of a Voronoi cell is a continuous function of point cloud deformation, and it can be directly utilized to evaluate the local
object compression or expansion.
Following the description of the point-cloud based reconstruction technique in
Section 3.2, the quality of the reconstructed images is evaluated in three parts.
In Section 3.3.1, simulated noise-free projection data are reconstructed using point
clouds with varying uniformity of the point distribution to quantify the magnitude of
the reconstruction errors and to quantify the accuracy of the reconstructed images.
In Section 3.3.2, the acquired sinogram data are reconstructed using the proposed
Voronoi cell basis functions (VBF), radially symmetric basis functions (RBF) [143],
and rectangular basis functions (RecBF), and the image quality and convergence
rates are compared between the methods. In Section 3.3.3, simulated list-mode data
from a deformable (moving) bar phantom are reconstructed with applied motion
correction, and the quality and accuracy of the reconstructed images are evaluated.
In Section 3.4, the validation results are discussed.
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3.2

Methods

3.2.1

Image Reconstruction Using Unorganized Point Clouds

Image Representation and Object Modeling
The imaged object is represented by an unorganized point cloud P = {xn }, n =
1...N , spatially limited by the volume ⌦ (Fig. 3.1A). The space exterior to ⌦ is

represented by a point cloud B = {xk }, k = 1...K. The unknown image function
f˜(x) is represented by a set of basis functions associated with the points in P and
B. Let 'n denote such basis functions corresponding to the points xn in P , and
k

denote the basis functions corresponding to the points xk in B. Then the image

function is given by the equation

f˜(x) =

8 N
P
>
>
⌘n 'n (x) if x 2 ⌦
<
n=1

K
P
>
>
:
⌫k

k (x)

k=1

(3.1)

if x 2
/⌦

where ⌘n and ⌫k are the basis function coefficients. The expected number of events
acquired along the LOR i is modeled as
E[yi ] =

N
X

n=1

⌘n ain +

K
X

⌫k bik

(3.2)

k=1

where ain and bik are the coefficients that quantify the probabilistic contributions
of the basis functions 'n and
In this work 'n and

k

k

to the events recorded along the LOR.

were chosen to be constant functions with finite support

defined by the Voronoi cell boundaries of the respective points in P and B. Considering only the points in P for now, the basis functions 'n (x) are defined by the
equation
'n (x) =

(

1 if x 2 [⌦ \ !n ]
0 if x 2
/ [⌦ \ !n ]

(3.3)

where !n is the Voronoi cell associated with the point xn 2 P (Fig. 3.1B).

There are several advantages to using the Voronoi-defined basis functions for

image reconstruction. First, such basis functions are non-overlapping by definition,
which eliminates the need to take into acount the overlap between basis functions.
Second, Voronoi cells have local support and shapes determined entirely by the
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arrangement of neighboring points. This means that the computation of line projections can be performed locally (as described in the next section). Third, it is not
necessary to define the connectivity between the points (as opposed to the meshbased approaches). Finally, the local compression/expansion of the point cloud can
be estimated as the volume (area in 2D) ratio of the Voronoi cells.
The probabilistic contributions ain of such basis functions to the LOR i can be
computed as
ain =

Z

i (x)'n (x)dx =

i (x)

i (x)dx

(3.4)

!n \⌦

F OV

where

Z

is the impulse response function for the LOR i and FOV denotes the

entire field of view. Adopting the line-integral emission model, we can write
ain =

Z

'n (x)dx = lin

(3.5)

LOR i

where lin is the length of intersection between the LOR i and the Voronoi cell !n .
It is possible to consider the Voronoi cells as a generalization of the standard
voxel-based image domain partitioning, since the Voronoi cells of a point grid generate partitioning that is identical to voxels. The use of voxel-shaped basis functions
to represent the volume exterior to the imaged object (background) is beneficial
from a performance standpoint, as it allows to efficiently compute the coefficients
⌫k using raytracing. Hence, points in B are set to be arranged in a grid, and the
basis functions

k

are defined by the equation
k (x)

=

(

1 if x 2 [⌦c \ voxel k]
0 if x 2
/ [⌦c \ voxel k]

(3.6)

where ⌦c is the complement to ⌦. The explicit definition of ⌦ is not strictly necessary for the image reconstruction in the proposed framework, as it can be defined
implicitly by the shared Voronoi cell boundaries between the points in P and B.
However, in this case the exact location of the boundary would depend on the relative point densities in P and B, and also on the location of P in the image space.
The explicit definition of ⌦ eliminates this problem.
To find the estimates of the activity values from the projection data, we first
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note that Eq. 3.2 can be written in the matrix form
E(Y) =

h

A B

i

"

⌘
⌫

#

=P

(3.7)

where the matrices A and B are concatenated into matrix P and the column-vectors
= { j }, j = 1...J to form the familiar linear model

⌘ and ⌫ are concatenated into
of the imaging system. To find

in the ML sense, the MLEM algorithm [23] can

be used with the following point image update equation:
m+1
j

=

m
j

sj

I
X
i=1

pij

yi
J
P

j=1

(3.8)

pij m
j

where yi is the recorded number of counts along the LOR i, m
j is the m-th activity
PI
concentration estimate for the point j, sj = i=1 pij is the sensitivity normalization

factor, and I is the number of possible LORs. This equation is identical to the
equation used in the traditional voxel-based image reconstruction. Therefore, by
extension, the activity values in the proposed framework can also be estimated using
the ordered-subset expectation maximization (OSEM), and the one-pass list-mode
OSEM reconstruction [144].
Algorithm to Compute ain
The direct method to compute the coefficients ain would require the explicit calculation of the Voronoi cell boundaries for all points in the cloud. If the number of
cells and motion frames is large, this method may be computationally prohibitive.
In contrast, here an algorithm was used that does not require the explicit determination of Voronoi cell boundaries and works in any number of dimensions. The key
assumption of the algorithm is that in practice, Voronoi cells in the point clouds
used for image reconstruction will be no wider than a given length ⇢ in any direction:
8n : k⇧⇠ (!n )k  ⇢

(3.9)

where !n defines the boundary of the Voronoi cell of the point n, and ⇧⇠ denotes
the orthogonal projection operator onto a line ⇠ 2 Rd . With this assumption, the

algorithm to compute the line-Voronoi intersection lengths consists of the following
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Figure 3.1: A. Imaged object and background are represented in the image space by two unorganized point clouds; ⌦
denotes space occupied by the object. B. The image function is defined using VBF inside ⌦, and using RecBF outside ⌦.
The SM coefficients ain and bik are equal to the intersection lengths of the LOR i with the basis functions. C. Schematic
representation of the NEMA-NU4 phantom; images corresponding to sections 1, 2 and 3 are used to generate noise-free
projections. D. Digital phantom of a deformable (bending) bar used for the validation of deformable motion correction,
shown in the reference configuration (0 degrees) and two deformed configurations.
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steps, illustrated for 2 dimensions in Fig. 3.2:
1) Starting with the input point cloud P , compute the distances rni between the
points in P and the line ⇠i . If for any point in P the distance rni is greater than ⇢,
then the corresponding Voronoi cell cannot be intersected by the line ⇠i ; Therefore,
we can restrict further computation to a subset of points Pi ✓ P such that
Pi = {xn , n = 1...N : rni  ⇢}

(3.10)

2) Find pairs of points in Pi for which the Voronoi cells may share a boundary.
Two Voronoi cells can not share a boundary if the distance between their generating points is greater than 2⇢. Using this requirement, the adjacency matrix D is
generated:
D[n, k] =

(

1, if kxn
0, if kxn

xk k  2⇢

(3.11)

xk k > 2⇢

where n and k are the indexes from Pi . The matrix D captures point pairs for
which the Voronoi cells may be adjacent. The computation of this matrix can be
optimized by sorting the points n along the line, and traversing the line once in one
direction.
3) For every non-zero element in D, find the intersection coordinate hink between the line ⇠i and the hyperplane H(xn , xk ) that is perpendicular to the segment
[xn , xk ] and crosses it at the midpoint:
hink = H(xn , xk ) \ ⇠i |D[n, k] = 1

(3.12)

If the Voronoi cells !n and !k are adjacent, the hyperplane defined by the shared
boundary by definition must be perpendicular to, and pass through the middle
of the segment [xn , xk ]. Therefore, the set of coordinates hink computed for all
points for which D[n, k] = 1 must necessarily include all possible intersection points
between ⇠i and the Voronoi cell boundaries. At this step, the coordinates hink may
be additionally filtered using the condition kxn

hink k  ⇢, kxk

hink k  ⇢.

4) Sort the coordinates hink along the line to define line segments liq , q = 1...Q.

For each segment liq , find the nearest neighbor point in Pi (using any internal point
of liq ), and add the segments that have the same nearest neighbor:
Qin = {q : N N (liq ) = xn }

(3.13)
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(2)

(1)

rni

xn

xn

xk

i

(3)

H

(4)

xn

xk
i

a ik
hink

xk
liq li(q+1)

Figure 3.2: Main steps of the algorithm to compute the intersection length between
the LOR and implicitly-defined Voronoi cells.
ain =

X

q2Qin

kliq k

(3.14)

where ain are the required intersection lengths between the considered line ⇠i and
the Voronoi cells !n .
Voxelization of Activity Values
The final step in the reconstruction process is to convert the point activity concentration values to voxel images for further processing (e.g. smoothing) and analysis. To
preserve quantification, voxelization must be performed by adding the activity contributions from all Voronoi cells that overlap with a particular voxel. Implemented
directly, this method may require a substantial amount of computation. Here an
approximate but faster subsampled nearest neighbor interpolation was used that
consists of the following steps: 1) define a grid of sampling points with 4 times
higher resolution than the required voxelized resolution (43 sampling points per
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voxel); 2) set each sample point activity concentration as the activity concentration
of the nearest point in P ; 3) compute the voxel activity concentration values as the
mean activity of the sampling points inside that voxel. The di↵erence between the
images produced using this method was found to be negligible (data not shown).

3.2.2

Phantom Data

Static Phantoms for Image Quality Evaluation
The reconstructed image quality is assessed using the digital and physical NEMANU4 phantoms [145]. The phantom is a cylindrical container (L: 50.0 mm, D: 30.0
mm) that consists of 3 axial sections (Fig. 3.1C). Section 1 is a cylindrical chamber
filled with activity that contains two smaller chambers (L: 15.0 mm, ID: 8.0 mm,
OD: 10.0 mm), one filled with air and the other filled with water. Section 2 is a
cylindrical chamber uniformly filled with activity. Section 3 consists of five extended
line sources embedded in plastic, with diameters 1.0, 2.0, 3.0, 4.0 and 5.0 mm.
The digital equivalents of the three phantom sections were used to generate
noise-free 2D projections. Pixels corresponding to activity were set to one, and all
background pixels were set to zero (as shown in Fig. 3.1C). Forward-projection of
the images was performed by computing line integrals along 128 angular and 128
radial bins with bin size 0.86 mm.
The physical NEMA-NU4 phantom was scanned on the microPET Focus 120
scanner (Concorde/Siemens) to acquire realistic 2D sinogram data. The phantom
contained ⇠0.6 mCi of F-18 in aqueous solution. The total number of acquired
events was ⇠230 million. The acquired data were Fourier-rebinned into 95 direct

plane sinograms with 128 angular and 128 radial bins with bin size 0.86 mm. The
sinogram data were corrected for the attenuation, detector deadtime, and random
coincidences. Scatter correction was not applied.
Due to the subtraction of the random counts by the scanner’s software, sinogram bins corresponding to the background often (⇠15% of the total bin number)
contained small negative values. These bins were set to zero prior to reconstruction;
although this procedure may introduce positive bias in the absolute quantification
of the images, this was considered to be acceptable for the task of comparing the image quality between di↵erent reconstruction methods (as the sinogram data remains
identical regardless of the reconstruction method).
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Deformable Phantom for Motion Correction Validation
Deformable motion correction was validated using an in-house -developed digital bar
phantom (Fig. 3.1D). The phantom has dimensions 20.0 (x) ⇥ 20.0 (y) ⇥ 60.0 (z,
axial) mm (undeformed configuration) and consists of 3 sections. Section 1 contains
four rectangular activity regions, with relative activity values set to 0 (cold spot),
2.0, 3.0 and 4.0; the background activity value is set to 1.0. Section 2 is a region with
uniform activity (background). Section 3 contains 16 cylindrical sources arranged in
a 4-by-4 grid, with activity values set to 3.0. The attenuation coefficient everywhere
in the phantom was set to 0.096 cm

1

(water).

The bar phantom was digitally represented by a tetrahedral mesh with known
point (node) activity values

n

and attenuation values µn . To generate deformation,

a time-varying bend transformation in the xz plane was applied to the coordinates of
the mesh using Blender software (www.blender.org). The duration of the simulated
motion is 180 seconds, during which time the phantom deformed from 0 to 180
degrees, with an average rate of 1.0 degree/second. The motion was discretized into
181 uniformly spaced time-frames.
To generate simulated list-mode coincidence data, the mesh was voxelized (256
⇥ 256 ⇥ 96 voxels, voxel size 0.5 mm) using the compression/expansion -adjusted
activity values

n (t):

n (t)

where

n (t0 )

=

n (t0 )↵n

1

(t)

(3.15)

is the activity value at time t0 = 0 s (reference configuration). The

point-wise expansion coefficients ↵n (t) were computed using the equation
↵n (t) = |!n (t)| / |!n (t0 )|

(3.16)

where |!n (t)| is the volume of the Voronoi cell of the point (node) n at time t,

and |!n (t0 )| is the corresponding volume at time t0 . The voxelized attenuation
images were not adjusted for compression/expansion, based on the observation that
in tissues with the µ-values similar to that of water (or higher), the µ-value is
not expected to change with deformation (compression/expansion occurs mostly in
tissues with low µ-values, such as lungs and digestive tract organs). Thus, in realistic
imaging scenarios the µ-values will likely be set constant — this was adopted for this
phantom.
The voxelized images were used for an in-house developed Monte-Carlo emission
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simulation. Back-to-back gamma photons were modeled to originate anywhere in a
voxel at a rate determined by the activity value for that voxel. Gamma attenuation
was modeled in the simulation, but not scattered or random coincidences. Only
one interaction with matter was modeled per gamma pair, and the probability of
interaction was computed using the voxelized attenuation image of the phantom
and the Beer-Lambert law. The virtual scanner was set to have cylindrical camera
geometry, with the axial length and diameter equal to 190.0 mm. The centroid of
the phantom was at the center of the FOV. The gamma detection efficiency was
set to 100%. The simulation resulted in approximately 250,000 list-mode events
for each time frame t (⇠45 million events in total). In addition to list-mode data
simulated for the entire range of motion, high-statistics list-mode data (⇠45 million
events) were also simulated for selected individual time frames t = 0, 60, 120, 180 s.

3.2.3

Image Reconstruction from Sinogram Data

The quality of the reconstructed VBF images (digital and physical NEMA phantoms) is evaluated using point clouds with varying uniformity of the point distribution. The point clouds for reconstruction were generated by iteratively applying
Lloyds relaxation (LR) algorithm [146] to randomly distributed points (Fig. 3.3A).
The random point distributions were initialized using a point process with a uniform probability distribution in x and y dimensions in the part of the image space
containing the phantom (36.4 mm ⇥ 36.4 mm, 1764 points, 0.86 mm2 per point).

The resulting point clouds appear to be locally compressed or expanded relative
to a uniform point distribution (taken as a reference configuration). Applying LR
iteratively reduced the magnitude of the apparent compression/expansion that was
quantified using the Eq. 3.16 (the values of |!j (t = 0)| are set equal to 0.86 mm2 —
average area per point). The graph in Fig. 3.3A illustrates the distribution of ↵

at di↵erent LR iterations (NLR ). The range and pattern of the expansion coefficients produced in the described manner approximately match those observed in
compressible tissues, for example in lungs [147, 148].
The acquired and projected sinograms were reconstructed, voxelized and analyzed after a di↵erent number (NLR = 0, 2, 5, 15) of LR iterations have been applied
to the initial (random) point clouds. The reconstructed activity concentration values
were not adjusted for the point cloud compression and expansion.
Images reconstructed using VBF are compared to images reconstructed using
RecBF and RBF. The SM elements in the RecBF method are computed using
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Siddon raytracing. The RBF are represented by radially (spherically) symmetric
functions bm,a,↵ (r) [149] of the form

bm,a,↵ (r) =

8
<
:

1
Im (↵)

0,

✓q
1

(r/a)

2

◆m

✓ q
Im ↵ 1

(r/a)

2

◆

, if 0  r  a

(3.17)

if r > a

where r is the radial distance from the origin (function center), Im (·) is the modified
Bessel function of order m, a is the radius of the function, and ↵ is a parameter
that controls the shape of the function. These functions are spatially localized and
nearly band limited. The RBF image reconstruction was implemented as described
in [143], using the values of parameters suggested by the authors (m = 2, ↵ = 10.4,
a = 2).
All reconstruction methods use the MLEM algorithm given by Eq. 3.8. All SM
coefficients are computed prior to the reconstruction and stored. The sensitivity
factors sj are obtained by computing the sum of the SM coefficients for all LORs.

3.2.4

List-mode 3D Image Reconstruction

The point cloud used for the reconstruction of the simulated list-mode data is illustrated in Fig. 3.3B. The motion of the point cloud is matched with the motion
of the bending bar phantom. As the point cloud deforms, the density of points
on the inner side is increased (compression), and the density of the outer side is
decreased. The change in the distribution of the point-wise expansion coefficients
↵ in the point cloud with time is shown by the graph in Fig. 3.3B. The range of
the modeled expansion coefficients encompasses the typical expansion/compression
ratios observed in compressible tissues. The µ-values for all points are set to 0.096
cm

1

and the activity values are set to one prior to reconstruction.

To reconstruct the images of the phantom, the one-pass list-mode OSEM [144]
image update equation is used that was modified to take into account the activity
concentration change due to compression/expansion:
m+1
(t0 )
j

=

m
j (t0 )

1 X
pij J
sj
P
i2Tm

j=1

1
1

pij ↵j (ti )

(3.18)
m (t )
0
j

where ti is the time of the processed list-mode event, t0 is the time of the reference
configuration, T m is the m-th subset of the list-mode data, and

m (t )
0
j

is the m92
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Figure 3.3: A. Point clouds used for VBF image reconstruction from sinogram data, and images that visualize the
corresponding map of the ↵ values (logarithm is used to linearize the scale). Graph shows the distribution of the ↵ values
in the cloud with sequential LR iterations. B. Point cloud (with defined boundary) used for the reconstruction of the
simulated list-mode data with motion correction, only 12.5% of the actual number of points is shown. Point color intensity
is proportional to the local compression. Graph shows the distribution of the ↵ values in the phantom at di↵erent time
frames (deformations).
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th iteration of the activity values in the reference configuration at time t0 . This
m (t) = m (t )↵ 1 (t) in the
0 j
j
j
where m
(t)
is
the
m-th activity
j

equation is obtained by using the relation

ordinary

list-mode OSEM image update equation,

iteration

in the deformed configuration at time t, and ↵j (t) is the time-dependent expansion
coefficient (set to 1.0 for background voxels). To form the subsets, the coincidencelist data are split into 6 sequential segments of equal size. Coincidences in each
segment are in turn equally split into M portions. Each subset Tm is formed by
combining the data from m-th portions of all segments [150]. The image is updated
after processing of each subset Tm . The SM coefficients pij are computed in the
order of events in the subset. To account for object motion in the reconstruction
process, the configuration of the point cloud is adjusted according to the time of the
processed list-mode event.
Ignoring the e↵ects of crystal penetration, inter-crystal scatter and variable detector pair sensitivity (not modeled in this work), the SM elements are represented
as the product pij = gij wi , where gij is a purely geometric term (ain or bik in Eq.
3.2) and wi is the attenuation factor for LOR i. To compute the attenuation factors
PJ
the equation wi = exp(
j=1 lij µj ) was used, where µj is the attenuation coeffi-

cient for the point j, and lij are the intersection lengths between the basis functions
and the LOR.
The sensitivity factors sj =

PI

i=1 pij

are normally obtained by taking the sum of

the SM elements over all possible LORs of the system (I). In the proposed method,
the SM elements incorporate the non-cyclic motion and the corresponding change
in the attenuation map. Therefore, the direct computation of the sensitivity factors
is not computationally feasible. Instead, the sj are estimated by backprojecting a
number of randomly sampled LORs for each subset Tm . Each subset Tm contains
multiple motion frames t, and the backprojection of the random LORs thus generates
the “subset-mean” sensitivity factors that take motion (and attenuation change) into
account. The necessity to backproject the randomly sampled LORs increases the
time required for image reconstruction by several-fold [30] (by a factor of 2–4 in this
work).
To reconstruct the images of the static phantom in the deformed configurations
(t = 0, 60, 120, 180 s), the deformed point cloud coordinates are used in the Eq. 3.18
with ↵j ⌘ 1, the activity values in the deformed configuration and in the reference
configuration are voxelized after applying the correction

j (t)

=

j (t0 )↵j

1

(t) only

to the last iteration of the activity values. To reconstruct the motion-corrected
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images of the bending phantom, Eq. 3.18 is used directly, and the values of ↵j are
obtained using the Eq. 3.16.
Implementation Details
The reconstruction was accelerated using efficient spatial search queries. The search
of the points that lie close to the LOR was performed by partitioning the image
space into a grid, and indexing the points according to their grid location. The
grid was queried by tracing each considered LOR, and inspecting the points in all
intersected grid cells and their neighbors (using a look-up table). To efficiently
find the intersection between the LOR and the boundary of ⌦, the boundary mesh
was indexed using an axis-aligned bounding box (aabb) tree. In the step 4 of the
algorithm to compute ain , the approximate nearest neighbor search [151] was used.
The spatial search structure was initialized anew for each LOR using points from
Pi . It was determined that the results of the approximate search almost always
matched with the results of the exact search (less than 1 error per 1000 queries) and
the reconstructed images were not impacted significantly.
For the ease of code parallelization, the high-level management of the reconstruction threads, data input/output, and matrix storage were implemented in vectorized
Matlab code. The Matlab parallelization toolbox was used to perform forward- and
back-projection in parallel on 4 CPU cores (desktop-class Intel i7 CPU). Parallelization was performed by dividing list-mode coincidence events in a subset among
di↵erent processing threads. Close point query and voxel raytracing using the Siddon algorithm [152] were implemented in C code, which was wrapped into a Matlab
function class and compiled into a mex-file that could be called directly from the
Matlab environment. The algorithm to compute the VBF-based system matrix was
first implemented in Matlab, converted to C-code using Matlab coder, and compiled
into a mex-file. LR and Monte-Carlo emission simulation were implemented in vectorized, parallelized Matlab code. The OPCODE library with a Matlab wrapper
(http://www.codercorner.com/Opcode.htm) was used to compute line-mesh intersections.
The simulated emission data and phantom coordinates were stored as ASCII
files. Custom scripts were implemented in Python to achieve procedural generation
of objects and motion in Blender, and to import and export 3D unorganized point
cloud data.
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3.2.5

Measured Image Quality Metrics

In images reconstructed from noise-free projections, the reconstruction errors are
quantified as the standard deviation of the reconstructed point and pixel values
in a uniform activity region (Fig. 3.1C, section 2). The values are taken from a
rectangular ROI (16⇥16 pixels) placed around the center of the phantom.
To compare the image quality and convergence rates between the VBF, RecBF
and RBF based reconstruction methods, the analysis approximately followed the
NEMA-NU4 standard [145]. The mean, minimum, maximum and standard deviation of the pixel values are measured in the uniform activity region (section 2, ROI
size 16⇥16⇥12 voxels). The recovery coefficients for the cylindrical sources (section
3) are obtained by computing the mean of 16 adjacent planes, and measuring the
image value at the peak of each source. In the contrast recovery versus noise plots,
contrast recovery is measured using the 2-mm cylindrical source, and noise is measured as the coefficient of variation of the pixel values in the uniform activity region.
The focus was not on the absolute quantification accuracy of the reconstructed images, but rather on the image quality of the VBF method relative to the reference
methods, and on the agreement between the images (given the identical sinogram
data).
The quantitative accuracy of the deformable motion correction is assessed by
comparing the image profiles through the motion-corrected, static and ground truth
images of the bar phantom (Fig. 3.1D, sections 1, 2, 3). The displacement of the
reconstructed source centers from the ground truth source locations is measured
(section 3). The convergence of the motion-corrected images is evaluated by measuring the contrast recovery and noise with OSEM iterations.

3.3
3.3.1

Results
Characterization of Images Reconstructed from Noise-free
Projections

The images the digital NEMA phantom (section 2) reconstructed using VBF are
shown in Fig. 3.4A. The images voxelized using the 512⇥512 and 1024⇥1024 grids
demonstrate the piece-wise constant nature of the reconstructed image function.
On the other hand, the images voxelized using the 128⇥128 grid (pixel size equal to
the sinogram bin width) appear smooth. The e↵ect of using irregularly distributed
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points for image reconstruction is best seen near the edge of the phantom (shown in
the insets): with NLR = 0, the edge of the phantom contains an irregular pattern
in the 128⇥128 images; the pattern is absent with NLR = 15.
In the uniform activity region, low magnitude reconstruction errors were observed manifested as the high-frequency speckle pattern (Fig. 3.4A, 512⇥512 grid).
The reconstructed values of points with small Voronoi cells (low ↵) tended to have
greater deviation from the ground truth — at most 2% in the shown images. The
image profiles (Fig. 3.4B) demonstrate that the maximum deviation was reduced
to below 1% in images voxelized using the 128⇥128 grid. The images reconstructed
using RecBF had similar error magnitude. The image profiles also demonstrate
that a) on average, the reconstructed activity values were correct (equal to 1.0)
and did not depend on the local point cloud compression or expansion, and b) the
reconstruction errors diminished with higher NLR .
The deviations from the ground truth are further quantified using the joint histogram of the reconstructed point activity values

j

and expansion coefficients ↵j

(Fig. 3.5A). The histogram data represent 50 images reconstructed using independent point cloud realizations with NLR = 2. The maximum observed deviation of
the reconstructed point value from the ground truth was ⇠4%. The shape of the

histogram demonstrates that the errors were distributed uniformly around the true
value, without the negative or positive bias with respect to ↵. The reconstruction
errors were greater for points with ↵ < 1 (compressed regions), compared to points
with ↵ 1 (expanded regions).
The standard deviation of the reconstructed values plotted against the MLEM
iteration number is shown in Fig. 3.5B. The plots have minima at 40 iterations due
to the initial convergence of the uniform activity region, and increase nearly linearly
with further iterations — this behavior is consistent with the known property of the
MLEM algorithm to produce overfit images with large number of iterations. The
slope of the graph was greatest with NLR = 0, and nearly identical between the
point clouds with NLR = 5 and NLR = 15. At any MLEM iteration, the standard
deviation on the pixel level (128⇥128 grid) was 3–4 times lower than the standard
deviation on the point level.
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3.3.2

Image Quality Comparison between VBF, RecBF and RBF
Reconstruction

Images of the physical NEMA phantom (section 2) reconstructed using VBF, RBF
and RecBF are shown in Fig. 3.6A. As expected, the VBF images were similar to
the RecBF images; the RBF images were smoother relative to the other methods.
Since the pixel basis functions represent a special case of Voronoi basis functions,
the RecBF images were used as reference to investigate the e↵ect of the non-uniform
point distribution on the reconstructed activity values. The di↵erence images (Fig.
3.6B) demonstrate that deviations from the reference were generally greater near the
edge of the phantom. The typical deviation from the reference was approximately
1.7% of the mean value, as shown by the profiles through the di↵erence images. The
profiles also demonstrate that the deviations from the reference diminished with
greater NLR .
The quantitative metrics of the reconstructed images are given in Table 3.1. The
di↵erences between the VBF and the reference methods were marginal compared
to the noise introduced by the statistical nature of the acquired data: the standard
deviation of the reconstructed activity values was approximately 4% (3.7% with
the RBF method). The e↵ect of NLR on the minimum, maximum and standard
deviation of the activity values was negligible.
The contrast recovery versus noise trade-o↵ is plotted in Fig. 3.6C. On the absolute scale, the observed di↵erences between the methods were small. The curves that
represent VBF with di↵erent NLR were close to the RecBF curve. The maximum
of the contrast recovery to noise ratio was obtained after ⇠25 iterations with VBF
and RecBF (no dependence on NLR ), and after ⇠35 iterations with RBF. There appeared to be no consistent relationship between NLR and the contrast versus noise

trade-o↵. The observed variability in the contrast recovery values can be explained
by the sensitivity of the reconstructed 2-mm source activity value to the local point
distribution.
The metric values given in Table 3.1 and plots in Fig. 3.6C were obtained using
the same initial point cloud. To verify the stability of the reconstructed images
with di↵erent point clouds, image reconstruction was performed using 50 random
independent point cloud realizations (for NLR = 0, 2, 5, 15). The distributions of
the reconstructed voxel values (not shown) were nearly identical for point clouds
with di↵erent NLR , and consistent with the data in Table 3.1. The variability of
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Uniform activity ROI
Method
RecBF
RBF
VBF, NLR = 15
VBF, NLR = 5
VBF, NLR = 2
VBF, NLR = 0

Mean
4.43
4.40
4.43
4.43
4.43
4.43

St. Dev.
0.177
0.168
0.176
0.176
0.175
0.174

Min
3.66
3.76
3.71
3.74
3.77
3.74

Max
5.00
4.86
4.93
4.96
5.05
4.99

Source recovery coefficients (%)
Method
RecBF
RBF
VBF, NLR = 15
VBF, NLR = 5
VBF, NLR = 2
VBF, NLR = 0

5 mm
87.2
87.3
87.8
88.9
88.4
88.0

4 mm
81.5
82.4
81.5
82.1
81.6
82.0

3 mm
60.6
63.4
61.2
62.4
61.2
60.9

2 mm
40.8
42.4
40.8
40.4
41.3
42.2

1 mm
15.9
15.2
16.7
16.4
15.4
15.3

Table 3.1: Image metrics obtained from the reconstructed images of the physical
NEMA phantom after 40 MLEM iterations.
the maximum source activity values was at most 10% (NLR = 0), and was generally
greater for smaller diameter sources. This variability can again be attributed to
the varying point density at the source locations — the variability was indeed lower
with higher NLR .

3.3.3

One-pass List-mode VBF Reconstruction with Deformation
Correction

The images of the static bar phantom in the reference and deformed configurations
that were reconstructed using VBF OSEM (30 iterations) are shown in Fig. 3.7A.
Only the image of the phantom deformed to 180 degrees is shown and analyzed, since
in this case the local compression/expansion was greatest. With other deformation
configurations (60 and 120 degrees), the images were qualitatively consistent with
the images of the phantom used for emission simulation. To validate the quantitative
accuracy of the reconstructed activity values, the image of the deformed configuration was brought to the reference configuration by adjusting the reconstructed
values (using the Eq. 3.15 with t = t0 ) and using the reference point coordinates
for voxelization (Fig. 3.7B).
It was determined that with 9.0⇥105 events per list-mode subset (27⇥106 events
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Figure 3.4: A. Images of the section 2 of the digital NEMA phantom reconstructed
using VBF (40 MLEM iterations) and voxelized using grids of di↵erent sizes. The insets contain zoomed-in images of the edge of the phantom (note di↵erent color scale).
Dashed line indicates where image profiles were measured. B. Profiles through the
reconstructed images; dashed lines plot the standard deviation of the profile values.
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Figure 3.5: A. Joint histogram of the reconstructed point activity values j (after 40
MLEM iterations) and the corresponding expansion coefficients ↵j . The data were
taken from the points at the center of the digital NEMA phantom (section 2). B.
Standard deviation of the reconstructed point activity values (percent of the mean)
and post-voxelization pixel values (taken from the same ROI), plotted against the
MLEM iteration number.
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Figure 3.6: A. A single plane from the section 2 of the physical NEMA phantom reconstructed using RecBF, RBF and
VBF (voxelized using a 128⇥128 grid) with 40 MLEM iterations. Images on the right visualize the point clouds that were
used in VBF reconstruction. Color indicates the local value of ↵. B. Di↵erence between the RecBF and VBF images,
profile location indicated by the dashed line. C. Contrast recovery and noise in the VBF, RBF and RecBF images plotted
as functions of the MLEM iteration number.
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in total, similar to the number of events that may be acquired in a small animal
scan), and 7.2 ⇥ 106 randomly sampled LORs per subset to compute the sensitivity

image, the resulting images were too noisy for the accurate quantitative comparison
to the ground truth (image noise is quantified below). Therefore, a Gaussian filter
with 1.0 mm (2 voxels) FWHM in each dimension was used to smooth the images.
Smoothed and non-smoothed images of the di↵erent axial sections of the deformed
phantom (in the reference configuration) and profiles through them are shown in Fig.
3.7C. The profiles demonstrate that a) the used compression/expansion correction
produced correct activity values, and b) the smoothed images were in general quantitative agreement with the ground truth. In the non-smoothed images, the source
activity values deviated from the ground truth by as much 20%. The analysis of
the line source alignment revealed that with 180-degree deformation, the maximum
(mean) deviation from the reference peak locations among the 16 sources was 1.17
(0.52) pixels. The mean ROI values measured in the rectangular compartments
(section 3) agreed with the ground truth.
Images of the phantom with continuous motion reconstructed with and without
motion correction are shown Fig. 3.8A. The motion-corrected images were reconstructed using the Eq. 3.18, and voxelized in the reference configuration. Image
profiles (not shown) were similar to those obtained with the static phantom, and
agreed with the ground truth to the same extent as the images of the static phantom. The line source recovery coefficients and the mean ROI values agreed with
the ground truth within error (defined as the standard deviation of voxel values in
section 2 of the phantom).
The contrast recovery and standard deviation are quantified in Fig. 3.8B as
functions of the OSEM iteration number. The graphs demonstrate that the measured noise was a function of the number of events per subset, as expected. The
standard deviation after 30 OSEM iterations was 56% and 33% with 3 ⇥ 105 and

9 ⇥ 105 events per subset, respectively. This suggests that the observed noise originates from the statistical nature of data, rather than from an inherent property of
the VBF reconstruction. The graphs demonstrate that the line sources converged
after approximately 30 iterations, and the uniform activity regions (not shown) converged after approximately 10 iterations. These convergence rates were similar to
those of the static phantom images.
Overall, these results demonstrate that with simulated list-mode data, the proposed method yields quantitatively accurate images with correction for deformation
103

3.4. Discussion
that includes local compression/expansion. In realistic scans, post-reconstruction
smoothing may be required if the number of acquired true coincidences, and the
number of points in the point cloud, are similar to the number used in this study.

3.4

Discussion

PET image reconstruction and deformable motion correction techniques were described and validated that are based on using unorganized point clouds for object
representation. The images of the small animal NEMA phantom reconstructed using
the proposed VBF were in quantitative agreement with images reconstructed using
RecBF and RBF. With random point clouds used for reconstruction, deviations
from the reference (RecBF) were on the order of 1–2% in the uniform region, and at
most 5% in the point source region (attributed to the variable local point density).
The deviations reduced with more uniform point distribution. The contrast versus
noise trade-o↵ was similar to the RecBF reconstruction. Using multiple realizations
of random point clouds demonstrated that the VBF images were stable with respect
to the point distribution. Finally, using the digital bending phantom, it was demonstrated that the VBF can be employed with one-pass list-mode OSEM for image
reconstruction with deformable motion correction that accounts for the local compression/expansion of the imaged object. The accuracy of the deformation-corrected
images was validated, and noise quantified for the local expansion coefficients ranging from ⇠0.75 to ⇠2.0, which approximately matches the magnitude of the tissue
compression and expansion in the lungs.

The high-frequency reconstruction errors observed mainly in the compressed
regions were substantially lower than the noise introduced by the statistical nature
of the coincidence data. Voxelization reduced the standard deviation of errors from
⇠0.7% to ⇠0.18% of the ground-truth value. In the context of the typical variability

encountered in pre-clinical studies (e.g. 8% in [153]), this can be considered to be
acceptable for quantitative imaging. The reconstruction errors resulted mainly from
using the line-integral projection model with piece-wise constant basis functions with
local support that was significantly reduced in the compressed regions. Point clouds
used in practical scans can be generated with rarefied point sampling to account for
the expected compression.
These results a↵ord a high degree of confidence that the proposed method can
be utilized for quantitative image reconstruction in scans that require correction for
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Figure 3.7: A. Reconstructed image of the static bar phantom deformed by 180
degrees (the average of 8 axial planes is shown), 6 ⇥ 105 events per list-mode subset,
and the point cloud used for the reconstruction (12.5% of the points are shown).
B. Reconstructed images of the phantom voxelized with compensation for compression/expansion in the deformed and reference configurations. C. Single transaxial
planes (original and smoothed) in the reconstructed images, with profiles indicated
by the dashed lines.
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Figure 3.8: A. Image of the bending bar phantom reconstructed without motion
correction, and iterations of the image reconstructed with motion correction (the
average of 8 axial planes is shown). Each list-mode subset contained 900,000 events.
B. The measured contrast recovery coefficients and standard deviation of voxel values in the uniform region plotted against the list-mode OSEM iteration number
(with motion correction). The contrast recovery plots represent the average contrast recovery of 16 line sources (section 1 of the bar phantom).
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complex non-periodic motion. The following approach to imaging with motion correction can be envisioned: 1) acquire list-mode coincidence data synchronized with
3D motion tracking data, 2) define a point cloud to represent the imaged object
in reference configuration, 3) estimate the point cloud deformation from the motion data, and 4) reconstruct the image using list-mode OSEM with VBF. Motion
and geometry data necessary to implement the proposed approach can be obtained
by several techniques reviewed in Chapter 2: optical stereo imaging with feature
tracking, imaging with depth sensors, or simultaneous MRI and PET imaging. Deformation of the point cloud can be estimated from the temporal evolution of the
recovered surface using harmonic volumetric mapping [154].
Compared to the mesh-based approaches, the use of basis functions defined by
Voronoi cells eliminates the need to perform mesh quality control and re-meshing.
On the other hand, with compressible deformations, the point-wise expansion coefficients must be estimated, and in this work this was done using the direct computation of the Voronoi cell volumes that required the determination of the Voronoi
cell boundaries. In practical imaging with thousands of distinct point cloud configurations (time frames), fast computation of the approximate volumes (or volume
changes) can be performed using one of the available mesh-free techniques (e.g.
Monte-Carlo sampling or the sub-sampled nearest neighbor method). The computation of the expansion coefficients is not required with deformations that can be
treated as incompressible.
The most computationally intensive part of the implementation used in this
work is the nearest neighbor search, for which the time requirement is linear with
respect to the number of coincidence events. In addition, each discrete motion frame
that corresponds to unique point cloud configuration requires the computation of ↵
values and spatial hashing for raytracing and nearest neighbor search. The amount
of time required for these operations is linear with respect to the number of discrete
point cloud configurations used in the reconstruction. In the proposed framework, it
is possible to interpolate the point coordinates between the acquired motion frames
(for example, in those cases where the motion acquistion frame rate is insufficient).
Then, the number of discrete point cloud configurations can in principle be equal to
the number of time stamps in the list-mode file. This could significantly increase the
overall reconstruction time, and the choice of the optimal number of motion frames
must be made with time considerations in mind.
Although corrections for scattered and random coincidences were not consid107
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ered, the proposed VBF-based reconstruction is consistent with the voxel-based
reconstruction, and is based on the well-developed MLEM algorithm and its variants; thus, previously developed correction techniques are expected to be applicable.
For example, the point µ -vales can be voxelized on a low resolution grid, and the
traditional methods of scatter estimates (e.g. single scatter simulation) can be utilized to model the scatter contribution in the forward-projection step (OSEM-OP).
The random coincidence contribution can be estimated from the detector singles
rate or using the delayed coincidence window technique.
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Chapter 4

Development and Use of a
Digital Mouse Phantom for
Motion Correction Validation
4.1

Introduction

The performance of the proposed image reconstruction method based on the VBF
was assessed in Chapter 3 using simulated and acquired data from stationary phantoms. The correction for motion was validated using a digital bar phantom that
underwent a relatively simple bending deformation. Using this relatively simple motion/deformation type is preferred if the task is to analyze the influence of motion
correction on the reconstructed images, compared to stationary phantoms. However, the method must also be validated using phantoms that undergo more realistic
and complex motion that is likely to be encountered in practical imaging scenarios.
Particularly, the development and overall assessment of the method would benefit
from using a digital rodent phantom with known motion profile that resembles the
motion of an unrestrained awake animal. Such a phantom may be advantageous in
several aspects: 1) the e↵ect of the motion quality data (e.g. sampling frequency,
noise) on the reconstructed images can be investigated, 2) the requirements towards
the motion tracking system can be estimated based on the simulation studies, 3) the
accuracy of the reconstructed images can be assessed for di↵erent types of motion,
imaging tracer, and other imaging parameters.
In this chapter, a new technique was developed to generate a digital phantom of
an unrestrained mouse that incorporates realistic body geometry and motion derived
from the observed motion of a live mouse. The technique is based on representing
the phantom as a volumetric point cloud, and modifying the position and shape of
the cloud using deformation modifiers typically used in computer animation, such
as curve modifiers, cages and armatures. We recorded the motion pattern of an
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unrestrained live mouse using a depth-sensing camera. Two types of depth-sensing
cameras were evaluated for this task; one operates based on the TOF measurement
and the other on the analysis of a SL pattern. Kinematic parameters of the animal’s
motion were measured from the acquired images, and reproduced in the phantom.
The phantom and the general technique to construct it can be used in a variety of
nuclear imaging studies. Here the phantom was used to validate the VBF-based motion correction method proposed in Chapter 3. The phantom was voxelized and used
in a Monte-Carlo PET emission simulation, and the simulated list-mode coincidence
data were reconstructed with and without motion correction. The motion-corrected
images were compared to the ground truth images and to the images of a stationary
phantom.
The chapter is organized as follows. In Sections 4.2.2 and 4.2.3, the setup and
method to perform optical imaging of an unrestrained rodent are described. In
Section 4.2.4, di↵erent aspects of the phantom construction are explained: digital
representation of the geometry, the technique to simulate motion, and the assigned
activity and attenuation values. The voxelization of the phantom and the gamma
emission simulation are described in Section 4.2.5. The comparison of the depthsensing cameras is performed in Section 4.3.1. The results of the optical imaging
experiment are presented in Sections 4.3.2 and 4.3.3, and the results of motioncorrected image reconstruction are described in Section 4.3.4. The analysis and
discussion of the results are presented in Section 4.4.

4.2
4.2.1

Materials and Methods
Method Overview

The diagram of the method to construct the phantom are shown in Fig. 4.1. First,
a live mouse was confined to a transparent chamber and imaged using a combined
optical and depth-sensing camera. Kinematic parameters of the mouse’s motion
were measured from the acquired sequences of depth images. Second, a whole-body
digital phantom of a mouse in reference configuration (undeformed) was generated
as a volumetric point cloud bounded by a triangular surface mesh. The point cloud
was rigged for animation. Third, the rigged point cloud was manually animated
based on the measured motion parameters, and the motion parameters of the phantom and of the live mouse were compared. The procedure of manual animation
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Figure 4.1: Main steps of the method to construct the mouse phantom.
was iterated until a good match between the motion parameters was achieved. The
constructed phantom was then voxelized and used in a Monte-Carlo gamma emission simulation. The simulated coincidence data from the stationary and moving
phantom were reconstructed with motion correction using the VBF, and without
motion correction using the VBF, RecBF and RBF.

4.2.2

Optical Imaging System

The setup used for optical live mouse imaging is illustrated in Fig. 4.2A. A camera
with color and depth sensors was positioned above a transparent acrylic chamber
that rested on a flat aluminum surface. Prior to animal imaging, the resolution
and noise of two consumer-grade depth-sensing cameras were evaluated using a
stationary 3D-printed phantom of a mouse placed inside the chamber. A TOF
camera (DS325, SoftKinetic, image size 320⇥240, nominal depth uncertainty < 1.4
cm at distance 1.0 m) and a SL camera (Carmine 1.09, PrimeSense, image size
640⇥480, nominal depth resolution 1.0 mm at distance 0.5 m) were tested. The
cameras were connected one at a time to a desktop computer via the USB port,
and acquired color RGB frames simultaneously with depth frames in the format
z = f (i, j), where i and j are the pixel row and column coordinates, and z is the
distance from the camera to the surface. To evaluate the depth image quality, the
3D-printed (UP Plus printer, Tiertime) phantom was positioned at the center of
the FOV, and a sequence of 5 depth images was acquired. Image profiles and SNR
were measured in the first image and in the average of 5 images. The depth profiles
were compared to the ground truth values obtained by ray-tracing the original mesh
model used for 3D-printing. The mesh model was derived from the Digimouse atlas
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[155], and the printing was done from an acrylonitrile butadiene styrene filament
(single layer thickness 0.25 mm).

4.2.3

Live Mouse Imaging

Live mouse imaging was performed using the SL camera. The animal (healthy
control, weight 22–29 g, strain BALB/c) was untrained prior to the experiment.
The acquisition of color and depth images from the camera commenced one minute
after the animal was placed inside the chamber. The acquisition rate was 25 frames
per second and lasted for 60 seconds. After the acquisition, the depth images were
cropped to the internal dimensions of the chamber, and smoothed using a uniform
spatio-temporal filter (spatial size 5⇥5 pixels, temporal width 3 frames). In addition,
regions of erroneous depth values (outside of the expected range) were replaced using
inward interpolation.
The processed depth images were used to generate a sequence of 3D surfaces
for the analysis of the recorded mouse motion. The (x, y, z) coordinates of three
chosen points on the body of the mouse were measured in each frame. The points
were located on the top of the animal’s head, neck, and trunk. The coordinates
were measured by manually marking the corresponding locations on the surfaces in
every third frame (out of 1500). Motion parameters of the head were derived from
the measured coordinates: motion trajectory, position and velocity as functions of
time, distributions of the instantaneous velocity and acceleration, and the frequency
spectrum of motion along the x (width) and z (height) dimensions. The coordinates
of all three points were used to measure the angle ✓ in the x

y plane between the

head and the trunk.

4.2.4

Digital Phantom Generation, Rigging and Animation

The constructed whole-body phantom of an unrestrained mouse was represented
as a volumetric point cloud with time-dependent point coordinates, a surface mesh
defined on the outer points, and constant activity and attenuation values assigned
to each point. The point cloud corresponding to the reference pose was derived from
the anatomical label image of the Digimouse atlas (Fig. 4.2B). A mask of the body
contour was generated from the label image, and the front limbs were removed from
the mask (Fig. 4.2C) to simplify the animation rig that could be used to generate
motion. It was assumed that in realistic scans, limbs would have a relatively low
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Figure 4.2: A. The setup for optical imaging and the 3D-printed mouse phantom.
The top chamber cover (not shown) had thickness 1.5 mm. B. Activity (FDG),
X-ray CT and label image components of the Digimouse atlas. C. Visualization of
the point cloud and surface mesh that correspond to the reference (undeformed)
pose of the phantom.
activity concentration and would not contribute significantly to the attenuation and
scatter. A point cloud (grid) bounded by the body mask was generated, with 1.0
mm point spacing in each dimension. The dimensions of the point cloud were 31.8
mm (width) ⇥ 18.7 mm (height) ⇥ 87.0 mm (length) with the total number of

points Npts = 20403. The point activity, attenuation and anatomical labels were
mapped from the Digimouse atlas. The X-ray attenuation values were re-scaled
to the corresponding 511-keV attenuation values. A triangular surface mesh was
defined on the outer points of the cloud, with face normals pointing outward.
The key idea of the proposed method is to use the techniques developed in the
field of computer graphics and animation to manually animate the phantom, i.e.
to add motion to the point cloud. These techniques are generally based on using
hierarchically linked space transformation modifiers and computational heuristics to
control the shape of the animated mesh object. Animation is achieved by making
the parameters of the deformation modifiers time-dependent.
A hierarchically linked animation rig that was set up in Blender (www.blender.org)
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was used to animate the phantom. The time-dependent state of the rig (defined manually) controlled the position and deformation of the point cloud that was attached
to the rig. The advantage of using Blender is that it provides an implementation
of the several deformation modifiers most commonly used in the computer animation industry, and allows to control the (time-dependent) state of the modifiers and
geometry either through the use of graphical user interface or Python command
line interface. While Blender is designed to work with triangular meshes defined on
point clouds, it was determined that the deformation modifiers implemented in the
software could also be applied to volumetric unorganized point clouds.
To animate the phantom, an empty scene was created in Blender with the total
duration of 60 seconds, discretized into 1500 motion frames. The generated point
cloud of the reference pose was imported to the scene (Fig. 4.3A). The connectivity
between the points was not defined upon import. The animation rig was set up
to control the configuration of the point cloud (phantom pose) in a way that was
consistent with the mouse anatomy and the expected motion profile. Figure 4.3B
illustrates the type and the hierarchical order of the deformation modifiers that constituted the rig. Mathematically, the animation rig can be expressed as a sequence
of operators applied to the point coordinates:
xn (t) = D(t)xn (t0 )
D(t) = A(t)D(t0 )
A(t) = L(t)A(t0 )

(4.1)

where xn (t0 ) are the coordinates of the point n in the reference configuration, and
xn (t) are the coordinates at the time frame t = 1...1500. The following notation is
used for the deformation modifiers:
D(t): cage-based harmonic coordinate transform [156] that acted directly on the
point coordinates;
A(t): a skeleton graph [157] (controls the cage) that conformed to the segmented
line;
L(t): segmented line with time-dependent vertex coordinates.
Five control handles were rigidly attached to the vertices of the segmented line
(L). The time-dependent 3D positions of the control handles were at the top of the
kinematics chain, and were set by the user who animated the phantom. The line
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followed the control handles, and the skeleton graph (A) represented by the armature
modifier was constrained to slide along the line. The total length of the armature
was 95 mm split into 5 segments (lengths: 28.3, 14.7, 16.7, 16.5, 18.7 mm). The
armature controlled the mesh of the cage modifier (D), which in turn controlled
the deformation of the point cloud. The mesh of the cage (44 triangular faces
and 24 vertices) was constructed manually around the point cloud in the reference
configuration. The rigging factors between the cage mesh and the armature were
computed automatically by the software.
Thus, the configuration (position, orientation, deformation) of the point cloud
was completely determined by the 3D coordinates of the control handles (15 independent parameters in total). In addition, the exact behavior of each deformation
modifier was defined by several intrinsic parameters that were set using the GUI. We
omit the description of these parameters here for the sake of compactness — most
of the parameters were kept at the default values.
Phantom motion was generated by manually positioning the control handles in
a subset of “key” frames (168 out of 1500 for handle 1) using the 3D and projection
views of the scene. The control handles were positioned such that the overall pattern
of the simulated motion resembled that of the observed mouse. Similarly to the
live mouse motion tracking experiment, the simulated motion was confined to a
virtual chamber with dimensions 128 mm ⇥ 128 mm ⇥ 48 mm. The control handle
coordinates in the non-key frames were automatically computed by interpolation.
Bezier interpolation was used to make the generated motion smooth.
To measure the parameters of the simulated motion, three points from the point
cloud were chosen in the middle of the head, neck and trunk (as shown in Fig. 4.3B).
The anatomical locations of the tracked points and the measured motion parameters were similar to those in the mouse tracking experiment. After the animation
procedure was complete, the simulated and recorded motion parameters were compared. If the motion parameters and pattern turned out substantially di↵erent, the
animation procedure was repeated (using a di↵erent set of key frames). The final
animated phantom exported from Blender was represented as the time-dependent
point cloud P (t) = {xn (t),
nates of the point n,

n

n , µn , bn },

where xn (t) are the time-dependent coordi-

is the radiotracer activity value, µn is the attenuation value,

and bn is the anatomical label.
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Figure 4.3: A. The point cloud data flow. The (x, y, z) coordinates of the point
cloud in reference configuration were imported to Blender, where an animation rig
was set up. After the animation procedure, the new time-dependent coordinates
were exported from Blender as 1500 discrete coordinate sets, one per frame. B.
Diagram of the employed animation rig, in hierarchical order. The points that were
used to measure the motion parameters (including the angle ✓ between the head
and the trunk) are shown in the right panel.

4.2.5

Phantom Voxelization, Emission Simulation and
Reconstruction

To generate the Monte-Carlo simulated emission data, the constructed phantom was
converted to a temporal sequence of voxelized activity and attenuation coefficient
(µ-value) images. The voxelization was performed on grids defined over the space
occupied by the virtual motion chamber. The size of the voxelized activity (µ-value)
images was 256⇥256⇥96 (64⇥64⇥24) voxels in the x, y and z dimensions, respectively. The point cloud activity, attenuation and label values were interpolated onto
the grid using constant basis functions with support determined by the Voronoi cells
of the points in the phantom, which corresponds to the nearest neighbor interpolation.
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The cage-based deformation modifier produced regions of local compression/expansion in the animated phantom. To quantify the magnitude of the compression/expansion, the point-wise expansion coefficient ↵n (t) was computed using Eq.
3.16, where the index j was substituted for n, |!n (t)| is the volume of the Voronoi

cell associated with the point n in the phantom at time t, and |!n (t0 )| is the corresponding volume in the reference frame denoted by t0 . The value ↵ > 1 corresponds

to expansion, and the value 0 < ↵ < 1 corresponds to compression. To preserve
the total activity constant in the voxelization process, the point activity values were
adjusted for compression/expansion using Eq. 3.15. The compression/expansion
adjustment was not applied to the attenuation values.
The Monte-Carlo emission simulation was performed using the method that was
described in Section 3.2.2. The simulated PET camera used in the simulation was
set to have the axial length and diameter equal to 190.0 mm, and the center of
the virtual chamber was placed at the center of the camera. Approximately 30
million simulated events were acquired over 60 seconds. Images of the phantom
were reconstructed using the list-mode OSEM algorithm and two types of basis
functions: RBF (used with stationary phantom only) defined by Eq. 3.17 and VBF
(used for reconstruction with motion correction). The technique that was used to
achieve the VBF-based motion correction is described in Section 3.2.4. The dynamic
point cloud used for the reconstruction of motion-corrected images was identical to
the animated point cloud of the constructed phantom.
Implementation Details
The acquisition of the TOF and SL images was performed using software supplied by
the vendors. The processing and analysis of depth images was performed in Matlab
using in-house developed functions and scripts. A Python function was written to
import 3D unorgnaized point cloud data into Blender, and to export the animated
point cloud as a sequence of ASCII files containing point coordinates. Voxelization
of animated phantom was implemented in Matlab code that was parallelized using
the parallelization toolbox. Code for image reconstruction was implemented as
described in Section 3.2.4.
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4.3

Results

4.3.1

Depth Camera Evaluation

The depth images of the 3D-printed mouse phantom acquired using the TOF and SL
cameras are shown in Fig. 4.4A. The SL images had lower noise and higher accuracy
of the recovered geometry compared to the TOF images. For example, the limbs of
the phantom were resolved in the SL images but not in the TOF images. In the SL
images, artefacts were observed near the edges of the phantom, and for some pixels
the temporal sequence of values was inconsistent, switching intermittently between
two or more di↵erent values that were outside of the expected range (removed in the
figure). The TOF images substantially deviated from the ground truth in the neck
region, likely due to artefacts associated with the light reflection. Near the edges
of the phantom, the measured depth values were negative, i.e. they were measured
to be further away from the camera than the surface upon which the phantom was
placed.
There were substantial di↵erences in the pattern and magnitude of the acquisition noise between the two cameras. In the TOF images, noise had approximately
Gaussian distribution with uniform variance throughout the FOV. The coefficient
of variation of the depth values in a flat region was 9% without temporal smoothing
and 6% with 5-frame averaging. In the SL images, noise was substantially lower
compared to the TOF images (<1%) and had a discrete non-Gaussian distribution
that depended on the topography of the imaged surface. The e↵ect of temporal
smoothing on the SL images was relatively small, as can be seen from the image
profiles.
With both cameras, we observed depth image degradation when reflective surfaces were present in the FOV. The e↵ect was more severe with the TOF camera,
where using the top chamber cover resulted in the appearance of a “blind spot”
in the center of the cover filled with over-saturated salt-and-pepper noise. In the
SL images, the presence of reflective surfaces in the scene increased the number of
artefacts near the edges, however the surface of the chamber underneath the cover
remained visible.

118

4.3. Results

4.3.2

Live Mouse Imaging

Based on the results of camera comparison, the SL camera was chosen for live rodent
imaging. The representative color images and recovered surfaces from the mouse
imaging experiment are shown in Fig. 4.4B. The head, ears, neck, and trunk of the
animal were clearly distinguishable in the majority of the frames, and the tracked
points on the head, neck and trunk could be accurately placed. However, due to
the image noise and the lack of the bottom or side views, not all poses manifested
by the animal were reliably resolved. For example, during the animal grooming
or when the head was pointed straight down (⇠15% of the recorded time period),
depth images contained a single blob from which the body configuration could not
be reliably determined, and the identification of the tracked points on the recovered
surfaces became unreliable. It was estimated that the accuracy of the tracked point
identification in these difficult frames was ±3 mm in x and y dimensions, and ±10
mm in z dimension. The used temporal acquisition rate of 25 frames per second
was sufficient to sample the motion with adequately high temporal resolution.
After the animal was placed inside the chamber, it preferred to stay in the
corners and to move from one corner to another along the chamber walls. Periods of
relatively high activity/motion were interspersed with periods of quiescence, when
the head and the trunk remained relatively motion-free. The plotted parameters of
the head motion (Fig. 4.5A) demonstrate that there were periods when the animal
moved relatively slowly. The total duration of such periods (radial velocity less than
20 mm/s) was ⇠20 seconds. The animal tended to move slower and spent more time

at rest as it became more accustomed to the chamber. The trajectory length, mean
and median velocity, mean and median acceleration of the head motion are given in
the figure. During the phantom animation procedure, e↵ort was made to replicate
the values of the kinematic parameters in the simulated motion.

4.3.3

Analysis of Simulated Motion

The pattern of the simulated motion was similar to the observed motion, as revealed
by the graphs of trajectory, position and velocity versus time (Fig. 4.5B). The
values of the kinematic parameters for the simulated motion are given in the figure.
The periodic pattern of fast and slow motion was less pronounced in the animated
phantom compared to the observed mouse, and the acceleration histogram was more
skewed towards the lower values with simulated motion (as reflected in the median
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Figure 4.4: A. Depth images of the 3D-printed mouse phantom acquired using the
TOF and SL cameras with the chamber cover removed. The profiles show the
depth values along the dashed lines. B. Examples of color images and recovered
3D surfaces from the live mouse imaging experiment. Points on the head, neck and
trunk indicated by the markers were manually identified (placed) in the acquired
frames.
acceleration value). This can likely be explained by the observation that during the
animation procedure, it was more difficult to reproduce the second motion derivative
than the first derivative.
The simulated motion characterized by the graphs in Fig. 4.5 was obtained after
4 iterations of the animation procedure (Fig. 4.1). The first iterations produced
motion that was either unrealistic or that did not match the average velocity and
acceleration of the observed motion. The main encountered difficulty was maintaining the correct motion pacing, which was governed by the selection of key frames
and control handle positions. In addition, motion of the animated point cloud after
motion interpolation by the software had to be inspected on a frame-by-frame basis
to detect and fix any geometry overlaps. Modeling of complex poses exhibited by
the mouse, such as grooming, or when the body was axially collected with the head
pointing down was found to be difficult with the employed animation rig. Thus,
the range of body poses that were replicated in the phantom represented a subset
of those observed in the live animal.
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Figure 4.5: A. Motion parameters of the observed motion. B. Motion parameters
of the simulated motion.

4.3.4

Voxelization and Reconstruction

The renderings of the phantom surface and maximum intensity projections of the
activity and attenuation in Fig. 4.6A demonstrate the typical poses and positions
inside the virtual chamber that were modeled using the employed animation rig.
The map of the expansion coefficient in Fig. 4.6B demonstrates the typical internal
deformation distribution caused by the bending of the phantom. The graph of the
head-trunk angle ✓ versus time compares the observed and the simulated bending
of the body. The corresponding plot of the local expansion coefficient versus time
demonstrates that the compression/expansion was most pronounced in the lateral
sides of the abdomen and thorax, and less pronounced near the medial axis. The
range of the expansion coefficient near the sides covered the range typically observed
in lungs [147, 148].
Images of the stationary phantom reconstructed from the simulated coincidence
data using RBF and VBF are shown in Fig. 4.7A. The reconstructed images converged after approximately 30 list-mode iterations. The image reconstructed using
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RBF was less noisy than the VBF images, as expected from the smoother shape of
the blob functions. Images of the moving phantom reconstructed with and without
motion correction are shown in Fig. 4.7B. The image reconstructed without motion
correction reveals the “averaged” distribution of the activity over the simulated 60second time interval. The activity image reconstructed with motion correction using
the ground truth motion data agreed within noise with the reconstructed images of
the stationary phantom.

4.4
4.4.1

Discussion
Rodent Motion Tracking and Phantom Construction

The results demonstrate that the constructed phantom can be used to simulate PET
coincidence data a↵ected by the motion of an unrestrained mouse. While other
phantoms and atlases focus on accurately modeling the anatomy and respiratory or
cardiac motions, the distinguishing feature of the this phantom is that it models
the motion of a freely moving mouse, with motion parameters that approximately
match those of the observed live animal. Using the proposed phantom construction
technique, it was possible to reproduce the most common animal poses and body
deformations observed experimentally. Although it required some degree of training, the described animation procedure yielded simulated motion that had similar
kinematic parameters and deformations to those in the observed mouse motion.
A more general conclusion that can be drawn from this part of the study, as
well as from the phantom constructed in Chapter 3, is that the skeletal- and harmonic coordinate -based animation techniques can be used to generate a variety of
phantoms for nuclear imaging studies with di↵erent motion types, including articulated phantoms of unrestrained animals. The implementation of these techniques in
user-oriented software such as Blender makes them widely available, freely accessible and relatively easy to use, and does not require the knowledge of the underlying
mathematical algorithms. It is believed that the proposed method can be used to
simulate motion of practically any complexity, given enough e↵ort and time. Animation rigs with more sophisticated hierarchies than the one explored in this work
can be developed to improve the realism of the simulated motion. The deformation
modifier hierarchy can be exploited, for example, to simultaneously model cardiac,
respiratory, and full body motion, or to place deformation constraints on rigid body
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Figure 4.6: A. Renderings of the phantom surface inside the virtual chamber, and maximum intensity projections of the
corresponding activity and attenuation images for 3 representative motion frames. B. Map of the expansion coefficient ↵
(single z-plane), and plots of ✓ and local values of ↵ against the frame number.
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Figure 4.7: A. Ground truth image of the phantom in reference configuration and images of the stationary phantom
reconstructed using blob and Voronoi basis functions. Top and bottom images represent single planes in the x y and
x z dimensions, respectively. The location of the x z plane is indicated by the dashed line. B. Image of the moving
phantom reconstructed without (single x y plane is shown) and with motion correction.
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parts.
A limitation of the proposed phantom construction method is that it is based
on using deformation modifiers that are not physics-driven. As a consequence, the
distribution of the tissue compression/expansion shown in Fig. 4.6B is to some degree unrealistic, especially in the body parts that are supposed to be rigid (e.g. the
head). The phantom also did not completely preserve volume. It can be assumed
that the change of the body volume in a live animal would occur primarily due to
breathing or air compression in the digestive tract organs (abdominal region). The
attenuation coefficients in the animal’s body are expected to be constant and independent of volume changes and deformations — this was adopted in the phantom,
even though the phantom volume variability (6.5%) was likely greater than what
could be expected in a live animal. In this respect, motion modeling based on the
finite element analysis would be superior, as it would enable realistic simulation of
the internal deformations that takes into account the distribution of compressible
and incompressible tissues. Despite these limiting factors, the developed model is
expected to be appropriate for a number of tasks associated with the development
of practical awake rodent imaging, as elaborated in the next section.
The manual animation and motion tracking procedures may also be considered
as limitations of the method. If the modeled phantom geometry and motion are
complex, the animation procedure may require several repetitions, as well as prior
user training; the manual placement of the pose-tracking points in the acquired images is subject to the operator-induced variability. Care must be taken to avoid
creating non-physical configurations of the geometry (e.g. mesh elements that overlap) during the animation procedure. A better approach would be to transfer the
observed trajectory directly to the phantom, and to only leave minor motion aspects
up for the manual intervention (e.g. deformation quality control). This approach
was not explored here since the method of automatic motion estimation from the
awake mouse images may not be trivial and require a separate investigation.
Based on the optical imaging results, an assessment can be made on the potential use of depth-sensing cameras for rodent motion tracking. Although such
cameras were previously used to estimate rigid motion (translation and rotation) in
nuclear imaging [85], with rodents a more difficult aim can be posed of measuring
the complete (external) body geometry and position in the FOV. The optical imaging experiments have shown that consumer-grade SL cameras may be better suited
for rodent motion tracking than TOF cameras, although this may depend on the
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particular camera models chosen. Both technologies are being actively developed,
and future advancements may invalidate this assessment. The SL camera used in
this work had sufficient depth image quality to measure the kinematic motion parameters and to analyze typical animal poses. However, the data acquired from a
single camera was insufficient to accurately recover the body geometry and to use
it in image reconstruction with motion correction. It is expected that better results
can be achieved with a) multiple cameras acquiring depth images from di↵erent
directions [86], b) rats rather than mice due to their larger body size, and c) bald
animal strains to avoid the influence of hair.
An observation relevant to the development of full-body motion tracking techniques for rodents is that the body of the mouse remained relatively still for time
periods that summed to approximately 43% of the image acquisition time. The
mouse moved less as it became familiar with the chamber. Thus it can be expected
that during the periods of relative quiescence, motion tracking at relatively low
frame rates (e.g. using MRI) may be sufficient to obtain motion-corrected images
of relatively high accuracy.

4.4.2

Strategies for Practical Unrestrained Rodent Imaging

Based on the successful validation of the proposed VBF-based image reconstruction
and motion correction methods, the following approach to quantitative unrestrained
rodent imaging is envisioned:
1. acquire list-mode coincidence data simultaneously with motion tracking data;
2. define a point cloud to represent the animal in reference configuration;
3. estimate the point cloud motion and deformation from the motion data;
4. reconstruct motion-corrected image of the animal using the VBF-based listmode OSEM.
The requirements to the accuracy of the motion data can be relaxed depending
on the aims of imaging. The ability to image unanesthetized, unrestrained rodents
will be of value primarily in neurology studies. The tracers used in neuroimaging
have their primary targets in the brain, with minimal binding in the rest of the body.
Therefore, the distribution of activity in the trunk is of secondary importance; this
implies that approximate estimates of internal body deformations can be used in
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image reconstruction. Limbs are likely to contribute minimally to activity and
attenuation, and can be ignored without a significant impact on the image accuracy
in the brain.
Motion and geometry data necessary to implement the proposed approach can
be obtained from multiple depth cameras or simultaneous MRI and PET imaging.
The solution to estimate the complete rodent motion (including internal deformations) from such data may be based on constructing a template of a rodent’s body
(represented by a triangular mesh), and registering it to the motion tracking data in
every frame. Rigidity constraints can be applied to the head of the template. The
temporal sequence of registered templates would provide an estimate of the external
body deformations. The internal deformations can be estimated by constructing an
unorganized point cloud inside the template (in one of the frames), and assigning
the template’s mesh to act as the cage of the harmonic volumetric mapping applied
to the point cloud [154]. Theoretically, this processing sequence would produce a dynamic unorganized point cloud that approximately matches the motion of the rodent
inside the FOV; the point cloud can then be used to reconstruct motion-corrected
images.
The development of a method to robustly register the template to the motion
data requires additional e↵ort. It can be speculated that skeletal priors, hierarchical
surface fitting and statistical pose priors have the potential to improve the robustness
of registration. Even if the pose of the animal could not be reliably estimated in all
motion frames, statistical image reconstruction a↵ords some degree of robustness to
the missing data. The coincidence data for time periods with poor motion estimates
can be removed from consideration; appropriate weighting of the image update
factors in Eq. 3.18 to preserve image quantification.
Image analysis that relies on the traditional KM methods may not be applicable
when imaging awake rodents. With anesthetized animals, PET scans can be initiated at the time of activity injection, and the measurement of the input function
(and activity concentration in the target region) can commence almost immediately
after the injection. With awake animals, intravenous tracer administration may be
difficult, and there is likely to be a time delay between the tracer administration and
the beginning of the scan, during which the input function could not be measured.
Additionally, intravenous administration may induce stress in awake animals and
a↵ect the neurochemical processes in the brain.
Instead of using KM, the physiological parameter probed by the tracer can be
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assessed using the ARs or the standard uptake values. These metrics can be computed from the images acquired with a substantial time delay post-injection. If
the scanner resolution is sufficiently high, the physiological parameters of interest
may be also assessed using shape- and texture-based analysis. This type of analysis
applied to high-resolution clinical images is explored in chapters 6, 7 and 8.
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Chapter 5

Spatial Image Analysis in Brain
PET Imaging
5.1

Brain PET Imaging in Parkinson’s Disease Studies

PD is a progressive neurodegenerative disorder for which there is currently no cure.
It is the second most common neurodegenerative disorder after Alzheimer’s disease [158]. While the relevance and adoption of imaging in the clinical practice is
expected to increase as treatments become available, to this day the in-vivo PET
imaging of PD is predominantly performed in a research setting. In part this is due
to the fact that PD predominantly occurs at a later age, and can often be reliably
diagnosed from the clinical symptoms, obviating the need for imaging to perform
diagnosis. The clinical onset of PD is typically characterized by tremors, bradykinesia, and muscle rigidity. Posture, gait, balance and speech become impaired, and
non-motor cognitive functions may become a↵ected in the later stages of the disease.
In the brain, PD is associated with the loss of pre-synaptic dopaminergic neurons in
the substantia nigra and dopamine deficiency in the striatum, with minimal or no
anatomical atrophy [159]. The lack of dopamine upsets the dopamine/acetylcholine
balance and leads to impaired motor control.
The diagnostic value of PET imaging in the studies of PD is that it allows
in-vivo assessment of the state of various neurological subsystems implicated in PD
pathogenesis. Several PET tracers have been developed that enable molecular imaging of pre-synaptic and post-synaptic targets. Examples of such tracers, previously
included in Table 1.2, are described below:
• [11 C]-DTBZ is a pre-synaptic tracer that binds to the vesicular monoamine

transporter type 2, an integral membrane protein that transports the dopamine
and other neurotransmitters from the citosol to the synaptic vesicles. The
DTBZ binding is therefore strongly indicative of the dopaminergic function:
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the BPND of DTBZ is significantly reduced in PD patients compared to healthy
controls (Fig. 5.1).
• [11 C]-RAC is a post-synaptic tracer that acts as an antagonist of the D2
dopamine receptors; it also binds less selectively to the D1, D3 and D4 receptors. The D2 receptor density is relatively well preserved in PD, compared
to the endogenous dopamine production (Fig. 5.1). One of the applications of
imaging with RAC is the assessment of dopamine release: two scans are performed sequentially with a stimulus between the scans. If the stimulus elicits
dopamine release, the number of available (unoccupied) D2 receptors becomes
smaller, and the RAC binding in the second scan becomes lower.
• [18 F]-FD is a pre-synaptic tracer that is similar in the chemical structure to
levodopa and resembles its biological distribution. Levodopa is a naturally synthesized precursor to the neurotransmitters such as dopamine and adrenaline.
FD is obtained by adding a radioactive fluorine atom to levodopa, and similarly to DTBZ it can be used to assess the functional state of the nigrostriatal
dopaminergic pathway. FD binding is reduced in PD compared to healthy
controls.
• [11 C]-MP is a radioactive analog of methylphenidate, a synthetic compound
that acts as a stimulant in the central nervous system. Methylphenidate binds

to and blocks the dopamine transporter, a pre-synaptic membrane protein
that pumps the dopamine from the synaptic cleft to the intracellular space.
Imaging with MP is used to assess the dopamine reuptake function — it is
reduced in subjects with PD.
These tracers target the dopaminergic system that is known to be most profoundly
a↵ected by PD. In addition, there are tracers that target various receptors and
proteins of the serotonergic and cholinergic systems that may be implicated in PD
[160, 161], and new tracers to assess the integrity of various neurological functions
are continuously being developed. A review of PET tracers utilized in PD research
can be found in [162].
There are three aspects of PD development and progression that are particularly
relevant to the imaging-based studies of the disease, as they frequently determine the
methodology that is employed for image analysis. The first aspect is that the loss of
the dopaminergic function occurs in a specific pattern, along the rostro-caudal axis
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Figure 5.1: Single transverse slices and 3D visualization of the MRI and BPND
images of a healthy control subject (left column), a PD subject on the year of
diagnosis (middle column), and a PD subject 10 years after diagnosis (right column).
The 3D visualizations show the BPND distributions of DTBZ (red colormap) and
RAC (yellow colormap) on the left side of the striatum, with MRI-defined outlines
of the striatal shape.
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of the striatum. The pattern is shown in Fig. 5.1, where the distribution of DTBZ
BPND in the striatum is shown in PD subjects and healthy controls. While the entire
striatum is a↵ected, the most substantial loss of the dopaminergic function occurs in
the posterior putamen. The neurodegeneration progresses along the postero-anterior
axis.
The second aspect is that the PD-induced functional changes in the brain begin
years prior to the first clinical symptoms. This is evident from the comparison of
DTBZ images in Fig. 5.1 between a healthy subject and a PD subject who was
imaged on the year of diagnosis. Typically, at the time of PD diagnosis the mean
DTBZ BPND in the less a↵ected side of putamen is reduced by 50% from the healthy
state. Combined longitudinal and cross-section imaging studies suggest [163] that
the first PD-related functional changes in the brain begin to occur 17 years prior
to the clinical symptoms according to the observed changes in DTBZ binding, 13
years according to changes in MP binding, and 6 years according to changes in
FD uptake. The spatio-temporal pattern of the physiological changes in the presymptomatic disease is not well understood due to the lack of pre-symptomatic
imaging data.
The third aspect is that PD is an asymmetric disease, i.e. as the disease progresses the left and right sides of the body are a↵ected to di↵erent degrees. First
clinical symptoms begin on one side, and remain to be worse on that side until
later in the disease; in the advanced disease, both sides of the body are a↵ected
to approximately the same extent. The asymmetry of the clinical symptoms is reflected in the brain: if the motor performance is worse on the right side, the left
side of the brain is a↵ected to a greater extent, and vice versa (e.g. DTBZ binding
is asymmetrically a↵ected, as shown in Fig. 5.1 for a 0-year PD subject). Typically
in PET imaging studies of PD, either the less a↵ected (better) side or the more
a↵ected (worse) side of the brain is used for the image analysis. The choice of the
side may a↵ect the relationships and correlations between the image-derived metrics
and clinical metrics of disease severity.
The standard metric employed for the image analysis is the mean BPND or the
standard uptake value of the tracer in a given ROI. The ROIs can be defined either
according to the anatomy if the anatomical reference is available, or placed manually
over the structure of interest. The advantage of using the mean BPND is that it
allows to relate the imaging outcome to underlying neurobiology, and to interpret
the images in terms of the biologic parameters. The downside of using BPND in
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image analysis is that it requires the knowledge of the time course of the tracer
distribution in the selected ROI. Thus, dynamic scanning and either a plasma- or
tissue-derived input function must be acquired, which leads to significantly increased
scan durations, introduce additional sources of error and reduce patient comfort.
To obtain the image-derived input function, a reference region devoid of specific
tracer binding is required, and such region may not exist or could not be easily
identifiable for di↵erent tracers and disorders. Additionally, the mean operator does
not explore the full diagnostic potential of imaging, since it does not capture the
spatial pattern of the tracer distribution that can carry information relevant to the
disease phenotype.
Depending on the aims of research and imaging, the easy-interpretable relationship between the image-derived metrics and biologic parameters may not be
required, and using the mean operator may not be adequate. For example, the aim
may be to detect early signs of PD, in order to initiate therapeutic intervention as
early as possible (years before clinical symptoms). In this case, an image metric
should be used that proves to be most accurate for that particular task; the biological interpretation of the metric value becomes of secondary importance. Similar
argument can be made for the task of tracking the disease progression and predicting
the clinical outcome based on imaging. Quantifying the spatial distribution of the
tracer uptake in addition to the mean value is expected to be relevant here, since
various neurological functions are known to be a↵ected in distinct spatial patterns:
the early disease onset may indeed be reflected in the change of binding pattern and
not in the mean value.
Therefore, it is of interest to explore new image-derived metrics that correlate
with disease, convey useful information regarding the relevant physiological processes, and can be obtained from relatively simple scanning procedures. The development and validation of methods that quantify the spatial pattern of PET tracer
distribution in neuroimaging has been somewhat lagging, specifically for the tracers
that have a rather localized distribution pattern (as opposed to being distributed
over the entire brain as, for example, in the case of imaging with FDG). The usefulness of geometry, shape and texture-based metrics in neurodegeneration has not
been thoroughly explored.
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5.2

Previous Methods of Spatial Image Analysis

Literature on the application of texture and shape-based spatial analysis of PET
images is limited. Metrics that quantify image histogram and texture have been
already used in cancer-related PET imaging [164, 165], and analyses of co-variance
patterns have been proposed in neuroimaging for tracers with di↵use brain distribution, such as

18 F-fluorodeoxyglucose (18 F-FDG)

and

11 C-PIB

[166, 167].

Texture-based metrics such as the Haralick features (HF) computed from the
gray level co-occurrence matrix (GLCM) have been previously found to contribute
to automatic detection of disease [168]. The literature on application of HF in
the analysis of emission images has been primarily focused on oncology [169, 170]
and proper translation of these features to neurological analysis requires careful attention. For instance, in oncology the GLCM is typically computed along 2 or 3
orthogonal directions and averaged [164, 171]. This method is consistent with the
fact that tumor growth typically does not have a preferred direction, or such direction is unknown apriori. On the other hand, in PD a clear directionality (gradient)
in binding is present due to the specific (and known) pattern of the dopaminergic
function loss (Fig. 5.1) [172].
The descriptive strength of image metrics may depend on the particular ROI
definition method; this was indeed observed in oncology [171]. The selection of the
most appropriate ROI over which to evaluate a specific metric may be ambiguous in
presence of neurodegeneration: while specific aspects of the neurochemical function
may be impaired, other functional or structural aspects may be preserved, leading
to large di↵erences in region identification ability between di↵erent modalities and
tracers. Typically, the ROI choice is dictated by the available data, the primary
aim of investigation, and overall robustness of the method [173, 174]. The definition
of an ROI on a PET image is often ambiguous due to functional atrophy or fuzzy
boundaries of the regions of preferential tracer uptake/binding. In the case when
more robust anatomically-defined regions are required, they can be delineated using
the MRI image of the subject. Other approaches include using atlas-derived ROIs
[175–177], or a more simple definition of ROIs using geometric primitives placed
over the brain structure of interest [62, 178].
There is a frequent dilemma on whether to utilize the ROIs defined by the
function or the anatomy. Both approaches can be valid, but they may be addressing
di↵erent questions and lead to di↵erent information. In recent years, several studies
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have shown that inter-modality ROIs that define image space regions based on the
combined information from two or more di↵erent modalities or tracers, seem to be
optimal for a number of context-specific imaging tasks. For example, El Naqa et
al. [179] demonstrated that image segmentation based on fused PET/CT data was
closest to manual segmentation, compared to using either of the modalities alone;
Chowdhury et al. [180] employed concurrent MRI/CT segmentation for improved
localization of metastatic tumours; Han et al. [181] showed that combined PET-CT
segmentations are more accurate than single-modality segmentations; Bagci et al.
[182] provide a good review of previous work in inter-modality segmentation, and
report that inter-modality PET-MRI ROIs were closest to manual segmentations
(used as the gold standard), compared to single-modality ROIs. Since it is recognized
that the diagnostic value of image metrics depends on the region over which they
are calculated, it is of interest to investigate how much the correlation between
the image-derived and clinical metrics changes as a function of the shape of intermodality ROI.

5.3

Aims and Structure of the Study

Based on the observation that neurodegenerative disease usually a↵ects tracer binding in a distinct spatio-temporal pattern, the aim of this work was to test the
hypothesis that shape and texture metrics evaluated for the regions of high tracer
uptake would correlate well with the clinical disease progression. The investigated
image metrics were considered as possible alternatives or additions to those derived
from KM. The study was performed using DTBZ and RAC images of PD subjects
and healthy controls, which were co-registered with MR images. The investigated
image metrics were computed from the PET images within striatal ROIs defined on
the both sides of the brain. The correlation between the metric values and clinical
measures of disease severity — duration and motor performance — was analyzed.
The correlation with disease may depend on how the region over which the
metric is calculated is defined. Therefore, a thorough investigation should include
an estimate of the variability of metric performance with respect to the ROI shape.
To this end, the analysis was carried out for a range of possible ROI definitions
derived from the MRI and PET images. Multiple ROIs were utilized to investigate
the metrics more systematically and to test the generality of the analysis outcome
beyond a specific method of ROI definition.
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The subject data and images were taken from an ongoing clinical PD imaging
study at the University of British Columbia. Due to the ongoing nature of the
study, the number of study subjects was di↵erent in di↵erent parts of this work.
Additional subjects were added to the analysis as the images from those subjects
became available. Additionally, as the study progressed, the methods of the analysis
such as the ROI definition method or the employed statistical significance tests were
refined. The analysis methodology and number of used subjects are specified in each
chapter.
The entirety of the investigation is chronologically and thematically split into
three chapters. In Chapter 6, the focus was on quantifying the geometrical properties
of regions of high tracer concentration; these results were obtained first. Based
on the outcome of Chapter 6, in Chapter 7 the texture of activity distribution
was analyzed (additional subjects were added). In Chapter 8 the focus is on the
modeling-based analysis and interpretation of the results obtained in Chapter 7.

5.4

Explored Image Metrics

The choice of the investigated metrics was based on the following three criteria:
1) metric was not previously explored in brain PET, or was explored in a related
area (e.g. oncology imaging) and found to have a diagnostic value, 2) metric was
suitable for the analysis of localized tracer distributions, and 3) metric seemed to
be appropriate for the characterization of the rostro-caudal pattern of dopaminergic function loss in PD. The chosen metrics were separated into 4 distinct groups
according to the image property that they quantify: value metrics, shape metrics,
moment invariants (MIs), and HF. The abstract mathematical definitions of the
metrics are provided below. The images from which the metrics were computed are
specified in Chapters 6 and 7.

5.4.1

Value Metrics

This group contains metrics that capture the statistical properties of voxel intensities
inside the ROI. These metrics were computed either from parametric BPND images,
activity concentration or AR images, and the voxel values in the images of di↵erent
subjects were not binned or normalized to a fixed range.
• The mean voxel intensity within the ROI;
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• The standard deviation (STD) of voxel intensities;
• The index of dispersion (IOD) of voxel intensities, defined as the ratio of the
variance to the mean.

5.4.2

Shape Metrics

Metrics in the shape group quantify the geometrical properties of a region, either
using absolute measures, or with respect to a reference region. Let R and RREF denote the analyzed and reference regions, respectively. For example, R may represent
the size of the functionally active region in the putamen, and RREF may represent
the putamen as defined by the MRI.
• Volume (VOL) and surface area (SAR) of R. These metrics were expected to
capture the reduction of functionally active regions with time.

• Relative volume di↵erence (RVD) and volumetric overlap error (VOE):
RV D =

V OE = 1

|R| |RREF |
|RREF |
|R \ RREF |
|R [ RREF |

(5.1)

(5.2)

where |·| denotes the number of voxels in a region. RVD is a measure of relative
region size, and VOE measures the degree of the spatial alignment between
two regions. With R set to represent the functionally active (DTBZ) region,
and RREF set to represent the MRI-based anatomic reference regions, these
metrics were expected to diminish with PD duration.
• Distance between the centers-of-mass of R and RREF (RCM), normalized to
the anteroposterior length of RREF . With disease progression, the center

of the functionally active region in PD subjects shifts towards the anterior
striatum. With R and RREF set to represent the functionally active and
anatomic reference regions, respectively, RCM was expected to increase with
PD duration.
• Eccentricity of ellipsoid fitted to R (ECM), which in PD subjects was expected
to become lower with time.
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• Region compactness (CMP), defined as the inverse ratio of SAR of R to SAR
of a same-volume sphere.

• Region extent (EXT), defined as the ratio of VOL of R to VOL of the tight
bounding box that contains R. With disease progression, the shapes of the
functionally active regions were expected to become more regular (blob-like).
The metrics CMP and EXT were expected to reflect this aspect.
• Mean region breadth (MBR), which measured the mean width of R along 13
spatial axes. MBR was expected to diminish with disease progression.

5.4.3

Moment Invariants

MIs are calculated as specific combinations of image moments that provide invariance to scaling, translation and rotation. For a 3D function, in this work represented
by a PET image within a given ROI, the moments of order n = p + q + r are given
by:
mpqr =

Z

+1 Z +1 Z +1
1

1

xp y q z r f (x, y, z)dxdydz

(5.3)

1

where f (x, y, z) is the value of voxel with coordinates (x, y, z) within the ROI. The
first order moments can be used to find the centroid coordinates of the object in
each direction as follows:
x̄ =

m100
m010
m001
, ȳ =
, z̄ =
m000
m000
m000

(5.4)

To obtain invariance to position in the image, central moments are used and are
defined as follows:
Z +1 Z
µpqr =
1

+1 Z +1
1

(x

x̄)p (y

ȳ)q (z

z̄)r f (x, y, z)dxdydz

(5.5)

1

In addition, central moments can be made invariant to the size of the object by
normalizing them appropriately. Since low-order moments are less sensitive to noise
and easier to calculate, it is common to normalize by the smallest order moment
µ000 :
⌘pqr =

µpqr
p+q+r
+1
3

(5.6)

µ000

To obtain invariance to rotation, the normalized central moments need to be
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combined in specific ways. The combinations have been derived analytically by
di↵erent authors. In this work, the definitions provided by [183] and [184] were
used:
• Moment J1 that quantifies total spatial variance:
J1 = ⌘200 + ⌘020 + ⌘002

(5.7)

• Moment J2 that quantifies spatial covariance and variance:
2
⌘101

J2 = ⌘200 ⌘020 + ⌘200 ⌘002 + ⌘020 ⌘002

2
⌘110

2
⌘011

(5.8)

• Moment J3 that quantifies spatial covariance and variance:
2
⌘002 ⌘110

J3 = ⌘200 ⌘020 ⌘002

2
⌘020 ⌘101

2
⌘200 ⌘011
+ 2⌘110 ⌘101 ⌘011

(5.9)

• Moment B3 that includes skewness and other terms:
2
2
2
B3 = ⌘300
+ ⌘030
+ ⌘003
+
2
2
2
3(⌘210
+ ⌘021
+ ⌘201
+
2
⌘120

+

2
⌘012

+

2
⌘102
)

+

(5.10)

2
6⌘111

• Moment B4 that includes kurtosis and other terms:
2
2
2
B4 = ⌘400
+ ⌘040
+ ⌘004
+
2
2
2
2
2
2
4(⌘310
+ ⌘031
+ ⌘301
+ ⌘130
+ ⌘013
+ ⌘103
)+
2
6(⌘220

+

2
⌘022

+

2
⌘202
)

+

2
12(⌘211

+

2
⌘121

+

(5.11)

2
⌘112
)

The MI metrics have been previously used to classify image patterns [185]. When
applied to binary images where f (x, y, z) 2 {0, 1}, they could be loosely categorized
as shape metrics. On the other hand, when f (x, y, z) represents the real-valued
voxel intensities (e.g. activity concentration values), the MI combine two types of
information — voxel intensities and their spatial distribution. However, as opposed
to texture metrics, they do not characterize repetitive patterns in the images. The
MI are considered in chapters 6 and 7.
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5.4.4

Haralick Features

HF are second order metrics that quantify the statistical properties of the GLCM.
The GLCM is computed from a gray value image obtained by binning the original
voxel intensities into an integer number of bins. Each voxel in the gray value image
represents a bin index. The elements of GLCM contain the counts of co-occurring
gray levels between pairs of voxels located at the end points of the stepping vector
g = D ⇥ ĝ (Fig. 5.2). Starting from the location of a given voxel in the image, a
step to a di↵erent voxel is taken. If the gray values of the two voxels are i and j,
the element GLCM (i, j) is incremented by one. The entire GLCM is computed by
going over all voxels in the image or ROI. At least three parameters must be defined
to compute the GLCM: a) the number of gray level bins used for intensity discretization, b) direction vector ĝ = (x, y, z) along which the gray-value co-occurrences are
counted, and c) distance D between the analyzed voxel pairs (distance along the
normalized direction vector ĝ).
The standard method to compute the gray value image is to define 2N , N =
2, 3, 4, ... bins on the range from the minimum to the maximum voxel intensity.
With such normalization, all information about the original voxel intensities, and
relative intensities between di↵erent images, is removed. Therefore, the HF metrics
quantify local spatial patterns and gray value distributions. Mathematically, this
can be expressed as the equality
GLCM (f (x, y, z)) = GLCM (af (x, y, z) + b)

(5.12)

where a 6= 0 and b are the scale and o↵set, respectively, applied to the image f .

Many di↵erent HF can be computed from a single GLCM. There exists some

degree of confusion in the mathematical description and naming of di↵erent HF. The
equations for computing the features are defined di↵erently in di↵erent published
works. Several tables of the most frequently cited HF definitions written using a
consistent notation are provided in Appendix A. A set of HF compiled from di↵erent
sources and used in this work are listed and defined below.
In formulating the HF, the following abbreviations are used (based on [186, 187]):
p: normalized gray-level co-occurrence matrix
Ng : number of gray level bins
i, j: indexes of the gray level bins
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p(i, j): value of p at row i and column j
P Ng
px (i) = j=1
p(i, j)
P Ng
py (j) = i=1 p(i, j)
Ng P
Ng
P
px+y (k) =
(p(i, j)|i + j = k)
P i=1 j=1
µx =
ipx (i)
i
P
µy =
jpy (j)
j
PP
(i µx )2 p(i, j)
x =
i j
PP
=
(j µy )2 p(i, j)
y
i j
PP
HXY 1 =
p(i, j) log(px (i)py (j))
i P
j
P
HXY 2 =
px (i)py (j) log(px (i)py (j))
P i j
HX =
px (i) log(px (i))
i
P
HY =
py (j) log(py (j))
j PP
HXY =
p(i, j) log(p(i, j))
i

j

The 15 HF explored in this work included:
• Autocorrelation (ACRL):
ACRL =

XX
i

• Contrast (CTR):

CT R =

XX
i

• Correlation (CRL):
CRL =

PP
i

(ij)p(i, j)

(5.13)

j

(i

j)2 p(i, j)

(5.14)

j

(i

µx )(j

µy )p(i, j)

j

(5.15)
x y

• Cluster prominence (CLP), also called cluster tendency in literature:
CLP =

XX
i

(i + j

µx

µy )4 p(i, j)

(5.16)

j
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• Cluster shade (CLS):
CLS =

XX
i

• Dissimilarity (DIS):

(i + j

µy )3 p(i, j)

µx

(5.17)

j

DIS =

XX
i

j

|i

j| p(i, j)

(5.18)

• Energy (ENR), also called uniformity and angular second moment in literature:
XX

EN R =

i

• Entropy (ENT):

i

(5.19)

j

XX

EN T =

p(i, j)2

p(i, j) log(p(i, j))

(5.20)

j

• Homogeneity (HOM), also called inverse di↵erence:
HOM =

XX
i

j

1
1 + |i

j|

p(i, j)

(5.21)

• Information measure 1 (INF1):
HXY HXY 1
max(HX, HY )

IN F 1 =

(5.22)

• Information measure 2 (INF2):
IN F 2 = (1

exp( 2(HXY 2

HXY )))1/2

(5.23)

p(i, j)

(5.24)

• Normalized homogeneity (NHOM):
N HOM =

XX
i

j

1
1+

|i j|
Ng

• Maximum probability (MPR):
M P R = max(p(i, j))
i,j

(5.25)
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Figure 5.2: Diagram that illustrates the computation of the GLCM for a striatal ROI
defined over the DTBZ image of a PD subject. g is the stepping vector that connects
voxels with gray values 3 and 4. AP – anteroposterior direction, ML – mediolateral
direction.
• Sum average (SAVG):
SAV G =

2Ng
X

ipx+y (k)

(5.26)

k=2

• Sum entropy (SENT):
SEN T =

2Ng
X

px+y (k) log{px+y (k)}

(5.27)

k=2
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Chapter 6

Analysis of Localized Tracer
Distribution Using Shape
Descriptors
6.1

Introduction

PET data related to neurodegeneration are most often quantified using methods
based on tracer KM. In this chapter, the ability of KM-independent shape and MI
metrics to convey useful information on disease state is evaluated, in comparison
to value-based metrics. The study is performed using data from PD subjects and
healthy controls imaged with DTBZ and RAC. The metrics are evaluted for the functionally active regions that are defined using inter-modality (DTBZ or RAC PET
combined with MRI) region definition criteria. Regression analysis is performed between the image metrics and clinical measures of PD — motor performance scores
and disease duration (DD). It was expected that the shape and MI metrics computed
using the DTBZ-defined ROIs and activity values would capture the progressive aspect of PD and show significant correlations with the clinical measures, while no
significant disease-related trends would be observed for metrics derived from the
RAC images. To test the hypothesis that combining metrics that quantify di↵erent
properties should improve the correlation with the clinical measures, combinations
of metrics are analyzed using bivariate linear regression models.
The analysis methodology in this chapter consists of three main steps: 1) ROIdefinition: a series of single-modality and inter-modality PET-MRI ROIs are generated. These ROIs include PET-defined functionally active regions (regions of high
tracer uptake), MRI-defined regions corresponding to anatomical structures (putamen and caudate), and a range of intermediate regions. The intermediate ROIs
are taken from a mixed ROI space established using a linear combination of the
single-modality PET and MRI segmentations. The mixed ROIs are used as a tool
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to systematically investigate the performance and variability of each metric as a
function of ROI definition criteria. DTBZ-MRI and RAC-MRI ROIs are explored;
2) Metric computation: the shape metrics are evaluated for the generated ROIs, and
the MI and value metrics are computed using the DTBZ and RAC activity values;
3) Metric evaluation: the correlation between the metric values and the clinical PD
severity measures is analyzed as a function of the used ROIs.
The chapter is organized as follows. The imaging protocol, the ROI generation,
and the analysis procedures are described in Section 6.2. The main results are
presented in Section 6.3: the data obtained with DTBZ-derived metrics are reported
first, followed by the description of findings with RAC-derived metrics. Section 6.4
contains the summary and analysis of results.

6.2
6.2.1

Methods
Data Acquisition and Pre-processing

The study used data from 16 PD and three control subjects acquired as part of an
ongoing clinical study. The mean age of the PD subjects was 61.2 ± 7.3 (range 52
to 79 years), with the clinical disease severity ranging from mild to moderate on

the unified Parkinson’s disease rating scale (UPDRS). Given that PD can a↵ect two
sides of the brain to di↵erent degrees, the motor part of the UPDRS was evaluated
separately for the left and right side (o↵-medication). The mean lateralized UPDRS
score was 11.6 ± 6.5 (range 1 to 26). The mean DD measured from the time of
clinical onset was 7.3 ± 4.5 years (range 1 to 15 years).

T1-weighted MRI and DTBZ PET images of the brain were acquired for all sub-

jects; RAC images were acquired for all but one PD subject. The MR images were
obtained with a Philips Achieva 3T scanner at the UBC MRI Research Centre using
a T1-weighted Turbo Field Echo sequence (TR 7.7 milliseconds). MR image dimensions were 256⇥256⇥170 with voxel size (1.0 mm)3 . The PET data were acquired
in list mode using the HRRT at the UBC PET Imaging Centre and reconstructed
using the 3D OSEM-OP algorithm [29]. Two image types were used for metric
evaluation: activity concentration images acquired over 30 minutes (30–60 minutes
post-injection), and parametric BPND images produced from 16 temporal frames.
The durations of the frames were (in sequence) 1 min (4 frames), 2 min (3 frames),
5 min (8 frames), 10 min (1 frame). The parameteric images were computed using
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a simplified RTM [52]; the occipital cortex and cerebellum were used as the DTBZ
and RAC reference regions, respectively. PET image dimensions were 256⇥256⇥207
with voxel size (1.219 mm)3 . PET images were rigidly co-registered to the native
MR images (transformation was applied to PET images). The MR images were
resampled using trilinear interpolation to match PET voxel size. The SPM software
package (www.fil.ion.ucl.ac.uk/spm/) was used for rigid, mutual information-based
co-registration.

6.2.2

Single-modality ROIs

MRI-based ROIs for each subject (ROIM RI ) were generated by manually outlining left and right putamen and caudate in the MR images using the ImageJ
(www.rsbweb.nih.gov/ij/) image analysis software (4 MRI-based regions in total per
subject). To produce the DTBZ and RAC ROIs (ROIP ET ) defined by the regions
of high activity concentration, the activity images acquired over 30 minutes were
smoothed with an anisotropic di↵usion filter [188] and thresholded. Following one of
the methods previously used in oncology imaging [189–192], the threshold level was
computed as 40% of the maximum value (within the respective side), after subtraction of the background in the surrounding tissue. The resulting binary mask was
subdivided into left and right putamen and caudate regions (4 PET-based regions
in total per subject). Thus, for each MRI-based ROI there was a corresponding
DTBZ-based ROI and a RAC-based ROI.

6.2.3

Mixed PET-MRI ROIs

To properly evaluate the variability of metric performance, a set of mixed PETMRI ROIs was used to obtain metric values over a range of possible ROIs with the
two extremes being ROI defined purely 1) according to the functionally preserved
volume of the structure of interest and 2) according to the anatomical delineation
of the structure. The method of mixed ROI generation followed the mathematics
of localized N-d shape transformations [193, 194] and is outlined in Fig. 6.1. For
each pair of corresponding ROIP ET and ROIM RI , the distance-argumented implicit
functions (PP ET , PM RI ) were computed using the equation
P (d) = 0.5(err( ⇥ d) + 1)

(6.1)
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where d is the signed distance from the ROI boundary (positive inside the ROI), and
err(x) is the Gaussian error function. The error function was used here because it
represents the convolution of the Heaviside step function with the Gaussian function,
which provides a good description of the PSF of the imaging apparatus. The values
= 0.32 and

= 0.81 were used for PET and MRI implicit functions, respectively.

These values were obtained experimentally by fitting the error function to the edge
of striatum in the respective images, and taking the mean value of

over all subjects.

Note that at the ROI boundary P (0) = 0.5.
The implicit PET and MRI functions corresponding to the same subject and
structure were fused as follows:
PF U SED (↵) = ↵PM RI + (1

↵)PP ET ,

↵ 2 [0, 1]

(6.2)

where ↵ is a free parameter representing the relative weight of the MRI component.
The mixed PET-MRI ROIs were obtained by choosing the voxels with the value
of PF U SED above 0.5: ROIM IX (↵) = {(x, y, z) : PF U SED (↵, x, y, z) > 0.5}. The

geometric shape of ROIM IX could be adjusted by changing the ↵ parameter. Values
↵ = 0 and ↵ = 1 correspond to single-modality PET and MRI ROIs, respectively:
ROIM IX (0) = ROIP ET (DTBZ or RAC), ROIM IX (1) = ROIM RI .
Two mixed ROI spaces were established using Eq. 6.2: DTBZ-MRI and RACMRI. The putamen and caudate mixed ROIs were generated automatically for all
subjects. The mixed ROIs corresponding to ↵ = [0, 0.1, ..., 1.0] were used to compute the investigated image metrics and to evaluate their correlation with DD and
UPDRS scores.

6.2.4

Image Metrics

The image metrics chosen for the analysis included value metrics described in Section
5.4.1, shape metrics described in Section 5.4.2, and MI metrics described in Section
5.4.3. The shape metrics were evaluated for the ↵-dependent regions ROIM IX (↵)
that were used in place of R; ROIM RI were used in place of RREF ; since ↵ entered
the shape metric equations, the shape metrics themselves were treated as functions
of ↵.
The value and MI metrics were computed using PET voxel values (BPND or activity concentration) inside ROIM IX (↵). The mean BPND of DTBZ and RAC were
computed from the corresponding parameteric images — this was the only metric
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PMRI

MRI

ROIMRI

Segmentation

Implicit function computation

PPET

PET

ROIPET

ROIMIX

Fusion

PFUSED

Thresholding

Figure 6.1: Flowchart of the algorithm employed to generate mixed PET-MRI ROIs.
The main processing steps are shown using the transaxial slices through the representative PET/MRI volume images.
that was based on KM, and the performance of other metrics (in terms of the correlation with the clinical data) was evaluated in comparison to the mean BPND . The
metrics COV and STD were computed from the activity concentration images. The
MI metrics were also computed from the activity concentration images.
Functions to compute the image metrics were implemented in Matlab. The ROIs
were represented and stored as binary volume images (voxel grids), with the same
size as the analyzed DTBZ and RAC images.

6.2.5

Metric Evaluation

The values of the image metrics were obtained using DTBZ-MRI and RAC-MRI
mixed ROIs that were generated using Eq. 6.2 with ↵ = [0.0, 0.1, ..., 1.0]. To
account for the asymmetric nature of PD, the metrics were computed separately
for the two sides of the brain, using either putamen or caudate mixed ROIs. For
each value of ↵, the metric values corresponding to the clinically better (or worse)
side in each subject were regressed against the corresponding lateralized UPDRS
scores and DD.
Since the control subjects represent a di↵erent population compared to the PD
subjects, they should be excluded from regression analysis in order to avoid biasing
the measured correlation coefficients and significance levels. On the other hand,
including the control subjects enables the examination of the metric behavior when
transitioning from healthy to disease state. In addition, control subjects provide a
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reference for tracking the change in metric value with disease progression. Thus, the
regression analysis was performed with (N = 19) and without (N = 16) the inclusion
of the control subjects in the test sample.
The main measure of correlation was the square of the correlation coefficient
R2 ,

obtained by fitting the data to the two-term models of the form f (x) = b + ax

and f (x) = b exp(ax), where f is the analyzed metric, and x is DD or UPDRS
score. A detailed investigation of more complex functions was outside the scope of
this work, as a higher number of subjects would have been required to establish
the proper functional form for each of the investigated metrics. The exception
was an additional fit of BPND to the three-term function f (x) = c + b exp(ax),
since it has been previously determined that such a function most appropriately
describes the relationship between DTBZ BPND and DD [195]. Bootstrapping with
replacement was used to obtain the mean R2 (↵), with the corresponding standard
deviation and 95% confidence intervals. In addition, the Spearmans correlation
coefficient ⇢ was computed to measure the statistical dependence between the image
and clinical metrics in a way that does not imply any specific type of functional
relationship. Since the results were not corrected for multiple comparisons [171, 196],
the absolute p-values associated with the correlations need to be interpreted with
caution; nevertheless, the relative values between di↵erent metrics are expected
to be relevant. To investigate the degree of dependency between image metrics,
the goodness of fit to a bivariate linear model was measured, expressed as adjusted
2 , with two image metrics as the independent variables and DD as the dependent
Radj

variable.
The analysis procedure was performed separately for the DTBZ-derived metrics in the DTBZ-MRI ROIs and RAC-derived metrics in RAC-MRI ROIs and for
the clinically worse and better sides of the striatum. In addition, the relationship
between the clinical data and DTBZ-derived metrics was evaluated in the RACMRI space. This provided an assessment of the relative metric sensitivity to the
anatomic fidelity of the ROI, i.e. whether the metrics remain suitable for analysis
with RAC-based ROIs used as surrogate anatomical guidelines [176, 197]. Here an
assumption was made that there are no spatial di↵erences between the pre-synaptic
and post-synaptic binding targets.
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6.3

Results

Results obtained with DTBZ-derived metrics in the DTBZ-MRI ROI space are presented in detail first, including the variability of metrics with ↵ and R2 (↵) plots.
The value metric group is discussed first, followed by the shape and MI metrics. Results obtained with RAC- and DTBZ-derived metrics in the RAC-MRI ROI space
are summarized in a separate section.
The correlations were found to be stronger when the clinically better side was
evaluated, consistent with previous studies (Nandhagopal et al. 2009). Therefore,
the presented results are for the metrics values and correlations that were evaluated
on the less a↵ected (better) side; using the more a↵ected side yielded the same
general outcomes. Additionally, the MI metrics J3, B3, and B4 produced poor
correlation results with multiple outliers (consistent with the earlier results reported
in [198]). Thus, they were excluded from the analysis at the early stages of work.

6.3.1

Metric Values and Variability

Examples of ROIs from the DTBZ-MRI ROI space used for metric evaluation are
shown in Fig. 6.2. Greater values of ↵ produced ROIs with finer spatial detail
(particularly in the areas of interior capsule and posterior caudate) and lower surface
irregularity. With PD subjects, the activity-defined PET regions were smaller than
the corresponding MRI regions, as expected. Figure 6.3 further demonstrates the
degree of alignment between the activity and anatomy-defined regions: even in areas
presumably una↵ected by the disease, the MRI ROIs did not always align well with
the functionally active regions (indicated by arrows). This misalignment was greater
with the caudate ROIs, where the ROI shape di↵erences between DTBZ and MRI
were more significant (likely due to the more pronounced partial volume e↵ect and
registration imperfection). With control subjects, the mean VOE was 0.64 ± 0.08
for the caudate, and 0.33 ± 0.05 for the putamen; with PD subjects, the mean VOE

was 0.67 ± 0.08 and 0.82 ± 0.11 for the caudate and putamen regions, respectively.

Several representative metrics (VOL, BPND , CMP, and J1) are plotted in Fig.

6.4 as functions of ↵. The VOL values reveal the various degrees of functional
atrophy in PD subjects; di↵erent metric behavior between the less a↵ected and
more a↵ected subjects is observed. The values of BPND were highest with ↵ ⇠ 0 for
PD subjects, reflecting the spatially non-uniform dopaminergic denervation typical

of PD. The CMP graphs revealed that PET ROIs were on average more compact but
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Figure 6.2: The surface renderings of ROIM IX (↵) for one control subject and one
PD subject (UPDRS 9.0, DD 6, moderate severity) in the DTBZ-MRI ROI space.
substantially less consistent compared to MRI ROIs. The J1 graphs demonstrate
that the spatial variance of voxel values was highest with MRI ROIs and lowest with
PET ROIs. Longer DD generally corresponded to higher J1, lower VOL and lower
BPND .

6.3.2

Correlation Between Image and Clinical Metrics

The maximum values of R2 and ⇢ obtained for the investigated metrics in the DTBZMRI and RAC-MRI ROI spaces are summarized in Table 6.1, along with the values
of ↵ that maximized the correlation with the clinical data (↵max). The data are
shown only for less a↵ected side of putamen; the correlation obtained using the
caudate ROIs was weak for most metrics, as expected, given the known spatiotemporal progression pattern of PD.
Among the value group, STD had the strongest correlation with the clinical
measures, similar to that of BPND and followed by IOD. The corresponding values
of ⇢ generally followed the same pattern. The R2 (↵) plot and representative scatter
plots for log(BPND ) are shown in Fig. 6.5. The R2 (↵) graph demonstrates a trend
toward stronger correlation between BPND and DD around ↵ ⇠ 0.5 (also observed

with ⇢). The scatter plots revealed that a three-term exponential function of the
2
2
form f (x) = c + b exp(ax) was a better fit for BPND (RDD
= 0.94, RU
P DRS = 0.62)
2
2
compared to the two-term function (RDD
= 0.82, RU
P DRS = 0.61), as known from

literature [195]. Using the linear and exponential two-term fits resulted in nearly
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Image Metrics

DTBZ-MRI
↵max

DD

UPDRS

0.82** (-0.90**)

0.61** (-0.86**)

T 0.94**

T 0.62**

Value
Log(BPND )

0.4

STD

1.0

0.88** (-0.91**)

0.63** (-0.84**)

IOD

1.0

0.72** (-0.83**)

0.39** (-0.65**)

VOL

0.2

0.57** (-0.69**)

0.48 (-0.68**)

SAR

0.2

0.56** (-0.68**)

0.51** (-0.70**)

RVD

0.3

0.53** (-0.70**)

0.46** (-0.69**)

VOE

0.2

0.60** (0.76**)

0.52** (0.77**)

RCM

0.3

0.48** (0.64**)

0.38** (0.60**)

ECM

0.0

0.65* (-0.75**)

0.59* (-0.74**)

CMP

0.5

0.32* (-0.49*)

0.36* (-0.53*)

EXT

0.5

0.31* (-0.51*)

0.36* (-0.69**)

MBR

0.3

0.51** (-0.62**)

0.53** (-0.68**)

Shape

Moment Invariants
J1

1.0

0.94** (0.94**)

0.79** (0.90**)

J2

1.0

0.91** (0.93**)

0.77** (0.91**)

Table 6.1: Maximum values of R2 and ⇢ (given in parentheses) between image metrics and clinical metrics obtained in the DTBZ-MRI ROI space (using less a↵ected
side of putamen). All subjects were included in the analysis. The R2 (↵) values
were obtained by fitting the image metrics with the two-term linear functions of
UPDRS and DD. A two-term exponential function was used with BPND . Absent
↵max indicates that no trend in the correlation strength was observed. ** p<0.01;
* p<0.05; no glyph for p>0.05. T Value obtained with three-term exponential fit
(BPND only).
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Image Metrics

RAC-MRI
↵max

DD

UPDRS

Log(BPND )

-

0.06 (0.21)

0.06 (0.22)

STD

-

0.07 (0.23)

0.05 (0.24)

IOD

-

0.07 (0.26)

0.09 (0.30)

VOL

-

0.10 (0.38)

0.06 (0.29)

SAR

-

0.09 (0.32)

0.06 (0.24)

RVD

-

0.11 (0.32)

0.17 (0.29)

VOE

-

0.12 (0.30)

0.06 (0.28)

RCM

0.3

0.29* (0.51*)

0.21 (0.39)

ECM

-

0.16 (0.32)

0.09 (0.27)

CMP

-

0.13 (0.28)

0.12 (0.31)

EXT

0.3

0.36* (0.51*)

0.40** (0.50*)

MBR

-

0.09 (0.26)

0.07 (0.25)

Value

Shape

Moment Invariants
J1

-

0.07 (0.24)

0.08 (0.26)

J2

-

0.08 (0.25)

0.07 (0.23)

Table 6.2: Maximum values of R2 and ⇢ (given in parentheses) between image
metrics and clinical metrics obtained in the RAC-MRI ROI space (using less a↵ected
side of putamen). All subjects were included in the analysis. The R2 (↵) values
were obtained by fitting the image metrics with the two-term linear functions of
UPDRS and DD. A two-term exponential function was used with BPND . Absent
↵max indicates that no trend in the correlation strength was observed. ** p<0.01;
* p<0.05; no glyph for p>0.05.
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0.5

1.0

PD Subject B

PD Subject A

α = 0.0

Figure 6.3: Contours of ROIM IX (↵) overlaid on the transaxial slices of DTBZ BPND
images, for two representative PD subjects and three values of ↵. Arrows point
out areas of misalignment between ROIM IX (↵ = 1) and regions of high activity
concentration.
identical correlation coefficients with all metrics except BPND . Nevertheless, since
the two-term linear function was used with other metrics, with BPND both the
two-term and three-term R2 values were retained as the reference. The use of the
Spearman correlation coefficient ⇢ may be more robust in this regard since it does
not imply any specific type of functional dependence.
The correlation between the clinical data and image metrics in the geometry
group was statistically significant but lower compared to the value group. The
correlation was statistically significant only with PET ROIs or mixed ROIs, and
negligible with MRI ROIs. Metrics related to the size of the region (VOL, VOE,
RVD, SAR) had the highest values of R2 and ⇢, and the maximum correlation
was most often observed around ↵ ⇠ 0.3 as shown in the R2 (↵) graph for RVD

in Fig. 6.5. With metrics that captured the shape properties (CMP, EXT, MBR,
ECM), R2 and ⇢ plots generally had a maximum around ↵ = 0.5. An example of
such trend for CMP is shown in Fig. 6.5. The scatter plots for CMP demonstrate
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Figure 6.4: Graphs of VOL, BPND , CMP, and J1 in the DTBZ-MRI ROI space for
all subjects, evaluated using mixed ROIs of the putamen (less a↵ected side). Higher
DD generally corresponded to more significant metric variability with ↵. The three
subjects with DD of zero correspond to control subjects.
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Figure 6.5: A. Mean bootstrapped values of R2 with standard deviation (error bars)
and 95% confidence intervals (filled regions), plotted against ↵ for BPND (left), RVD
(middle) and CMP (right). The correlation with DD (blue) and UPDRS (green) was
evaluated using putamen mixed ROIs; B. Representative scatter plots of log(BPND ),
RVD and CMP against DD and UPDRS. Non-bootstrapped values of R2 are shown
for the cases with the control subjects were included (control+PD) and excluded
(PD) from the analysis.
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the correlation pattern observed with ↵ = 0.5: subjects with low DD and UPDRS
scores generally had higher CMP values. The trend of increased correlation in the
region of mid-range ↵ values was observed in both the R2 and ⇢ functions with most
geometry-based metrics.
The MI metrics J1 and J2 had the strongest correlation with the clinical data
among all other metrics; the highest values of R2 and ⇢ were obtained with MRIbased ROIs. The R2 (↵) graphs and scatter plots for J1 and J2 are shown in Fig. 6.6.
With ↵ < 0.5 the mean correlation coefficients were substantially reduced compared
to ↵ ⇠ 1.0; the reduction was on the order of 54% for DD and 74% for UPDRS
(compared to ⇠20% and ⇠32% with BPND , respectively). The scatter plots strongly

suggest a linear relationship between DD and J1 (J2), as opposed to an exponential
trend observed with BPND (compare Figures 6.5 and 6.6). Interestingly, J1 and
J2 were the only metrics that had relatively high R2 values when evaluated using
2 (J1) = 0.71 ± 0.09 [↵ = 1], R2 (J2) = 0.70 ± 0.10 [↵ = 1] with
caudate ROIs: RDD
DD

p<0.01.

When the control subjects were excluded from the regression analysis, the cor2
relation analysis for BPND produced values RDD
= 0.85 and ⇢ = 0.84, comparable

to those previously obtained with control subjects included in the regression. The
correlation between the MI metrics and clinical data also did not change apprecia2
bly: the value of RDD
was 0.91 (0.94 with control subjects included) for J1, and

0.89 (0.91 with controls) for J2. On the other hand, the correlation strength for the
2
shape metrics became lower. For example, the corresponding values of RDD
were

0.39 (0.57 with controls) for VOL, 0.34 (0.53 with controls) for RVD, 0.49 (0.60 with
controls) for VOE, and 0.52 (0.65 with controls) for ECM. The correlation values
for CMP and EXT were reduced by approximately 20%.

6.3.3

Metric Combinations

When metrics of similar character were combined in a bivariate model (e.g. VOL
2 expectedly did not increase compared to the respective
and RVD), the value of Radj

univariate models. However, the correlation did improve when qualitatively different metrics were combined, indicating that metrics carried some complementary
information. For example, combining IOD (for ↵=1) with any ROI size metric (for
2 by approximately 20%. The greatest increase was observed
↵=0) increased the Radj
2 =0.69 (AID), 0.64 (VOE), 0.89 (AID, VOE). For reference,
with [IOD, VOE]: Radj
2 with univariate regression was 0.92 for J1 and 0.84 for STD.
the Radj
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Figure 6.6: Mean bootstrapped values of R2 with standard deviation (error bars)
and 95% confidence intervals (filled regions), plotted against ↵ for J1 (top) and J2
(bottom). The representative scatter plots of metric values against DD (blue) and
UPDRS (green) are shown for MRI-based putamen ROIs. Non-bootstrapped values
of R2 are shown for the cases with the control subjects were included (control+PD)
and excluded (PD) from the analysis.
A related observation is that di↵erent image metrics appeared to have di↵erent
functional dependence on DD. For example, BPND had an exponential dependence
on DD, while J1 and J2 clearly had a linear relationship with DD within the studied range (compare Figures 6.5 and 6.6). This observation additionally indicates
that di↵erent metrics may capture di↵erent aspects of disease progression, which
may become even more evident when a larger range of disease severity/duration is
considered.

6.3.4

Metric Correlation in the RAC-MRI ROI Space

Examples of mixed RAC-MRI ROIs are shown in Fig. 6.7A. The RAC ROIs had
approximately the same size as the MRI ROIs, and the VOL metric averaged across
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subjects was approximately constant with ↵. The RAC ROIs were noisier and not
anatomically as accurate as the MRI ROIs. Even with co-registration and tracer
binding una↵ected by the disease, it was found that the MRI ROIs did not accurately
encompass the regions of high RAC uptake. The mean VOE between RRAC and
RM RI was 0.58 ± 0.05 for the caudate, and 0.36 ± 0.04 for the putamen. These
VOE values are similar to those observed between RDT BZ and RM RI with the
control subjects, indicating that such mismatch is likely a reflection of the di↵erence
in resolution between the MRI and PET images.
When the metrics were computed using RAC-MRI ROIs and RAC image data
(Table 6.2), the R2 and ⇢ for all metrics were low regardless of ↵ value, as expected.
In this way, the RAC-MRI ROI space served as a negative control for the patterns
observed in the DTBZ-MRI ROI space. However, weak trends were observed with
RCM and EXT: the correlation between these metrics and clinical data tended to
increase with ↵ ! 0.

When the value and MI metrics were computed in the RAC-MRI space using

DTBZ image data, the high correlation of those metrics with DD and UPDRS was
preserved. The representative R2 (↵) plots for BPND and J1 are shown in Fig. 6.7B.
With putamen ROIs, the correlation between DTBZ BPND and clinical metrics did
not depend on ↵ (Fig. 6.7B, left).
With J1, a gradual decrease of R2 was observed with ↵ ! 0 (Fig. 6.7B, middle),

which here indicates going from MRI to RAC-defined ROIs. The reduction was
2
more evident with regression against DD, with RDD
= 0.86 ± 0.06 [↵ = 0] and
2
RDD
= 0.94 ± 0.02 [↵ = 1].

On the other hand, when J1 was evaluated for the caudate regions, the opposite

2
2
trend was observed: RDD
= 0.81 ± 0.06 [↵ = 0] and RDD
= 0.73 ± 0.10 [↵ = 1] (Fig.

6.7B, right). Since the mean values of R2 for ↵ = 0 and ↵ = 1 agree within error
bars, the trend is considered as statistically insignificant.

6.4
6.4.1

Conclusions
Relative Metric Performance

2
2
Among the investigated metrics, the MI J1 (RDD
= 0.94) and J2 (RDD
= 0.91)

had the strongest correlation with the clinical data and the values of the correlation
coefficient were similar to those obtained with DTBZ BPND when using a three-term
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Figure 6.7: A. The shape of ROIM IX (↵) for one of PD subjects (UPDRS 9.0, DD
6, moderate severity) in the RAC-MRI ROI space. B. Mean bootstrapped values of
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in putamen; Middle - DTBZ J1 computed in putamen; Right – DTBZ J1 computed
in caudate.
2
exponential fit (RDD
= 0.94). The correlation was maximized when the MRI-based

ROIs were used. Importantly, the MI were fit well with a two-term linear model,
in contrast to DTBZ BPND . This indicates that the MI and BPND may relate to
the di↵erent aspects of disease progression and may be most sensitive at di↵erent
stages of the disease. To test this hypothesis, studies on a wider cohort of subjects
are required.
Compared to the value and MI metrics, the shape metrics had moderate-to-low
correlation with the clinical metrics and performed worse than BPND . Nevertheless,
the measured values of the correlation coefficient between the clinical assessments
and these metrics evaluated for DTBZ-MRI ROIs were statistically significant, unlike the shape metrics evaluated for RAC-MRI ROIs. This observation strengthens
the conclusion that the moderate levels of correlation observed in the DTBZ-MRI
ROI space were indeed meaningful and informative of the neurochemical changes
associated with PD. The low correlation values indicate that, in the context exam-
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ined, shape metrics may be of limited value by themselves; they become more useful
if combined with complementary metrics (e.g. they can be combined with valuetype metrics to improve the predictive strength of the corresponding multivariate
model).
It should be pointed out that the obtained p-values were not corrected for multiple comparison (several metrics were tested using a relatively limited number of
subjects). This could lead to worse than expected generalization outside of the
studied sample. However, conceptually similar metrics produced similar correlation
values, providing an additional indication that the analysis results were robust. The
optimal form of the functions relating the outcomes of the imaging metrics to the
clinical data was not explored in detail; the limited number of data points did not
allow for such an exhaustive comparison. The trends observed with the Spearmans
correlation coefficient ⇢ replicated those obtained with R2 , which at least in part
indicates that the results were not specific to the used linear (or exponential) fits.
Although a search for an optimal functional form would likely tweak the rank order
of the correlations in terms of R2 (but not ⇢), its absence does not detract from one
of the main messages of this work that there is indeed clinically-relevant quantitative
information in the spatial distribution of the tracer, and that such information can
be captured using shape and MI descriptors.

6.4.2

The Use of Mixed ROIs in Image Analysis

The employed method to generate and use the mixed ROIs represents a new tool
for quantitative image analysis that is based on the gradual transition between
the ROIs defined using di↵erent imaging modalities. Starting with a single ROI
set per subject per imaging modality, a multitude of ROIs can be generated and
investigated systematically, thus increasing the generality and robustness of the
analysis. For example, in PET/MRI image analysis, the mixed ROIs can be chosen
to better align with the high activity regions, or to have higher anatomic fidelity
and spatial definition, thus helping to investigate the dependence of quantitative
data on the ROI shape and to make a more informed, task-specific, choice of the
ROI placement. Although PET and MRI of the striatum were used to develop
the method, the problem of ROI selection is not specific to these two modalities
or to studies of PD. In fact, since di↵erent modalities reveal anatomical structures
di↵erently, a similar problem may be present in any multi-modality imaging study.
Therefore, the proposed approach is believed to be generalizable to other modalities
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and imaging objectives, beyond the striatum, with the caveat that methodological
details (such as calculation of the structure localization probability maps) might
need to be optimized for each specific modality.
The use of mixed ROIs in this study enabled the inspection of metric values
simultaneously for a large set of regions: instead of looking at metric values associated with a particular region, whole ranges of metric and correlation values were
analyzed. Thus, the data were e↵ectively put into greater perspective. The study
confirmed that the relationship between the image-derived and clinical data may
indeed depend on the ROI definition method: the correlation between the investigated metrics and clinical data was found to depend on the relative contribution of
each modality to the ROI definition. For example, comparing the DTBZ-MRI and
RAC-MRI ROI spaces, the correlation between DTBZ BPND and clinical metrics
remained unchanged regardless of what ROI space was used, indicating that regions
of high RAC uptake could be used as a substitute for the accurate anatomical (MRIbased) reference regions. On the other hand, the correlation between DTBZ J1 and
clinical metrics was highest with MRI ROIs, and degraded by ⇠10% with RAC
ROIs. This implies that the J1 and J2 metrics have higher sensitivity than BPND

to a region definition method, and that a fairly accurate anatomical reference may
be required to achieve maximum correlation when using these metrics. With BPND ,
the resolution of the anatomy-revealing scan could be reduced without significantly
a↵ecting the correlation, e.g. RAC images can be used for the ROI definition if MRI
data are not available.
The single-modality PET or MRI ROIs were not always optimal in terms of
maximizing the R2 values. With region size metrics such as VOL, RVD and SAR,
the correlation strength was maximized when PET ROIs were combined with a
small MRI contribution (highest R2 was achieved with ↵ ⇠ 0.3). These patterns

(also observed with Spearmans correlation coefficient) can likely be explained by the
insensitivity of the MRI ROIs to the disease on the one hand, and noise in the shape
of PET ROIs on the other. It can be hypothesized that the regularization of mixed
ROIs introduced by the MRI component reduced noise in the ROI shape, which in
turn positively a↵ected the correlation strength. On the other hand, the majority
of pure MRI ROIs underestimated the mean BPND values for control subjects due
to misalignment and the partial volume e↵ect in PET images. This implies that
caution should be used when using MRI-based ROIs to obtain quantitative PET
data. The mixed ROIs were better aligned with the high activity regions than the
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pure MRI ROIs.
With regard to using mixed ROIs in image analysis, it is important to emphasize
the multiple applicability of the approach. For example, focus could be placed only
on finding the optimal ROIs for use in a particular study. In this case, the same
value of ↵ (or any other shape-defining parameter) should be used for all subjects
in the study (altering the free parameters on a per-subject basis would introduce a
selection bias). The choice of ↵ value could be based on a number of di↵erent criteria.
For example, in correlation studies that investigate the relationships between clinical
and image-based manifestations of the disease, the value of ↵ that maximizes the
correlation could be learned from the training set of images/subjects.
Alternatively, the approach could be utilized for classification and analysis tasks.
The behavior of the metric functions BPND (↵), VOL(↵), CMP(↵) (Fig. 6.4) and
others were noticeably di↵erent for the control and PD subjects, thus making these
data suitable for automatic PD/control discrimination. Analyzing the shapes of
these functions may also prove useful for gaining additional information on the
mechanisms of disease progression, i.e. larger slopes can be indicative of greater
functional degeneration.
Another potential application is to check the images for possible misregistration errors and outliers. The graph of the functions BPND (↵) and VOL(↵) were
remarkably di↵erent for one of the subjects in the study compared to the rest. A
subsequent detailed examination of the corresponding MRI and PET images revealed sub-optimal image registration: the corresponding single-modality putamen
ROIs were displaced axially by ⇠6 voxels (⇠6 mm), compared to 1–3 voxels for

other control subjects (Fig. 6.8). This method of registration quality control should
be especially useful in large studies where direct image inspection may be hindered.
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Figure 6.8: 3D renderings of single-modality PET and MRI ROIs for subjects CL01
(left) and CL02 (right). The region of ROI mismatch due to misregistration is
indicated by arrow.
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Chapter 7

Analysis of Regions with
Specific Tracer Uptake Using
Texture Descriptors
7.1

Introduction

In this chapter texture-based analysis of PET images is explored. The HF metrics
described in Section 5.4.4 were employed to characterize the DTBZ image texture
in healthy controls and PD subjects. The correlation between the HF metrics and
clinical DD was evaluated. The HF metrics are computed from GLCM that can
be defined for di↵erent image directions and distances. A thorough investigation
requires that a range of possible directions and distances are explored. Thus, these
parameters were evaluated from the standpoint of their e↵ect of the correlation
strength between the HF metrics and DD. The measured correlation coefficients
were compared to those obtained with the MI and the mean BPND .
The ROI definition criteria influences the descriptive strength of metrics, as
demonstrated by the results of Chapter 6. With the MI metrics (that similarly to
the HF metrics reflect the spatial distribution of the voxel intensities in the ROI) the
MRI-based ROIs were found to produce the highest values of R2 and ⇢. Therefore,
in this chapter MRI-based ROIs are treated as the gold standard, and PET-based
ROIs are not used (since in Chapter 6 with the MI metrics they produced similaror-worse results compared to the MRI-based ROIs).
One must consider that nuclear imaging studies may not necessarily include
MRI for all subjects, and therefore anatomical reference images may not always be
available. Additionally, the resolution of the acquired images may not be sufficient
to reliably di↵erentiate between closely located brain structures. In such cases, it
is still desirable that texture-based analysis could be applied. Therefore, in this
chapter two types of ROIs were considered: the MRI-derived ROIs of the putamen,
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caudate and striatum, and simple bounding box (BB) ROIs that encompass the
same structures. The BB ROIs represent a simplified method of ROI definition that
can be used when accurate anatomic reference is not available. While the primary
aim of this chapter was to investigate whether the HF metrics computed from PET
images correlate with the progression of PD, the secondary aim was to test the
utility of the BB ROIs, including the influence of PET/MRI registration inaccuracy
observed in Section 6.3.1.
The methodology of investigation adopted in this chapter was developed based
on the results presented in Chapter 6. Only DD was used as the clinical measure
of progression, and the Spearman’s coefficient ⇢ was used as the sole measure of
correlation between the image metrics and DD. Control subjects were removed from
the correlation analysis, and instead the control/PD discriminative power was examined. Additional methodological details are provided in Section 7.2, results are
presented in Section 7.3, and the discussion of results is presented in Section 7.4.

7.2
7.2.1

Methods
Clinical and Image Data

Analysis was performed using a sample of 37 PD subjects (mean age 61.4±8.0 y,
range 40 to 79 y) and 10 control subjects (mean age 48.4±18.0 y, range 24 to
80 y), a superset of subjects used in Chapter 6. Since in Chapter 6 almost all
image-derived metrics were better correlated with DD than with UPDRS score, for
the analysis performed in this chapter DD was used as the primary clinical measure of disease. The mean DD for the expanded sample of subjects was 5.7±4.2
years (range 0 to 13 years). The PET and MRI image acquisition, reconstruction
and registration protocols were the same as those described in Section 6.2.1. The
30-minute DTBZ activity concentration images and parametric BPND images were
computed and rigidly co-registered with the MR images using the SPM software
package (www.fil.ion.ucl.ac.uk/spm/). Mutual-information cost function was used.
RAC images were not used in the investigation, since in Chapter 6 it was determined
that compared to DTBZ, metrics evaluated on RAC images were not strongly affected by the disease progression.
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7.2.2

Evaluated Metrics

Texture in DTBZ activity concentration images of PD and control subjects was
quantified using the HF metrics defined in Section 5.4.4. The GLCMs were computed
from the DTBZ gray value images. The activity bin range was set between the 1st
percentile and the 99th percentile of the activity values in the ROI. The gray value
of a voxel was set as the bin index that corresponded to that voxel’s activity value.
The MI metrics J1 and J2 as well as the ROI-mean DTBZ BPND were computed
for a reference for correlation strength comparison. The MI metrics were computed
from the DTBZ activity concentration images, and the mean BPND was computed
from the parametric images.

7.2.3

Investigated Brain Structures and ROIs

Three brain structures were considered: putamen, caudate and striatum (comprised
of putamen and caudate). Left and right sides of the brain were analyzed separately.
With each structure, two types of ROIs were used (Fig. 7.1):
• anatomical ROIs (PUT for putamen, CAU for caudate, STR for striatum)
that were obtained by automated brain segmentation using Freesurfer [199];
the STR ROIs were defined as the union of PUT and CAU ROIs;
• BB ROIs (PBB for putamen, CBB for caudate, SBB for striatum) that were

defined using the corresponding MRI ROIs. The faces of the BB were parallel
to the image planes. The size and position of the BB was set to tightly bound
the MRI ROIs, i.e. the size of the box was equal to the extent of the MRI ROIs
along the image dimensions. The orientation of head in the MR images was
such that the image dimensions approximately corresponded to the anatomic
anteroposterior, mediolateral and inferosuperior directions.

For those subjects that had manually-defined ROIs available, using Freesurfer
ROIs produced similar metric values to manual ROIs.

7.2.4

GLCM Computation

The HF metrics were computed from GLCMs that were obtained using di↵erent
directions ĝ and distances D (as defined in Section 5.4.4). The impact of these
parameters on the correlation between the HF metrics and DD was analyzed. The
explored directions included:
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1. static directions (same for all subjects) that were defined according to the
image dimensions. The global directions were defined on a 3⇥3⇥3 voxel grid as
vectors pointing from the central voxel to the periphery voxels. Included in this
set were the anteroposterior, mediolateral, and inferosuperior directions. The
mediolateral directions for the left and right sides were taken to be opposite;
2. dynamic directions that were defined according to the same rule but but varied
between the subjects. The dynamic directions included (Fig. 7.2):
(a) MRI-defined direction: along the longitudinal axis of the analyzed brain
structure; this direction was determined as the first principal component
resulting from the PCA analysis of the voxel coordinates comprising the
MRI-defined ROI, and was only examined with the MRI-based ROIs;
(b) PET-defined direction: along the mean activity gradient computed within
the analyzed ROI; to reduce the influence of high activity gradients at the
edges of putamen and caudate, the images were smoothed with a coarse
Gaussian filter (FWHM 10 voxels) prior to computing the gradient.
Additionally, direction-averaged GLCMs were computed by averaging three GLCMs
computed in the anteroposterior, mediolateral, and inferosuperior directions.
The GLCMs were direction-symmetric, i.e. the co-occurence counts were measured using direction vectors ĝ and

ĝ. The investigated distances D ranged from 1

to 5 voxels (voxel size 1.219 mm). The number of gray level bins was always 16. The
GLCMs were normalized by the total number of samples (co-occurrence counts).
Functions to compute the GLCMs and HF metrics were implemented in Matlab.
The ROIs were represented by binary volume images, with the same voxel size and
dimensions as the analyzed DTBZ images. Traversing thousands of voxels in an
ROI is computationally intensive; therefore, Matlab code to compute the GLCM
was converted to C code using Matlab coder, and compiled to a mex file that could
be called directly from the Matlab environment.

7.2.5

Methodology of Correlation and Discrimination Analysis

Based on the outcome of analysis performed in Chapter 6, the Spearman’s rank
correlation coefficient ⇢ was used as the measure of correlation between the imagederived metrics and DD. Indeed, the values of ⇢ measured between di↵erent metrics
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were ranked similarly to R2 , while having the advantage of being evaluated in a nonparametric test. The correlation was evaluated for the image metrics obtained from
the less a↵ected side of the brain using the MRI and BB ROIs. Control subjects
were not included in the corrleation analysis to avoid biasing the ⇢ values. The
sensitivity of the measured ⇢ values to the PET/MRI registration accuracy was
assessed by rotating the MRI and BB ROIs by a random angle in 3D, ranging from
0 to 15 degrees from the initial (registered) orientation. This test also provided an
assessment of robustness of the measured ⇢ values.
In Chapter 6, the relative ability of image metrics to discriminate between
healthy and disease states was assessed by including the control subjects in the
regression analysis. While a relatively small number of control subjects (3) were not
expected to bias the results substantially, using such an approach becomes problematic with a larger number of subjects. Therefore, in this part of the study the
discrimination between the control and PD subjects was evaluated using the separability index (SI) [200], which was computed between the PD and control subject
groups. In control subjects, the metric values to compute the separability index
were taken from the side of striatum with higher mean BPND in the PUT ROI.
The SI is defined as a fraction of data points whose class labels are the same
as those of their nearest neighbors. It represents a measure of how data points
with di↵erent classes tend to cluster together. The advantages of using the SI in
this context is that a) it is a non-parameteric measure, b) it is related to simple
proximity-based classifiers, and c) that is not sensitive to the width of the PD or
control data distribution. The latter property is desirable if one aims to distinguish
PD subjects from healthy controls regardless of DD. More traditional measures such
as the two-sample t-test can not be applied in this case since the PD subject group
contains subjects with di↵erent disease severities. The consistency of the metric
values for the controls was evaluated separately.

7.3
7.3.1

Results
Correlation Analysis Between HF and DD

In all analyzed structures and ROIs, significant correlations were measured between
the HF metrics and DD. Examples of scatter plots between the HF metrics and
DD are shown in Fig. 7.3 for the PUT and PBB ROIs. Inspection of the scatter
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CAU

PUT

STR

CBB

PBB

SBB

Figure 7.1: The MRI-based ROIs of the caudate (CAU), putamen (PUT), and
striatum (STR), and the corresponding BB ROIs (CBB, PBB, SBB) for a control
subject.

Figure 7.2: Examples of the PET-defined and MRI-defined directions used in the
GLCM computation for one of the PD subjects. The color of the scatter points
represents the relative voxel value in the PUT and CAU ROIs.
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plots for all metrics revealed no significant outliers that could skew the measured
⇢ values. Similar scatter patterns were observed with the metrics not shown in
the figure. There was a prominent di↵erence between the PUT and PBB scatter
plots corresponding to the same metric. For example, the INF1 data appeared to
be distributed randomly in PUT with no di↵erence between the control and PD
groups; in PBB, there was a clear separation between the groups and an upward
trend in the metric value with DD. The converse was observed with ACRL and
other metrics. The plots for CLS had an upward trend in PUT and downward trend
in PBB. The MI metrics and the mean BPND ) had greater scatter/variability and
worse control/PD separation in PBB.
The absolute values of ⇢ measured between the image metrics and DD are plotted
in Fig. 7.4. In di↵erent brain structures, di↵erent HF metrics had significant correlations with DD. The type of the used ROIs also a↵ected the correlation strengths
and significance levels. The most consistent HF metric in terms of the correlation
significance was CLS (p<0.01 with most structures/ROIs except CAU), although
the value of ⇢ for CLS was positive in PUT and negative in PBB. Significant correlations with relatively high ⇢ values were measured for INF1 and INF2 in PBB. The
values of ⇢ for BPND and MI were lower in BB ROIs than in MRI ROIs, consistent
with the higher data variability observed in the scatter plots. In CBB and SBB the
values of ⇢ for BPND were comparable to those measured with the HF metrics CLS,
ENR and ENT.
The variability of the measured ⇢ values that resulted from the random rotational
perturbation of PUT ROI is plotted in Fig. 7.5. For the HF metrics the variability
of ⇢ was lower in PBB than in PUT. For the MI and BPND , the variability of ⇢ in
PUT and PBB was approximately equal. The MI had the lowest variability of ⇢
among all tested metrics.
The examination of GLCMs revealed that the MRI and BB ROIs produced gray
value distributions that were considerably di↵erent. The GLCMs computed for all
PD subjects and averaged are shown in Fig. 7.6. In all structures and ROIs, the
peaks of the grey value distributions were located in the lower half of the gray levels
(top left matrix quarter). Compared to the MRI ROIs, the BB ROIs had gray value
distributions that were narrower along the main diagonal, and their maxima were
shifted in the direction of lower gray levels.
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Figure 7.3: Image metrics computed in PUT and PBB plotted against DD. Solid
horizontal lines represent control subjects, and dots represent PD subjects. The
GLCMs were computed in the anteroposterior direction using the GLCM distance
equal to 3 voxels.

7.3.2

Analysis of Discrimination Between Control and PD
Subjects

The SI measured between the PD and control subject groups are shown in Table
7.1. A relatively high discrimination was measured with the HF metrics in the PBB,
STR and SBB ROIs, similar to that of the mean BPND . The HF metrics that are
not included in the table had low SI in all structures and ROIs.
The scatter plots in Fig. 7.3 demonstrate the variable consistency of the metric
values in the control subject group. In general, the correlation between the metric
and DD and the SI between the controls and PD were not indicative of the consistency of the metric value for the control subjects. For example, J1 in PUT had
higher correlation with DD than CLP in PBB, but the latter better separated the
control and PD groups.

7.3.3

E↵ect of GLCM Direction on Measured Correlation Values

The ⇢ values did not depend on the GLCM direction in a consistent manner. However, the data relating the GLCM direction to ⇢ in di↵erent ROIs contained two
prominent patterns. First, the correlations were in some cases found to be weaker
in the mediolateral direction, compared to other directions. Second, the direction
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Figure 7.4: The absolute values of ⇢ measured between the image metrics and DD.
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Figure 7.5: Box plots of the ⇢ value distributions obtained by rotating PUT ROIs
by a random angle. Each box plot represents 50 independent data realizations.
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LP
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R
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Table 7.1: SI measured between the control and PD subject groups.
had greater impact on the metrics for which the values of ⇢ were below approximately 0.5.
The most substantial di↵erences in ⇢ between di↵erent directions were found in
PUT and SBB. The values of ⇢ measured in PUT are given in Table 7.2, for six metrics with the greatest variability of ⇢ between the anteroposterior, mediolateral and
inferosuperior directions. The metrics that were a↵ected the most were ENT and
SENT: the mediolateral and PET-defined directions produced insignificant correlations, while the anteroposterior, inferosuperior, MRI-based and averaged directions
produced significant correlations.
The values of ⇢ measured in SBB are given in Table 7.3. The greatest e↵ect
of GLCM direction or ⇢ was observed with CRL, where the mediolateral direction
produced significantly lower correlation compared to other directions. The mediolateral direction also produced weaker correlations with other metrics shown in the
table.
With other ROI/metric combinations, there were generally no pronounced differences in ⇢ between di↵erent directions. For example, in PBB ⇢ changed by at
most 0.07 (INF1). In CBB, the metrics CLP, DIS and NHOM had relatively weaker
correlations in the mediolateral direction; in STR, the metrics ENR and SENT also
had relatively weaker correlations in the mediolateral direction.
It was expected that the PET-based direction would be similar to the anteropos175
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Direction

ACRL

CLS

ENR

ENT

MPR

SENT

AP

-0.65**

0.48**

0.55**

-0.44*

0.49**

-0.48**

ML

-0.57**

0.56**

0.45**

-0.23

0.58**

-0.21

IS

-0.63**

0.49**

0.54**

-0.48**

0.58**

-0.42*

AVER

-0.63**

0.51**

0.57**

-0.46**

0.60**

-0.42*

MRI

-0.65**

0.47**

0.50**

-0.37*

0.50**

-0.44*

PET

-0.62**

0.56**

0.43*

-0.27

0.54**

-0.15

*

p < 0.05 ** p < 0.01
AP – anteroposterior; IS – inferosuperior;
ML – mediolateral; AVER – direction-averaged GLCM.

Table 7.2: Values of ⇢ measured using di↵erent GLCM directions in PUT.
Direction

CTR

CRL

CLP

DIS

INF1

NHOM

AP

0.38*

-0.47**

-0.54**

0.42*

0.29

-0.42*

ML

-0.06

-0.23

-0.51**

0.22

0.21

-0.27

IS

0.36*

-0.53**

-0.58**

0.42*

0.40*

-0.42*

AVER

0.28

-0.41*

-0.53**

0.37*

0.29

-0.38*

0.34*

-0.51**

-0.59**

0.40*

0.48**

-0.42*

PET
*

**

p < 0.05
p < 0.01 AP – anteroposterior; IS – inferosuperior;
ML – mediolateral; AVER – direction-averaged GLCM.

Table 7.3: Values of ⇢ measured using di↵erent GLCM directions in SBB.
terior direction. Contrary to the expectation, in most subjects the average activity
gradient was approximately pointed in the mediolateral direction. The MRI-defined
direction was similar to the anteroposterior direction, as expected.
The GLCMs computed in PUT along the anteroposterior, mediolateral and inferosuperior directions are shown in Fig. 7.7. Compared to the anteroposterior
and inferosuperior directions, the mediolateral GLCM had higher fraction of nondiagonal counts, and the distribution of counts along the diagonal was more uniform.

7.3.4

E↵ect of GLCM Distance on Measured Correlation Values

The e↵ect of GLCM distance on ⇢ was marginal with most metrics and ROIs with
the exception of ENR, ENT, MPR and SENT computed in PUT. The corresponding
plots of ⇢ against GLCM distance are shown in Fig. 7.8. The most impacted metric
was ENT, for which the correlation with DD was significantly stronger with greater
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Figure 7.7: The PD subject-averaged GLCMs computed in PUT along di↵erent
directions. AP – anteroposterior, ML – mediolateral, IS – inferosuperior. The used
GLCM distance was 3 voxels.
GLCM distances (4, 5 voxels).
The average (across PD subjects) PUT GLCMs computed using distances 1 and
5 voxels are shown Fig. 7.9. In the 1-voxel GLCM, the majority of gray value
counts were along the diagonal, and the total number of counts was approximately
7000. In the 5-voxel GLCM, the counts were distributed more widely among the
non-diagonal elements, and the total number of counts was approximately 4000.

7.4

Discussion

The results demonstrate that the HF metrics evaluated from the DTBZ images of
striatum correlate significantly (p<0.01) with the clinical PD duration. The highest
correlation values were obtained with ACRL (⇢=0.64 in PUT), ENR (⇢=0.57 in
PUT), SAVG (⇢=0.58 in PUT), INF2 (⇢=0.59 in PBB), CLP (⇢=0.55 in PBB), and
CLS (⇢=0.62 in SBB). Since the HF metrics were computed from the normalized
gray value images, the results imply that in PD subjects the spatial pattern of the
tracer distribution alone is a statistically significant predictor of disease progression.
Although the strongest correlation was measured with the ROI-mean BPND (⇢=0.79
in PUT), the correlations measured with the HF metrics are relevant since compared
to BPND they capture a di↵erent type of information from the images. A good
discrimination between the control and PD subjects was achieved using the HF
metrics computed in BB ROIs. This demonstrates that the HF metrics computed
from 30-minute activity concentration images can potentially be used in the PETbased diagnosis of the disease, without the need to perform MRI imaging, prolonged
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Figure 7.8: Plots of ⇢ against GLCM distance for HF metrics computed in PUT
and PBB. Direction-averaged GLCMs were used.

GLCM distance 1 voxel
1

4

Gray Level #1
7
10

13

GLCM distance 5 voxels
16

1

4

4

0.02
0.015

Gray Level #2

Gray Level #2

0.025

16

7

0.012
0.01

10

0.008
0.006

13
0.005
0

0.016
0.014

0.01
13

16

13

0.018

0.03

10

Gray Level #1
7
10

1

1

7

4

0.004
0.002

16

0

Figure 7.9: Direction-averaged GLCMs computed in PUT using the GLCM distances equal to 1 and 5 voxels. The shown GLCMs were computed by averaging the
GLCMs for all PD subjects.

178

7.4. Discussion
dynamic scanning, and measuring the arterial input function. While this outcome
was achieved with DTBZ, the results warrant similar types of investigation with
other tracers.
One of the major findings of this chapter is that di↵erent HF were correlated
with DD depending on the used ROI type for a given structure. On the one hand,
this mirrors the findings of Chapter 6 in that the correlation between the imagederived and clinical metrics strongly depends on the ROI definition method for a
particular anatomical structure. On the other hand, this finding indicates that different disease-related characteristics of the spatial pattern were captured by the
MRI-based and BB ROIs. From the application point of view, when using BB ROIs
one has to choose the appropriate metrics (such as INF1 and INF2) to track disease
progression. The MI metrics and the mean BPND also had significant (p<0.01) correlations with DD when evaluated using BB ROIs, albeit the values of the correlation
coefficient were lower compared to the MRI-based ROI. Overall, these observations
point to a conclusion that simpler BB ROIs that encompass the regions of specific
tracer uptake can be used for certain investigative tasks when an anatomic reference
is not available. Additional benefit when using this type of ROIs may be in greater
robustness of the metric values with respect to the variations in ROI orientation, as
demonstrated by the box plots in Fig. 7.5.
The BB ROIs are expected to be relatively easy to define in the DTBZ images
even without using an anatomic reference. The BB ROIs used in this work were
defined using the MRI ROIs. However, when anatomy images are not available,
it should be relatively straightforward to place box-like ROIs algorithmically, at
least with tracers that have localized binding pattern. Since the adult brain has a
relatively consistent size among individuals, the box ROIs can be set to have the
same size for di↵erent subjects. For example, an ROI can be placed at the location of
the maximum convolution between the image and a binary 3D window. Additional
investigation performed but not reported in this thesis indeed showed that the ROIs
placed using this method produced results very similar to the MRI-guided BB ROIs.
In addition to the ROI definition method, the GLCM direction and distance
also influenced the measured correlation values, albeit to a lesser extent. In terms
of choosing the optimal GLCM distance to maximize the correlation, there exists a
trade-o↵ between using shorter and longer distances. On the one hand, the results
imply that greater distances may improve the correlation for ENT and other HF
metrics, at the cost of fewer GLCM counts. On the other hand, using shorter
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distances may be preferred for the analysis of small regions; here we must take
into account that in PET images the neighboring voxels are strongly correlated.
Using shorter distances may therefore reduce the sensitivity of GLCM to disease
manifestations. As a compromise, the GLCM distance equal to 3 voxels (3.66 mm)
seems to be appropriate for future investigations. This figure must be adjusted
according to the image resolution and voxel size.
With respect to GLCM direction, the HF metrics tended to have stronger correlation with DD in the anteroposterior and inferosuperior directions, and weaker
correlation in the mediolateral direction (this pattern was not consistent across all
ROIs). While the mean gradient in the PET images was approximately along the
mediolateral direction, the anteroposterior and inferosuperior directions are the ones
related to the PD-associated dopaminergic function loss in the putamen. This suggests that at least some HF metrics captured the spatial pattern related to disease
progression. The correlation values were not reduced appreciably when directionaveraged GLCMs were used. Therefore, in future studies it seems appropriate to use
either direction-averaged GLCM, or direction along which the greatest functional
changes are expected or were previously observed. Using the subject-specific MRIdefined directions did not provide additional benefit in terms of the correlation with
DD.
While the correlation between the HF metrics and DD was found to be significant, the trends observed in the data require explanation. For example, it is not
clear why CLS had a positive correlation with DD in PUT and negative correlation
in PBB, or why INF1 and INF2 only have significant correlation with DD in PBB.
Although the tentative interpretation of the trends can be made based on the knowledge of the gross neurodegeneration pattern in PD, a more thorough analysis of the
metric behavior with respect to DD requires the simultaneous consideration of the
image properties and terms of the equations that define the HF; image histograms
and GLCMs need to be compared between di↵erent subjects and ROI types. This
analysis is performed in the next chapter.
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Chapter 8

Analysis of the Metric Behavior
with Disease Progression
8.1

Introduction

Results of Chapter 7 revealed a discrepancy between the expected and measured
dependencies of the metric values on DD. According to the definitions given in
Sections 5.4.4 and 5.4.3, the values of the HF and MI metrics are expected to
reflect the heterogeneity of the images. The heterogeneity of DTBZ binding in the
putamen increases in early stages of PD, as the rostro-caudal gradient in the tracer
binding becomes more pronounced with time. On the other hand, the heterogeneity
decreases in advanced stages of PD, as the tracer binding levels in the putamen
approaches those of the background (non-specific binding). Therefore, the HF and
MI metrics were expected to either increase or decrease with low DD, and do the
opposite with high DD. However, the measurement of DTBZ-derived metric values
at di↵erent DDs did not reveal such patterns.
The primary goal of this chapter is to investigate the reason why the measured
metric behavior with disease progression di↵ers from the expected behavior. The
secondary goal is to explain the measured di↵erences in the metric (and ⇢) values
between the MRI and BB ROIs. Analysis of the relationship between the voxel
values and image metrics could in principle be performed based solely on the careful
consideration of the acquired DTBZ images. However, there are three factors that
may hinder such an approach:
• limited range of the represented disease phenotypes, i.e. lack of images that

represent the pre-symptomatic stage and images that correspond to DD greater
than 13 years;

• natural variability in the courses of disease progression between subjects;
• image noise that may propagate into metric values.
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A novel approach to the analysis of image metric behavior with disease progression is taken in this chapter. An analytic model is constructed that models the
spatio-temporal pattern of the progressive dopaminergic function loss in the putamens of PD subjects. The model is data-driven: its parameters are determined
by fitting to the model to line-profiles of the DTBZ activity ratio (AR) measured
in the putamens of PD subjects. The fitted model is used to generate a temporal
sequence of “synthetic” AR images, which are intended to model the most relevant
properties of the acquired DTBZ images. The synthetic images are used to predict
the image metric behavior with disease progression, with zero natural variability,
extended range of (simulated) DD, and controlled image noise. The predicted (simulated) metric behavior is compared to the measured behavior in order to estimate
the influence of various confounding factors, and to explain the lack of “U”-shaped
trends in the measured data. Additionally, the model is used to predict and explain
the di↵erences in the metric values between MRI-based and BB ROIs.
In the first part of the chapter, the analytic model of the dopaminergic function
loss is established and the synthetic AR images are constructed: in Section 8.2.1,
measurement of the AR line-profiles is described; in Section 8.2.2, the model is
fitted to the profile data; in Section 8.2.3, the model is used to generate synthetic
AR images; Section 8.2.4 describes how ROIs are defined in the synthetic images.
The second part of the chapter focuses on the analysis of the measured and
simulated HF and MI metric values: in sections 8.3.1 and 8.3.2, simulated and
measured image histograms and GLCMs are compared; in sections 8.4 and 8.5, the
trends in metric value change with DD are compared between the acquired and
synthetic images. Detailed analysis of the trends is performed with several chosen
metrics. The results are summarized and discussed in Section 8.6.

8.2
8.2.1

Development of a Model for Tracer Binding Loss
Measurement of AR Profiles in the Putamen

Profiles of the AR in the putamens of control and PD subjects were measured along a
path that approximately corresponded to the anteroposterior anatomical axis of the
putamen, as derived from the MR images. The coordinates of the vertices of the path
were obtained from the topological skeleton (medial axis) of the putamen, separately
for each subject and side. To account for possible mismatch (in registration or
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shape) between the path and high activity regions (e.g. due to imperfect PET/MRI
registration), the x (mediolateral) and z (inferosuperior) coordinates of the path
vertices were re-adjusted (weighted) in the inferosuperior and mediolateral directions
according to the local AR distribution. In other words, the profiles were defined to
pass through the maximum of AR in the vicinity of the MRI-derived medial axis of
the putamen.
The measured AR profiles are shown in Fig. 8.1. In control subjects, the AR
ranged between 4 and 6 and was approximately uniform along the putamen. In PD
subjects with DD up to 4 years, the AR profiles on the less a↵ected side appeared
to decrease linearly in the anteroposterior direction, and the AR values were above
background along the entire length of the putamen. On the other hand, with DD
between 5 and 10 years, the AR profiles resembled exponential functions, with values
close to that of the background (AR = 1) in the posterior putamen. Beyond 10 years,
the AR profiles were close to the background.
The profiles demonstrate that by the time the first clinical PD symptoms appear, there is already a substantial reduction of the dopaminergic function in the
putamen as revealed by the DTBZ binding. Thus, the spatio-temporal pattern of
neurodegeneration in the pre-symptomatic stages of the disease is unclear. The profiles suggest that prior to the symptoms/diagnosis, the reduction of dopaminergic
function (DTBZ binding) occurs everywhere in the putamen with constant gradient in the anteroposterior direction (greatest reduction in the posterior putamen).
This assumption is used to establish a mathematical model of the spatio-temporal
dopaminergic function loss that is described in the following section.

8.2.2

Analytical Model Fitting

It was previously reported based on the analysis of both longitudinal and crosssectional PD subject data [195] that the disease-associated change of the striatal
ROI-mean BPND with time progresses according to an exponential law. The profiles
in Fig. 8.1 suggest that an exponential function may be an appropriate choice for
modeling the spatial component of the pattern, i.e. the observed anteroposterior
gradient. One of the original propositions of this thesis is to combine the spatial and
temporal components of neurodegeneration in a single functional form. The simplest
general model that combines the temporal and spatial components (coordinates) in
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Figure 8.1: Examples of AR profiles measured in the putamens of control and PD subjects. The profiles are sorted
according to DD. Zero corresponds to the anterior side of the putamen, and the background AR is equal to 1.
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the exponent is given by the expression
Am (x, td ) = A0 e

a(x+b)(td +c)

+ B0

(8.1)

where Am (x, td ) is the modeled AR (ARm ) along the longitudinal axis of the putamen, x is the distance along the axis, td is the DD since clinical onset, A0 is the
AR in healthy state, B0 is the background (non-specific) AR, and where a, b and
c are the fitting terms. The model of the dopaminergic function loss given by this
equation makes the following assumptions:
• the dopaminergic function first becomes a↵ected at time tm = td + c = 0,

where tm is the modeled DD (DDm ); note that DDm may be di↵erent from
DD;

• when the disease first manifests in the striatum (DDm = 0), the dopaminergic
function is reduced in all parts of the putamen, with greater reduction in the
posterior side.
With respect to the second assumption, there have been no conclusive studies so far
that would imply whether the early manifestation of the disease occurs throughout
the putamen or in specific sub-regions. Additionally, it is not known whether the
disease manifests on the left and right sides of the striatum simultaneously and
progresses at di↵erent rates, or if there is a delay in disease progression on the less
a↵ected side. Therefore, the di↵erence in the AR between less and more a↵ected
sides of the striatum is not modeled in this work.
The parameters a, b and c were computed by fitting the surface given by the Eq.
8.1 to the combined AR data from all PD subjects. The scatter plot of the data
is shown in Fig. 8.2A. The data points represent combined AR profiles measured
in the less a↵ected putamen. The first 4 data points in each profile were removed
to account for the reduction of AR near the anterior edge of the putamen, and the
remaining data were re-scaled to 24 voxels (average putamen size in the anteroposterior direction). The values of the parameters a, b and c were determined using
the non-linear least squares fitting with the trust region algorithm, with constraints
A0 = 4, B0 = 1, 0 < c < 20. The optimal values of the parameters (with 95%
confidence intervals) were a = 5.84 ⇥ 10
(7.62, 10.2), c = 7.66 (6.55, 8.76). The

R2

3

(5.04 ⇥ 10

3,

6.65 ⇥ 10

3 ),

b = 8.91

of the fit was 0.6, and the RMS error was
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0.47. Thus, the fitted model was defined by the equation
A(x, td ) = 4e

5.8(x+8.9)(td +7.6)⇥10

3

+1

(8.2)

The surface given by the Eq. 8.2 is plotted in Fig. 8.2B, and the residuals of
the fit are plotted in Fig. 8.2C. In general, the residuals were distributed evenly
around zero in the considered domain, with small bias towards negative residuals
in the central region (DD between 5 and 10 years and distances between 10 and 20
voxels). The marginalized distribution of the residuals had mean 4.7 ⇥ 10
3.6⇥10

2,

3,

median

standard deviation 0.46, skewness 0.41, and kurtosis 1.28. These figures

demonstrate that the residual distribution was close to the normal distribution.
The plots of ARm given by the Eq. 8.2 that correspond to fixed values of
DDm are shown in Fig. 8.2D. According to the fit, the di↵erence between the
modeled and clinically measured DD is 7.6 years. Thus, the fit suggests that the
first dopaminergic changes in the brain begin to take place on average 7.6 years
prior to the clinical symptoms (based on the analysis of the less a↵ected side of the
striatum). The range of DD between 0 and 13 years defined by the PD subject
sample approximately corresponds to the range of DDm between 7.6 and 20.6 years;
the graphs of ARm that correspond to this range are shown in the middle row of
Fig. 8.2D, and can be compared to the experimentally measured AR profiles in Fig.
8.1. The simulated and measured on the less a↵ected side profiles were qualitatively
and quantitatively similar.

8.2.3

Procedure to Generate Synthetic AR Images

A temporal sequence of synthetic ARm images was generated using the Eq. 8.2
that aimed to simulate the loss of the dopaminergic function in the putamen, while
replicating the characteristics of the acquired DTBZ PET images. The size of the
synthetic images was 72⇥24⇥48 voxels, and the voxel size was set to be 1.0 mm
(same as acquired images).
To determine the average size of the putamen, the MRI-derived ROIs of the left
and right putamens in the control subjects were rigidly co-registered to a chosen
template (left putamen of one of the control subjects). The right putamens were
mirrored in the mediolateral direction prior to the registration. The binary average
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Figure 8.2: A. Scatter plot of the AR profile data combined from 37 PD subjects. B. Surface given by the Eq. 8.2 with respect to the data. C. Scatter plot
and marginalized histogram of the residuals, with overlaid normal distribution of
equivalent variance. D. Plots of ARm for di↵erent values of DDs , the middle row
approximately corresponds to the clinical DD.
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ROI was computed by thresholding the mean of the co-registered putamen ROIs:

P U TAV G =

NP
HC

LPn +

n=1

NP
HC
n=1

2NHC

RPn
> 0.5

(8.3)

where P U TAV G is the binary image of the average putamen ROI, LPn and RPn are
the binary ROI images of the left and right putamens, respectively, for the n-th control subject (registered to a common template), and NHC = 10 is the total number
of control subjects. The average putamen ROI is shown in Fig. 8.3. The average putamen volume was 2940±398 voxels. Taking into consideration the volume
and the shape of the average putamen ROI, the linear dimensions of the average
putamen were taken to be 8⇥16⇥24 voxels in the mediolateral, inferosuperior, and
anteroposterior directions, respectively (total volume 3072 voxels).
In the synthetic images, the modeled rectangular region of functionally active
tissue (region of specific tracer binding) was set to have size 8⇥16⇥24 voxels and
was located at the center of the image. This region represented (modeled) the
putamen. Voxels outside of the region were modeled to represent regions of nonspecific binding, i.e. to represent the background. The value of ARm assigned to
the background was 1.0. Within the region of specific binding, the ARm values were
assigned using the Eq. 8.2, with x equal to the voxel number starting at the anterior
boundary of the region. The resulting images are shown in Fig. 8.4 (top). The total
number of images in the sequence was 100, covering the range of DDm from 0 to 30
years. The synthetic images that correspond to DDm <7.6 years (pre-symptomatic
disease) and DDm >20.6 years (advanced disease) extrapolate the range of clinical
DD in the studied sample of PD subjects. For comparison, examples of DTBZ
BPND images of subjects with di↵erent DD are shown in Fig. 5.1. It is important
to emphasize that the acquired images represent cross-sectional data, while the
synthetic images attempt to model the longitudinal dopaminergic function loss in
the putamen of a single subject (on the less a↵ected side of the brain).
Poisson noise was added to the synthetic images to match the SNR (ROI mean
divided by standard deviation) in the acquired DTBZ images. The mean background SNR in the acquired images of PD subjects was 3.0±0.2. In the synthetic
images, when the background voxel values were randomly chosen from the Poisson
distribution
p(k, ) =

ke

k!

(8.4)
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Figure 8.3: Visualization of the average putamen ROI surface from di↵erent directions.
where

was set to the voxel’s ARm value (Fig. 8.4, middle), the SNR of the
p
background was 1.0 (this follows from the SNR being equal to
). After smoothing
the noisy images with a 1.5-voxel (FWHM) Gaussian filter (filter size 3⇥3⇥3 voxels),
the SNR of the background was ⇠3.0 (Fig. 8.4, bottom). The noise in the region of
specific tracer binding was simulated using the same method. The synthetic images
with added noise and smoothing were used to compute the texture metric values
and to analyze the behavior of the texture metrics with di↵erent types of ROIs.

8.2.4

ROI Definition in Synthetic AR Images

The image metrics were computed from the synthetic ARm images using two ROIs.
The first ROI, denoted PUTm , modeled the PUT ROI and was defined tightly
around the region of functionally active voxels (8⇥16⇥24 voxels) (Fig. 8.4). The
second ROI, denoted PBBm , modeled the PBB ROIs. The PBBm ROI was obtained
by uniformly expanding the PUTm ROI and had size 15⇥23⇥31 voxels (volume
10695 voxels). The choice of this size was based on the measured (average) ratio of
the PBB ROI volume to the volume of the PUT ROIs that was 4.6. However, one
must also take into account that PBB ROIs included part of the caudate, where
the dopaminergic function is relatively una↵ected by the disease. The average value
of the adjusted ratio |P BB| / |ST R \ P BB| (where ST R = P U T [ CAU ) was 3.3.
The ratio of the chosen PBBm and PUTm volumes was 3.48.
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Figure 8.4: Temporal sequence of synthetic images that model the dopaminergic
function loss, as revealed by imaging with DTBZ, in the less a↵ected putamen. The
images were generated using model given by the Eq. 8.2. Top – images without
added noise, middle – images with simulated Poisson noise, bottom – noisy images
smoothed using a Gaussian filter.
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8.3

Model Validation

Values of the MI and HF metrics, as well as the distribution of counts in the GLCM,
depend on the overall distribution of voxel intensities in analyzed image regions.
Therefore, the model and method to generate synthetic AR images were validated
by a) computing image histograms and GLCMs from the synthetic images (using
PUTm and PBBm ROIs), and b) comparing them to image histograms and GLCMs
computed from the acquired AR images (using PUT and PBB ROIs).

8.3.1

Comparison of Measured and Simulated Image Histograms

Box plots of measured AR values for all control and PD subjects are shown in Fig.
8.5A, comparing PUT and PBB ROIs. With PUT ROI, the AR distributions in the
control and PD subjects di↵ered mainly in the median values and the widths. With
PBB ROIs, the most prominent di↵erence between the PD and control distributions
was in the width and skewness, while the median values were approximately the
same. With PD subjects, the minima of the distributions remained approximately
the same with di↵erent DD, and the maxima diminished with DD.
Detailed AR histograms for a representative set of control and PD subjects are
plotted in Fig. 8.5B. The histograms obtained using the PUT and PBB ROIs were
considerably di↵erent. In the PUT ROIs, the mean values of the distributions diminished with DD, and the distributions were generally even-tailed. On the contrary, in
the PBB ROIs, the distributions were positively skewed (long-tailed in the direction
of higher values), and skewness reduced with DD. The medians and the modes of
the distributions were approximately the same with di↵erent DD.
The histograms obtained from the synthetic ARm images are shown in Fig.
8.6A. The figure demonstrates that the distributions of ARm at di↵erent DDm were
qualitatively similar to those obtained experimentally. The simulated histograms
for PUTm were even-tailed with low and high DDm , and had positive skewness in
the mid-range of DDm — this pattern was not clearly visible by the measured AR
histograms.

8.3.2

Comparison of Measured and Simulated GLCMs

The average PUT and PBB GLCMs for control and two groups of PD subjects are
shown in Fig. 8.7. The most prominent di↵erence in PUT GLCMs between the
control and PD subjects was in the location of the peak of the distribution along
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Figure 8.5: A. Box plots of the AR values for all control and PD subjects, obtained
with PUT and PBB ROIs. The box plots for PD subjects are arranged according
to the DD. B. Histograms of the ARs for a representative set of control and PD
subjects. The histograms for PD subjects are arranged according to the DD.
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Figure 8.6: A. Histograms of ARm obtained from the synthetic images using PUTm
and PBBm ROIs. B. GLCMs obtained from the synthetic images using PUT and
PBB ROIs and used to compute the HF metrics.
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the diagonal; the widths of the distributions were approximately the same. On
the other hand, between the two PD groups, the gray value distribution was more
narrower and less (positively) skewed with higher DD.
In PBB, the main di↵erence between the GLCMs for di↵erent groups was in the
width of the gray value distributions: the width increased with DD, and the location of the peak remained approximately the same. This observation may appear
counter-intuitive at first, given the fact that with disease progression the distribution of DTBZ AR should become more uniform as voxel values approach the
background. However, the maxima of the AR distributions in PD subjects reduced
with DD, as demonstrated in Fig. 8.5B. The GLCMs were computed from the
[min, max]-normalized gray value images. The preservation of the minimum AR,
and the reduction of maximum AR, resulted in the wider GLCM distribution for
PD subjects compared to control subjects, although on the absolute scale the AR
values were lower in PD subjects.
The GLCMs computed from the synthetic images are shown in Fig. 8.6B. The
PUTm -based GLCM changed with DDm according to two di↵erent trends. In the
range 0<DDm <19.6 the peak of the GLCM shifted towards lower gray levels with
higher DDm , and in the range 19.6<DDm <30 the peak shifted towards higher gray
levels and the width of the distribution broadened with higher DDm . The PBBm
GLCMs had broader distributions with greater DDm , and the location of the peak
was closer to the middle gray levels.
The simulated GLCMs changed with DDm similarly to GLCMs computed from
the acquired images, at least in terms of the major visual trends. This provides
grounds to use the simulated GLCMs and HF metrics derived from them as reference
in the analysis of measured HF metric values at di↵erent DDs.

8.4

Comparison of Measured and Model-predicted
Metric Values

Image metrics computed from the synthetic images using the PUTm ROI are plotted
in Fig. 8.8, in comparison to the metrics computed from the DTBZ AR images using
PUT ROIs. The simulated plots were computed from one particular instance of the
simulated image sequence (single noise realization). The range of clinical DD in the
PD subjects (0–13 years) approximately corresponds to the range of DDm between
7.6 and 20.6 years (as suggested by the fit). Thus, the experimental scatter plots
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Figure 8.7: Images of the average GLCMs computed from the images of control
subjects, PD subjects with DD 0–6 years, and PD subjects with DD 7–13 years.
Top row corresponds to PUT, bottom row to PBB.
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for PD subjects must be compared to the simulated metric values within this range
(marked by the dashed lines). With control subjects, the measured metric values
correspond to the simulated values at DDm =0.
All simulated and experimental metric values agreed at least in the order of
magnitude. Additionally, in the following cases there was agreement in the upward
or downward trend (with DD and DDm ):
• ACRL, SAVG, mean AR (downward trend);
• SENT (possible downward trend);
• CLS, J1 (upward trend);
The simulated and measured behaviors of the remaining metrics are more difficult to
compare; a detailed analysis of the metric behavior is provided in the next section.
The measured separation between the PD and control subject groups did not agree
with the simulated data for metrics CRL, CLP, INF2, SENT, and COV: the metric
values for control subjects were similar to those of PD subjects.
Metrics computed from the synthetic images using the PBBm ROI are plotted
in Fig. 8.9, in comparison to the metrics computed from the DTBZ AR images
using BPP ROIs. Compared to the PUTm ROI, fewer metrics had the “U”-type
pattern. The ROI-associated change in the metric correlation with DD shown by
the bar plots in Fig. 7.4 was reflected in the simulated metric values. Specifically,
• the simulated graphs for the metrics CRL, CLP, HOM, INF1, INF2, SENT
were “U”-shaped with PUTm and nearly monotonic with PBBm ROIs. For

these metrics, the correlation coefficient ⇢ measured with the acquired data
was higher with PBB ROIs;
• conversely, the simulated graphs for the metrics ACRL and CTR were approximately monotonic with PUTm and were “U”-shaped with PBBm ROIs. For
these metrics, the values of ⇢ were higher with PUT ROIs;
• the simulated graph of CLS had an upward trend with PUTm , and downward

trend with PBBm — consistent with the change of the sign of ⇢ in the acquired
data.

With PBBm and PBB ROIs, the simulated metric values for control subjects agreed
with the measured data within error. Compared to the PUTm and PUT ROIs, there
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was a better match between the simulated and measured metric values for control
subjects.

8.5

Model-based Analysis of the Metric Behavior with
Disease Progression

Comparison of Trends in Measured and Simulated data
Based on the known spatio-temporal pattern of neurodegeneration, it was expected
that metrics that capture the variance of the AR values, including the HF metrics,
should have an upward trend followed by a downward trend with respect to the
clinical disease severity or duration. However, such “U-shaped” behavior was not
conclusively observed in the measured graphs. The simulated graphs in Figs. 8.8
and 8.9 provide an explanation for this discrepancy.
The simulated plots indeed demonstrate the non-linear behavior of image metrics
with respect to DDm . Several HF metrics had the expected “U-shaped” graphs.
However, according to the employed model, the range of clinical DDs represented in
the PD subject group only corresponds to a sub-range of DDm (7.6 to 20.6 years),
and in this sub-region the “U”-type behavior was much less pronounced. This may
explain the lack of the similar pattern in the experimental data. On the other
hand, a pronounced (compared to the noise) monotonic upward or downward trend
in the simulated data in the range 7.6<DDm <20.6 was indicative of a significant
correlation between the measured metric values and DD.
The simulated graphs for PUTm contain regions where the metric values increase,
decrease, and stay relatively constant with respect to DDm . Depending on which
regime of the metric behavior is captured by the choice of the ROI and the range
of disease severity in the studied subject group, di↵erent trends may be observed
in the measured data. For example, using the PBBm approximately corresponds to
the right sides of the graphs obtained with PUTm ROIs.
The shapes of the simulated graphs for CTR, DIS and HOM (NHOM) with
PUTm hint at the possibility that the corresponding measured scatter plots contain
unimodal trends obscured by the noise. Additional subjects or lower noise are
required for a more conclusive analysis. On the other hand, the unimodal trends
suggested by the scatter plots of ENR, ENT and MPR likely represent random noise,
since the corresponding simulated plots were constant ((relative to the simulated
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noise in the metric values).
A good discrimination between the control and PD subjects was observed under
following conditions applied to simulated metric behavior with DDm :
• the metric changed nearly monotonously with DDm ;
• the di↵erence in the metric values between DDm =0 y and DDm =7.6 y must
be several-fold;

• the simulated noise in the metric value should be relatively low in the range
7.6<DDm <20.6.

For example, the simulated plot of INF2 (and CRL) has a relatively low slope in
the range 7.6<DDm <20.6 with low noise relative to the slope. The corresponding
measured values of INF2 for the control subjects are relatively more consistent
compared to the other metrics (the horizontal lines in the plots are tightly grouped
together), and a significant correlation is observed with DD.
To analyze the trends in the metric behavior more rigorously, the distributions
of the AR values and GLCMs corresponding to the synthetic (Fig. 8.6) and acquired (Fig. 8.5 and 8.7) images must be brought into context. In the next several
sections, the trends in the simulated graphs are analyzed individually for each metric. The GLCMs computed from the acquired DTBZ AR images are referred to as
“measured” GLCMs.
The ordering of the simulated and measured histograms according to DD (DDm )
revealed two trends in the acquired and simulated data that are important for the
analysis that follows: 1) the high-tails (and the maxima) of the PBB distributions
diminished with DD, while the mode and the minima remained relatively constant;
2) with higher DD, the PUT distributions resembled the PBB distributions, and
both were approximately bell-shaped.
ACRL
The dependence of ACRL on DDm with di↵erent ROI types can be understood
from the analysis of simulated GLCMs plotted in Fig. 8.6B and measured GLCMs
plotted in Fig. 8.7. In PUT ROI, the peak of the gray value distribution shifted
towards lower gray levels with higher DD. Driven by the term (ij) in Eq. 5.13, the
value of ACRL diminished with DD.
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In PBB, the location of the peak of the gray value distribution remained approximately constant in the simulated GLCM with DDm <19.7 y and between the
control and PD groups in Fig. 8.7. Thus the measured correlation between ACRL
and DD was insignificant with PBB ROIs.
CRL
The terms

x

and

y

in the Eq. 5.15 are the gray level variances corresponding

to the columns and rows of GLCM. Since the measured and simulated GLCMs are
symmetric, the power analysis of the defining equation concludes that the value of
CRL is driven by the ratio 1/ , i.e. inverse of the second moment along x or y in the
GLCM. In PUT, the widths of the gray value distributions are visually similar in
the control and PD groups; the correlation between CRL and DD was insignificant.
On the other hand, in PBB ROIs, the widths of the gray value distributions
increase with disease in simulated and measured GLCMs; thus, the value of CRL
diminished with DD.
CLS
CLS quantifies the third central moment of the gray value distribution in the GLCM
(Eq. 5.17). The third moment is a measure of skewness of the distribution. In PUT,
the plots of simulated GLCMs demonstrate the increase of positive skewness with
DDm from 0 to 19.7 y, and a minor reduction of skewness with higher DDm . This is
consistent with the shape of the simulated plot of CLS against DDm . The plots of
measured GLCMs had negative skewness for control subjects, and positive skewness
for PD subjects; thus, a signifiant positive correlation was observed between the
measured CLS and DD.
In PBB, the distribution of gray values in the measured GLCMs was positively
skewed for both conrol and PD subjects; however, the skewness was lower for PD
subjects. The simulated GLCMs also showed gradual reduction of skewness with
higher DDm . The simulated value of CLS approached zero as the GLCMs became
visually more uniform. Consistent with the modeled behavior, the measured values
of CLS had negative significant correlation with DD.
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CLP
CLP quantifies the fourth central moment of the gray value distribution in the
GLCM (Eq. 5.16). The fourth moment (not normalized) measures the “peakedness”
of the distribution, or the heaviness of the tails (the normalized fourth moment called
kurtosis measures these parameters relative to the normal distribution).
In PUT, the peakedness of the measured GLCM was similar between the control
and PD subjects. The simulated graph of CLP had a peak around DDm =15 y.
However, in the clinically-relevant range of DDm the metric values were constant
relative to the noise. Thus, there was no correlation between the measured CLP
and DD.
In PBB, the measured GLCM was more sharply peaked for control subjects than
for PD subjects. The simulated GLCMs decreased peakedness with higher DDm .
Consequently, there was a significant negative correlation between the measured
CLP and DD, and a perfect separation was achieved between the control and PD
subjects.
HOM and NHOM
The metrics HOM and NHOM quantify the gray value distribution in the nondiagonal elements of GLCM. The ratio 1/(1 + |i

j|) in Equations 5.21 and 5.24

diminishes away from the diagonal. An image filled with values drawn from a
random uniform probability distribution will produce a spatially uniform GLCM,
regardless of the used direction and distance. On the other hand, a gradient image
(or an image filled with values drawn from a normal probability distribution) will
produce a GLCM with higher density closer to the diagonal. In this case, the
GLCM distance will play a role: larger distance will result in a greater number of
non-diagonal co-occurrences and thus lower values of HOM and NHOM; this was
indeed shown experimentally in Fig. 7.9.
In PUT, the simulated graphs of HOM and NHOM increase with DDm in the
range between 0 and ⇠13 y. This matches with the expected behavior: the synthetic
images within PUTm were uniform at DDm =0, and had maximum average gradient

around DDm =13 (Fig. 8.2C ). The gradient in the synthetic images diminished with
DDm ¿13 as the values of ARm became closer to the background; the corresponding
simulated values of HOM and NHOM reduced.
In other words, the synthetic images were least uniform around DDm =13, and
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this corresponds to the maxima in the simulated graphs of HOM and NHOM in
PUTm ROIs. The scatter plots of acquired data may also suggest a peak around
DD=15, however the data are too noisy to determine this conclusively.
In PBB, the trends observed in the simulated graphs can be explained using
the same reasoning. One notable di↵erence is that the NHOM graph had a lower
slope than HOM with DDm ¡10 y. This can be explained by the fact that HOM is
a coarser metric than NHOM (since the term 1 + |i
1 + |i

j| changes more rapidly than

j| /Ng ), and in PBBm ROI (that is larger than the PUTm and contains

a larger fraction of the background voxels) it is likely to lose sensitivity to small
changes in the image gradient. The measured scatter plots of HOM and NHOM
suggest a downward trend, with p¡0.05.
SAVG
The term px+y (k) in the expression for SAVG (Eq. 5.26) represents the sum of
GLCM elements along the k-th antidiagonal, k = 2...2Ng . Therefore, the value of
SAVG depends on the location of the GLCM peak along the diagonal, similar to
ACRL.
In PUT, the shape of the simulated graph of SAVG was almost indentical to
ACRL (up to an o↵set and scale) in the entire range of DDm . The metric diminished
with disease as the center of the gray value distribution shifted from higher to lower
gray levels, in simulated and measured data.
In PBB, the value of SAVG increased with disease, as the gray value distribution
in the simulated and measured GLCMs shifted towards higher gray levels. There
was a di↵erence between the simulated graphs of SAVG and ACRL with DDm ¡10
y, likely caused by the di↵erent weights that the metrics place on the non-diagonal
GLCM elements.
COV
In PUT, the COV measured from the synthetic images increased with DDm in the
range between 0 and 15 y, and plateaud with higher DDm . This implies that the
mean and standard deviation of the ARm changed with DDm at the same rate,
which may explain the lack of significant correlation in the measured scatter plots.
In PBB, the simulated COV decreased monotonously. There was a significant
negative correlation between the measured COV and DD.
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J1 and J2
Since the MI metrics J1 and J2 can be interpreted as the measures of spatial image
variance and covariance, one expects the simulated graphs of these metrics to have
well-defined extrema on the range 0<DDm <30 y. Contrary to this expectation, the
simulated graphs for J1 and J2 monotonously increased with DDm in PUTm and
PBBm . The measured data confirmed the simulated behavior. The reason for this
can be understood from analyzing the MI-defining Equations 5.3 through 5.8. If we
set f 0 = ↵f (x, y, z) where ↵ is a real non-zero scalar, from Eq. 5.6 it follows that
⌘pqr (f 0 ) =

1
↵

p+q+r
3

⌘pqr (f )

(8.5)

and the values of J1 and J2 increase with diminishing ↵, or the mean AR in the
ROI. The values of the moments J1 and J2 therefore reflect the image variance,
covariance, as well as magnitude (zeroth, fist, and second image moments).
Since with texture metrics we are interested in quantifying the spatial distribution of the AR values rather than its magnitude, the global magnitude information
can be removed from the images through normalization
fnorm =

f min(f )
max(f ) min(f )

(8.6)

where f is the original AR image and fnorm is the normalized AR image, simulated
or acquired.
The simulated and measured graphs of J1 and J2 computed from the normalized
images in PUT ROIs are shown in Fig. 8.10A. The simulated graphs demonstrate the
expected increase in the values of J1 and J2 with DDm , followed by the decrease. The
corresponding measured scatter plots demonstrate a positive correlation between the
metric values and DD. As expected, the correlation was weaker with normalized AR
images compared to the non-normalized images.
The simulated and measured graphs of J1 and J2 computed from the normalized images in PBB ROIs are shown in Fig. 8.10B. The extrema in the simulated
graphs were more pronounced compared to the PUT ROIs, and were located in the
clinically-relevant range of DDm . The measured scatter plots did not contain linear
trends, and the measured correlation values were insignificant. On the other hand,
the scatter plots suggested a unimodal trend, indicated by the dashed line in the
figure. A greater number of subjects is required to verify this observation more
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rigorously.

8.6
8.6.1

Discussion
Utility of the Proposed Model

In this chapter, an analytic spatio-temporal model was employed that described the
PD-associated change in the dopaminergic function, as revealed by specific binding
of DTBZ in the less a↵ected side of the putamen. The model was built based on the
data obtained from the analysis of DTBZ AR image profiles. This places bounds on
the generality of conclusions, with regard to the usefulness of the investigated metrics
and their behavior, that can be made from the obtained results. For example,
the HF metrics ENR and ENT were found to be poorly correlated with DD in
this work, however they may become more practical with di↵erent diseases and
tracers. To evaluate the usefulness of texture metrics for the analysis of other
tracers, anatomical regions and diseases, the model-based analysis must be repeated
in the appropriate context and under appropriate assumptions. The advantage
of modeling the dopaminergic function/DTBZ binding in PD is that this tracer
binds predominantly in the striatum, and thus the distribution of activity in the
images is rather localized. Reduction of the tracer binding due to the disease occurs
205

8.6. Discussion
predominantly in the putamen, and follows a relatively well-known rostro-caudal
gradient. Therefore, the generated synthetic images were expected to capture the
most prominent aspects of that pattern. With other tracers, especially those that
have a distributed binding pattern that may or may not get a↵ected by a disease,
the construction of realistic image models of the corresponding neuronal function
may be difficult or not possible.
The synthetic images of ARm were generated by adding Poisson noise and applying Gaussian smoothing to the images with voxel values determined by the equation
of the fitted model (Eq. 8.2). The voxel size, resolution and noise in the synthetic
images approximately matched those in the acquired images. However, this method
ignores several factors that determine the appearance and quality of PET images:
• the used image reconstruction algorithm,
• number of acquired projections and angles,
• non-uniform image resolution and Gibbs-like artifacts that may be present due
to resolution modeling,

• possible contributions of randoms and scatter,
• degradation of contrast due to motion,
and other factors. A more realistic approach to generate the simulated AR images
would be to construct a dynamic digital phantom with spatio-temporal activity distribution governed by Eq. 8.2, and to simulate the coincidence data acquisition
and reconstruction on a scanner of given geometry (the activity distribution corresponding to the chosen DDm may be set to be constant during the simulated
acquisition). Such approach would allow to di↵erentially investigate the influence
of various aspects of PET imaging on the behavior of the investigated image metrics. One problem that may arise with this type of analysis is the large number of
parameters that determine the image quality. The investigation must be performed
with a specific research aim and in a hypothesis-driven manner to reduce the size of
the explored parameter space.
Nevertheless, the used in this work more direct method to generate synthetic
ARm images was able to provide a ground reference of the expected metric behavior.
Analysis of the metric behavior based on the measured data alone would be difficult
due to the relatively high variability and the limited range of clinical DD in the PD
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subject group. By comparing the di↵erences between the simulated and measured
metric behavior with respect to DD, several relevant insights into the measured
data were gained. For example, it was expected that many of the investigated HF
and MI metrics would have a “U”-shaped dependence on DD, since the gradient of
AR values was known to increase in early disease and decrease in advanced disease.
However, the measured scatter only contained an upward or a downward trend. The
simulated graphs of the metric values did indeed have the expected “U”-shape, which
suggests two possible reasons for the discrepancy: the insufficiently wide range of
clinical DD in the PD subject group, or relatively high variability in the clinical and
image-derived data that obscures the observed trend. The simulated metric graphs
also provided a lower bound on the noise/variability that can be expected in the
measured metric values. Using the modeled graphs as a reference, it may be easier
to distinguish between random patterns and systematic behavior in the measured
scatter plots. For example, the measured scatter plots of CTR, DIS, and HOM in
PUT ROIs suggest alternating upward and downward trends — the shape that is
predicted by the model. On the other hand, the patterns observed in the scatter
plots of ENR, ENT and MPR are likely due to noise/variability.
Although the model-based metric analysis focuses on the particular disease,
tracer and brain region, better understanding of the texture metric behavior gained
in this work with respect to the ROI definition and image characteristics may be
useful to guide the future choice of image metrics for the analysis of localized tracer
distributions. The sections below focus on the discussion and analysis of results
specific to the undertaken PD imaging study.

8.6.2

Information Captured by Texture Metrics

The data presented in Chapter 7 combined with the analysis performed in this
chapter suggest two conclusions with respect to the HF-based image analysis: 1) the
spatial pattern of the dopaminergic function loss was not reflected in the measured
values of the HF metrics, and b) the observed changes in the HF metric values
between di↵erent disease severities (i.e. DD) and ROI types stemmed from the
corresponding changes in the AR histograms.
These two conclusions are most strongly supported by the following two observations:
• The shapes of the simulated HF metric graphs against DDm were explained
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in Section 8.5 based only on the analysis of image histograms and the corresponding GLCMs, without the need to invoke the simulated spatial gradient
in the synthetic images.
• Whenever the HF values are governed by the spatial arrangement of gray levels
in the image, those values are expected to be relatively independent from the
size (or the shape) of the used ROIs, as long as the pattern of interest is inside
the ROI. In the least, the correlation between the metric values and disease is
expected to be preserved when using larger ROIs that contain no additional
information. The results demonstrate the opposite: the size of the ROI had a
profound e↵ect on the HF metric values and their correlation with DD. The
only di↵erence in the image content between the PUTm and PBBm ROIs were
additional background voxels, i.e. no new information was present in the larger
ROIs.
Based on the above arguments, it stands reasonable to conclude that the measured values of the HF metrics were indeed predominantly driven by the PD-induced
changes in the AR histograms (i.e. not by spatial patterns but by marginalized voxel
value distributions). On the one hand, this calls into question the propriety of using
the HF metrics for the analysis of PET images with localized tracer binding pattern, when simpler metrics that directly quantify the shape of (normalized) image
histograms are available. On the other hand, this demonstrates that in the previous studies the HF metric values could have been determined solely by the image
histograms, rather than by statistically robust spatial patterns. Other methods and
metrics may be more appropriate for quantification and visualization of the spatial
patterns when tracer binding is highly localized — for example, PCA- or ICA-based
methods. The HF metrics may be more suitable for the analysis of PET images
with distributed functional/tracer binding patterns.

8.6.3

Importance of the ROI Definition

The dependence of most HF on DD was di↵erent with di↵erent ROIs, sometimes
changing from positive correlation with p<0.01 to significant negative correlation.
This underscores the importance of consistent ROI definition and placement in imaging studies. The performed analysis demonstrates that the main mechanism by
which the ROI definition a↵ected the values of the HF metrics was the inclusion of
additional background voxels. The size of the used ROIs played a critical role, while
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the shape of the ROIs appeared to be irrelevant for the HF-based analysis (ROI
shape may have a greater impact on the behavior of the MI metrics).
The image model have demonstrated that the HF metrics measured using larger
PBBm ROIs had reduced sensitivity to subtle di↵erences in the voxel value distributions. This can be observed by comparing the simulated graphs in the Figs. 8.8 and
8.9: in PUTm , many HF metrics had an extremum in the modeled range of DDm .
On the other hand, in PBBm , most HF metrics either monotonously increased or
decreased. This di↵erence can be understood by considering an example of measuring the kurtosis of the AR distribution. While the PUT ROI that are more
region-specific may capture the disease-related change of kurtosis, in PBB ROI the
kurtosis may be largely defined by the inclusion of a large fraction of background,
and the subtle disease-related changes of kurtosis would be lost in noise.
The imperfect registration between the MRI and PET images, as well as the
di↵erences in the resolution between the modalities, may contribute to the variability
of the image metrics through the inclusion of a random fraction of background
voxels in the ROI (in addition to potentially missing the voxels with high tracer
concentration, as was demonstrated in Chapter 6). The relative fraction of the
included background voxels is expected to vary more with the PUT ROIs than with
the PBB ROIs, since in the latter the baseline background fraction is considerably
larger. This expectation was confirmed experimentally: Fig. 7.5 demonstrates that
the variability of the HF metrics with respect to the ROI orientation was indeed
greater with the PUT ROIs.

8.6.4

Data Variability and Noise

There are several factors that may contribute to the variability and noise in the
measured data:
• variability of the image metric values due to the noise in the acquired images;
• uncertainty in the measurement of DD and other clinical metrics;
• di↵erences in the courses of disease progression between di↵erent subjects;
• influence of confounding clinical factors such as subject age or age at disease
onset;

• inaccuracy of PET/MRI image registration and MRI image segmentation.
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The synthetic images were generated to have approximately the same level of
noise that was present in the acquired DTBZ images. However, the measured scatter
plots revealed a much greater variability in the acquired data than was predicted by
the simulated metric graphs. This suggests that other factors besides the image noise
contributed substantially to the data variability. In particular, it is expected that
a large degree of uncertainty exists in the measurement of clinical DD. Therefore,
smoothing or denoising the images is expected to have a relatively minor e↵ect
on the correlation between the clinical and image metrics. It may be of interest
to explore using the denoising to reduce some degree of variability in the scatter
plots of HF that suggested unimodal trends with DD, such as CTR, DIS and HOM
measured with PUT ROIs. Nevertheless, the results suggest that a greater reduction
of variability could be achieved by using more robust clinical measures of disease
progression.
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Conclusions and Future Work
In this thesis, two aspects of quantitative PET imaging were considered: motion
correction and image analysis.
In Chapters 3 and 4, an iterative image reconstruction method was developed
based on using unorganized point clouds, which can incorporate efficient correction
for non-cyclic rigid and deformable motion. The method takes advantage of the
high temporal resolution o↵ered by list-mode reconstruction. To the author’s best
knowledge, no previous methods have been reported that have similar characteristics. The quantitative accuracy and stability of the proposed method was validated
by reconstructing noise-free and noisy projection data from digital and physical
phantoms.
In addition to the ability to handle complex motion types, the proposed pointcloud -based approach to image reconstruction provides the following important
advantages over the conventional reconstruction methods:
1. the approach can handle multiple objects in the FOV moving independently,
as well as object splitting and merging;
2. with incomplete motion data, the point trajectory inside (and outside) the
FOV can be interpolated/extrapolated based on probabilistic or physical motion/deformation models [201] — point clouds provide a framework for combining the motion tracking data from multiple sensors;
3. variable point density can be used in di↵erent object regions to reduce the
number of unknowns in the image reconstruction problem. For example, in
pre-clinical brain imaging, lower sampling rate can be used in the body compared to the head;
4. compared to the rigid event-by-event motion correction in the projection space,
events not need to be re-mapped to di↵erent detectors, eliminating the situation when motion-corrected events correspond to non-existent detector pairs.
211

Chapter 9. Conclusions and Future Work
The developed method is expected to be particularly useful in the imaging of
unrestrained of partially restrained awake animals, alleviating the need for anesthesia that alters the brain function. To this end, a digital phantom of an unrestrained
mouse moving freely inside a virtual chamber was developed and used to validate
the reconstruction method. The geometry of the phantom was derived from the
Digimouse atlas, and motion was generated manually by using an animation rig
that incorporated skeletal and harmonic coordinate-based deformation modifiers.
The simulated motion was compared to the motion of a live mouse that was imaged
using a depth-sensing camera. While modeling of some poses exhibited by the live
mouse proved to be a challenge, a good match was obtained between the simulated
and observed motion in terms of the general kinematic parameters. Thus, the phantom incorporated realistic motion parameters derived from a live animal, and no
other such phantom was available at the time of writing this thesis. The phantom and the reconstruction method were validated by reconstructing the simulated
emission data a↵ected by continuous, non-periodic deformable motion.
Although the phantom and the image reconstruction method can be used on
their own, combined with the Monte-Carlo emission simulation they represent a
previously unavailable unified framework that can be employed to simulate various
physical aspects of awake rodent imaging. Using the anatomical labels, the activity
distribution in the phantom can be modified to model di↵erent tracers distributions.
Tracer kinetics can be modeled by imposing time dependency on the activity values
in the phantom.
It is expected that this framework will be particularly well suited to address
various aspects of the development of awake rodent imaging methodologies:
1. the influence of the motion tracking accuracy on the reconstructed images
can be estimated. For this investigation, the ground truth (simulated) motion
data can be corrupted according to the physics and the expected quality of
motion tracking during the imaging experiment, and the corresponding change
in the reconstructed images can be observed. Alternatively, the acquisition of
motion-tracking data can be simulated using the animated mesh model of the
animal;
2. similarly, the e↵ect of the motion tracking frame rate on the reconstructed
images can be estimated. For example, in the simultaneous PET-MRI scanners, a fast MR acquisition sequence could be used to obtain a snapshot of
212

Chapter 9. Conclusions and Future Work
the animal’s pose and position in the FOV. The developed framework can be
used to estimate whether the MRI-based motion correction can yield quantitatively accurate PET images. The minimum required repetition time can
be estimated to make the MRI-based motion correction practical for awake
rodent imaging;
3. the benefit of using motion interpolation between the acquired motion frames
can be assessed. For example, if the position of the animal in the FOV is
measured (known) at times t1 and t2 , using the point-cloud reconstruction
framework it is possible to interpolate the position of the animal at time t3 =
(t1 + t2 )/2. Using the interpolated motion data in the reconstruction process
may produce images with higher accuracy compared to the non-interpolated
motion data;
4. the framework can be used to evaluate the contributions of the scattered and
random coincidences as functions of the rodent position inside the chamber.
These contributions are expected to change with di↵erent animal positions
inside the FOV, as well as with di↵erent chamber geometries, animal body
sizes, and amounts of injected activity. The impact of these variables on
the reconstructed images can be assessed in order to optimize the imaging
methodology in the simulations, prior to developing the physical hardware;
5. finally, the framework and phantom in particular can be used to validate and
compare various motion correction and image reconstruction methods. The
motion data can be utilized either in the point cloud trajectory form, or it can
be represented in the more traditional form of image transformation matrices.
The exploration of these applications was left beyond the investigative scope of this
thesis since each of them requires a separate investigation.
In Chapters 6-8, several image metrics that quantified the value, shape, and texture of regions with high tracer uptake were investigated in terms of their ability to
capture disease-related information from high-resolution PET images. The metrics
chosen for the analysis have not been previously explored in brain PET imaging,
particularly for tracers that have a localized binding pattern. The analysis was
performed using DTBZ and RAC images of subjects su↵ering from PD, with tracer
binding sites primarily located in the striatum. The analysis methodology was based
on the use of di↵erent methods of ROI definition, including mixed PET-MRI ROIs
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that were obtained using a controlled region fusion method. A detailed correlation
analysis was performed between the metric values and clinical disease severity and
duration, and statistically significant correlations were found with multiple metrics.
It was demonstrated that a) combining image metrics that convey di↵erent types of
information may improve the correlation with clinical measures of the disease, and
b) the results of metric analysis may be highly sensitive to variations in the ROI
definition. In the texture-based analysis, it was shown that the HF metrics that
were deemed promising in previous studies change non-linearly with PD progression, and that the metric behavior with disease progression was strongly a↵ected by
the used ROI type. A model of PD-related changes in the spatio-temporal binding
of DTBZ was developed and used to analyze the observed relationship between the
metric values and clinical disease severity.
The most important finding of this work is that quantifying the activity distribution pattern using descriptors of shape and texture can be a useful approach in
the analysis of some tracers that explore neurodegenerative diseases. Such descriptors present the advantage of not requiring dynamic scanning with known plasma or
tissue input function. It may be difficult to directly relate such descriptors to physiological parameters that characterize the underlying neurochemistry (such as the
binding potential or kinetic rates). Instead, metrics of shape and texture quantify
the spatial distribution of the tissue function. Thus, since various neurological functions are known to be a↵ected in distinct spatial patterns, quantifying the spatial
distribution of the tracer uptake in addition to the mean BPND is expected to convey
interpretable information on the pathways and mechanisms of disease progression.
The results of this study provide a guide for selection of image analysis methodologies in future studies of neurodegeneration that aim to understand the mechanisms of disease progression and evaluate possible intervention/prevention strategies.
For example, the performed analysis suggests that the strongest correlation with disease progression (and thus the strongest predictive strength) should be achieved with
those metrics that a) change linearly with respect to the image manifestations of the
disease, and b) are robust with respect to image noise. The results also suggest that
for better disease prediction and discrimination, focus should be placed on methods
that incorporate multiple metrics. Image metrics that were investigated should be
used in the context of specific ROI definition criteria, possibly tailored to the specific
function or structure under consideration. An examination of a metric’s behavior
under di↵erent ROI definitions/perturbations should become a routine part of the
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metric characterization, particularly in clinical practice.
The study also underscored the importance of using robust methodologies to
evaluate the predictive performance of image metrics and their out-of-sample generalization. The traditional statistical approach that is based on computing the
correlation coefficients and significance levels has two limitations. Firstly, it was
shown that the dependence between the image-derived and clinical metrics may be
non-linear, with alternating positive and negative trends. Thus, measures of correlation that assume either linear or monotonic relationship between the data may
not be adequate for analysis. On the other hand, fitting the data using non-linear
functions may be difficult due to noise and not knowing the optimal functional form
to be used for the fit. Secondly, testing multiple metrics using the same image data
is prone to multiple comparison bias, which results in the under-estimated p-values.
Although there are methods that take into account multiple comparisons, they are
generally not accepted as standard in the field. It is advised that the robustness of
the relationship between the clinical and image metrics should be evaluated using
cross-validation. Although cross-validation typically requires a relatively large number of subjects, it also allows for a greater flexibility in choosing the appropriate
model for the relationship between clinical and image data.
A promising direction of future research is the investigation of machine learninginspired metrics that can be trained to have high sensitivity for a specific diseaseinduced pattern or structure. Trained metrics may be designed to incorporate automated selection of voxels that are determined to be most relevant for the analysis.
Then, the ROI definition method essentially becomes incorporated into the metric computation algorithm. The encoding of the optimal region selection during
the training procedure would eliminate the need to search for ROIs that could improve the correlation values. Trained metrics that are tailored to characterize a
particular tracer binding pattern are expected to be highly sensitive to small alterations in disease manifestations between di↵erent subject populations. Therefore,
in neurodegenerative diseases such metrics may prove to be particularly useful in
the investigation of early intervention therapies.
Compared to other medical imaging fields, a frequent problem in nuclear emission
imaging that limits the applicability of state-of-the-art machine learning methods
is a relatively small sample size. A possible solution to this limitation is to use
simulated images of di↵erent brain regions at di↵erent disease stages — similar to
the simulated DTBZ images of the putamen that were used in Chapter 8. The
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process of metric training can be “bootstrapped” to include both simulated and
acquired images. For example, a large convolutional neural net consisting of many
layers can be trained on thousands of simulated tracer binding images that model
Poisson noise, variability in the shape and size of the analyzed structure, as well
as other sources of variability that can be estimated from real data. After pretraining the net on the simulated images, the last layer that represents high-level
image features can be re-trained on the acquired image data. The last layer may
also include inputs for additional relevant variables, such as the subject age, genetic
profile, and possible risk factors. This approach is typically referred to as “transfer
learning” in literature. Since deep neural nets have shown excellent performance in
image classification tasks, it is of interest to investigate the predictive strength of
this method in application to imaging of PD subjects. The spatio-temporal model of
putaminal DTBZ binding developed in this work can be improved by adding other a
priori known information. For example, both sides of the brain can be incorporated
into the model , and combined cross-sectional and longitudinal data may be used
to improve the accuracy of the model’s fitting coefficients. Development of similar
models for other tracers and structures should be considered.
In conclusion, it must be pointed out that the development of better data correction and image analysis techniques are closely linked. As PET technology continues to advance, images with progressively higher quality are expected to become
available. Novel PET tracers and simultaneous multi-modality imaging techniques
will provide images that convey new types of information. Refined methods of
multi-dimensional image analysis can be developed that take advantage of high
image quality. However, in this case correction of images for motion and other
quantification-degrading aspects becomes very important. A small contribution to
quantitative correction techniques and image analysis methodologies was made in
this work. It is expected that further development of quantitative PET imaging
techniques in the coming years will contribute significantly to more accurate diagnosis and understanding of neurological and other debilitating disorders.
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Appendix A

Mathematical Definition of
Haralick Features
Here the definitions of the HF are provided, compiled from most frequently cited
publications. Abbreviations given in the tables are not used in the main body of
the thesis.
Feature Definitions 1
These descriptions are taken from the original paper by Haralick et al. [186].
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Appendix A. Mathematical Definition of Haralick Features
Feature Description
Angular second moment
Contrast

Abbreviation

Definition

NP
g 1

CONTR

n2
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Feature Definitions 2
These descriptions are taken from Conners et al [202] and [203].
Feature Description
Inertia
Cluster Shade

Abbreviation

Definition
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CLSHADE
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Cluster Prominence (cluster tendency)
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Appendix A. Mathematical Definition of Haralick Features
Feature Definitions 3
The definitions given in Soh et al [187] (in addition to those in [186]).
Feature Description
Autocorrelation
Dissimilarity

Abbreviation

Definition
PP
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j
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Feature Definitions 4
The definitions given in Martinez-Murcia [168].
Feature Description
Energy
Contrast
Correlation

Abbreviation

Definition
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Variance
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Sum mean
Inertia
Cluster Shade
Cluster Prominence (cluster tendency)
Entropy

ENTRO

Inverse variance

INVAR

Homogeneity

j

1
2

INER

CLPROM

HOMOG
MAXPR

j|2 p(i, j)

j

PP
i

j

i

j

PP

µx )2 + (j
PP

PP
i

j

i

j

µy )2 )p(i, j)
1
p(i, j)
1+(i j)2

(ip(i, j) + jp(i, j))
PP
(i j)2 p(i, j)
i

j

(i + j

µx

µy )3 p(i, j)

(i + j µx µy )4 p(i, j)
PP
p(i, j) log(p(i, j))
i j
P P p(i,j)
PP
i

Maximum probability

j

|i

x y

((i

SUMMEAN

CLSHADE

i

p(i, j)2

i j
PP
(i µx )(j µy )p(i,j)
i

PP

PP

PP

j

i

j

(i j)2

1
1+|i j| p(i, j)

max(p(i, j))
i,j

243

Appendix A. Mathematical Definition of Haralick Features
Feature Definitions 5
The definitions given in Clausi [204].
Feature Description
Maximum probability
Uniformity
Entropy

Abbreviation

Definition
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Feature Definitions 6
These definitions are given in the Matlab documentation for the function graycoprops.
Feature Description
Energy (angular second moment)
Contrast (variance, inertia)
Correlation
Homogeneity

Abbreviation

Definition
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Definition of µ is not given.
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