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Abstract
Advances in monitoring technology have resulted in the collection of a vast
amount of data that exceeds the simultaneous surveillance capabilities of expert clinicians in the clinical environment. To facilitate the clinical decisionmaking process, this thesis solves two fundamental problems in physiological
monitoring: signal estimation and trend-pattern recognition.
The general approach is to transform changes in different trend features
to nonzero shifts by calculating the model-based forecast residuals and then
to apply a statistical test or Bayesian approach on the residuals to detect
changes. The EWMA-Cusum method describes a signal as the exponentially
moving weighted average (EWMA) of historical data. This method is simple,
robust, and applicable to most variables. The method based on the Dynamic
Linear Model (refereed to as Adaptive-DLM method) describes a signal using
the linear growth model combined with an EWMA model. An adaptive
Kalman filter is used to estimate the second-order characteristics and adjust
the change-detection process online. The Adaptive-DLM method is designed
for monitoring variables measured at a high sampling rate. To address
the intraoperative variability in variables measured at a low sampling rate,
a generalized hidden Markov model is used to classify trend changes into
different patterns and to describe the transition between these patterns as
a first-order Markov-chain process. Trend patterns are recognized online
with a quantitative evaluation of the occurrence probability. In addition
to the univariate methods, a test statistic based on Factor Analysis is also
proposed to investigate the inver-variable relationship and to reveal subtle
clinical events. A novel hybrid median filter is also proposed to fuse heartrate measurements from the ECG monitor, pulse oximeter, and arterial BP
monitor to obtain accurate estimates of HR in the presence of artifacts.
These methods have been tested using simulated and clinical data. The
EWMA-Cusum and Adaptive-DLM methods have been implemented in a
software system iAssist and evaluated by clinicians in the operating room.
The results demonstrate that the proposed methods can effectively detect
trend changes and assist clinicians in tracking the physiological state of a
patient during surgery.
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Chapter 1

Introduction
Advances in technology have resulted in exponential growth in the amount
of physiological data collected in the clinical environment. Despite the technological advances, improvement in patient safety and surgery outcomes is
limited by the imperfect simultaneous monitoring capabilities of humans.
An effective physiological monitoring system is required to reduce the cognitive overload and facilitate the decision-making process in critical care
environments. This thesis aims to estimate physiological signals from noisy
measurements and detect clinically relevant trend changes. These two problems are fundamental for the task of physiological monitoring and can be
solved by methodologies based on statistical forecasting models. The results
of trend-pattern recognition can assist clinicians in tracking variations in the
physiological state of a patients and provide semantic temporal abstracts for
knowledge-based diagnosis.

1.1
1.1.1

Motivation
Cognitive challenges in physiological monitoring

The clinical environment has experienced significant changes in recent decades
due to the development of technology. In the 1960s, most clinical environments were equipped with only very basic monitoring devices, often including a blood pressure (BP) monitor, an electrocardiogram (ECG), and a
flow monitor. Clinicians had to manually record measurements from these
stand-alone devices [134]. Over the next two decades, sophisticated monitoring technologies such as pulse oximetry, spectrometrical gas analysis,
and intravascular BP measurement were introduced to the clinical environment. Basic medical devices have also been enhanced through the use of
high-frequency measurement and electronic recording.
The architecture of physiological monitoring systems was also redesigned
with the development of modular communication interfaces to various devices (see Figure 1.1). A central console is used to integrate all the measurements from different monitoring devices, resulting in a flexible and ex1

1.1. Motivation
tendable monitoring system. The first commercial integrated physiological
monitor was introduced in the early 1990s [151]. Today central physiological
monitors have become standard equipments in the Operating Room (OR)
and Intensive Care Unit (ICU).
The purpose of physiological monitoring is to identify and correct undesirable situations and to optimize the patient’s care. Clinicians, as the
operators of this process, use the information from different sources to gradually reduce the range of diagnostic possibilities and make final decision. For
example, in the OR, to keep the patient in a stable state, the anesthesiologist
undertakes multiple tasks during surgery (see Figure 1.1). The anesthesiologist needs to monitor physiological variables, observe clinical signs such as
eye blinks and chest movement, and exchange information with other team
members. The information from different sources is integrated with expert
knowledge to produce a real-time evaluation of a patient’s state.
Physiological variables are the most important indicators of the patient’s
physiological state and require constant vigilance and context-sensitive analysis. A typical central physiological monitor provides integrated collection and display of the physiological data but lacks integral data analysis [150]. Data analysis is still mostly performed by clinicians. According to
Miller [87], when human memory is used for conscious deliberations about
a topic of concern (such as a patient’s current or past states), only seven
chunks of information can be remembered at any given time. It is impossible
for even the most experienced clinicians to maintain constant surveillance
of all the physiological variables in the current clinical environment. This
cognitive overload causes fatigue in clinicians and reduces the potential of
new technology in enhancing patient safety [29, 91, 138].

1.1.2

Standard alarm system

Most physiological monitors have a built-in alert system that monitors each
of the variables individually. Typically, if the value of a variable strays
outside a preset range, an alarm will be triggered. Unfortunately, false
and unnecessary alarms are so frequent (over 90% in the survey [74]) that
the alarms represent a disturbance rather than cognitive assistance in real
clinical settings [23, 77, 86, 141]. In many cases, clinicians simply disable
the audible alarms at the beginning of a case.
Real-time analysis of physiological variables has long been recognized as
the bottleneck of the information flow in the critical care environment [28].
Clinicians have demonstrated growing awareness of the benefits of automatic
physiological monitoring [38, 152].
2
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Physiological monitor

Variables
HR
ECG waveform
Blood Pressure
Temperature
SpO2
Respiratory variables
End-tidal CO2
Capnogram
Anesthetic fraction
O2 Consumption

Noise, false
alarms
Fatigue
Perturbation

Decision
support
system
Surgeon

Nurses

Students
Anesthesiologist

Observing patient

Treatment
Airway management
Anesthesia maintenance
Fluid management

Figure 1.1:
Information flow processed by an anesthesiologist during
surgery: A large amount of data is received from from different sources at a
high frequency. The anesthesiologist needs to integrate all the information
to make a real-time decision about the patient’s state and simultaneously
apply interventions to maintain the patient in a desirable state. A decisionsupport system is needed to reduce the cognitive load on the anesthesiologist
in the task of patient monitoring.

3
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1.1.3

Decision making in physiological monitoring

The aim of physiological monitoring is to provide a context-sensitive evaluation of the patient’s physiological state. Clinicians analyze the variations
of a patient’s physiological variables over time and the relations between
these variables to derive a decision. This cognitive process can be divided
according to the level of interpretation into five steps: noise reduction,
trend-change detection, temporal reasoning, scenario summarization, and
diagnosis (see Figure 1.2). From the bottom up, each step combines new
information with the results of the previous step, and generates an abstract
more relevant to the final diagnosis. The multidimensional, interrelated,
time-varying numerical data are transformed into semantic descriptions of
a patient’s pathophysiological states that can be further used in treatment
planning. Below are the subtasks handled in each step:
• Signal estimation: This step removes artifacts in the raw data and
estimates the true values of each variable.
• Trend-change detection: A numerical signal level does not offer a direct
indication of patient status. Instead, changes in trend patterns reflect a
patient’s physiological dynamics and are of greater interest in patient
monitoring. This step removes random variations in a physiological
trend signal and recognizes trend patterns resulting from a changed
physiological state. A trend segment can be treated as a basic unit of
information in the perception and analysis of trend signals.
• Symptom extraction: A symptom as the basic manifestation of clinical
events often consists of multiple trend segments over time and/or from
different variable. Trend patterns detected in the pervious step is synchronized and congregated in this step according to domain knowledge
to construct a meaningful trend complex.
• Scenario summarization: This step prioritizes clinical symptoms, given
the patient demographic information, premedication, and treatment
sequence, and removes irrelevant information in the current context.
For example, a decrease in Heart Rate (HR) and BP, after an increase
of Propofol infusion rate, can be treated as normal responses, since
Propofol is known to depress the cardiovascular system.
• Diagnosis: Clinicians use their expert knowledge to analyze scenarios
and derive a final evaluation of a patient’s physiological state and the
condition of the life-supporting equipments.
Hierarchical structures have also been adopted by other researchers to
describe the cognitive process in physiological monitoring [76, 90, 127, 144].
4
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Diagnosis
Knowledge
Scenario
Scenario summarization
Context
Symptoms
Demographics
Premeditation
Health history
Treatment ...

Symptom extraction
Trends

Anesthesiologist

Trend-change detection

Interpretation

Clean data

Dynamic features
inter-variable
relationship

Noise reduction

Raw measurements
Time

Figure 1.2: The cognitive model of physiological monitoring: expert knowledge is used to process numerical data and generate interpretations of different levels of clinical relevance.

A decision-support system does not need to accomplish all the information processing tasks involved in the entire decision-making process. An
effective support at any level of interpretation can reduce the cognitive requirement of the corresponding subtask and facilitate clinicians’ overall reasoning process. Human factors studies have revealed that transferring the
numerical measurements to clinicians’ awareness is the most time-consuming
process [28]. Therefore automatic signal estimation and trend-change detection may significantly reduce clinicians’ cognitive load [43].
Different knowledge representation techniques and reasoning paradigms
should be used to solve the subtasks at different interpretation levels [143].
Signal estimation and trend segmentation are data-intensive procedures, i.e.,
decisions at both levels of interpretation are mostly based on sequential
5
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data. The knowledge used in these two steps is the difference of dynamic
characteristics between the relevant trend changes and random variations
in a physiological variable. This type of knowledge is independent of contextual information and can easily be translated into mathematical models.
The subtasks at the higher levels of interpretation are knowledge-intensive.
The outcomes of these inference steps depend heavily on the availability
and accuracy of the expert knowledge. The knowledge formulation and the
inference paradigms should all be designed with consideration of the target
clinical events.

1.2

Problem statement

This project aims to solve the problems of signal estimation and trendchange detection in the clinical environment. As pointed out in Section 1.1.3,
the purpose of these two subtasks is to summarize the dynamics of a physiological variable and provide a temporal context for the higher-level knowledgebased reasoning. The results of trend-change detection also provide early
alerts for clinicians before adverse events occur.

1.2.1

Aims of study

A trend is defined as a sustained, unidirectional change in a variable’s mean
level [4, 85]. When a patient is experiencing a systematic physiological
change, the first sign is very often that a physiological variable has changed
its trend direction. Trend direction is therefore the most important feature
of a trend pattern, classifying signal segments as increasing, decreasing, or
steady. In addition, the trend duration and incremental rate are also used to
characterize trend segments more specifically. In multivariate study, a trend
pattern is used to refer to the relation between the changes in different
physiological variables.
The aim of this thesis is to detect clinically relevant trend changes. A
clinically relevant change often has large amplitude or a long duration, or
both. A clinically relevant change indicates that a patient is experiencing a
systematic physiological variation that requires awareness from a clinician.
Some clinically relevant changes may not require an action, but if the contextual information is required to rule out the action, the changes are also
considered clinically relevant. For example, a treatment-induced change is
viewed as clinically relevant because knowledge about the treatment effect
is required to suppress an action.
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This project aims to solve the trend-change-detection problem using
methodologies based on statistical forecasting models. The knowledge about
a signal’s temporal characteristics is formulated as stochastic dynamical
models with the uncertainty due to measurement noise and imperfect knowledge represented by random variables. An appropriate forecasting model is
crucial for the performance of this type of methods. The basic assumption
in this thesis is that, with an appropriate forecasting model, clinically relevant trend changes can be transformed to statistically significant non-zero
shifts in the forecast residuals, and clinically irrelevant variations, in contrast, cause insignificant variations around zero in the residuals. A desired
change-detection method not only should detect a change, recognize the
change pattern, but it should also provide some quantitative evaluation of
the certainty of detection.

1.2.2

Scope of application

The OR and ICU are two clinical settings in severe need of decision support.
Many events in both environments are life-threatening and require immediate attention. However, clinicians need to attend to other tasks, therefore
are not able to maintain continuous vigilance on all the variables [164].
The methods in this thesis are designed for intraoperative monitoring and
validated using data collected during surgery. Physiological trend signals
from the ICU have similar dynamic characteristics to the corresponding
signals from the OR. Since the solutions for noise reduction and trendchange detection are independent of contextual information, the methods
proposed in this thesis could be applied to the ICU setting.
More than 20 physiological trend signals have been included in this study
(see Appendix II for a complete list of the variables). These signals together indicate the conditions of a patient’s cardiovascular, pulmonary, and
metabolic systems, and the integrity of the ventilation circuit. A trend signal records the time-varying levels of a physiological variable. Although
waveform variables such as ECG or Electroencephalography (EEG) are significant physiological indicators, they are not included in this study.

1.2.3

Challenges

Artifacts Although modern physiological monitoring devices have incorporated basic denoising functions, the existence of artifacts still remains a
significant challenge for intraoperative physiological monitoring. A recent
survey [74] revealed that 1/3 of the false alarms given by current physiolog7
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ical monitors during postoperative monitoring of cardiac operated patient
were triggered by artifacts. Artifacts are often caused by interference with
the measurement system or by system errors, presenting in trend signals
as numerically distant deviations from the surrounding observations. In
this thesis, artifacts are grouped into two types according to their duration:
Transient artifacts are very brief (usually less than 10 seconds), with energy
concentrated in a frequency band higher than the relevant trend changes.
Short-peak artifacts are typically sustained for a relatively long period of
time (sometimes more than a few minutes). The frequency spectrum of
short-peak artifacts has a considerable overlap with that of the physiological trend changes; therefore, most band-pass filters cannot remove this type
of artifact. Removal of short-peak artifacts is a critical problem in physiological monitoring. Background noise is another source of measurement uncertainty. Background noises are small-amplitude random variations caused by
physiological fluctuations and environmental noise under normal conditions.
Background noise can be assumed to follow a Gaussian distribution. Most
statistical methods work well in the presence of background noise. In this
thesis, noise is used to refer to the overall uncertainty due to the background
noise and artifacts.
Intraoperative and inter-patient variability Regulated by homoeostatic mechanisms, a patient’s physiological system compensates for intraoperative interventions and can achieve homeostasis with variables at new
levels. The pattern of how a physiological variable responds to a clinical
event is partly determined by the nature of the event, and partly by the
patient’s condition. As both factors are hardly predictable before surgery,
the dynamic characteristics of trend signals, including the mean level and
second-order properties, change significantly over time and across patients.
Inability to adapt to the intraoperative and inter-patient variability is a major cause for the high false-alarm rate of most monitoring systems [95]. A
real-time change detection method should track the variations in both the
signal level and the higher-order statistics online and adjust its configuration
accordingly, in order to maintain a consistent performance. However, in the
presence of artifacts, fast-tracking and robust detection are two competing
objectives [157].
Multidimensionality Most clinical events result in trend changes in multiple variables. The relationship between the variations in different variables
is highly sensitive to the contextual information. Comparing the real-time
8

1.3. Outline
inter-variable relationship with the normal response in the same context can
reveal events that only cause subtle changes in each individual signal.
Measurement redundancy Measurement redundancy exists when a variable is measured from more than one independent source, or, more generally,
when a set of independent measurements is related by a verified equation
that remains valid during physiological variations. On one hand, measurement redundancy represents a problem for multivariate analysis. Redundancy provides no information about the physiological state of a patient,
but dominates the inter-variable covariance structure and therefore may
bury relevant features. Measurement redundancy should be removed before
multivariate analysis. On the other hand, redundant measurements can be
used improve the accuracy of signal estimation.

1.3

Outline

The aim of this thesis is to recognize clinically relevant trend changes in physiological trend signals online in the presence of noise and intraoperative variability. The thesis starts with the extension of a traditional trend-detection
method, and then shifts the focus to online adaptive trend-monitoring.
This thesis is organized into 10 chapters. This chapter has introduced the
problems of signal estimation and trend-change detection, and highlighted
the potential challenges that need to be addressed in the following chapters.
Chapter 2 reviews the studies that have been done on clinical decision
support from the 1960s up to 2008. Each project is reviewed in terms of
the level of interpretation, methodology, and target clinical application. In
spite of many advances, trend-change detection still remains as an unsolved
problem.
Chapter 3 introduces the approaches for level-shift detection, which form
the basis for model-based trend-change detection. The study procedure and
performance evaluation process used in this thesis are also described.
The methods proposed in Chapters 4, 5, 6, and 7, based on different
forecasting models, are designed to detect changes in different trend features. In Chapter 4 and Chapter 5, trend patterns are classified in terms
of the direction of change. In Chapters 4, a trend signal is modeled as the
Exponentially Weighted Moving Average (EWMA) of historical data. The
Cumulative Sum (Cusum) test is used to evaluate forecast residuals and
determine whether a trend change has occurred. Chapter 5 describes an
adaptive trend-change detection method for monitoring the variables mea9
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sured at a high sampling rate. In this method, the signal is described using
the linear growth state-space model combined with an EWMA model. An
adaptive Kalman filter is used to estimate the second-order characteristics
and adjust the change-detection process online.
Chapter 6 addresses the intraoperative variability in the variables measured at a low sampling rate, by modeling the transition relationship between
different trend patterns using a generalized hidden Markov model. Based
on this model, a switching Kalman filter and an adaptive Cusum test are
proposed for online trend-pattern recognition.
Chapter 7 investigates the potential of Factor Analysis in representing
the relationship between trend changes in different variables. Based on
a factor model, two test statistics are proposed to capture intraoperative
events including light anesthesia and intermediate hemorrhage.
In Chapter 8 the problem of artifact removal and signal estimation is
addressed in the framework of data reconciliation. Measurement redundancy
is utilized to obtain more robust estimates of the physiological variables than
would be possible from a single sensor source. A novel hybrid median filter
is proposed as an implementation of the dynamic data-reconciliation process
for the HR measurements.
Some of the proposed methods have been implemented in a software system called iAssist. Chapter 9 provides a brief description of the architecture
of this system and its real-time performance in the clinical test.
Chapter 10 summarizes the contributions of this thesis and points out
the issues that require further study. Appendix I describes the derivation of
the adaptive Kalman filtering process used in Chapter 5. The physiological
variables studied in this project are listed in Appendix II.
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Chapter 2

Literature review
Automatic measurement and recording came into clinical use in the late
1960s. Ever since then, researchers from both biomedical and clinical fields
have worked continuously toward real-time interpretation of physiological
data in order to assist decision making in physiological monitoring. This
chapter reviews the studies of clinical decision support from the 1960s up to
the current time (2008).
The author searched the online databases PubMed, IEEE Xplore, Science
Direct, and ACM portal using the combinations of two groups of keywords:
group A included “artifact (artefact) removal”, “trend change”, “temporal abstraction”, and “decision-making support”; group B included “patient
monitoring”, “physiological monitoring”, “critical care”, “anesthesia (anaesthesia)”, and “vital sign”. The resulting publications were then checked in
Citeseer, an open-access citation search engine, to find the related publications. This chapter starts with a brief overview of the development of
physiological monitoring, followed by a detailed review in chronological order.

2.1

Overview of clinical decision-support systems

Physiological monitoring has been an active topic of research since the 1960s.
Over the years, as the technology and the understanding of the cognitive
process involved in physiological monitoring have developed, various techniques have been adopted in physiological monitoring to provide decision
support at different levels of interpretation.
Most studies in the 1960s and 1970s were focused on automatic trendchange detection. Many researchers applied the statistical tests used for
Statistical Process Control (SPC) to physiological monitoring. Endresen [42]
and Avent [8] reviewed the popular models and statistical tests used during
this time period.
Since the late 1970s, the successful application of Artificial Intelligence
(AI) in industrial problems has driven some researchers to investigate the
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potential of AI for decision support in the clinical environment. Many intelligent monitoring systems were developed during this period, and most
of them attempt to derive a diagnosis directly from signal measurements.
However, the performance of these systems was unsatisfactory in practice.
The unsuccessful application of first-generation intelligent monitoring
systems has raised awareness of the important role of “time” in physiological monitoring [143]. Temporal abstraction has emerged as a research
topic, aimed at summarizing temporal variations in physiological signals.
Techniques used in AI, statistical tests based on forecasting models, and
curve-fitting were used for temporal abstractions. Uckun [144] reviewed
the physiological monitoring systems developed from the early 1980s to
the 1990s with an emphasis on the target application. Other surveys include [14, 45, 75, 129], with [45] dedicated to trend-change detection.
The studies in each stage are reviewed in the following, in terms of
methodology, clinical applications, and target level of interpretation. It will
be demonstrated that, trend-change detection is an essential part of a clinical
decision support system, and despite all the efforts dedicated to trend-change
detection, this topic remains a challenge in physiological monitoring.

2.2

Early stage trend-change detection

Physiological monitoring studies started in the early 1960s when data loggers were introduced to medical applications [134]. Many methods developed
during this period were based on statistical forecasting models and focused
on trend monitoring. A signal model and a statistical test are the two components for a model-based change detection method. An appropriate model
should translate the trend variations of interest as nonzero deviations in the
filtering or forecast residuals. Testing the residuals could reveal whether a
change has occurred. Many important models and test charts used in SPC
were adopted in physiological monitoring.
Methods based on the EWMA model The most widely used model
was the EWMA model, equivalent to the Box-Jenkins Autoregressive Integrated Moving Average (ARIMA) (0,1,1) model. As the name indicates, an
EWMA model generates predictions based on the accumulation of historical
data, and the influence of historical data on the predictions attenuates exponentially as time passes by (see Chapter 4 for details). An appropriately
configured EWMA model can adapt to a new plateau very quickly while
translating increasing and decreasing ramps into sustained non-zero residu12
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als. This property makes the EWMA model very suitable for trend-change
detection.
The Trigg’s Tracking Signal (TTS) [139] is one of the most widely used
statistics with the EWMA model for change detection. The TTS is defined
as the ratio of the exponentially smoothed residual and the exponentially
smoothed absolute residual. One of the desirable properties of TTS is that
its value ranges from -1 to 1, and each value corresponds to a statistical
significance. However, the TTS, if set to be robust against impulsive artifacts, often generates false alarms for sustained changes of negligible amplitude [42]. Despite this weakness, the TTS as a milestone in statistical
physiological monitoring is still widely used by researchers to obtain a comparative evaluation of their work [72, 85, 161].
Hope [62] addressed the limitations of TTS in 1973 by multiplying the
value of TTS by a weighting function and referred to the new index as
the Patient Condition Factor (PCF). The original weighting function used
in [62] ranges from -1 to 1, and increases linearly with the magnitude of the
forecast residuals. The PCF method reduced false detection rates compared
with the TTS; however, the relationship between the index magnitude and
level of statistical significance in TTS were also lost. Empirical testing is
needed to determine the alarm limits for PCF-based testing [8].
Conventional SPC charts were also adopted in patient monitoring. Among
these charts, the Cusum test [100] gained great popularity. Stoodley and
Mirnia [131] modeled the HR signal using an EWMA model plus a piecewise
constant incremental factor. The two one-sided Cusum test [10] was used
on the EWMA forecast residuals to detect trend changes. The detected
trend changes were classified using heuristics into transients, ramps, and
steps. This method demonstrated considerable potential for trend monitoring. The Cusum test was also used [56, 120, 128].
Methods based on other integral models In addition to the standard
EWMA model, other integral models were also used to describe physiological
signals. The nonseasonal Holt-Winter model [61] extends the EWMA model
by assuming that both the signal mean level and the slope of changes are
time-varying and follow the EWMA processes. This model is equivalent to a
Box-Jenkins ARIMA(0,2,2) model. It was used in [4] to monitor intracranial
pressure. Compared with the EWMA model, the non-seasonal Holt-Winter
model tends to over-fit most medical series and was only suitable for shortterm forecasting [8, 42, 131].
The Exponentially Mapped Past (EMP) is another statistic based the
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integration of signal history. The EMP of an input signal is generated by
passing the signal through a low-pass resistor-capacitor filter or by an equivalent digital process [99]. When used for change detection, EMP filters with
different time constants are usually connected in parallel or in series. The
differences between the outputs of these filters converge to an affine linear
function of the slope for a ramp change. The Student’s t-test is usually
performed on the output differences to detect a trend change. The cascaded
EMP system is preferred in practice because the outputs of a cascaded system are less affected by the unwanted oscillations caused by the unmatched
phase shifts of different integrators if the time constants are chosen appropriately. A cascaded digital EMP system was implemented in a bedside
monitor called Patient Alarm Warning (PAW) system for detecting bradycardia, tachycardia, and sustained hypotension or hypertension [59, 135].
Although the PAW system has great potential for trend-change detection,
it tends to miss changes of a large amplitude but a short duration [42]. Furthermore, PAW is a very inflexible system. It is often necessary to change
the time constants of the integrators for a particular variable or patient.
Methods based on the ARMA model The Box-Jenkins ARMA model
was used in [42] to describe HR and Mean Arterial Pressure (MAP) trend
series. In an ARMA model, the present level of the variable is expressed
as a linear combination of past values, and the present and past value of a
random series, i.e., a combination of the autoregressive (AR) and Moving
Average (MA) components. A time series described by an ARMA model
is assumed to be stationary. Unfortunately, this assumption is not valid
for most physiological variables, as a patient’s status varies over time in
most clinical situations. If an ARMA model is used to describe a physiological trend signal, not only the model parameters but also the order of
model have to be adjusted in real time [42]. Estimating an ARMA model
requires a substantial number of observations (>50 according to [26]) and
intensive computation. The ARMA model was therefore not recommended
for modeling physiological trend signals [42].
Multi-state Kalman filter and Bayesian forecasting In contrast to
the approaches based on hypothesis testing, the multi-state Kalman filter
takes the Bayesian approach and provides a flexible framework for modeling
and analyzing time series subject to abrupt changes. Initially introduced by
Harrison and Stevens in 1976 for forecasting in economics [57], the multistate Kalman filter was soon adopted by many researchers for physiological
14
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monitoring in different clinical scenarios [8, 32, 42, 51, 121, 124]. For example, in 1983 Smith and West [124] used the method for monitoring renal
creatinine levels in patients who had recently received renal transplants.
In the multi-state Kalman filter approach, a signal is treated as piecewise linear and is modeled by the linear growth model (see Chapter 5 for
details). The linear growth model is a state-space model in which the final
observation, signal mean, and slope of change are all subject to Gaussian
disturbances. Depending on which factor is disturbed, trend changes exhibit
transient, ramp, or step patterns. The prior probability of occurrence for
each pattern is assumed to be constant over time and independent of the historical signal. Under this assumption, the multi-state Kalman filter is used
in [124] to solve two problems: (1) estimating the signal in the presence of
disturbances and (2) investigating the filtering residuals and estimating the
posterior probability of occurrence for each pattern. Smith and West [124]
also proposed the model estimation process.
The multi-state Kalman filter estimates the probability of occurrence for
each of the possible trend patterns online, thus providing a more informative summary of a signal’s temporal behavior than the statistical testing
methods. This functionality is very desirable for a diagnostic inference application. However, the method has a few drawbacks: first, the linear growth
model used in the method, similar to the ARIMA(0,2,2) [4], tends to be oversensitive to artifacts. Furthermore, the assumption of time-invariant prior
occurrence probability for trend patterns is not compatible with clinicians’
cognitive processes.
Most approaches proposed during this period were designed to detect
variations in a signal’s mean level with very limited effort devoted to estimating the second-order statistics. Most of the integral models reviewed
in this section could be categorized as generalized exponentially-smoothing
models [33], which are also the models of choice in this thesis.

2.3

Diagnostic monitoring

In the late 1970s, the development of AI and its successful application to
industrial processes stimulated the development of intelligent diagnostic systems. MYCIN [118] (Stanford University), a rule-based expert system, was
introduced in 1976, and achieved great successes in bacterial infection diagnosis. The same group soon extended the application of expert system
to patient monitoring and introduced a ventilation management consulting
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system called VM [44]. VM [44] is commonly thought to be the first diagnostic monitoring system. Ever since the introduction of VM, much effort
has been directed toward intelligent diagnostic monitoring.
AI technologies mimic how clinicians reason with their expertise in the
presence of ambiguity and incomplete information. The knowledge used for
diagnosis often has a very loose structure and therefore demands a more
sophisticated framework of representation. A variety of AI techniques, such
as rule-based systems, Bayesian belief networks, decision trees and artificial
neural networks, have all been used in diagnostic monitoring.
Knowledge representation Rule-based expert systems are widely employed for diagnostic reasoning, as most knowledge and inference processes
involved in clinical practice are already in the symbolic form. A complete
expert system consists of three major components: a knowledge base, which
stores expert knowledge in the form of “if... then...” rules; a user interface for knowledge acquisition and real-time data input; and an inference
engine that guides the reasoning process using appropriate search mechanisms. The belief behind the expert system is that the inference processes
adopted by different experts are the same, but the contents of knowledge
they possess are different. Based on this belief, the inference engine can be
standardized for a broad application domain. There are many commercial
and open-access inference engines available for medical diagnosis.
Many rule-based expert systems proposed during this period provided
ventilatory support [44, 65, 79, 122]. VM [44] was designed for assisting mechanical ventilation management. The Computerized Patient Advice System (COMPAS) [122] (Stanford University) utilized the HELP information
system [122] developed by the same group to assist with respiratory therapy
for patients with Adult Respiratory Distress Syndrome (ARDS). Ventilatory
support remained an active application problem in the early 1990s [65, 79].
Anesthesia Expert Assist (AES) was a rule-based system that offered intelligent alarms and therapy recommendations to anesthesiologists for monitoring hemodynamics during aortocoronary bypass surgery [109, 114]. Although intuitive to use, rule-based expert systems have a very loose structure, and therefore cannot be trained using validated cases.
Bayesian Network (BN) was also employed to represent clinical knowledge. BN is a probabilistic graphical model in which nodes are linked by
directed arcs to represent the inference logics. Nodes represent observed
or inferred facts, i.e, symptoms or diagnosis. Arcs, qualified by a table of
conditional probabilities, encode the independence between the parent and
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child nodes. ALARM [15] (Stanford University) is a BN-based system for
monitoring mechanical ventilation. In ALARM, 37 nodes linked by 42 arcs
represent the prior knowledge. It was claimed that 71% of clinical problems
were correctly recognized in the operating room during a test [15].
An Artificial Neural Network (ANN) solves the diagnostic problem from
the perspective of classification. An artificial neural network is a group of
interconnected simple processing units (“neurons”). The weight for each
connection can be adjusted to generate a more complex global relationship
to describe the relationship between input and output that flows through the
network. When used for diagnosis in physiological monitoring, the inputs
are the temporal features of multiple physiological variables and contextual
information, while the output is the target clinical events. The first ANNbased anesthesia monitoring system known to the author was [97] (University of Utah). In that system, 25 temporal features extracted from the combination of EtCO2 , airway pressure, and flow monitored at the mouthpiece
were used as inputs to a three-layered ANN to identify alarm conditions.
As parametric models, the BN and ANN models can both be adapted to
annotated data.
Challenges The first challenge for diagnostic monitoring is that a complete collection of knowledge is difficult to acquire. The knowledge collection
in a successful diagnostic system should be able to link observations to all the
events of interest. Specifying all the possible scenarios can be an intractable
task. For this reason, knowledge acquisition is often the most tedious step
in constructing an intelligent monitoring system.
The second challenge is the availability of real-time contextual information. For example, in intraoperative monitoring, the patient demographic
information, sequence of treatments, and environmental disturbances are all
essential for making a diagnosis decision. However, it is almost impossible
to obtain some of the information without manual input.
The representation of uncertainty is also an important issue for methods
that operate at any level of interpretation. Fuzzy set, possibility theory, or
subjective probability theory can be used to describe the information uncertainty in physiological monitoring [96]. For the tasks of signal estimation
and trend-change detection, information uncertainty is mostly caused by
measurement noise and random physiological variations, and is often represented by probabilistic components. The uncertainty in diagnostic inference
is commonly attributed to the inability to perceive and assess all the contributing factors for a particular assertion, or the expression imprecision.
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Probability theory is often used with the ANN and BN models. Fuzzy logic
was adopted in the AES system [109] and used for anesthesia monitoring.
The certainty factor used in VM [44] can be seen as a type of subjective
probability. Although these theories express the information uncertainty in
different fashions, the operations defined in them are quite similar.
In spite of significant efforts devoted to the development of diagnostic
monitoring systems, most of the reviewed systems remained in the prototype
stage due to their unsatisfactory performance in the clinical environment. In
the late 1980s and early 1990s, some researchers reflected on the work that
had been done on the intelligent physiological monitoring systems. They
recognized the hierarchical nature of the task of physiological monitoring,
and also pointed out that the lack of effective temporal feature extraction
was one of the major reasons for the unsatisfactory performance [107].
Researchers in human factors investigated the clinicians’ cognitive processes in physiological monitoring in an effort to identify the bottleneck in
this information-processing task. They found that the primary effort for decision makers was not at the moment of decision making, but rather in the
process of transferring the numerical data to the clinician’s cognizance [28].
It has been suggested that summarizing the temporal behavior of physiological variables may improve clinicians’ situation awareness [43, 73].

2.4

Temporal abstraction

In the late 1980s, researchers recognized the critical role of “time” in physiological monitoring. Many studies have been conducted on sequential data
in order to summarize a signal’s temporal characteristic for diagnostic monitoring. This process is referred to as Temporal Abstraction (TA) [70, 101].
There is no commonly accepted definition for TA in the literature. Many
TA studies from the early 1990s through to 2007 [129] summarize signals at
different levels of interpretation.
The problem of TA, from the perspective of pattern-recognition, is often
realized in two steps: feature extraction and classification. According to
how the two steps are performed, the techniques used for TA can be categorized as AI-based, template-fitting, and model-based statistical test. When
AI techniques are adopted, measurement data are often pre-segmented into
a series of fixed-length slices. The basic features of these slices, such as
mean and standard deviation, are calculated and used as input for TA. The
pre-segmentation step, although it reduces the temporal uncertainty, does
18
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not locate the starting and end points for trend patterns. The challenge
for AI-based TA is how to construct an effective classifier (model-based or
rule-based) to identify the temporal patterns in these signal slices. In the
template-fitting methods, pre-defined temporal patterns are represented by
a mathematical function (or a set of functions for a multivariate problem)
over time. Measurements are compared with the templates to find the bestfitting pattern. For model-based methods, constructing an appropriate forecasting model is critical. If a model transforms the trend features of interest
into nonzero residuals, testing the residuals can reveal trend changes.
Temporal reasoning The application of AI on time series analysis is
often referred to as temporal reasoning. Most AI-based techniques can incorporate signal measurements, as well as contextual information and pathophysiological knowledge, to provide an integrated data interpretation.
When used for trend-change detection, temporal reasoning is performed
on the basic features of pre-sliced signal segments. Data granularity, or the
length of signal segments, is one of the most important factors that influence
the performance of temporal reasoning. In most studies, the segmental
length is empirically set for each variable, and then the features of interest
are calculated for every slice. For example, in [22], a “characteristic span” is
learnt from population data, then the slope and variability of measurements
in each span is calculated. According to the magnitudes of the slope and
variability, signal slices can be roughly described as unstable, stable, increase
or decrease before more advanced temporal reasoning is performed.
Rule-based systems are widely used for representing the temporal relationships between pre-sliced physiological signals. Trend patterns in a single variable can be recognized by investigating the relationship between the
successive signal slices [24, 47, 113]. If used for recognizing complex signal
patterns formed by multiple physiological variables, the knowledge representation and inference operations become more complicated. To facilitate
the acquisition, maintenance, reuse, and sharing of expert knowledge, some
researchers have proposed general frameworks for describing the primitives
(events, observations, and contexts), relations, and operations that occur in
the task of temporal reasoning in a standardized manner. A conceptualized
framework can be applied to a variety of applications. For each application,
the pre-defined functions in the framework should be implemented using specific methods. Yuval Shahar (Knowledge Systems Laboratory, Stanford University) proposed a knowledge-based temporal abstraction framework [115].
In this system, knowledge was classified into fours types: the structural, clas-
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sification, temporal-semantic, and temporal-dynamic knowledge. The operations are divided into five TA mechanisms, including context formation,
contemporaneous abstraction, temporal inference, temporal interpolation,
and temporal pattern matching. RESUME [116] is a realization of this ontological system for patient monitoring. RESUME demonstrated the advantage of a modular, task-specific architecture for building a knowledge-based
system. Another ontology system was also proposed by Uckun in [142].
A framework referred to as temporal constraint network was also used
to represent the causal relations between time-stamped events. In temporal
constraint networks, a node represents a time-stamped event and a directed
arc represents a temporal constraint between the linked events. A temporal
constraint network is often used to describe scenarios constituted by a set
of trend abstracts. During monitoring, signal measurements are compared
with the pre-defined temporal constraint networks to identify the scenarios
of interest. This approach can be viewed as a template-fitting method that
operates at a higher level of interpretation. Temporal constraint network was
adopted in DYNASCENE [27], TOPAZ [106], and other systems [37, 117].
Artificial neural network is also used for TA [140, 146]. In TrendFinder
(MIT Computer Science and Artificial Intelligence Laboratory), a signal
is sliced with three different time resolutions [140]. The features of these
slices, including mean, median, maximum, minimum, range, standard deviation, linear regression slope, and absolute value of the linear regression
slope, together describe the signal’s short, mid-term, and long-term behavior. TrendFinder has been tested on a wide variety of physiological variables. The ANN, linear logistic regression, and decision tree were compared
in [140] in terms of the performance of trend-pattern recognition. It was
pointed out that the structure of a classifier only had very minimal influence on the performance, and that the completeness of knowledge was of
greater importance.
Template fitting A template is a collection of samples that together
demonstrate a meaning more relevant to the final diagnosis. Trend templates are often formulated as regression functions, constrained by the template length, the model structure and parameters, and by the sampling
interval. To use a template-fitting method, we need to establish a finite set
of temporal patterns from medical knowledge and from the modeling of signal variations. During monitoring, signal measurements are compared with
all predefined templates. A template is deemed to match the data if the
measure of goodness-of-fit meets certain conditions.
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TrenDx [52, 54] (MIT Computer Science and Artificial Intelligence Laboratory) is a well-known trend-pattern recognition system based on templatefitting. In TrenDx, variations in trend signals are classified into seven templates, each described by a regression model: a constant model represents
the steady state, two linear models distinguish the increasing and decreasing ramps, and four quadratic models are used to represent the trend patterns that consist of a sharp increase or decrease followed by a plateau [52].
The duration of a template can be adjusted for a particular case in real
time by repeatedly comparing signal measurements with the realizations of
trend templates with different intervals. TrenDx was initially proposed as
a univariate offline method and used for detecting anomalies in children’s
size-weight growth curves [54]. It has been extended to recognize complex
patterns (scenarios) in real time by fitting the measurements of multiple
variables to the predefined template complex [53].
Online curve-fitting was also used for pre-segmentation. In [25], a trend
signal is viewed as a series of connected straight lines and the Cusum test
is used to determine whether a trend change has occurred and a new curvefitting process should be started. This method has been tested on both
simulated data and clinical data from an ICU setting.
Fuzzy course, a concept based on the fuzzy set theory, was proposed by
Steimann [130] to represent the allowable deviation in a temporal template.
Fuzzy course was implemented in a system called DIAMON [130] to detect
ARDS, and was also used in [78] for physiological monitoring in anesthesia.
Trend detection based on statistical forecasting models The multistate Kalman filter remains one of the most popular statistical forecasting
methods for trend-change detection. In the original multi-state Kalman filter, trend patterns are reflected as short-lived disturbances in the signal
model, and therefore the change detection performance deteriorates significantly in the presence of artifacts. To address this problem, some researchers [153] have modified the signal model used in the original multistate Kalman filter to generate sustained non-zero residuals for the trend
patterns of interest. Based on the modified model, a statistical test and
a Bayesian approach have been proposed to provide robust change detection [153]. The Bayesian method was later used in [32] for HR monitoring.
The parameter estimation process has also been described in [153] for the
modified multi-state Kalman filter.
Principal Component Analysis (PCA) has been used in [48] to summarize
the relationship between multiple variables. Visual display of the trajectory
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of the principal components may facilitate the perception of variations in
the inter-variable relationship and therefore may result in early detection of
clinical events. A modified PCA process is used in [5] for noise reduction
in patient monitoring. This modified PCA appears to be more effective in
extracting the inter-variable relationships than the standard PCA.
A physiological monitoring system should integrate the methodologies
proposed at different levels of interpretation. For example, the segmentation results [25] have been further processed by a rule-based temporal reasoning system [24] to derive an abstract more relevant to the final diagnosis.
YAQ [142] (Vanderbilt University) is a hybrid qualitative/quantitative ontology for physiological monitoring. In YAQ, the quantitative models summarize trend signals and provide inputs for a rule-based diagnostic module;
the rule-based module, on the other hand, adjusts the trend analysis process
according to the contextual information. This architecture was implemented
in a patient monitoring system called SIMON [145] and used for ventilatory
management for the newborn.

2.5

Artifact removal and signal estimation

Most of the artifact removal methods proposed to date [132] are based on the
difference in the dynamic characteristics (power-spectrum distributions in
the frequency domain) of clinically relevant trend changes and artifacts. As
pointed out in Section 1.2.3, a band-pass filter is not effective at suppressing
sustained artifacts. The presence of artifacts remains a significant problem
for physiological monitoring.
Measurement redundancy can be used to obtain more robust signal estimates than would be possible from a single sensor. Feldman et al. [40]
have proposed to estimate HR by fusing the HR measurements from the
ECG monitor, pulse oximeter and the invasive BP monitor. This method
assumes two possible noise distributions for each sensor: one for background
noise and the other for artifacts. There are in total 16 hypotheses about the
location of artifacts in the sensor matrix (the number of hypothesis is 2M +1 ,
with the number of sensors M=3). The measurement with the lowest likelihood of artifactual interference is selected and used in the Kalman filter to
derive the fused estimate. The challenge for this method is the acquisition
of the noise distributions; additionally, the hypothesis selection involves significant computational effort. These limitations may prevent this method
from being implemented in practice.
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Biomedical manufacturers have shown great interest in sensor fusion [41,
123]. A recent method [123] (GE Healthcare, Chalfont St Giles, UK) fuses
the HR measurements using a rule-based approach. The method detects
artifacts in the HR from the ECG monitor by testing the measurements
against preset limits, and suggests using the HR measurements from other
sources only if the HR from the ECG monitor exceeds the limits. The
thresholds in this method are very difficult to set. If they are too small,
relevant abrupt changes can be distorted; if they are too large, the method
may fail to detect many corrupted measurements.

2.6

Conclusion

The survey above has revealed the weaknesses and strengths of different
techniques when they are used for extracting information at different levels
of interpretation. These studies, if integrated appropriately, could provide
essential support for decision making in the clinical environment.
Trend-change detection remains an unsolved problem in physiological
monitoring. AI techniques, curve-templates, and statistical forecasting models can be used to represent the dynamic behaviors of physiological trend
signals. Among these, statistical models that generate predictions based
on historical data have demonstrated enough power of expression for the
purpose of trend-change detection, and meanwhile maintain simplicity and
flexibility. The methods proposed in this thesis are based on this type of
statistical forecasting models.
The statistical trend-change detection methods proposed in the 1970s
and 1980s have provided a solid basis for this thesis. However, the measurement and recording technologies available in the clinical environment
have improved significantly over the years. For example, HR in an early
study [131] was sampled at every one minute, while the common sampling
interval in the current clinical environment is 1 or 5 seconds. The signals measured in the current clinical environment have different statistical
properties from those measured in the previous clinical environment, posing
new challenges for trend-change detection. More advanced signal processing
methods need to be employed to address these challenges. The increased
computational power of a bedside monitor has also made the application of
advanced signal processing possible in the clinical environment.
The aim of this thesis is to recognize clinically relevant trend changes
in physiological variables online in the presence of noise and intraoperative
variability. The thesis starts with the extension of a traditional trend detec23
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tion method based on the EWMA model, and then shifts its focus to online
adaptive trend monitoring.
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Chapter 3

Change detection techniques
and study procedure
Model-based trend-change detection are generally realized in three steps:
(1) modeling: describing a signal using a stochastic dynamic model; (2) detrending: calculating the difference between signal measurements and predictions or estimates, and (3) change detection: analyzing the residuals after
detrending to identify trend changes from random variations.
An appropriate signal model together with the detrending step should
transform the target type of trend changes (which may include a switch of
trend direction or a change in the incremental rate as pointed out in Chapter 1) into sustained level shifts (or rotation for multivariate analysis) in the
forecast residuals. It is also desired that the magnitude of forecast residuals
can be categorized to identify the trend patterns. Model selection is one of
the major issues for model-based change detection and pattern recognition.
In the following chapters, different models are adopted according to the signal characteristics and the target trend changes. This chapter is focused on
detection techniques that analyze forecast residuals to determine whether a
level shift has occurred.
This chapter consists of three sections. The first section is focused on
level-shift detection, a fundamental topic for the following chapters. The second section describes the study procedures adopted throughout the project.
The last section describes the criteria used for performance evaluation. This
section is focused on univariate level-shift detection. Consequently, all the
variables herein are scalars.

3.1
3.1.1

Level-shift change detection
Uncertainty in level shifts

The forecast residual et is defined as the difference between the observation
yt and the model-based forecast ŷt|t−1 . Ideally, a level shift caused by a
change in the property of interest should have a clear onset and a constant
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magnitude over the duration of the change. But in practice, relevant level
shifts are often blurred by measurement noise and physiological random
variations, as in Equation (3.1):
(i)

(i)

(i)

(i)

et = yt − ŷt = dt + ut

(3.1)

(i)

where dt is the mean of forecast residuals and carries the information about
(i)
different trend patterns, and ut represents the overall uncertainty in residuals. It is assumed that all the target trend patterns constitute a finite set
(i)
Z={z (1) , . . . , z (N ) }. The script ∗t used in Equation (3.1) indicates that
the trend pattern z (i) is in effect at time t. For most signals in this thesis,
(i)
the random variable ut can be assumed to be independent over time and
follow a Gaussian distribution with zero mean, although the variance of u
may vary over time.
Due to the presence of uncertainty, the residuals resulting from different
patterns may overlap with one another. For example, in Figure 3.1, the
distributions of a positive level shift and a residual with zero mean overlap
in a range between their means. Measurements with the magnitude falling
within this range are possibly generated by either distribution. The problem
of trend-pattern recognition is to determine, in the presence of uncertainty,
which pattern is in effect by analyzing the residual et . Detection of positive
level shifts is used as an example in this chapter.
The following sections introduce the application of hypothesis testing,
sequential likelihood ratio test, and Bayesian estimation in trend-change
detection. I will also describe how the detection performance is adjusted in
each of these frameworks to compensate for the intraoperative variability.

3.1.2

Hypothesis testing

A statistical hypothesis test makes the decision between a null hypothesis
H0 and its alternative hypothesis H1. A test statistic must summarize the
information in samples that is relevant to the hypothesis. Given a desired
significance level α, the critical region [hα ∞] (or [−hα/2 + hα/2 ] for a
two-sided test) can be calculated. One rejects H0 if the sample being tested
falls in the critical region.
For a hypothesis test, two sources of error may occur:
• Type I error : also known as an α error, or a false positive, this is the
error of accepting H1 while H0 is true.
• Type II error : also known as a β error, a false negative, or a missed
detection, this is the error of failing to reject H0 while H1 is true.
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H0: stable

0

H1: level increase

h

α

d+

Figure 3.1: Probability Distributions of the forecast residuals of two different patterns. The two distributions concentrate around different mean
values but overlap over [0 d+ ].

Detection errors are unavoidable due to the presence of information uncertainty. For example, the simplest way of detecting the positive level shift
in Figure 3.1 is directly comparing the residual value et with a threshold
hα . This scheme produces many false positive detections due to the overlap
between the distributions for H0 and H1.

3.1.3

Sequential probability ratio test

The Sequential Probability Ratio Test (SPRT) or likelihood-ratio test was
developed as a hypothesis test for sequential data [148]. In the SPRT test,
whether the sample being tested supports the null hypothesis H0 or the
alternative hypothesis H1 is often evaluated by the log-likelihood ratio:
Lt = log

Pr(et |H1)
.
Pr(et |H0)

(3.2)

In the SPRT, the log-likelihood ratio is often accumulated over time.
The accumulated log-likelihood ratio has the effect of emphasizing sustained
changes. To detect an increase, the null and alternative hypotheses in the
accumulated SPRT are:
½
H0: the data from t0 up to now are equal to zero;
(3.3)
H1: a level shift of an amplitude d+ has occurred.
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If the signal distributions under H0 and H1 both follow the Gaussian distributions, have the same variance δ 2 , and are independent and identically
distributed over time, the SPRT generates an important level-shift detection
technique called the Cumulative Sum (Cusum) test.
Cusum test and V-mask The statistic used in the Cusum test is the
cumulated deviation from the target value. In the trend-change detection,
the Cusum accumulates residuals e from t0 , the last time the Cusum was
restarted, to the current instant t, as in Equation (3.4):
Ct =

t
X

ek .

(3.4)

k=t0

A visual procedure proposed by Barnard in 1959 [10], known as the
V-mask testing (see Figure 3.2) can be used with the Cusum statistic to
perform change detection. A V-mask moves with the origin on the Cusum
plot from the start of the sequence to the current sampling instant. At
every sampling instant, the previous Cusum values are tested against the
two arms of the V-mask. When the lower arm is crossed from within, a
level increase is detected; when the upper arm is crossed, a level decrease is
detected. The point at which the Cusum plot crosses the arm of the V-mask
(t∗ in Figure 3.2) is identified as the start of the detected level shift.

Cusum plot

origin

{

h+

unit length
d+

end

start of the increase t* current time t

Figure 3.2: The Cusum crosses a V-mask’s lower arm to detect an increase.
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The shape of V-mask is determined by the critical region for the corresponding SPRT (Equation (3.3)). Therefore, performance of the Cusum
test is entirely determined by the shape of V-mask.
β
Pr(et0 . . . et |H1)
1−β
< log
<
1 − α/2
Pr(et0 . . . et |H0)
α/2

(3.5)

where α/2 is the type-I error rate (α: the overall type-I error rate for the
two-sided test which detects changes in both directions), and β is type-II
error rate. With this critical region, the SPRT is carried out as follows:
1. If the likelihood ratio is greater than the upper threshold, the alternative hypothesis H1 is accepted, i.e., an increase is detected;
2. If the ratio is less than the lower threshold, H0 is accepted, i.e., a
steady state is detected;
3. Otherwise, the evidence is not strong enough to support either H0 or
H1, and the test should keep running.
To realize this SPRT, the slope of the lower arm in Figure 3.2 is set to
d+ /2, half the magnitude of the increase of minimum interest, and the rise
distance h+
α , equivalent to the upper critical threshold in Equation (3.5), are
calculated as below [128]:
h+
α =

δ2
δ2
1−β
)
≈
−
log(
log(α/2)
d+
α/2
d+

(3.6)

2

where dδ+ is the normalizing factor. The approximation holds because the
values of α and β are often very small. Theoretically, the lower threshold in
Equation (3.5) is not reflected in the V-mask, as the rise distance associated
with this threshold would be negative, but in practice, if a lower arm with a
very small h+
0 is not broken by any Cusum values for a considerable period
of time, the signal can be declared as steady.
Two one-sided Cusum The Cusum plot can cross V-masks of different rise distances. There exists a maximum h+
max (t) for each instant t that
guarantees all the lower-arm strokes with h+ 6h+
max (t) will detect an increase. Since a rise distance is monotonically related to a false positive
rate α, hmax (t) can be used as a measure of certainty for change detection.
For example, the maximum h+ for the lower arm in Figure 3.2 reflects the
certainty level for detecting an increase.
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The certainty levels h±
max are equivalent to Barnard’s one-sided Cusum
±
C [10], and can be calculated iteratively as
(
+
+
+ et − d2 , 0)
Ct+ = max(Ct−1
(3.7)
−
−
+ et − d2 , 0)
Ct− = min(Ct−1
The two one-sided Cusum is compared with thresholds to detect level shifts.
Adaptivity To obtain constant α- and β-rates overtime, the shape of Vmask should be adapted to the time-varying signal characteristics. The slope
d should be updated if the magnitude of the change of minimum interest
varies over time. The rise distances h should be adjusted according to the
time-varying variance δt2 . Furthermore, if the sequential prior probability for
H1 (Prt0 (H1)) and for H0 (Prt0 (H0)) are not always equal to one another
over time, the likelihood ratio in Equation (3.5) should be modified as below:
(H1/H0)

Lt

= log

Pr(et0 . . . et |H1) Prt0 (H1)
.
Pr(et0 . . . et |H0) Prt0 (H0)

(3.8)

The rise distance of the V-mask h should be adjusted accordingly.
The Cusum test is an optimal detection method for stationary and independent signals subject to abrupt changes in the mean, since the Cusum
test minimizes the delay between the occurrence of a shift and its detection
for any fixed false alarm rate [12]. Due to this advantage, the Cusum test
is widely used in a broad variety of applications.

3.1.4

Bayesian approaches

The probability density for the residual et , conditional on the fact that state
z (i) is in effect at time t, can be calculated as below:
(i)

Pr(et |zt ) = N (i) (et ; 0, δt2 ).

(3.9)

With a statistical model that forecasts the future based on signal history,
(i)
Pr(et |zt ) represents the evidence provided by the new measurement yt for
(i)
zt . The probability distribution N (i) (0, δt2 ) should be updated online to
the time-varying signal characteristics.
A Bayesian estimator integrates the prior knowledge with the informa(i)
tion carried by observations. A fixed-point smoother Pr(zt−k |yt0 . . . yt ), k<t,
provides a robust estimate of the finite states, therefore is suitable for trend
monitoring. One of the challenges in constructing a Bayesian estimator is
(i)
to develop the recursive process to update Pr(zt−k |yt0 . . . yt ) online.
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3.2

Study procedure

The studies in this thesis are carried out in four steps: data acquisition,
data annotation, method development, and performance evaluation.

3.2.1

Data acquisition

Following ethics approval, the variables listed in Appendix II were collected
at British Columbia Children’s Hospital using a PC-based software tool S/5
Collect (GE Healthcare, Chalfont St Giles, UK). The measurements were
sampled every 5 seconds. Patient demographic information and intraoperative events were recorded by the attending anesthesiologists. For some of
the cases, the attending anesthesiologists were asked to indicate the changes
they perceived during surgery, using standard intraoperative auditory and
visual monitoring while performing standard anesthesia tasks. Their indications, referred to as intra-operative detection, were recorded in synchrony
with the trend data. Data were recorded from induction of anesthesia until
the end of surgery. Since NIBPmean was measured every 3 minutes, there
were multiple samples for each measurement in the original NIBPmean trend
signal. NIBPmean was therefore down-sampled to the measurement rate.

3.2.2

Data annotation

Clinically relevant trend changes in the collected data were annotated by
expert anesthesiologists after surgery. These anesthesiologists are all familiar
with the concept and purpose of this study. Their annotations were used
for model estimation and performance evaluation.
A purpose-built software tool eViewer was used for viewing and post-op
annotation [163]. The software provides an interface (see Figure 3.3) for the
anesthesiologists to identify the clinically relevant trend changes, evaluate
the degree of significance, and classify trend patterns. The operation interface is divided into three areas for signal display, annotation, and recording.
eViewer was designed for annotating each signal individually, but has been
updated to a multivariate version to support the annotation of multiple
signals.

3.2.3

Model selection

Model selection is crucial for the methods proposed in this thesis. An appropriate model should transform clinically relevant changes in the properties of
interest into sustained level shifts in forecast residuals and meanwhile reduce
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Display

Operation

Recording

Figure 3.3: Interface of eViewer

the deviations caused by irrelevant variations. In addition, the model should
utilize the information known from population data while being adapted to
real time data. The model structure should also be intuitive to clinicians,
so that expert knowledge can be incorporated into the signal model. An
intuitive solution will also facilitate the acceptance by clinicians. Finally, it
is desired that a model can be easily generalized to describe a wide variety
of trend signals measured in different clinical environments.
The models in the EWMA family have demonstrated their advantages
for trend monitoring in the previous studies reviewed in Section 2.2. Therefore, the EWMA model and its variants are used in this thesis for describing
the trend variations of a single variable. After the functional form of a signal
model is determined, the model parameters that are believed to be constant
across patients and during surgery are estimated from annotated population
data, whereas the parameters that account for the time-varying characteristics should be estimated from real-time data. The unknown parameters
should be kept as few as necessary. In addition, the rate of change of these
parameters should be much slower than the sampling rate. Otherwise, their
real-time estimates can be biased and have a high degree of variance [94].
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Different forecasting models are used in Chapters 4 to 7 to detect trend
changes in different physiological variables. These models are all based on
the prerequisite that signals are not heavily contaminated with artifacts, or
that artifacts have been effectively reduced. Although artifacts still may exist, their occurrence is infrequent; therefore, the uncertainty components in
these methods are all assumed to follow the Gaussian distributions. All the
proposed methods are realized in Matlab (Mathworks, Natick MA, USA).

3.2.4

Performance evaluation

Trend-change detection methods eventually can be reduced to a binary decision between a null hypothesis H0 and an alternative hypothesis H1. The
performance of this decision-making process should be tuned to arrive at
the best tradeoff between sensitivity, specificity, and time delay.
Sensitivity (true positive rate) and specificity (1-false positive rate) are
often used to describe the accuracy of detection. As shown in Section 3.1,
in statistical change detection, a threshold is often used to tune the tradeoff
between sensitivity and specificity. A Receiver Operating Characteristic
(ROC) curve records the relationship between sensitivity and (1-specificity)
as the tuning threshold is varied [167]. The Area Under a ROC Curve (AUC)
may be used as a measure of the overall detection performance [55].
ROC curves are also widely used to find the optimal operating setting for
the general population. The performance for different thresholds are compared by the distance from the corresponding point to the upper left corner
of the ROC figure, i.e., the point with sensitivity=1 and specificity=1. Conventionally, the tuning parameter with the shortest distance represents the
optimal setting [3]. This criterion is used in this thesis. However, it should
be noted that this criterion is based on the assumption that a false alarm
and a missed detection have the same degree of negative impact on clinicians’ performance. This assumption is questionable, since false alarms may
be more harmful than missed events. Some human factor researchers [36]
claim that false alarms degrade both compliance and reliance, while missed
events only reduce the user reliance of a monitoring system.
Furthermore, time delay is almost unavoidable in trend-change detection,
since the decision is made based on historical information. Although using
more historical information can potentially improve the detection accuracy,
time delay should be controlled within an acceptable range. Other factors
such as computational overhead and storage requirements should also be
considered if a method requires intensive computation.
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Chapter 4

Two-level change detection
based on the EWMA model
The method proposed in this chapter, referred to as EWMA-Cusum method,
is designed to detect changes in trend direction, i.e., to classify changes as
increase, decrease, or steady, and to generate multilevel alerts according to
the certainty of detection. The Exponentially Weighted Moving Average
model is adopted in this chapter to produce one-point-ahead predictions
based on the historical data. The one-sided Cusum of the forecast residuals
are tested against two thresholds to detect change points with two different
certainty levels. The temporal shapes of the detected changes are analyzed
using heuristics to determine whether to trigger an alert. The method was
tested using the clinical data of MVexp, EtCO2 , Ppeak, and NIBPmean.
The work in this chapter has been submitted to IEEE Transactions on
Information Technology in Biomedicine.

4.1
4.1.1

Method
EWMA-based forecasting model

The EWMA-based model is a widely used forecasting model for physiological
monitoring. As reviewed in Chapter 2, a few important historical trenddetection methods such as Trigg’s Tracking Signal [139] and Hope’s Patient
Condition Factor [62] are all based on the EWMA model.
The forecasting model used in the proposed method is based on the
standard EWMA model, or the ARIMA(0,1,1) model. The measurement
yt for a physiological variable is assumed to be an EWMA of the historical
data x̂t contaminated by noise η as below:
½
x̂t = λyt−1 + (1 − λ)(x̂t−1 );
(4.1)
yt = x̂t + ηt
ηt ∼ N (0, δ 2 )
The noise ηt is assumed to be independent and identically distributed over
time during a steady period and to follow a Gaussian distribution with
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zero mean and variance δ 2 . The forgetting parameter λ∈(0 1) controls
the influence of historical data on the signal predictions x̂. The magnitude
of λ adjusts the tradeoff between the robustness of detection and speed of
tracking. A small λ increases the magnitude of prediction deviations for
trend changes, but it also reduces the speed at which model predictions
adapt to a new plateau.
The predictions generated using this model deviate from the measurements during an increase or decrease, while automatically following the signal into a plateau phase. After detrending, trend changes are translated
into non-zero levels shift in the forecast residuals. The incremental rate and
direction of trend changes in the original signal are reflected in the level and
direction of the level shifts.

4.1.2

Cusum-based multilevel change detection

The one-sided Cusum statistics C ± are calculated as in Equation (3.7) [10].
As pointed out in Section 3.1.3, C ± is related with the V-mask testing and
can be used as an indicator of change certainty. Comparing the two one-sided
Cusum C ± with different thresholds can detect trend changes of different
significance. In this chapter, C ± is compared with three thresholds in each
+
+
−
−
−
direction, with h+
0 <h1 <h2 for detecting increases and h0 >h1 >h2 for detecting decreases, to detect trend changes of two different levels of certainty.
A level-1 minor increase (decrease) is detected when a C + (C − ) crosses h+
1
+
−
(h−
)
from
h
(h
).
A
level-2
major
increase
(decrease)
is
detected
when
1
0
0
−
+
−
C + (C − ) crosses h+
2 (h2 ) from h1 (h1 ). If the Cusum statistics in both
+
directions fall within [h−
0 h0 ], the signal has reached a new plateau.
The Cusum test was originally designed for applications where a detected
change would demand a prompt action to reset the system to a normal level.
In the case of intraoperative patient monitoring, it is neither necessary nor
realistic to interrupt surgery and return the patient’s physiological state to
the original level. However, allowing the detected trend to continue introduces two problems for change detection. First, the influence from a detected
change remains in the Cusum statistics and reduces the detection sensitivity
in the future. Second, the oscillations around a detected trend can trigger
repetitive detections.
In practice, clinicians usually ignore the measurements recorded a long
time ago (empirically set to T sampling intervals in this chapter) when evaluating the current trend dynamics. It is also assumed in this chapter that
the measurements before the starting point of the most recently detected
trend change has little influence on the current detection process. In order
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to remove the influence of historical measurements, a length-constrained
V-mask is used in the Cusum test. For example, the length of the upper arm of the V-mask for detecting decreases should be no longer than
min(T, t−t∗ +1), where t∗ is the starting point of the most recent increase
(see Figure 3.2 for how to locate t∗ ). This is equivalent to resetting the
Cusum C − at max(t∗ , t−T ) to zero and recalculating its values between
max(t∗ , t−T ) and t.
To reduce redundant detections, the continuous extension of a detected
trend is ignored. Repetitive detections due to oscillations around a threshold
can be suppressed by comparing the starting locations of two successive
changes in the same direction. If the starting locations of both changes fall
within a short window of a predefined length (T /10 sampling intervals, for
example), the second change is viewed as an extension of the first one, and
therefore is ignored.

4.1.3

Abruptness of trend changes

The time delay of detection, i.e., the distance between t∗ and t in Figure 3.2
characterizes the abruptness of the detected trend. If this distance is sufficiently short (less than T /10 sampling intervals in this chapter), then the
trend can be recognized as an abrupt change.

4.1.4

Alert management

A detected trend change does not necessarily demand immediate attention.
Detected trend changes can be combined with other information to determine whether an alert should be triggered. Heuristics below are used to
suppress uninformative alerts:
A: For most abrupt changes, a level-1 and a level-2 changes are often
generated immediately one after the other. To avoid repetitive alerts
in such a situation, the level-1 abrupt change is delayed for a short
period (T /10 sampling intervals). If a level-2 abrupt change of the
same direction is detected within this period, then the level-2 alert is
displayed and the level-1 change is discarded.
B: To reduce false alerts for short-peak artifacts, the alert for an abrupt
change is held for a short period (T /10 sampling intervals). If an
abrupt change in the opposite direction is detected within this period
and the signal level returns to within 2δ around the initial values,
where δ is the standard deviation of measurement noise, then the two
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changes are recognized as a short-peak artifact and the alerts for both
changes are suppressed.
C: For some variables, trend variations are relevant only when the signal
level is within a particular range (critical range). If a change is detected
outside the critical range, the alert is delayed until the signal enters
this range. The alert is ignored if the signal does not enter this range
before changing its direction. The critical range is predetermined in
this chapter, but can also be adapted to the real time data.

4.2

Results

The performance of the proposed EWMA-Cusum method was tested using
the trend signals of end-tidal carbon dioxide (EtCO2 ), peak airway pressure
(Ppeak), end-tidal minute volume (MVexp), and noninvasive mean blood
pressure (NIBPmean) from 40 cases. Rules A and B were applied to all
the variables, and Rule C was used for Ppeak in ventilated patients. The
critical range for Ppeak was set to be above 15cmH2 O for increases or below
10cmH2 O for decreases. The forgetting length T was set to 3 sampling
intervals (9 minutes at the sampling rate of 3 minutes) for NIBPmean and
48 sampling intervals (4 minutes at the sampling rate of 5 seconds) for
EtCO2 , MVexp, and Ppeak. A fifth-order median filter (see Section 8.1.1.2
for details) was used to remove transient artifacts in EtCO2 , MVexp, and
Ppeak, and a third-order filter was used on NIBPmean.
The 40 cases were divided into a training group and a test group, each
containing 20 cases, and spanning approximately 25 hours of anesthesia
in total. Each trend signal was firstly filtered using a two-point moving
average filter. The noise variance δ 2 for each physiological variable was set
to the mean-square-deviation of the filtering residuals averaged over all the
annotated steady segments. The forgetting parameter λ was set empirically
by investigating the forecast residuals for the steady segments. With the
chosen forgetting parameter, the mean absolute residual over a short period
after the occurrence of a steady segment, averaged over all the annotated
steady segments, should be less than 2δ. The short averaging period is set to
2 minutes for EtCO2 , Ppeak and MVexp (24 data points at the sampling rate
of 5 seconds) and 9 minutes for NIBPmean (3 data points at the sampling
rate of 3 minutes).
The thresholds ±h1 and ±h2 control the change-detection performance.
The magnitude of the level-2 certainty thresholds h2 was set to a level so that
the resulting false detections are less than 5% of the annotated significant
37

4.2. Results
changes in the training group. h1 was set to h2 /2, and h0 was set to h2 /5.
Following parameter tuning, the EWMA-Cusum method was tested on
the remaining 20 cases. Two anesthesiologists participated in the performance evaluation. The two-level alerts generated by the method were displayed on the unfiltered data and visually inspected by the anesthesiologists.
They first evaluated the detection results independently, including the alert
location, direction, and level of certainty. When the anesthesiologists’ opinions about a particular alert differed, these discrepancies were discussed, and
the results agreed upon were used for performance evaluation. The anesthesiologists were also asked to annotate the changes of level-1 or level-2
significance that were missed by the method.

4.2.1

Example case

An EtCO2 trend signal from a pediatric patient is used here to demonstrate
how the method works and to show the results of each step (Figure 4.1).
The changes were displayed at the detection locations.
The Cusum test as a robust change detector successfully avoided detecting the short-peak artifacts during intubation, but falsely detected the
short-peak artefact around t=80. An increased test threshold could avoid
this false detection, but would results a missed level-2 decrease at t=293.
Using Rule B (see Plot 4 and Plot 5), the short-peak artifacts at t=80 was
recognized and suppressed without missing the decrease at t=293.
The level-1 alert generated at t=40 for an increase (see Plot 2) was very
close to the level-2 alert generated at t=43 for the same increase, due to
the abruptness of this change. A similar situation was also observed around
t=92. Rule A is used to suppress the unnecessary level-1 alerts in these
situations (see Plot 4 and Plot 5). For the long gradual decrease after
t=200, the level-1 alert is a very useful early warning.

4.2.2

Performance evaluation

In the 20 validation cases, 55 level-1 and 33 level-2 alerts were generated for
EtCO2 , 65 level-1 and 38 level-2 alerts for MVexp, 26 level-1 and 21 level-2
alerts for Ppeak, and 58 level-1 and 48 level-2 alerts for NIBPmean.
The alerts produced by the EWMA-Cusum method were sorted into
four types according to the correctness of the location, direction, and level
of certainty: (1) alerts with the change direction and the certainty level
both correctly detected, (2) alerts whose change direction was correctly detected but whose certainty level did not agree with the annotation, (3) alerts
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Intubation

Decrease in anesthetic concentration
Return to spontaneous respiration
End of surgery
Plot 1: EtCO 2 measurements
were contaminated by
transient and short-peak
artifacts due to intubation and
patient movement.

Plot 2: Transient artifacts were
removed by median filtering.
The signal was then detrended
by subtracting the predictions
from the filtered signal.

C 251

Increase
Plateau

Decrease

C 43

Rule A

Rule A
C 43

C 251

2

(%)

Rule B

Plot 3: The Cusums of the
prediction residuals were
tested against different Vmasks to determine the
maximum rise distance that
correspondeds to the certainty
in Plot 4 for each direction.
Plot 4: Three thresholds were
used to in each direction to
detect change points of two
different levels of statistical
significance and the
occurrence of new plateaus.
The algorithm detected level-2
increases at t=43 and 94,
level-2 decreases at t=71 and
293, level-1 decreases at t=67
and 251, and a plateau at
t=192. The increase and
decrease in the large ellipse
according to Rule B constitute
a short-peak artifact. The
level-1 change points in the
small circles according to Rule
A were redundant for the
abrupt changes. Change points
were also marked on plot 2.

AlertsonEtCO

Plot 5: The final 2-level alerts
were only displayed for the
relevant trend changes.

Time (sampling interval: 5 seconds)

Figure 4.1: The change-point detection and alert management process illustrated on an EtCO2 trend signal
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with falsely detected change direction were false alerts, and Missed alerts.
Missed alerts refer to the level-2 change points that were annotated by the
anesthesiologists but missed by the method. The missed level-1 annotations
were not treated as missed alerts, because missing an early notification was
considered to be insignificant in this study. The alerts in category (1) and
(2) were both considered to be true positive detections. The whole segment
between two successive level-1 change points annotated by the anesthesiologists was taken as a non-change segment (negative instance) and used for
evaluating the false positive rate.
The performance of the proposed method was evaluated by comparing
the detection results in the 20 test cases with the expert annotations (see
Table 4.1). The detection results and the annotations are listed in Tables 4.1-(a) and (b) respectively. In Table 4.1-(c), the detection results are
compared with the expert annotations in the same category. The true positive rates RT P L1 and RT P L2 evaluate the correctness of the results in both
the change direction and certainty level, indicating the detection accuracy
in a strict sense. RT P (L1+L2) evaluate the correctness of the results in the
trend direction.
The direction of over 89% of the annotated changes were correctly identified (see RT P (L1+L2) in Table 4.1-(c)), with the highest rate being 95.4% for
NIBPmean. The certainty level of over 92% of the true positive detections in
EtCO2 and NIBPmean agreed with the anesthesiologists’ evaluations (see
NT ypeA /NT P Table 4.1-(c)). Both the false positive rate and the rate of
missed changes were minimal.

4.3

Discussion

The EWMA model is widely used for forecasting physiological trend signals,
as it intuitively describes the temporal responses of most physiological variables to a clinical event. The simplicity of the model structure provides great
robustness for trend-change detection. The EWMA-Cusum method can be
used for monitoring most physiological trend signals routinely recorded in
the clinical environment.
An effective clinical monitoring method should utilize clinicians’ expertise together with statistical signal processing techniques to make decisions.
In this study, heuristics about a signal’s temporal shapes are used after a
statistical test to differentiate short-peak artifacts from clinically relevant
trend changes. The detection results on clinical data demonstrate that appropriately configured heuristics can significantly improve the performance
40

4.3. Discussion

Table 4.1: Detection results of the Cusum-based 2-level alert method in 20
clinical cases
(a) Detection results
NT ypeAL1 NT ypeAL2
EtCO2
MVexp
Ppeak
NIBPmean

48
57
20
52

29
32
16
44

NT ypeA

NT P

NF P

NF N

77
89
36
96

83
102
45
104

5
1
2
2

3
4
1
3

NT ypeAL1 (NT ypeAL2 ): number of the level-1 (level-2) alerts with both the direction
and certainty level correctly detected;
NT ypeA : NT ypeAL1 + NT ypeAL2 ;
NT P : number of the true positive alerts with the direction correctly detected;
NF P : number of alerts of both certainty levels with the direction falsely detected;
NF N : number of missed level-2 change points.

(b) Expert annotations

EtCO2
MVexp
Ppeak
NIBPmean

NP L1

NP L2

NP (L1+L2)

ÑN

ÑP

56
72
27
60

36
42
22
49

92
114
49
109

56
72
27
60

36
42
22
49

NP L1 (NP L2 ): number of the level-1 (level-2) annotated changes;
NP (L1+L2) : NP L1 +NP L2 ;
ÑN : number of negative instances during which no alert should be given;
ÑP : number of significant trend changes.

(c) Performance evaluation

EtCO2
MVexp
Ppeak
NIBPmean

RT P L1

RT P L2

85.7%
79.1%
74.0%
86.6%

80.5%
76.2%
72.7%
89.8%

NT ypeA /NT P RT P (L1+L2) RF P
92.8%
87.3%
80.0%
92.3%

90.2%
89.4%
91.8%
95.4%

8.9%
2.3%
7.4%
3.3%

RF N
8.4%
9.5%
4.5%
6.1%

RT P L1 : NT ypeAL1 /NP L1 , true positive rate of level-1 change detection;
RT P L2 : NT ypeAL2 /NP L2 , true positive rate of level-2 change detection;
RT P (L1+L2) : NT P /NP (L1+L2) , the overall true positive rate;
RF P : NF P /ÑN , false positive rate; RF N : NF N /ÑP , false negative rate.
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of this method. However, the application of heuristics introduces extra time
delays. Therefore the heuristics should only be used when necessary.
The EWMA-Cusum method is similar to an early-stage change-detection
method proposed by Stoodley and Mirnia [131], in which the Cusum test is
also used with a forecasting model for trend-change detection. In Stoodley’s
method, however, the signal is modeled as the EWMA of the historical data
plus a piecewise constant incremental rate estimated from the previously
detected trend. The advantage of inclusion of an adaptive incremental rate
to the standard EWMA model is that, the predictions follow the detected
trend changes automatically and repetitive detections are therefore avoided.
However, the adaptation process also makes future performance depends
heavily on the accuracy of current detection. A missed or falsely detected
trend could deteriorate the performance for a long time.
The test results demonstrate that this method has great potential for
clinical use. However, it should be noted that the raters were in full perception of the detection results during data annotation. Assessment of the
results may thus have been susceptible to rater bias.
The use of a two-level alert system alleviates the typical tradeoff between
specificity and sensitivity in the single-level alert method. By introducing
thresholds of a lower certainty, the two-level alert method can detect changes
that would be missed by the single-level alert method. Although the twolevel method may also detect minor changes that would be considered as
insignificant by clinicians, these extra minor detections, if displayed appropriately, may have much less negative effect on the user compliance of a
monitoring system than false alarms. The display of multi-level alerts is an
important topic that requires further study.
In clinical practice, trend changes with similar incremental rates and
durations may have different degrees of clinical relevance. A signal’s local
variability and the shape of the preceding trend segment have great influence on the clinical significance of the current measurement. However, the
EWMA-Cusum method proposed in this chapter assumes constant secondorder signal characteristics for all the patients during surgery. The false
detections due to this unrealistic assumption can be avoided by adapting
the change detection process to a signal’s intraoperative variability online.
Chapter 5 and Chapter 6 will be focused on adaptive trend monitoring.
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Chapter 5

Adaptive trend change
detection based on the linear
growth dynamic model
Chapter 4 has demonstrated the potential of the EWMA model and the
Cusum test for detecting changes in the trend direction. However, the performance of the EWMA-Cusum method proposed in Chapter 4 is limited
due to its unrealistic assumption of a constant second-order signal property. This chapter addresses the challenge of intraoperative and inter-patient
variability, with a belief that the trend-change detection performance can
be improved by adapting the detection process to a signal’s second-order
statistical characteristics.
The signal model used in this chapter is implemented in two steps.
Firstly, the linear growth Dynamic Linear Model (DLM) describes both
the signal level and the incremental rate as dynamic processes. The timevarying characteristics of a physiological trend signal is reflected in the linear
growth DLM as unknown parameters, which can be estimated online using
an adaptive Kalman filter. Secondly, an EWMA filter is used to smooth
the predictions generated by the DLM. Since the signal level and incremental rate are both modeled as dynamic processes, the DLM can be used for
tracking changes in both the signal level and trend speed. In this chapter,
a statistical test based on the Cusum of forecast residuals is used with this
two-phase model to detect changes in the trend direction.
There are two prerequisites for the application of this method. First,
as in the EWMA-Cusum method (Chapter 4), signals under investigation
should not be heavily contaminated with artifacts, or artifacts have been
effectively reduced. In addition, the signal’s second-order property, if varies,
must vary at a much slower rate than the signal’s sampling rate. Most of the
physiological variables measured per 1 or 5 seconds in the current clinical
environment satisfy the requirement. The method was tested on the clinical
data of HR, EtCO2 , MVexp, and RR. As an example, the performance on
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HR is compared with that of the Trigg’s Tracking Signal to demonstrate the
advantage of this adaptive monitoring method. The work in this chapter
has been published in IEEE Transactions on Biomedical Engineering [161]
and Proceedings of the 27th Annual International Conference of the IEEE
Engineering in Medicine and Biology Society [163].

5.1
5.1.1

Method
Linear growth dynamic linear model

Some physiological trend signals can be treated as piecewise linear and described by the linear growth DLM proposed by Harrison and Stevens [57]:
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where the real signal level ςt and its incremental rate bt are subject to system
disturbances ζt , and the signal measurement yt is subject to measurement
noise ηt . The two system-disturbance elements νt and wt in ζt , and the
measurement noise ηt are independent of one another, and they are all independent over time and follow the Gaussian distributions. Both ηt and
ζt vary greatly between patients and during surgery. Therefore ηt and ζt ,
in addition to the system state xt , are considered unknown in this chapter.
How to solve this dual-estimation problem online represents a challenge.
The linear growth DLM tends to be over-sensitive when used for trendchange detection [63]. That is to say, the predictions follow signal variations
too rapidly, resulting in a short-lived non-zero shift in the forecast residuals
when a trend change does occur. As pointed out in Chapter 3, short-lived
residuals are difficult to detect in the presence of artifacts.
The proposed adaptive trend monitoring method is realized in four steps
(see Figure 5.1). In the first step, the signal level, the incremental rate, and
the noise covariances Q and R are estimated using an adaptive Kalman filter.
Then, to prolong the effect of trend changes in forecast residuals, an EWMA
filter is used to smooth the predictions generated by the linear growth DLM.
Q and R estimates are used to adjust the thresholds in the change-detection
test. This test divides the signal into a series of straight lines. Finally, the
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segments of the same trend direction are combined and change points are
located. This method is referred to Adaptive-DLM method in this thesis.

Figure 5.1: Schematic of the Adaptive-DLM trend-change detection method

5.1.2

Adaptive Kalman filter

The noise variance Q and R, and the system state x are estimated using
an adaptive Kalman filter. The adaptive Kalman filter consists of a filter,
a fixed-point smoother, a process that updates Vk−1,k|t (see Equation (5.5)
for the definition) and a recursive Q-R estimator (see Figure 5.2).
The Kalman filter is a recursive filter that estimates the system states
of a state-space model from a series of noisy measurements. According to
the location of estimation k relative to the current instant t, the estimator
is classified as smoother for k<t, filter for k=t, and predictor for k>t. In
this chapter and the chapters that follow, the subscript k|t indicates that a
variable at k is estimated conditionally on the observations y1...t ; the subscript t|t is simplified as t. The operators filter and smoother defined below
represent the standard Kalman filtering and fixed-point smoothing processes
respectively. These operators will also be used in Chapter 6 and Chapter 8.
Filter This operator represents the standard Kalman filtering process [92]:
(x̂t , Vt , Kt , x̂t|t−1 , Vt|t−1 , et , Vt,t−1|t ) = f ilter(x̂t−1 , Vt−1 , Θt , yt )
where Θt ={Ft , Ht , Qt , Rt , µt } represents the model parameters in effect at
time t. µt is the mean of the system disturbance ζt . In the DLM in Equation (5.1), Ft =F , Ht =H and µt =0. The only time-varying parameters are
Qt and Rt .
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Figure 5.2:
Adaptive Kalman filtering process
Maximization algorithm

EM: Expectation-

The filtering operation is carried out in two steps. With the initial
estimates x̂0 and V0 , the one-point-ahead prediction x̂t|t−1 and its covariance
Vt|t−1 are first calculated as below:
x̂t|t−1 = Ft x̂t−1 + µt
Vt|t−1 = Ft Vt−1 FtT + Qt

(5.2)

where Vt|t−1 =E{(xt −x̂t|t−1 )(xt −x̂t|t−1 )}.
Then the innovation et , the innovation covariance St , the Kalman gain
Kt , the estimate x̂t , the estimate covariance Vt , and Vt,t−1|t are updated:
et = yt − Ht x̂t|t−1
St = Ht Vt|t−1 HtT + Rt
Kt = Vt|t−1 HtT St−1
x̂t = x̂t|t−1 + Kt et
Vt = Vt|t−1 − Kt St KtT
Vt,t−1|t = (1 − Kt Ht )F Vt−1|t−1

(5.3)

where Vt = E{(xt − x̂t|t ), (xt − x̂t|t )} and Vt,t−1|t = E{(xt − x̂t|t−1 ), (xt − x̂t|t )}.
Fixed-point smoother The standard fixed-point Kalman smoothing process [126] is represented as:
(x̂t|t , Vk|t , Vt,k|t−1 ) = smoother(x̂k|t−1 , Vk|t−1 , Vt−1,k|t−2 , Kt−1 , et , Vt|t−1 , Θt )
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For every point in the smoothing window k∈(t−T +1 . . . t) (T is the window length), the fixed-point smoother updates the system estimates x̂k|t , its
covariances Vk|t , and Vt,k|t−1 . The smoothing process is carried as
Vt,k|t−1 = Vt−1,k|t−2 (Ft − Ft Kt−1 H)T
Kk|t = Vt,k|t−1 H T (Rt + HVt|t−1 H T )−1
x̂k|t = x̂k|t−1 + Kk|t et
T
Vk|t = Vk|t−1 − Vt,k|t−1 H T Kk|t

(5.4)

where Vk|t =E{(xk −x̂k|t )(xk −x̂k|t )} and Vt,k|t−1 =E{(xt −x̂t|t−1 )(xk −x̂k|t−1 )}.
Vk−1,k|t updating In addition to the standard fixed-point Kalman smoothing, Vk−1,k|t , defined as Vk−1,k|t =E{(xk −x̂k|t )(xk−1 −x̂k−1|t )}, is also estimated recursively:
V(k−1,k)|t = V(k−1,k)|t−1 − Va (t, k)H T Ka (k − 1, t)T
where

½

Va (t, k) = Va (t − 1, k)(F − F Kt−1|t−1 H)T
Ka (t, k) = Va (t, k)H T (Rt + HVt|t−1 H T )−1

(5.5)
(5.6)

with initial condition Va (t, t)=Vt−1,t|t (see Appendix I for the proof).
As shown in Figure 5.2, the operators defined above are used to estimate
the system states for the previous T points. These estimates are used in the
following to estimate Q and R online.
Q and R estimation In the DLM, the measurements y0...t and system
states x0...t carry information about the unknown model parameters Q and
R. The Q and R estimates should maximize the likelihood of x0...t and y0...t .
However, since x0...t are unknown, their estimates x̂t−T +1...t|t generated by
the Kalman smoother are used instead, leading to a so-called ExpectationMaximization (EM) algorithm.
The EM algorithm is a two-step recursive method. When used for online
estimation, the E-step calculates the expectation of the log-likelihood of
(Qt , Rt ) conditional on the measurements y0...t and the previous estimates
(Q̂t−1 , R̂t−1 ), with respect to the hidden system states x0...t ; the M-Step
maximizes this expectation with respect to Q and R to derive new estimates
for the next iteration at time t+1. The process is summarized as:

 E : f (Q, R) = E{log Pr(x0...t , y0...t |(Q, R)|y0...t , (Q̂t−1 , R̂t−1 )}
(5.7)
 M : (Q̂t , R̂t ) = argmax f (Q, R).
Q,R
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The influence of the historical measurements on the Q and R estimates
decays over time. Therefore yt−T +1...t and xt−T +1...t that fall in the smoothing window of the Kalman smoother, instead of all the previous data, are
used for updating Q and R. Q̂t and R̂t are updated recursively online as
(
P
Q̂t = 1t {(t − 1) · Q̂t−1 + Lt|t + t−1
k=t−T γk|t }
P
(5.8)
1
R̂t = t+1
{t · R̂t−1 + Vt|t + t−1
k=t−T χk|t }
where L and V represent the influence of the forward filtering, and γ and
χ represent the influence of the backward smoothing (see Appendix I for
details).
With the estimated Q̂ and R̂, the filtering innovations et can be treated
as white Gaussian noise with zero mean. The dynamic process of the systemstate estimates can be written as below [50]:
x̂t = F x̂t−1 + Kt et ωt ∼ N (0, Kt (R̂t + HVt|t−1 H T )KtT ).
|{z}
|
{z
}
ωt

5.1.3

(5.9)

Wt

EWMA of the DLM predictions

Given the Kalman estimate x̂t at time t, the system state for any future
instant j, (j>t), can be calculated as
x̂j|t = F j−t x̂t .

(5.10)

The multi-point-ahead predictions above result in multiple prediction values
for every future instant. The predictions for time j conditional on observations up to different historical instants, i.e., x̂j|0 . . . x̂j|t , are averaged using
an EWMA filter with a forgetting parameter λ∈(0 1). The averaged prediction x̃j|t , initialized with x̃j|0 = x̂j|0 , can be calculated as below:
x̃j|t = λx̂j|t + (1 − λ)x̃j|t−1 1 6 t 6 j−1.

(5.11)

The averaging process described above can be realized recursively. Given
x̃t−1|t−2 at time t−1, the prediction for time t is calculated as below:
x̃t|t−1 = λx̂t|t−1 + (1 − λ)F x̃t−1|t−2 .

(5.12)

Similarly, Ṽt|t−1 , the covariance of the prediction x̃t|t−1 , initialized with
Ṽ1|0 = W0 , can also be calculated recursively as below:
Ṽt|t−1 = (1 − λ)2 F Ṽt−1|t−2 F T + Wt .

(5.13)
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The filtered predictions for the measurements from t−Tf +1 to t are:
[ỹt−Tf +1|t−Tf . . . ỹt|t−1 ] = H[x̃t−Tf +1|t−Tf . . . x̃t|t−1 ].

(5.14)

The standard deviation of the sum of these predictions is:
ht = ST D(

t
X

q
(ỹj|j−1 )) =

H̃ Q̃t H̃ T

(5.15)

j=t−Tf +1

where H̃=[H . . . H] and Q̃t represents the covariance of [x̃t−Tf +1|t−Tf . . . x̃t|t−1 ]
with Q̃2m−1:2m,2n−1:2n = ((1−λ)F )|m−n| Ṽ(t−|m−n|)|(t−|m−n|−1) , 16m, n6Tf .
Since Q̃t is determined by the Q and R estimates, ht is therefore adaptive.

5.1.4

Adaptive change detection

The Cusum of the differences between the EWMA predictions ỹ=H x̃t|t−1
and the Kalman estimate ŷ=H x̂t is tested against a threshold to decide
whether a change has occurred.
The cumulation window for the Cusum statistic C(n, t) is set to be no
longer than the previous change point t∗i−1 with a maximum length of Tf :
P
C(n, t) = tj=t−n (ŷj − ỹj|j−1 ) n 6 min(t − t∗i−1 , Tf )−1.
(5.16)
C(n, t) accumulates the prediction residuals from t−n + 1 to t. The test
thresholds are determined by testing the hypothesis that no change has occurred within the cumulation window [t−Tf +1 . . . t]. Hence the test thresholds are scaled to the standard deviation of the sum of the predictions in the
cumulation window (see Equation (5.15)), i.e., h= ± σ×ht , where σ is used
to adjust the detection sensitivity. A change point is detected when C(n, t)
has broken either limit before reaching the end of the cumulation window.

5.1.5

Trend patterns

A trend signal is segmented by the series of detected change points. Each
segment is described as steady, increasing or decreasing by evaluating its
average incremental rate. Successive segments of the same direction are
combined, and only the initial change point triggers an alert.
In summary, this method has six parameters: the initial Q0 and R0 , and
the smoothing window size T in the adaptive Kalman filter, the cumulation
window size Tf , the forgetting parameter λ in the EWMA predictor, and
the sensitivity control σ in the Cusum test.
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5.1.6

Trigg’s tracking signal

Trigg’s tracking signal [139] has been previously used for change detection in
patient monitoring (see Section 2.2). TTS is the ratio between the EWMA
of forecast residuals and the EWMA of absolute forecast residuals:


 st = (1 − υ)et + υst−1
Mt = (1 − υ)|e|t + υMt−1
(5.17)

 Tt = st
Mt
where e is the model-forecast residuals and υ (0–1) is the forgetting parameter of TTS. The magnitude of TTS is related to the significance of change
detection. Change points are identified when the TTS crosses the thresholds ±hT T S from zero (see Figure 5.5). A change point will be ignored, if it
has the same trend direction with the previous change point and the TTS
statistics between the previous change point and the current change point
are consistently positive or negative.

5.2

Test on heart rate trend signals

Heart rate is an important physiological variable that demands constant
monitoring during surgery. Astute anesthesiologists often rely on subtle
changes in the HR trend to evaluate the adequacy of depth of anesthesia
as well as fluid administration. A seasoned anesthesiologist can perceive
changes in HR of three to four beats per minute from the auditory signal [89].
The HR trend is usually sampled every 1 or 5 seconds during surgery, and
can be described using the linear growth DLM. The trend signals of HR
from the 40 cases used in Chapter 4 were used here to test the performance
of the Adaptive-DLM method. The signal is pre-filtered using a third-order
median filter (see Section 8.1.1.2 for details) before the test.
The clinically relevant decreases and increases in each case were annotated by two expert anesthesiologists independently using eViewer (see
Figure 3.3). The significant changes marked by different raters falling within
a two-minute window and of the same direction were treated as agreed upon
annotations, and the mean location of this pair was used as the reference
location. Following this criterion, the two sets of annotations showed a high
ratio of agreement [7]. Besides the agreed-upon events, 3% and 6% additional events were marked by each expert. The final inter-rater agreed
change points were decided by discussion between the two experts.
The proposed method was tested in four steps: (1) verifying the accuracy
of the Q and R estimation algorithm using simulated signals; (2) tuning the
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initial values Q0 , R0 and the smoothing window size T using the training
data; (3) testing the proposed Adaptive-DLM method and the TTS approach using test data and comparing their performances in detecting both
increasing and decreasing changes; (4) analyzing the influence of the cumulation window size Tf and sensitivity control σ on the performance of the
Adaptive-DLM method, and comparing the performance of the AdaptiveDLM method in detecting increases to that of intraoperative detection. The
purpose is to compare the performance of the Adaptive-DLM method to
the best performance of attending clinicians. Since only two decreases were
detected intraoperatively in the all the test cases, the decreasing instances
were not included in Step (4).
The expert annotations were used as the reference to evaluate the detection results. Any change detected less than 2Tf sampling intervals after the
expert annotation and showing the same direction was considered correct.
The tolerable delay was extended to 3Tf points for the TTS approach, as
a longer delay was expected. As in Chapter 4, the segment between two
successive annotated changes points represents a negative instance.

5.2.1

Q and R estimation

The results of Q, R estimation are illustrated in Figure 5.3 with a two-phase
simulated signal. The signal is composed of a 500-point segment generated using the DLM with Q0 =[10 0; 0 0.1], R0 =64, followed by the second 500-point segment generated with Q0 =[5 0; 0 0.1], R0 =16. Starting
with arbitrary initial values Q0 =[1 0; 0 0.01], R0 =1, with T =30, the estimates converged within the 50% intervals of the first set of true values after
less than 50 steps, and then oscillated around the true values until t=500.
From then on, the true values of Q(1, 1) and R was dramatically changed
while Q(2, 2) remained constant. The Q, R estimates smoothly followed the
changes, and converged around the new true values after 50 iterations.
The adaptive Kalman filter was tested on 20 simulated signals, each
composed of one thousand samples. When initialized with values with more
than 100% deviation it took 43 steps for Q(1, 1), 46 steps for Q(2, 2), and
102 steps for R (3.6, 3.8, and 8.6 minutes respectively at the sampling rate
of 5 seconds) to converge within the 30% interval around the true values.
No deterministic oscillation was observed after the initial steps.
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Figure 5.3: The results of Q and R estimation for a simulated trend signal

5.2.2

Parameter tuning

Q and R estimation was applied to the training data with the Kalman
smoothing window T =30. The Q and R estimates of the 50 iterations before the end of surgery were averaged to get final estimates for each case.
Then the final Q and R estimates of all the training cases were averaged,
and the resulting values Q0 (1, 1)=1.18±73.1%, Q0 (2, 2)=0.092±64.0%, and
R0 =0.23±100.3% were used as initial settings in the further test. The forgetting parameter used in the EWMA filter was set empirically by investigating
the forecast residuals for the steady segments. With the chosen forgetting
parameter, the absolute difference between the Kalman estimates and the
EWMA predictions, averaged over the first 2 minutes of every steady segment (24 data points at the sampling rate of 5 seconds) and then averaged
over all the annotated steady segments, should be less than two times of the
standard deviation of measurement noise. The forgetting parameter υ in the
TTS approach was set in a similar manner. The threshold for TTS hT T S
was set to minimize (sensitivity 2 + (1 − specif icity)2 ). The TTS results
were smoothed using a 20-point moving average filter.
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5.2.3

Comparison with Trigg’s tracking signal

CUSUM Testing

Heart Rate (beats/min)

Figure 5.4 demonstrates how the Adaptive-DLM method detected change
points and determined the trend directions according to the magnitude of
incremental rate. As seen in the top two plots, the signal predictions and
the testing limits both vary as the signal trend evolves, especially when a
change is detected and the EWMA process resets.
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Figure 5.4: An example of how the Adaptive-DLM method detects change
points in the heart rate trend signal, with Tf =10, σ=0.7. The signal predictions and the testing limits both vary with the signal trend.
The best performance of the Adaptive-DLM method with Tf =20 was
compared with that of the TTS approach. Both approaches were tested repeatedly on the test data, as σ or hT T S increased from 0.1 to 1.0. The
optimal configurations were: σ=0.5 for the Adaptive-DLM method and
hT T S =0.7 for the TTS approach.

53

5.2. Test on heart rate trend signals
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Figure 5.5: Detection results of the proposed Adaptive-DLM method and
the TTS approach on two example signals. Signal A: mean level=98.2,
Q=[0.95 0; 0 0.13], R=0.37; The Adaptive-DLM method and TTS both correctly detected the change points without introducing false positive results.
Signal B: mean level=138.3, Q=[0.26 0; 0 0.036], R=0.16; The AdaptiveDLM method correctly detected the change points; TTS introduced 7 false
positive detections.
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Figure 5.5 shows the detection results of the proposed Adaptive-DLM
method and the TTS approach on two example signals. With the optimal
conditions, the Adaptive-DLM method correctly detected all the change
points in both examples with no false positive detections. In Signal A (Figure 5.5-(a)), the TTS approach detected the same number of true positive
and false positive changes as the Adaptive-DLM method. In Signal B (Figure 5.5-(b)), the changes after t=100 are irrelevant, since the increase just
before t=100 has a dramatically large amplitude. However, the TTS for
these irrelevant variations are all close to 1, resulting in a series of false
detections. This example demonstrated the typical limitation of the TTS
approach. As pointed out in Section 2.2, TTS often produces false detections for changes with a long duration but a negligible amplitude. The delay
of the TTS results in both examples are longer than that of the proposed
Adaptive-DLM method.
The detection results of the TTS approach with hT T S =0.7 and the proposed Adaptive-DLM method with σ=0.5 are compared in Table 5.1. In
Table 5.1, Q denotes the mean of Q estimates averaged over the whole case;
R denotes the mean of R estimates averaged over the whole case. The 20
test cases were classified into three groups according to the magnitude of Q
and R relative to the initial Q0 and R0 respectively: (1) with many abrupt
changes and a high degree of noise; (2) with many abrupt changes and a
low degree of noise; (3) and with gradual changes and a low degree of noise.
It shows that the performance of the Adaptive-DLM method was consistent
over the three different groups. For groups 1 and 2, TTS achieved comparable results, while for group 3, it gave more false positive results. The average
delay of the change points correctly detected by both methods was 10 points
for the Adaptive-DLM method and 23 points for the TTS approach, i.e., the
delay of the TTS approach was 65 seconds longer.

5.2.4

Sensitivity analysis

To study the influence of the size of cumulation window Tf and the sensitivity parameter σ on the performance of detecting increases, three ROC
curves, each with a fixed Tf =10, 20 or 30, were constructed by tracing the
sensitivity and specificity as σ increased from 0.1 to 1 (see Figure 5.6). Expert annotated 47 increases in the test cases.
The area under each ROC curve was calculated to evaluate the detection performance with the corresponding Tf . The AUC is 0.916 for Tf =10,
0.928 for Tf =20, and 0.882 for Tf =30. The attending anesthesiologists
correctly identified 36 (77%) increases with 11 (23%) false positive results,
55

5.2. Test on heart rate trend signals

Table 5.1: Change detection results of the Adaptive-DLM method and the
TTS approach on three groups of HR trend signals (in percentage)
Group Number
1
2
3
Overall
TP
FP
TP
FP
TP
FP
TP
FP
the TTS approach 81.3 12.7 95.8 33.3 67.2 84.5 75.5 60.2
Our Algorithm
87.5 12.7 83.3 29.2 87.9 10.3 86.7 15.1
TP: true positive; FP: false positive; Q:
average of Q estimates over
the whole case; R:
average of R estimates over the whole case.
With
r1=((Q(1, 1)/Q0 (1, 1))2 +(Q(2, 2)/Q0 (2, 2))2 )/2 and r2=R/R0 , the property of each
group: (1) r1>1, r2>1, 4 cases, 16 events, 3712 points in total; (2) r1>1, r2<1, 7 cases,
24 events, 6024 points in total; (3) r1<1, r2<1, 9 cases, 58 events, 7960 points in total;
No case with r1<1, r2 > 1.
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Figure 5.6: ROC curves for trend-change detection on HR signals with
different Cusum window sizes Tf , as σ increases from 0.1 to 1.0. The optimal
operation point is: sensitivity=0.86 and specificity=0.89, which is obtained
with σ=0.5, Tf =20. AUC: area under the ROC curve

outperformed by the Adaptive-DLM method with σ of a wide range (around
0.45-0.65 for Tf =10 and 0.3-0.55 for Tf =20).
The tradeoff between time delay and sensitivity was studied for Tf =10
and Tf =20. Each point in Figure 5.7 was obtained by calculating the average
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Table 5.2: Mean and Relative Standard Deviation of the Q, R estimates
generated by the Adaptive-DLM method
HR
EtCO2
MVexp
RR
Q(1,1)
1.18 ± 73.1%
0.023 ± 156.3% 0.0021 ± 118.0% 0.020 ± 29.0%
Q(2,2)
0.092 ± 64.0%
0.001 ± 97.1% 0.00059 ± 98.8% 0.016 ± 67.5%
R
R=0.23 ± 100.3% 0.0038 ± 153.5% 0.00042 ± 110% 0.013 ± 45.1%

delay of the correctly detected increasing changes. It appears that N =20
resulted in a slightly longer delay than N =10. The delay for N =20 increased
from around 8.2 points to 17.5 points, i.e., from 41 seconds to one minute
and 27 seconds, as σ increased from 0.1 to 1.0, indicating that with a fixed
window size, a reduced false positive rate resulted in a longer delay.
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Figure 5.7: Time delay of the Adaptive-DLM method on the HR signals.

5.3

Results on EtCO2 , MVexp, and Ppeak

The approach was also tested on EtCO2 , MVexp, and Ppeak following the
same procedure as for HR [163]. Table 5.2 lists the means of the Q, R
estimates and their standard deviations relative to the mean, obtained from
the 20 training cases.
For each variable, three ROC curves, each with a different window size of
Tf =10, 20, or 30, were constructed (see Figure 5.8). Both the increasing and
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Table 5.3: Area under the entire or part of the ROC curve of the AdaptiveDLM method
EtCO2 (%)
MVexp(%)
RR(%)
AUC AUPC AUC AUPC AUC AUPC
Tf =10 90.3
25.3
96.2†
66.0§
86.1
18.0
†
§
Tf =20 94.6
54.2
95.6
53.7
88.3
28.5§
Tf =30 93.0
44.1
91.1
27.9
90.1†
23.6
(1) The total number of annotated change points including both increases and
decreases is 81 for EtCO2 , 69 for MVexp, and 51 for RR; (2) AUC: area under the
entire ROC curve; AUPC: area under part of the ROC curve with
sensitivity > 0.7 and specif icity > 0.7; (3) † : the largest AUC among different
Tf ; § : the largest AUPC among different Tf .

decreasing changes were included in the performance evaluation. The entire
AUC and the Area Under Part of the Curve (AUPC) with true positive rate
above 0.7 and false positive rate below 0.3 were calculated for each of the
ROC curves.
Table 5.3 lists the AUR and AUPC of interest of each ROC curve, in
percentage of the corresponding coverage of a perfect ROC curve, i.e., 1.00
for AUR and 0.09 for AUPC. The optimal cumulation window sizes Tf found
by the AUC and the AUPC are consistent for MVexp and EtCO2 . For RR,
the AUR indicates Tf =30 is optimal but the AUPC indicates that Tf =20
is optimal. The optimal performance point, in terms of the distance to
the left upper corner (0,1) of the ROC figure, is sensitivity=0.90 and specificity=0.01 for EtCO2 obtained with σ=0.9 and Tf =20, sensitivity=0.95
and specificity=0.90 for MVexp obtained with σ=1 and Tf =10, and sensitivity=0.80 and specificity =0.88 for RR obtained with σ=0.9 and Tf =30.

5.4

Discussion

The large standard deviations of the Q, R estimates for HR, EtCO2 , MVexp, and Ppeak (see Table 5.2) demonstrate that Q, R estimates are not
well concentrated. This confirms that fixed, empirically chosen parameters
can be biased for many patients, and using fixed values could degrade the
performance of a statistical change-detection method. The Adaptive-DLM
method solved this problem by estimating the signal characteristics online.
The EM estimation and EWMA prediction are both recursively realized;
therefore, the computation overload is acceptable for online use.
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Figure 5.8: ROC curves with different cumulation window sizes Tf . Left:
entire ROC curves after spline smoothing; Right: enlarged areas of interest
with sensitivity >0.7 and specificity >0.7. The largest area under curve
is 94.6% obtained with Tf =20 for EtCO2 , 96.2% obtained with Tf =10 for
MVexp, and 90.1% obtained with Tf =30 for RR.
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The tests on HR demonstrated that the performance of the proposed
Adaptive-DLM method is more consist between patients, compared with the
TTS approach. The TTS approach tends to generate false detections for long
variations with negligible amplitudes, since the mean absolute deviation and
the mean deviation for a trend segment of long duration have the similar
magnitude, no matter how small the change amplitude is. Hope in [62]
addressed this limitation by multiplying the TTS with a weighting function
related to the change amplitude. However, his solution introduced other
problems (see Section 2.2 for details).
The purpose of the Adaptive-DLM method is to detect changes in the
trend direction. Signal segmentation as an intermediate procedure is performed according to the changes in both the incremental rate and signal
level, therefore the statistical test used for segmentation does not reflect the
degree of certainty of the final decision about the trend direction. The results
of signal segmentation carry much information about other trend features
in addition to the trend direction. More detailed descriptions about signal
patterns, for example, “convex/concave increase”, can be derived from the
results of signal segmentation.
During data annotation, the anesthesiologists were blind to the detection
results generated by the Adaptive-DLM method, therefore their annotations
in this study were more objective than the annotations made on the detection results in Chapter 4. However, the post-op annotations can only be used
as the gold standard if the annotations perfectly identify true physiological
changes. Although the inter-rater agreement strategy was used to improve
the reliability of annotation, any inconsistency between the annotations and
the true clinically relevant changes may lead to biased results.
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Chapter 6

Adaptive change detection
and pattern recognition
based on the generalized
hidden Markov model
In the previous chapters, the EWMA-Cusum method and Adaptive-DLM
method have been proposed to detect changes in the trend direction. Although “direction” is the most important feature of a trend segment, in
some clinical situations “incremental rate” and “duration” are also essential
for evaluating the patient status. In this chapter, trend variations are sorted
into several patterns according to these features and two detection methods
are proposed to detect pattern transition online.
As pointed out in the Discussion of Chapter 4, signal segments of a similar shape may have different degrees of clinical significance depending on the
characteristics of the signal in the recent past. For instance, in Figure 6.1(a), the increase at t2 and decrease at t3 in the Non-Invasive Mean Blood
Pressure trend signal are both significant changes, but the changes of similar
temporal shapes at t2 and t3 in Figure 6.1-(b) are most likely insignificant,
given the large amplitude and long duration of the preceding decrease. This
is a typical manifestation of intraoperative physiological variability.
For variables measured at a high sampling rate, the intraoperative variability can be handled by estimating the signal’s high-order characteristics
online as in Chapter 5. However, some variables cannot be measured very
frequently due to the restrictions of device design. For example, NIBP is
measured during anesthesia by non-invasive occlusion of the brachial artery
with a cuff. The systolic pressure is first detected by slowly releasing the
cuff pressure until a distal pulse occurs. Diastolic and mean BPs are then
measured by processing the turbulence in the artery. A measurement cycle takes 30 seconds. Since frequent inflation cause congestion of the arm,
NIBP during surgery is generally measured at every 3 to 5 minutes. At such
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Figure 6.1: Two example NIBPmean trend signals: similar patterns have
different degrees of clinical significance

a rate, a typical trend change is sustained only for 2-6 sampling intervals.
The number of samples is not sufficient for the EM algorithm to estimate
statistical properties in real time. Therefore, the Adaptive-DLM method
proposed in Chapter 5 is not applicable to NIBP.
Anesthesiologists usually recognize trend patterns visually, and use their
expert knowledge about the transition between these patterns, together with
the values of the most recent data to evaluate the probability of occurrence
for every possible event. To mimic this cognitive process, a signal’s intraoperative variability should be modeled so that the information about the
variability can be learnt from population data.
The Hidden Markov Model (HMM) was initially introduced in the late
1960s and has been used in a wide range of applications to describe the
transition between different states [105]. However, because each state in an
HMM generates only one observation, the state duration follows a geometric
distribution, which does not describe physiological trend signals. By allowing one state to generate a sequence of observations and to have an explicit
duration distribution, the HMM is generalized to the Generalized Hidden
Markov Model (GHMM), also known as the segmental hidden semi-Markov
mode [98], or variable duration HMM [105].
The GHMM has been an active research topic since the late 1980s. Originally driven by applications in the fields of speech processing and recognition [34], it has attracted considerable research attention in recent years
in the area of bioinformatics. The segmental structure of the GHMM provides a natural framework for describing human genomic sequences and the
GHMM has been used to find genes by parsing a DNA sequence into a set
of putative coding segments [20, 80]. The GHMM has recently been used
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for physiological monitoring and event diagnosis [154].
In this chapter, physiological trend signals are described using the GHMM
framework. Based on the GHMM, two methods are proposed for change
detection and pattern recognition. In the first method, the intra-segmental
variations are described using a state-space model; then a Bayesian inference
process is used with the fixed-point switching Kalman smoother to estimate
the probability of occurrence for each pattern, as well as to estimate the true
signal values online. Change points are detected by comparing the probability of change at every sampling instant with a fixed threshold. In the
second method, the intra-segmental model transforms different trend patterns to forecast residuals of different magnitudes; then an adaptive Cusum
test is used with a maximum posterior state-path finding algorithm to recognize the signal patterns online.
Both methods have been tested on the NIBPmean trend signals. The results demonstrate that, by incorporating the pattern transition probability
into a signal model, both methods performed better in change-point detection than the standard Cusum test. The adaptive Cusum test has been
published in Proceedings of the 28th Annual International Conference of
the IEEE Engineering in Medicine and Biology Society [158]; the proposed
fixed-point switching Kalman smoother has been published in International
Journal of Adaptive Control and Signal Processing [159].

6.1

Generalized hidden Markov model

A physiological trend signal can be viewed as a random series of temporal
shapes [25] and described using a first-order GHMM as shown in Figure 6.2(a). According to the direction, duration, and increment rate, the segmental
shapes are classified into 9 patterns (see Table 6.1). Unlike the HMM, where
each state generates only one data point, in the GHMM each segmental
state corresponds to a sequence of data points. The values of these data are
determined not only by the pattern of the segment they belong to, but also
by the historical data within or before the segment.
The GHMM is a three-layer model. The top layer is a Markov chain
process. It is assumed that the probability of occurrence for each pattern,
given all the patterns in the past, depends only on the previous pattern.
The pattern transition is modeled as a first-order Markov chain, with the
parameter set {Z, π (0) , A}, where Z={z (1) , . . . , z (N ) } contains the N predefined patterns labels (N =9 in this thesis). π (0) stores the initial prior
probabilities; A : N ×N is the transition matrix with Aji representing the
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Table 6.1: Segmental states in physiological trend signals
increase
abrupt
gradual
long short long short
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abrupt
gradual
long short long short
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Figure 6.2: Graphical model for the GHMM
probability that the segmental state will change from z (j) to z (i) . In this
chapter, unless stated otherwise, subscripts are used as time stamps, parenthesized superscripts represent the indices of a pattern in Z.
The lower two layers of the GHMM describe the intra-segmental variations. The middle layer predicts the system states xt , and the bottom layer
describes how the measurement yt is observed in presence of noise. A segment with pattern z (i) that starts after the end of the previous segment tp
can be described as below:
• Duration: ¯l ∼ D(i)

¯l∈[L(i) L(i)
c ]
f
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• for each t∈(tp +1 . . . tp +¯l)
(xt , yt ) = model(Θ(i) , yt−1 , xt−1 )

(6.1)

The temporal shape of state z (i) is determined by the duration ¯l and intra(i)
(i)
segmental model. ¯l follows a distribution D(i) over the interval [Lc Lf ],
which is determined solely by the current segmental state z (i) . The intrasegmental models for different patterns are assumed to have the same functional forms. Trend patterns are differentiated by the model parameters.
The complexity of this model exists in that the segment boundaries are
not deterministic. For a segment with pattern z (i) , the duration could be
(i)
(i)
any value in the range of [Lc Lf ]. If we introduce a variable l to represent
the length from the latest end point and a variable f to indicate whether
the current point is an end point, a variable group s={z, l, f } will fully
describe the state of each data point: the point-state label st ={z (i) , l, 1}
indicates that a pattern z (i) ends at time t with a duration of l sampling
intervals (l=¯l); st ={z (i) , l, 0} indicates that a pattern z (i) has sustained for
l sampling intervals and is still continuing (l<¯l).
Given the present point state st , the probability distribution for the future point state st+1 is independent of the past states s1...t−1 . The transition
between point states is still a first-order Markov process, as demonstrated in
Figure 6.2-(b), but can no longer be described using the original parameters.
The transition is determined jointly by the segmental pattern transition and
duration distributions. The resulting transition process is more complex and
can only be described using a model of a much larger size.
With the switching model under the regime of point states, the problem
of change detection becomes one of finding the point with f =1, and the
problem of pattern recognition becomes one of finding a states z that best
interprets a segment of data. In the following, intra-segmental variations are
described using two different models. Based on these models, a fixed-point
switching Kalman smoother and an adaptive Cusum test are proposed to
perform change detection and pattern recognition.
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6.2
6.2.1

Fixed-point switching Kalman smoother
State-space intra-segmental model

In this method, the variations within a segment of pattern z (i) are described
using a state-space model:
System :
xt = F (i) xt−1 + ζt ζ ∼ N (µ(i) , Q(i) )
Observation : yt = H (i) xt + ηt
η ∼ N (0, R(i) ).

(6.2)

The parameters for this model are Θ(i) = {F (i) , µ(i) , Q(i) , R(i) }. The system
matrix F (i) represents the influence of historical data on the current system
states; The system disturbance ζ is independent over time and follows a
Gaussian distribution with mean µ(i) and covariance Q(i) . The measurement
noise η is also independent over time and follows a Gaussian distribution
with zero mean and covariance R(i) . H (i) is the measurement matrix. The
true signal level is H (i) x. This intra-segmental model under the regime
of point states is a switching DLM [119] (see Figure 6.2-(b)). The change
detection problem with this model can be solved using a Bayesian approach.

6.2.2

Review of state estimation with the GHMM

The Bayesian approach was adopted by Smith and West in their multistate Kalman filter [124] to estimate trend patterns from signal observations.
However, as pointed as in Chapter 2, in their multi-state Kalman filter, the
duration of trend patterns are not explicitly modeled, and the transition
relationship between patterns is ignored. The prior probabilities for different
patterns are assumed to be constant for all the patterns over time. This
model is an unrealistic simplification of the physiological trend signals.
The forward-backward algorithm is an offline method widely used with
the HMM for computing the joint probability of an observation sequence
and the state regime. For regular HMM, the joint probability calculated
by the algorithm can be normalized to generate the state estimate at a
particular time point. But the normalization is very difficult to perform
with the GHMM due to unknown segmental boundaries [93].
The switching Kalman filter has been used in many applications with
some approximation methods that summarize the state propagation process, to estimate the probability of occurrence for predefined states online.
However, most of the studies have either focused on the filtering [82, 119,
154, 156], or fixed-interval smoothing problem [92, 166]. No effort has been
dedicated to the fixed-point smoothing process. In the section that follows,
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the fixed-point switching Kalman smoother with the GHMM is proposed
to estimate the probability of occurrence for each possible trend pattern
Pr(sk |Y1...t ) and the system state estimate x̂k|t , k<t, online.

6.2.3

Fixed-point Kalman smoother

For a DLM without the Markov-chain regime, the standard fixed-point
Kalman smoother can be used to estimate the intra-segmental system states
x for every point in the previous T -point smoothing window. Given the
initial estimate x̂0 and its covariance V0 , measurements yt are processed
iteratively using the Filter and Fixed-point smoother operators defined in
Section 5.1.2:
(x̂t , Vt , Kt , x̂t|t−1 , Vt|t−1 , et ) = f ilter(x̂t−1 , Vt−1 , Θt , yt ), and
(x̂k|t , Vk|t , Vt,k|t−1 ) = smoother(x̂k|t−1 , Vk|t−1 , Vt−1,k|t−2 , Kt−1 , et , Vt|t−1 , Θt ).
where k6t and Θt contains the intra-segmental parameters in effect at time
t. Using the two operators, the estimates x̂k|t , Vk|t , and Vt,k|t−1 (see Section 5.1.2 for the definition) are updated after a new observation is received.
In addition, Wt−1 (yt ) the probability density for the current measurement, conditional on all the historical data, is also calculated:
Wt−1 (yt ) = N (et ; 0, St ).

(6.3)

Wt−1 (yt ) contains the information carried in the new observation, and will
be used later to update the posterior probability for the point states at k6t.
Estimation accuracy can be improved by utilizing the information carried
in the measurements after the evaluation point. However, an unnecessarily
long window size T barely improves the estimation accuracy while increasing
the computational overhead. T should be set to an appropriate length.
A switching DLM consists of a set of DLM’s; the model in effect at any
time is determined by the point state in effect. In the proposed GHMM,
the intra-segmental system state x is influenced by the system state in the
previous segment, in addition to the current pattern (see Figure 6.2). The
system variable xt therefore is conditional on all the previous point states
s1...t . The number of possible state sequences for s1...t grows exponentially as
the number of observations increases. The state propagation process needs
to be summarized to reduce the computational complexity.

6.2.4

Generalized Pseudo Bayesian algorithm

The Generalized Pseudo Bayesian (GPB) algorithm [9] summarizes the influence of historical regime states whose individual influence is negligible
67

6.2. Fixed-point switching Kalman smoother
given the states of more recent points. An nth-order GPB algorithm summarizes the influence of the states that are n points before the current time.
A larger n requires more intensive computation, but may generate a more
accurate approximation. The second-order GPB (GPB2) algorithm is a
simple approximation approach widely used in the switching Kalman filter [82, 154, 166]. The GPB2 approach has been compared with other
approximation methods with regard to the estimation accuracy and computational overhead in [102]. The study found no strong evidence in favor of
more sophisticated methods. The GPB2 method is used in this study. The
first step of this method is to update the transition possibilities; the second
step is to summarize the conditional Kalman estimates.
Inference The probability for the state transition from st−1 to st , denoted as Pr(st |st−1 ), is first calculated. For the switching DLM transformed
from the GHMM, not all the point-state transitions are valid for st−1 → st ,
since the length l should grow continuously within its range. According to
whether the previous point is an end point, Pr(st |st−1 ) in different situations
is calculated as below:
(1) if

(zt = zt−1 , lt = lt−1 +1, ft = 1) & (zt−1 , lt−1 , ft−1 = 0)
D(zt−1 ) (d = lt−1 +1)
then
Pr(st |st−1 ) =
D(zt−1 ) (d > lt−1 +1)
(2) if
(zt = zt−1 , lt = lt−1 +1, ft = 0) & (zt−1 , lt−1 , ft−1 = 0)
D(zt−1 ) (d > lt−1 +1)
then
Pr(st |st−1 ) =
D(zt−1 ) (d > lt−1 +1)
(3) if
(lt = 1, ft = 1) & (zt−1 , lt−1 , ft−1 = 1)
then
Pr(st |st−1 ) = Azt−1 zt D(zt ) (d = 1)
(4) if
(lt = 1, ft = 0) & (zt−1 , lt−1 , ft−1 = 1)
then
Pr(st |st−1 ) = Azt−1 zt D(zt ) (d > 1)
otherwise : Pr(st |st−1 ) = 0
(6.4)
The segment duration for a pattern z (i) is determined by the duration density
D(i) , and independent of the intra-segmental dynamic models. Pr(st |st−1 ) is
used in the inference process defined in the below. In addition to Pr(st |st−1 ),
the inputs and outputs of this inference process also include:
s ,s

,s

k t−1 t
• Wt−1
(yt )= Pr(yt |sk , st−1 , st , y1...t−1 ): the conditional probability
density for the current measurement yt given the point states for the
instants k, t−1, and t and the previous observations y1...t−1 . This
input is generated by the Kalman filter at time t via Equation (6.3).
• Pr(st |st−1 ): the transition probability from st−1 to st at time t.
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• Wt (sk )= Pr(sk |y1...t ): the probability that the point state at time k is
sk given the observations y1...t .
• Wtsk (st )= Pr(st |sk , y1...t ): the probability that the point state at time
t is st , given the observations y1...t and the point state at time k.
• Wtsk ,st (st−1 )= Pr(st−1 |sk , st , y1...t ): the probability that the point state
at t−1 is st−1 , given y1...t and the point states at time k and t.
The notation Wab (c) above represents the probability of event(s) c conditional on event(s) b and the observations y1..a . The inference process is:
{ Wt (sk ), Wtsk (st ), Wtsk ,st (st−1 ) } =
sk ,st−1 ,st
sk
inf er{ Wt−1 (sk ), Wt−1
(st−1 ), Pr(st |st−1 ), Wt−1
(yt ) }
s ,s

s ,s

,s

k t−1
k t−1 t
Wt−1
(st , yt ) = Pr(st |st−1 )Wt−1
(yt )
sk ,st−1
sk
sk
Wt−1 (yt , st , st−1P
) = Wt−1 (st−1 )Wt−1
(st , yt )
sk
sk
Wt−1 (st , yt ) = st−1 Wt−1 (yt , st , st−1 )
P
sk
sk
Wt−1
(yt ) = st Wt−1
(st , yt )
sk
Wt−1 (st , yt )
sk
Wt (st ) =
sk
Wt−1
(yt )
sk
(yt )
Wt−1 (sk , yt )P
= Wt−1 (sk )Wt−1
Wt−1 (yt ) = sk Wt−1 (sk , yt )
Wt−1 (sk , yt )
Wt (sk ) =
Wt−1 (yt )
W sk (yt , st , st−1 )
Wtsk ,st (st−1 ) = t−1sk
Wt−1 (st , yt )

s ,s

(6.5)

,s

k t−1 t
The probability density Wt−1
(yt ) calculated in Equation (6.3) is
normalized with Wt−1 (yt ) in this step. The output Wt (sk ) is used in the
further process for pattern recognition and change detection. Wtsk ,st (st−1 )
and Wtsk (st ) are used as the weighting factors in the “collapsing” step.

Collapsing Assume that for a switching DLM the previous unconditional
estimate x̂t−1 follows a Gaussian distribution. After passing it through an
(m)
M -state switching Kalman smother, we will get M updated estimates x̂t ,
m∈1 . . . M , each conditional on a state label m. Since the smoothing pro(m)
cess is a linear transformation, each of the updated estimates x̂t follows
a Gaussian distribution. The probability of the updated unconditional estimate x̂t can be described using a Gaussian mixture model. Collapsing is
a weighted summing process to find a Gaussian distribution with the closest Kullback-Leibler distance to the Gaussian mixture [92]. The collapsing
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procedure for two Gaussian random variables X and Y is defined as in [92].
Given the conditional means X̄ (m) =E(X|s=m) and Ȳ (m) =E(Y |s=m), the
(m)
conditional cross-variance Vx,y =cov(X, Y |s=m), and the probability of occurrence for each condition W (m)= Pr(s=m), the unconditional means X̄,
Ȳ and the unconditional cross-variance Vx,y are calculated as below:
X̄ = collapseI(X̄ (m) , W (m))
X̄ = Σm X̄ (m) W (m)

(6.6)

(m)

Vx,y = collapseII(Vx,y , X̄, X̄ (m) , Ȳ , Ȳ (m) , W (m))
(m)

Vx,y = Σm Vx,y W (m) + Σm (X̄ (m) − X̄)T (Ȳ (m) − Ȳ )W (m)

6.2.5

(6.7)

Overall procedure

From t0 =1, in every iteration, the switching Kalman smoother updates the
(s )
intra-segmental system state estimate x̂k|tk and the probability Wt (sk ), with
the new observation yt , for every previous instant k in the smoothing window, k∈t−T +1 . . . t. This overall process is realized as below:
—————Algorithm: fixed-point switching Kalman smoother —————
Initialization The switching fixed-point Kalman smoother is initialized using x0 ∼ N (x̂0 , V0 ) with no state regime. At t=1, conditional on the point
(s )
(s )
(s )
(s )
state s1 , x̂1 1 , x̂1|01 , V1 1 , and v1|01 are calculated using the Kalman filter:
(s1 )

(x̂1 , V1 , K1 , x̂1|0 , V1|0 , e1 ) = f ilter(x̂0 , V0 , Θt

, yt ).

(s )
W1 1

The probability
for each of the candidate point states for t=1 and the
inputs to the inf er operator for the next iteration are calculated:
(s )
(0) P (0)
(s )
(s )
W1 1 =πs1 / i πsi , W1 0 =1, W1 1 (s1 )=1;
Recursion From t=2, in every iteration, given the new observation yt ,
(sk ,st−1 )
(sk ,st−1 )
the estimates from the previous iteration, including x̂k|t−1
, x̂t−1
,
(s ,s

)

(s ,s

)

(s ,s

)

(s )

k t−1
k t−1
, Vt−1k t−1 , x̂t−1,k|t−2
, Wt−1 (sk ), and Wt−1k (st−1 ) for every k∈
Vk|t−1
max(1, t−T +1) . . . t, the fixed-point switching Kalman smoother is realized
following the procedure shown in Figure 6.3. The results of the Kalman
smoother are conditional on (sk , st−1 , st ). These estimates are collapsed to
(sk , st ) and fed back for the next iteration at t=t + 1.

————— end of the fixed-point switching Kalman smoother —————
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Figure 6.3: Overall procedure of the fixed-point switching Kalman smoother
(the parentheses for the state labels are not displayed); Please refer to Section 6.2.5 for a detailed description of the process.
To solve the problem of trend-change detection and pattern recognition,
(s )
in every iteration, Wt (sk ) and x̂k|tk are used to calculate the following estimates for every k∈max(1, t−T +1) . . . t:
1. Wt (fk =1) the certainty of change;
2. ẑk|t,fk =1 the pattern at time k given the observations y1...t , and the
fact that a change point has occurred at time k;
3. ŷk|t the unconditional signal estimate at time k.
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Wt (fk =1) =

X

Wt (sk )

(6.8)

sk ∈{sk |fk =1}

ẑk|t,fk =1 = argmax {Wtfk =1 (zk )}
zk
X
= argmax {
Wt (sk )/Wt (fk =1)}
zk

ŷk|t = H (i)

X

(6.9)
(6.10)

sk ∈{sk |fk =1}
(s )

x̂k|tk Wt (sk )

(6.11)

sk

The level of Wt (fk =1) is compared with a threshold h. Wt (fk =1)>h
indicates that a change point has occurred at time k.

6.2.6

Computational and space complexity

The GPB2 algorithm has a polynomial complexity [149]. If we treat the
standard fixed-point Kalman smoothing process as one operation unit, the
computation overhead for every sampling instant is determined by the number of possible combinations for (sk , st−1 , st ) and the smoothing window
size T . If all the patterns have the same duration [1 L], for every sampling
instant, there are 2N L possible point states. The naive state propagation
could result in T (2N L)3 times of calculations, imposing a heavy demand on
the processor. However, not all the point-state combinations are possible.
The possible state combination (sk , st−1 , st ) needs to satisfy:
Pr(st , st−1 , sk ) = Pr(sk ) Pr(st−1 |sk ) Pr(st |st−1 ) > 0

(6.12)

The transition st−1 →st has to satisfy the conditions discussed in Equation (6.4). When ft−1 =0, st−1 only has two possible propagations, both
are the one-point extensions of the previous state, i.e., {zt =zt−1 , lt =lt−1 +1,
f =0 or 1}; when ft−1 =1, for each st−1 , the state st can be any of the 2N
possible segmental patterns, i.e., {zt =z (1)...(N ) , lt =1, f =0 or 1}.
Similarly, given sk , the number of possible point states for st−1 is less
than N (t−k−1) (assuming T 6L) (see Table 6.2). If the point at time k
has N L possible states for fk =1 and fk =0 each, the numbers of possible
(sk , st−1 ) combinations for all the points in the smoothing window k∈(tT+1. . . t−1) add up to N 2 L(T −1)(T −2). Since a point state with the same
segmental pattern zt and the same duration lt can share one Kalman smoothing operation, in every iteration, the computational complexity for a T -point
switching Kalman filter is ≈ N 3 L(T −1)(T −2).
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Table 6.2: Number of the possible point states for st−1 given sk
ft−1 = 1
ft−1 =0
fk =1
N bL−1, t−k−1c
N bL, t−k−1c
fk =0 N (bL−1, t−k−2c+1) N (bL, t−k−2c+1)
l
z

1

2

1
2
f=0 3
4
5
6
l
z
1
2
3
f=1
4
5
6

3

0.1

0.2

l
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4
.
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st-1 Legend Table
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2
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5
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Figure 6.4: Linked lists for compact storage of the conditional estimates in
the GHMM-based switching Kalman smoother
A naive way of storing the conditional estimates also requires a vast
amount of space. A complete collection of the estimates conditional on
(sk , st−1 , st ) would occupy a space as large as (2N L)3 . As explained above,
not all the (sk , st−1 , st ) combinations are possible. The “naive matrix” is
therefore very sparse. Linked lists are used to obtain a compact storage. As
shown in Figure 6.4, the memory is organized using a series of linked list
referred to as “legend table” and “mapping table”. The “legend table” only
stores the value of the non-zero estimates and their locations in the naive
matrix and assigns a new index for each record. The mapping tables for the
estimates conditional on (sk , st ) and on (sk , st−1 , st ) are built in a similar
manner. In the mapping tables, the entries are organized in blocks, and each
block has a unique key. For example, in the mapping table for (sk , st−1 , st ),
the entries in the same block share the same (sk , st ). The scheme improves
the speed of looking-up in the collapsing step.
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The probability of occurrence for each possible point state at every instant in the smoothing window Wt (sk ), k∈t−T +1 . . . t, is compared with
a very small threshold hW in every step to remove the unpromising point
states sk before the iteration reaches the end of the smoothing window.
An appropriate hW may reduce the computational and space complexity
without compromising the estimation accuracy.

6.3
6.3.1

Adaptive Cusum test based on the GHMM
Prerequisites for the intra-segmental model

The method presented in this section uses a SPRT method online as the
heuristic to find the pattern sequence with the maximum local posterior
probability approximately. To use this SPRT heuristic, the forecast residuals
should have different magnitudes for different patterns. It is also desirable
that the predefined patterns can be grouped according to certain properties,
so that the state trellis can be narrowed down according to these properties. The second condition is satisfied in this thesis, as the trend patterns
defined in Table 6.1 can be grouped according to the direction of change
into increasing, decreasing, and steady.

6.3.2

Offline solution: extended Viterbi algorithm

The extended Viterbi algorithm is a dynamic programming method that
finds the optimal segmental state sequence as well as the segment boundaries
for an observation series described by the GHMM, using the Maximum a
Posteriori (MAP) criterion.
A sequential data structure S` is defined to store one of the candidate
end-point sequences that segments the entire observation series y1 . . . y` :
S` = {(zt1 , lt1 )t1 . . . (ztm , ltm )tm . . . (z` , l` )tM }

(6.13)

where t1 < . . . <tM <`. Each node (ztm , ltm )tm in S` represents a segmental end point (ftm =1) at time tm with the pattern ztm and duration ltm .
(ztm , ltm )tm is referred to as an end-point state-node, and ztm is referred to
as an end-point pattern. There are M end points in total, excluding the
last point of the observation series. The successive nodes in S are linked
together as below: if (ztm , ltm )tm is the m-th node in S, tm −ltm leads to the
location of the (m−1)-th end point in S, i.e., tm−1 =tm −ltm . It is assumed
that the start of an observation series can be controlled, and y1 is always
the first observation generated by the first pattern, i.e., t1 =lt1 . However,
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the observations associated with the last pattern may be cut off before it
reaches the segmental end. Therefore, tM <` in Equation (6.13) and we do
not recognize the last segment.
There are more than one candidate end-point-sequences that can potentially be used to segment an observation series, since both the number of
end points (M in S` ) and the state of each end point are unknown. The
Viterbi algorithm finds the sequence Ŝ` that has the maximum posterior
probability, or equivalently,
Ŝ` = argmax Pr(S` , y1 . . . y` ).

(6.14)

S`

The extended Viterbi algorithm is a recursive algorithm which starts
with a forward process to find and store the local best state-path leading to
each possible pattern for the current time, given that the current time is an
end point. After reaching the end of the observation series, it tracks backward along the previously stored state-pathes to find the single best path for
the complete observation series. To realize this process iteratively, an auxiliary function Pt (zt ) is defined to represent the maximum probability for a
candidate end-point pattern zt at time t, and a data structure {Ŝt−l̂t , ˆlt }t (zt )
is defined to record the state-path leading to Pt (zt ). In this data structure,
t−ˆlt locates the end point of the previous segment. The Pt (zt ) function is
also used in [49].


Pr(St−lt , zt , lt , ft =1, y1...t )
Pt (zt ) = ltmax
,St−lt
(6.15)
{Ŝt−l̂t , ˆlt }t (zt ) = argmax Pr(St−lt , zt , lt , ft =1, y1...t ).

l ,S
t

t−lt

The extended Viterbi algorithm is carried out recursively as below:
———————— Algorithm: extended Viterbi algorithm ———————
Initialization The algorithm is initialized with P0 =1 and Ŝ0 ={ }.
Forward recursion From t0 =1 to t=`−1, in every forward iteration, Pt (zt )
and {Ŝt−l̂t , ˆlt }t (zt ) for time t are calculated, given the partial observation
series y1...t and the estimated Pk (zk ) and {Ŝk−l̂k , ˆlk }k (zk ) for k<t. This
process is realized in three steps.
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1. Admissible (zt−lt , lt , zt )
First, the admissible (lt , zt−lt , zt )’s are identified. The states of successive end points at t−lt and t must satisfy the following conditions:

zt ∈

zt−lt ∈{z (i) : Pt−lt (z (i) ) > 0, i∈1 . . . N }
(
{z (i) : Azt−lt i > 0, i∈1 . . . N } t − lt > 1
(0)

{z (i) : πi

> 0, i∈1 . . . N }

t − lt = 0

(z )

t)
Lf t 6 lt 6 min(L(z
c , t)

(z )

(6.16)
(6.17)
(6.18)

(z )

where Lc t and Lf t are the lower and upper bounds for the duration
of zt (see Section 6.1 for details).
If the admissible (lt , zt−lt , zt ) set is not empty, P and Ŝ are updated.
2. P updating
For every admissible (lt , zt−lt , zt ), a function Γt is calculated:
Γt (lt , zt−lt , zt ) = Pt−lt (zt−lt )Azt−lt zt Pr{yt−lt +1...t |zt } D(zt ) (lt )
|
{z
} | {z }
Ps (t,lt ,zt )

Pd

(6.19)
where Pt−lt (zt−lt ) is previously generated at t−lt , Azt−lt ,zt is the
transition probability for zt−lt →zt , Ps indicates how well the measurements yt−lt +1...t fit the trend shape zt , and Pd represents the
probability that the current segment has a duration lt given its
segmental state zt . Given the current segmental state zt , Ps is
assumed to be independent of both the segmental states z0...t−lt
and the system states x0...t−lt of the historical segments. Pd only
depends on the duration distribution of zt .
Γt (lt , zt−lt , zt ) is maximized over all the admissible (lt , zt−lt )’s (see
Equation (6.17-6.17)), resulting in a Pt (zt ) for every possible endpoint pattern zt for time t and the corresponding {ẑt−l̂t , ˆlt }(zt ):


Γt (lt , zt−lt , zt )
Pt (zt ) = ltmax
,zt−lt
(6.20)
ˆ
Γt (lt , zt−lt , zt ).

{ẑt−l̂t , lt }(zt ) = argmax
l ,z
t

t−lt

3. Ŝ updating
The newly identified {ẑt−l̂t , ˆlt }(zt ) is attached to the existent state
path {Ŝt−l̂t −l̂t−l , ˆlt−l̂t }t−l̂t (ẑt−l̂t ) that leads to ẑt−l̂t at time t−ˆlt ,
t
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resulting in the updated state path {Ŝt−l̂t , ˆlt }t (zt ):
{{Ŝt−l̂t −l̂t−l , ˆlt−l̂t }t−l̂t (ẑt−l̂t ), {ẑt−l̂t , ˆlt }(zt )}
t
, (ẑ , ˆl ) , ˆlt }(zt )
⇒{Ŝ
t−l̂t −l̂t−lt

t−l̂t

⇒{Ŝt−l̂t , ˆlt }t (zt ).

(6.21)

t−l̂t t−l̂t

If there is no admissible (lt , zt−lt , zt ), do nothing.
Let t=t+1 and go to the next iteration.
Termination and backtracking Forward recursion is stopped when reaching the end of signal t=`. Many researches suggest calculate P` (z` ) and
{Ŝ`−l̂` , ˆl` }` (z` ) as for other observations, and find the global MAP state sequence Ŝ` by tracking backward along the path stored in {Ŝ
, ˆl` }` (ẑ` ),
`−l̂`

with ẑ` = argmaxz` P` (z` ). However, this procedure may reduce the estimation accuracy, if there is no guarantee that y` is the end of the last
segment. Given the partial observations, the estimated ẑ` for the last segment is very likely to be different from the true pattern. Therefore we
suggest not recognizing the last pattern, and propose to estimate the MAP
end-point sequence in Equation (6.13) using the following procedures.
First, the admissibility of (z`−l` , l` , z` ) combinations for the last observation are evaluated using the conditions in Equation (6.17) and (6.17), and
(z )
the duration condition in Equation (6.18) is modified to l` 6 min(Lc ` , `),
where the lower bound for l` is removed since ` is not required to be an end
point. Then, for every admissible (l` , z`−l` ), a function Υ is calculated:
X
P`−l` (z`−l` )Az`−l` z` Pr{y`−l` +1...` |z` }D(z` ) (d > l` ). (6.22)
Υ(l` , z`−l` ) =
z`

Maximize Υ with respect to (l` , z`−l` ) to generate (ˆl` , ẑ`−l` ):
(ˆl` , ẑ`−l` ) = argmax Υ(lt , z`−l` ).

(6.23)

l` ,z`−l`

Then, track backward along the state path stored in {Ŝ`−l̂

`−l̂`

, ˆl`−l̂` }`−l̂` (ẑ`−l̂` )

to identify the MAP end-point sequence Ŝ` for the entire observation series.
———————– end of the extended Viterbi algorithm ————————
The Viterbi algorithm is impractical for online change detection, because
the backward tracking starts from the end of a signal. To use this method in
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real time, a stopping rule is needed to decide when to start backtracking and
to initiate a new segment. In addition, the computational and space complexity of the Viterbi algorithm is very high with the GHMM. It propagates
though all the possible (lt , zt−lt , zt )’s in every iteration, although given the
observational evidence, some of these state combinations have little promise
to become part of the final MAP state sequence. Including the unpromising
states in the forward recursion produces little improvement for the estimation accuracy but unnecessarily increases the complexity. It is desirable to
remove the unpromising states before reaching the end of observation series,
resulting in an approximation scheme called the beam search.

6.3.3

Online solution: beam search with Cusum pruning

Beam search is a widely used approximation scheme for finding the optimal
path in a state trellis. In the beam search, a heuristic function is often
used to evaluate the promise of each state node. Similar to how we search
around a dark room following a flashlight beam, the method only searches
the promising nodes included in the promising state subset.
To approximate the MAP estimation described in Section 6.3.2, a beam
search scheme should evaluate the promise of every (lt , zt−lt , zt ) according
to certain criteria, in addition to the admissible conditions, and remove
the unpromising (lt , zt−lt , zt ) combinations. The promise of a (lt , zt−lt , zt )
combination is measured by the Γ function (see Equation (6.19)). Therefore,
an appropriate criterion for selecting (lt , zt−lt , zt ) should be based on the
minimum requirement for each component of the Γ function (Pt−lt (zt−lt ),
Azt−lt ,zt , Ps and Pd ).
The length-constrained Cusum test (see Section 4.1.2) is used to define the conditions that a (zt , lt ) combination at time t should fulfill to be
included in the forward recursion. In the Cusum test, the Cusum of forecast residuals is compared with a length-constrained test mask to determine
whether a trend signal has changed its direction. Since the trend patterns
defined in this chapter can be grouped according to the direction into three
groups (increasing, decreasing and steady), the Cusum test, by recognizing the change direction, can narrow down zt to one of these groups. The
Cusum test can also roughly locate t∗ , the starting point of the newly detected change. It is reasonable to assume that the previous segment ends
around t∗ , i.e., t−lt ∈[t∗ −∆T t∗ +∆T ]. zt−lt can be narrowed down to these
patterns that have the same direction as the trend change previously detected by the Cusum test.
Furthermore, a newly detected trend change also suggests that enough
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observational evidence has been observed for recognizing the previous segment. Therefore the backtracking process is triggered after a change point
is detected by the Cusum test. The Cusum test thresholds are adjusted
online to reflect the influence of the newly received measurements on the
forecasting probability for the upcoming data.
6.3.3.1

Beam search scheme

To realize the beam search process iteratively, an auxiliary function P̃(zt ) is
defined to record the approximate local maximum probability leading to the
current pattern zt . P̃(zt ) is similar to P(zt ) used in the Viterbi algorithm,
but in every iteration, P̃ is only optimized over the promising (lt , zt−lt , zt )
combinations in the beam, instead of all the admissible (lt , zt−lt , zt ) combinations. Since in physiological monitoring, the signal history from more
than a few minutes ago has little clinical relevance, the beam search method
only tracks back to identify the pattern before the newly detected change
point. Therefore the data structure Ŝt for storing the local best pathes in
the Viterbi algorithm is not used. Instead, the promising patterns for the
∗ , where m represents the total number of
ongoing trend zt are stored in Zm
end points that have been detected until the current iteration; t∗ records the
starting point of the ongoing trend located by the Cusum test; the candidate
∗
patterns for the previous change point in Zm−1
are used as the promising
states for zt−lt . The beam search process is carried out recursively as below:
—————– Algorithm: beam search with the Cusum pruning —————
∗ =Z, and
Initialization The algorithm is initialized with P̃0 =1, m=0, Zm
∗
t =0. The Cusum test mask is also initialized according to Section 3.1.3.
∗ , and P̃ , k<t, the
Recursion From t0 =1, in every iteration, given y1...t , Zm
k
beam search method calculates P̃t , identifies the previous segmental state if
a new trend change has been detected, and adjusts the Cusum test according
to the new observation.

1. Beam updating The Cusum of forecast residuals is compared retrospectively with a length-constrained testing-mask to determine whether
a new segment has occurred:
• A broken lower arm indicates that an increase has occurred. In
this case, all the increasing patterns can potentially be the segmental states of the newly detected trend, and the data points
around t∗ , the starting point of the newly detected trend change
identified by the Cusum test (see Figure 3.2 for how to locate
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t∗ ), can potentially be the latest end point. Therefore, m=m+1,
∗ ={z (1) , z (2) , z (3) , z (4) }, and t∗ is updated.
Zm
• A broken upper arm indicates that a decrease has occurred. There∗ ={z (5) , z (6) , z (7) , z (8) }, and t∗ is updated.
fore, m=m+1, Zm
• If no change has been detected after the Cusum reaches the full
length of the test mask, the ongoing signal segment is either a
∗ =
plateau or a long gradual change. Therefore, m=m+1, Zm
{z (3) , z (7) , z (9) }, and t∗ in this case is set to the location of left
end of the test mask.
• If no new trend is detected, m=m. The current observation is
treated as an extension of the pattern at the previous instant.
∗ and Z ∗
The updated t∗ , Zm
m−1 are used together with the conditions
in Equation (6.17-6.17) to construct the candidate (lt , zt−lt , zt ) combinations (recorded in beamt ) for P̃t (zt ) updating:
(
zt ∈

∗
zt−lt ∈{z (i) : Pt−lt (z (i) ) > 0, z (i) ∈Zm−1
}
∗ } t − l >1
{z (i) : Azt−lt i > 0, z (i) ∈Zm
t
(0)

{z (i) : πi

∗}
> 0, z (i) ∈Zm

t − lt = 0

(z )

∗
t)
dLf t , t−t∗ −∆T e6lt 6bL(z
c , t, t−t +∆T c
(z )

(6.24)
(6.25)
(6.26)

(z )

where Lc t and Lf t are the lower and upper bounds for the duration
of zt , and the tuning parameter ∆T is the allowable deviation of an
end point from the location determined by the Cusum test.
If the beamt is not empty, P̃ is updated and the Cusum test is adjusted.
2. P̃ updating The function Γ̃t (similar to Γt in Equation (6.19),
but with Pt (zt ) substituted with P̃t (zt )) is calculated for every
(lt , zt−lt , zt ) in beamt . Optimizing Γ̃t (lt , zt−lt , zt ) over all the candidate (lt , zt−lt ) combinations in the beamt , we get the updated
P̃t (zt ) and the corresponding {ẑt−l̂t , ˆlt }(zt ).


P̃t (zt ) =

max

(lt ,zt−lt )∈beamt

ˆ

{ẑt−l̂t , lt }(zt ) =

Γ̃t (lt , zt−lt , zt )

argmax
(lt ,zt−lt )∈beamt

Γ̃t (lt , zt−lt , zt )

(6.27)

3. Pattern recognition If a change is detected by the Cusum test,
the previous trend pattern ẑt−l̂t and the location of its end point
t−ˆlt are identified.
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The sensitivity of the Cusum test is configured to detect the occurrence of a trend before it reaches the segmental end. As in
the backward state-tracking step in the Viterbi algorithm, given
the partial observations, we do not select the single best pattern
for the ongoing trend. Instead, the posterior probability of the
state-pathes are summarized over the promising patterns for the
ongoing trend following the procedure as below.
First, the promising (zt−lt , lt , zt ) combinations are identified and
recorded in beam` , using the conditions in Equation (6.24), (6.25)
and (6.26), with the lower bound constraint dropped for lt , since
the current instant t might not be the end point of the ongoing
trend. Then, a function Υ̃t (lt , zt−lt ) summarizes the local maximum posterior probability for an end-point sequence which ends
at t−lt with the last pattern being zt−lt , given y1...t .
X
P̃t−lt (zt−lt )Azt−lt zt Pr{yt−lt +1...t |zt }D(zt ) (d > lt )
Υ̃t (lt , zt−lt ) =
zt

(6.28)
Maximize Υ̃t (lt , zt−lt ) with respect to (lt , zt−lt ) to identify the
location and pattern for the segment before the ongoing trend
change:
(ˆlt , ẑt−lt ) = argmax Υ̃t (lt , zt−lt )
(6.29)
(lt ,zt−lt )∈beam`

4. Adjusting the Cusum test
The shape of the test mask in
the Cusum test is adapted online (see the next section).
If the beam is empty, do nothing.
t=t+1 and go to the next iteration.
———————————— end of beam search ———————————
6.3.3.2

Adaptive Cusum test

If an intra-segmental model transforms different patterns into different deviations in the forecast residuals, the shape of the test mask for the Cusum
test can be designed to capture these patterns. For instance, the target
patterns of the upper arm are decreases including and the steady pattern,
i.e., {z (5) . . . z (8) , z (9) } (see Figure 6.5). Since the abrupt long decrease z (5)
is a sustained version of the abrupt short decrease z (6) , and a gradual long
decrease z (7) is a sustained version of the gradual short decrease z (8) , only
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d (9)

d (8)

{

d (6)

Overlapping
area

h (8)

h (6)

h (9)

Figure 6.5: Design of the upper arm of the test mask for the GHMM-based
adaptive Cusum test
z (6) , z (8) and z (9) are considered. Following the guidelines described in Section 3.1.3 for V-mask design, a standard arm is generated for each of z (6) ,
z (8) and z (9) : for a target pattern z (i) , the slope of the arm is set as d(i) ,
half of the mean forecasting deviation caused by z (i) . The rise distance h(i)
is set according to Equation (3.6).
As the duration ranges of {z (6) , z (8) , z (9) } are connected head to tail with
some overlapping area, the outline of these arms is used as the test mask.
In this thesis the two arms in the overlapping area are simply connected
as shown in Figure 6.5. The test mask in the overlapping areas could be
smoothed using a more sophisticated method, such as averaging the two
arms with the duration probabilities as weighting factors.
To obtain a consistent type I and type II error rates, the rise distance h
of each constituting arm is adjusted according to the updated probability of
the corresponding target pattern for the upcoming trend change. The ratio
(i)/(9)
Rt|k
between z (i) , i∈1 . . . 8, relative to the steady state z (9) for every point
t−ˆlt <k<t in the span of the test mask is calculated as below:
(i)/(9)

Rt|k

Pr(zk+1 = z (i) , fk+1...t = 0|y1...k , fk = 1)
(9)
Pr(z
= 0|y1...k , fk = 1)
P k+1 = z , fk+1...t
(i)
z ∈Z ∗ Pr(zk+1 = z , fk+1...t = 0, zk , y1...k , fk = 1)
=P k m
(9) , f
∗ Pr(zk+1 = z
k+1...t = 0, zk , y1...k , fk = 1)
zk ∈Zm
P
(i)
D (d > t−k) zk ∈Zm
∗ P̃k (zk )Az z (i)
k
≈
P
D(9) (d > t−k) zk ∈Zm
P̃
(z
)A
∗
k k
zk z (9)
=

(6.30)

∗ is the promiswhere Pr(zk , y1...k , fk =1) is approximated by P̃k (zk ), and Zm
ing states for the latest detected trend change.
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(i)/(9)

The updated ratio Rt|k
is used to adjust the shape of the test mask.
Every point on the test mask, from the initial point at time t retrospectively
to every point k, t−ˆlt <k<t should be calculated following the V-mask cor(i)
responding to z (i) with the rise distance hα,t|k as below:
(i)

hα,t|k =

δ2
1
δ2
1−β
(i)/(9)
)
≈
−
log(
(log Rt|k
+ log(α/2))
α/2 R(i)/(9)
d(i)
d(i)
t|k

(6.31)

where d(i) is the expected magnitude of the level shifts caused by the target
pattern z (i) , δ 2 is the covariance of measurement noise, and α and β are the
type I and type II error rates (also see Section 3.1.3).
(i)
The initial rise distance hα,1 , i∈1 . . . 8, for each pattern z (i) can be cal(i)/(9)

(0)

(0)

culated using Equation (6.31) with R1
=πi /π9 . The online adaptive
(i)
(i)
rise distance hα,t|k is scaled to hα,1 as below:
(i)/(9)

(i)
hα,t|k

=

log Rt|k

+ log(α/2)

(0)
(0)
log πi /π9

+ log(α/2)

(i)

hα,1

(6.32)

(i)

In practice, hα,1 is multiplied by a parameter σ to control the sensitivity.

6.4

Application to NIBPmean monitoring

The proposed switching Kalman smoother and the adaptive Cusum test
were both tested on the NIBPmean trend signals. This section describes the
intra-segmental models used for NIBPmean and how the model parameters
are estimated from the annotated data.
A large number of annotated data are required to obtain accurate parameter estimates for the GHMM. The model parameters are acquired in two
ways. An anesthesiologist who is familiar with the concept of the GHMM
was interviewed regarding the model parameters using a questionnaire. In
the interview, the expert was asked to enumerate all the possible patterns
given the previous one, and weight the probability of occurrence for each
of these possible patterns on a scale of 1-10. These weights were then normalized to form a transition matrix. The expert was also asked to give the
range, mean, and standard deviation for the duration of each trend pattern.
A second anesthesiologist annotated the trend patterns in 20 NIBPmean
signals using eViewer (see Figure 3.3). Due to the limited number of data,
the number of occurrences of some patterns are in sufficient for parameter
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estimation. Among the 97 annotated patterns, there were only 3 abrupt long
increases (z (1) ) and 1 abrupt long decrease (z (5) ). Pattern transitions from
abrupt long increases (z (1) ) to abrupt long decrease (z (5) ) and from abrupt
long decrease (z (5) ) to steady (z (9) ) were not observed, although both transitions are possible in practice. The annotated data were used with the expert
knowledge to calculate the final parameter estimates.

6.4.1

Parameter estimation for the Markov chain regime

In the top-layer Markov chain, the unknown parameters include the initial
probability vector π (0) and the transition matrix A. The jth row vector of A
is denoted as π (j) , j∈1 . . . N , and the distributions of different row vectors of
A are assumed to be independent with each other. The Dirichlet distribution
can be used to describe the prior knowledge about π (j) , j∈0 . . . N [17, 154].
The Dirichlet distribution is often denoted as [17]:
π = [π1 . . . πN ] ∼ Dir(m)

(6.33)

where m:1×N records the observation counts for the N rival events z (i) ,
and π:1×N represents the probabilities
for the N rival events given the
P
observational evidence m,
P s.t. i πi =1. The mean of a Dirichlet distribution
m
is E(π)= M
, with M = i mi . If new measurements become available and
among them z (i) is observed γi times, E(π) is updated as below:
1
[m1 +γ1 . . . mN +γN ]
i (mi +γi )

E(π) = P

(6.34)

π (j) was estimated as below:
(j)
πi

(j)

(j)

(j)

(1 − ρ)mi + ρπ̃i

=P
N

i=1 (1

(j)

(6.35)

(j)

− ρ)mi + ρπ̃i

(j)

where πi is the ith element in the row vector π (j) , mi , j∈0 . . . N , de(0)
notes the number of transitions from z (j) to z (i) , mi represents the count
of occurrences of z (i) , and π̃ (j) represents the parameters translated from
the expert knowledge. ρ controls the weighting between the expert knowledge and observational evidence. To compensate for the limited number of
annotated data, a larger ρ was assigned to the expert knowledge.
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6.4.2

Parameter estimation for the intra-segmental models

Duration D The duration for a trend pattern is assumed to follow the
discretized truncated Gaussian distributions as in [49]. A discretized truncated Gaussian distribution is a variant of the Gaussian distribution with
the values in the admissible range discretized to represent the number of
sampling intervals, and the values outside the admissible range set to zero.
The range, mean and variance for the duration of each pattern were first set
by the expert, and then the expert settings were averaged with the sample
mean and sample variance calculated from the annotated data.
The intra-segmental variations were predicted based on the historical information. The forecasting process was formulated into different models for
the switching Kalman smoother and the adaptive Cusum test.
Intra-segmental DLM for the switching Kalman smoother The following intra-segmental models were used in the switching Kalman smoother:
·
¸
(1−λ) λ
F=
; H=[1
(1−λ) λ

·

0]; µ

(i)

(i)
=[µ1

¸
q (i) 0;
0] ; Q =
; R(i) =R (6.36)
0
0
T

(i)

where the system matrix F , measurement matrix H and measurement noise
variance R are invariant across different patterns. The system state x contains x1 , the true signal value, and x2 , the EWMA of the historical signal
true values, where x1 equals x2 plus a trend drift factor η. The EWMA
forgetting parameter is fixed for all the patterns, so the distribution of the
trend drift factor η determines the incremental rate. η was assumed to fol(i)
low a Gaussian distribution with non-zero mean N (µ1 , q (i) ). Measurement
noise is assumed to be independent and identically distributed over time
and follow a Gaussian distribution.
The DLM parameters were estimated from the annotated data using a
method similar to [154]. The signal was firstly filtered using a two-point
moving average filter. The variance of the filtering residuals was treated as
the variance of measurement noise. The forgetting parameter used in the
EWMA model was set by investigating the forecast residuals for the steady
segments as in the previous chapters. With the chosen forgetting parameter,
the mean absolute residual for the first three sampling points of a steady
segment, averaged over all the annotated steady segments, should be less
than two times of the standard deviation of measurement noise. After the
forgetting parameter was determined, the EWMA model was to generate
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signal predictions. The forecast residuals were treated as observations of
the trend drift factor. The sample mean and sample variance of the forecast
residuals for each individual segment were averaged over the segments of the
same direction and speed, and then used as the mean and covariance of the
trend drift factor η.
Intra-segmental EWMA model for the adaptive Cusum test The
EWMA model can transform the trends of different directions and incremental rates into forecast deviations of different directions and magnitudes. This
model satisfies the requirement of the adaptive Cusum test, and therefore is
used here (also see Equation (4.1)):
½
x̂t = λyt−1 + (1 − λ)(x̂t−1 );
(6.37)
yt = x̂t + ηt
ηt ∼ N (d(i) , R)
where η determines the direction and incremental rate of a trend pattern.
The forgetting parameter λ is estimated in a similar manner as in the DLM,
and fixed for all the patterns. The sample mean and sample covariance of
η (i) were calculated for each pattern using the annotated data.

6.5

Results

Both methods were tested using simulated data and clinical data. In the simulated study, 30 simulated signals, each consisting of 10 segmental patterns,
were generated for each method, using the corresponding intra-segmental
model for NIBPmean. The total number of change points was 270 (excluding the end of case). The samples for the segmental pattern and segmental
duration were generated using the Inverse Transform method [35]. The total
number of data points was 2196 for the switching Kalman filter and 2184
for the adaptive Cusum test.
To evaluate the performance on clinical data, 10 NIBPmean trend signals without heavy artifactual contamination were selected from day surgery
cases. The boundaries and patterns of the clinically relevant changes in these
cases were annotated by an anesthesiologist using eViewer. The annotations
were used as a reference to evaluate the test results. The signals totaled 353
readings and contained 54 annotated segments.
To evaluate the change detection performance, the positive and negative instances and the types of detection errors are defined as below. The
end point of each segment (excluding the end of case) is taken as a positive
instance; the whole segment of a sustained pattern between two successive
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change points is taken as a negative instance. The number of negative instances is the same as the number of true positive instances. The recognized
patterns were grouped into three types: (1) false detection falls more than 3
sampling intervals before or after the true location, or beyond the neighboring change points, or with a falsely detected change direction; (2) acceptable
detection has a correct description of the change direction but a false description of the duration or a false description about the speed of change; and
(3) accurate detection means that ẑ=z, and the location of the recognized
change points are less than 2 sampling intervals away from the true location
and not beyond the neighboring change points. Acceptable detections and
accurate detections were both considered as true positive detections.

6.5.1
6.5.1.1

Results of the switching Kalman smoother
Results on simulated data

The proposed fixed-point switching Kalman smoother was tested on the
simulated signals with different window sizes from T =1 to T =12. A standard fixed-point Kalman smoother with known segmental states and boundaries was also tested on the same data with the same T . The Root Mean
Square (RMS) deviations of the estimates with T −1 point delay were averaged over the 30 simulated signals. The averaged RMS deviation was
also calculated for the observations. Compared with the observations, both
smoothers achieved better approximation of the true signal levels (see Figure 6.6). As the window size T increases, the estimation accuracy of the
standard smoother improves. Compared with the standard smoother, the
switching Kalman smoother has larger estimation errors when T 6 2. But
the accuracy of the switching Kalman smoother improves as T increases, and
reaches an accuracy close to that of the standard Kalman smoother at T =4.
When T >7 the estimation accuracy of the switching Kalman smoother appears to have reached its plateau and once again deviates from the curve of
the standard Kalman smoother.
The window size T also influences the distribution of the estimated
change probability. A Signal-to-Noise (SN) ratio was defined as the mean
∗
∗
squares of Wt (ft−T +1 =ft−T
+1 ) over the mean squares of Wt (ft−T +1 6=ft−T +1 )
∗
(f is the true value of f which is 1 for change points and 0 for non-change
points). A high SN ratio indicates that change points can be identified with
high certainty. The SN ratio of the smoothing Kalman smoother improves as
the window size T increases and reaches a plateau at T =4 (see Figure 6.7).
The plateau value of the SN ratio is ≈62. The plateau indicates that the
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Figure 6.6: Root Mean Square (RMS) deviations of the smoothed estimates
from the true values of the simulated signals as the smoothing window sizes
T increases from 1 to 12 sampling intervals
certainty of detection could not be further improved by increasing the size
of smoothing window. The residual uncertainty explains why the estimation
accuracy of the switching Kalman smoother is below that of the smoother
with known segmental states. The smoothing window size was set to T =4
for further testing on the simulated signals and clinical data.
Another important tuning parameter is the pre-threshold hW on Wt (sk ).
With T =4, the influence of hW on the estimation accuracy and computational complexity of the switching Kalman smoother was evaluated. The
number of smoothing computations performed per sampling instant increases
from 45 to 550 as hW decreases from 10−2 to 10−9 , while the estimation error stops dropping when hW 60.01% (see Figure 6.8). The pre-threshold was
therefore set at hW =0.01%, in order to reduce the computational complexity
without compromising the estimation accuracy.
The change probabilities Wt (ft−T +1 =1) generated with T =4 were tested
against different thresholds, from h=30% to h=70%, with the step size
∆h=10%. As demonstrated on the ROC curve (Figure 6.9), with a decreased
threshold h, the switching Kalman smoother generated more true positive
detections, but also introduced more false positive detections. Among all
the points on the ROC curve, the point corresponding to h=50% is closest to
the upper left corner of the ROC figure. h=50% is therefore considered the
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Figure 6.7: Signal-to-noise ratio of the change probability estimated using
the switching Kalman smoother with different smoothing window sizes
optimal setting in the simulated test. With h=50%, the method detected
90.37% of the 270 change points including 73.3% accurate detections and
17.0% acceptable detections. The false positive rate was 6.67%.
6.5.1.2

Results on clinical data

The online pattern recognition process of the fixed-point switching Kalman
smoother is demonstrated with an example signal in Figure 6.10. Excluding
the end of case, there are 7 segments with different patterns in the example
signal. As the time delay increases, the change probabilities increase toward
100% around the change points and decrease elsewhere. This is not surprising, as using the information carried by the future data, the smoothing
process improves the certainty of pattern recognition. When the allowable
time delay was extended to 3 sampling intervals, all the change points were
detected with a threshold h=50%. For the change points at t=11, 44, and 58,
the recognized locations were one point after the annotation. At t=58 the
probability of the pattern of short gradual decrease z (8) was 42%, slightly
higher than the 39% probability of the pattern of short abrupt decrease
z (6) , therefore, z (6) was recognized as z (8) . At t=31, the decreasing stroke of
an artifact amidst a long steady segment was falsely recognized as a short
abrupt decrease. Segments of more obvious patterns took a shorter period
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Figure 6.8: Estimation error and computational overhead of the switching
Kalman smoother as the pre-threshold hW decreases from 10−2 to 10−9
of time to recognize. For example, the change point at t=45 and t=63 could
be detected with a delay of only one sampling interval.
As in the simulation test, the clinical signals were tested repeatedly with
different thresholds h. The change detection performance obtained with
each threshold was also recorded by plotting an ROC curve (see Figure 6.9).
The curve changes in a similar manner as seen in the simulated data, i.e., the
true positive rate and the false positive rate both increase as the threshold
decreases. However, the performance on the clinical data was worse than
that on the simulated data. With the optimal threshold h=50%, the method
recognized 29 trend changes with accurate pattern descriptions and 16 with
acceptable pattern descriptions, out of the 54 annotated segments. Two
segments were missed and 4 were detected with a false direction. The total
number of false detections was 8.

6.5.2

Results of the adaptive Cusum test

The standard Cusum test and the proposed adaptive Cusum test were both
tested on the simulated signals and the clinical data. The detected changes
were classified according to their directions and displayed at the detection
locations in Figure 6.11. At t1 , by tracking backward along the upper arm
of the fixed mask, the standard Cusum test falsely detected a decrease. This
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Figure 6.9: ROC curves summarize the performance of change detection of
the GHMM-based switching Kalman smoother with different thresholds h
on simulated data and clinical data.
decrease was successfully avoided by the adaptive Cusum test, since the test
mask in the adaptive Cusum test has a much wider openness at the same
location. The segment before t2 was recognized as a long abrupt increase.
Given that, the probability of a decrease for t>t2 became relatively lower
than the initial prior probability. Therefore the rise distance of the upper
arm of the adaptive mask became larger than the fixed mask. The change
points detected at t=30 were false detections due to artifacts.
The adaptive Cusum test and the standard Cusum test were tested on
the simulated and clinical data, both repeatedly with different sensitivity
(i)
settings. The initial rise distance for every pattern z (i) was set to h10%,1 ,
corresponding to a 10% false positive rate, and the σ was changed from 0.7
to 1.1 in the simulated test, and from 0.6 to 1.0 in the clinical test, with
the step size ∆σ=0.1. The ROC curves of the standard Cusum test and
the adaptive Cusum test were compared in both the simulated study (see
Figure 6.12) and the clinical-data study (see Figure 6.13). The performance
of the adaptive Cusum test appeared to be better than the standard Cusum
test on both the simulated and clinical data.
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Figure 6.10: Online pattern recognition process of the switching Kalman
smoother demonstrated with the results on an example NIBPmean trend
signal. The smoothing window size T =4 and the certainty threshold h=50%.

6.5.3

Summary of the results

The optimal performances of the standard Cusum test, adaptive Cusum test,
and fixed-point switching Kalman smoother are compared with on another.
The switching Kalman smoother and adaptive Cusum test performed better
than the standard Cusum test on the simulated data (Table 6.3). However,
with the clinical data (Table 6.4), the change-detection performances of all
the three methods showed no obvious difference. The accuracy of pattern
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Figure 6.11: Change detection results of the GHMM-based adaptive Cusum
test and the standard Cusum test on an NIBPmean trend signal
recognition of the switching Kalman smoother was obviously higher than
that of the adaptive Cusum test in both the simulated test and clinical test.

6.6

Discussion

The GHMM is a useful framework for incorporating the prior knowledge
about the pattern transition learnt from experts or population data into the
online trend monitoring process. The results on the simulated data and the
clinical signals suggest that the proposed two methods have great promise
for trend-change detection. Both methods provide detailed descriptions of
trend patterns, which are desirable as inputs for a diagnostic system.
The switching Kalman smoother performed better than the adaptive
Cusum test in recognizing trend patterns, especially on the simulated data.
This indicates that the second-order Generalized Pseudo Bayesian inference
in the switching Kalman smoother provides a better summary of the signal
history than the MAP estimation in the adaptive Cusum test. In addi93
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Figure 6.12: The ROC curves of the standard Cusum test and the adaptive
Cusum test on simulated data. The sensitivity parameters σ was set to
different values from 0.7 to 1.1. Both methods obtained the best performance
with σ = 0.9.
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Figure 6.13: The ROC curves of the standard Cusum test and the adaptive
Cusum test on clinical data. The sensitivity parameters σ was set to different
values from 0.6 to 1.0. Both methods obtained the best performance with
σ = 0.8.
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Table 6.3:

Results on simulated data unit: percentage (number)
Accurate
Acceptable FP
FN
Standard Cusum
87.8% (237) 15.9% (43) 11.9% (32)
Adaptive Cusum 60.0% (162) 91.8% (244)
8.2% (25)
4.1% (11)
Switching KS
73.3% (198) 90.4% (244)
6.7% (18)
6.7% (18)

Switching KS: switching Kalman smoother; FP: false positive; FN: false negative

Table 6.4:

Results on clinical data unit: percentage (number)
Accurate Acceptable
FP
FN
Standard Cusum
79.6% (43) 14.8% (8)
5.6% (3)
Adaptive Cusum 35.2% (19)
85.2% (46) 11.1% (6)
3.7% (2)
Switching KS
53.7% (29)
83.3% (45) 14.8% (8)
3.7% (2)
Switching KS: switching Kalman smoother; FP: false positive; FN: false negative

tion, state pruning was more precisely controlled in the switching Kalman
smoother than in the adaptive Cusum test. In the switching Kalman smoother,
the potential of every point state is evaluated by the probability of occurrence Wt (sk ), whereas in the adaptive Cusum test, the goodness of state
pruning depends on the accuracy of the Cusum test.
The existence of artifacts is one of the reasons for the false detections.
Artifacts often have a very large amplitude and a brief duration. Artifacts of
this type could be defined as an extra pattern in the GHMM, and recognized
in the process of change detection. The performance of both methods can
be improved if artifacts are effectively recognized and removed.
The performance of both methods on clinical data was not as good as on
simulated data. The reason for the degraded performance is that the model
parameters could not describe the signal accurately due to the limited number of training cases. It is desired to train the model using a large number
of annotated cases, and based on the new parameter estimates, to evaluate the performance of the state-estimation methods. It is also possible to
estimate the parameters using the EM algorithm [93] using non-annotated
data. The EM estimation can only be trusted when initialized with good
ML estimates. The change detection performance with the obtained parameters should be compared with the performance obtained with the current
settings. To reduce annotation bias, it would be desirable to have multiple
anesthesiologists annotate the signals and use the common annotations as
the reference.
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The tradeoff between temporal granularity and efficiency is an unavoidable problem for any computationally intensive algorithm. The computational and space complexity for both methods increase with the length of
the segmental pattern. Many physiological variables in the current clinical
setting are measured at a much higher frequency than the NIBPmean. For
example, HR is usually measured every 1 second or every 5 seconds. At
such a sampling rate, a trend pattern typically lasts for over one hundred
data points. When the proposed algorithm were directly used to monitoring the variables recorded at such a high frequency, the computational and
space complexity could become intractable. To handle this problem,we recommend signals measured at a high sampling rate be segmented into small
time slices and the proposed methods be applied on the features such as
mean or median of these slices instead of the original data. However, this
preprocessing scheme should only be used with the full awareness that it
may reduce the resolution of pattern recognition. The size of the time slices
should be decided according to the purpose of a specific application.
In contrast to the non-adaptive Cusum test used in Chapter 4, the adaptive Cusum test based on the GHMM does not generate repetitive detections
for sustain trend changes. In the proposed GHMM, the probability is very
low for the transition between two segments of the same direction. Therefore, after a trend change is detected, the rise distance for the V-mask arms
designed to detect the changes in same direction will automatically become
very large. Repetitive detections are avoided in this way.
The performance of the standard Cusum test in this chapter appearers
worse than that in Chapter 4. This can be explained by the annotation
bias. In Chapter 4, data annotation was performed on the detection results,
therefore highly susceptible to bias. In this chapter, the annotation process
was performed on the unprocessed data. The raters were not influenced by
the detection results and therefore were more objective.
The proposed switching Kalman smoother can be used to monitor trend
signals of other physiological variables or time-series from other application areas, as long as the signal can be described using the framework of
the GHMM, i.e., there are finite number of trend patterns, the transition
between these patterns follows a first-order Markov process, and the intrasegmental variations can be appropriately described by a state-space model.
The switching DLM used with the switching Kalman smoother is transformed from the GHMM in this chapter. The speciality about this model
is reflected in the calculation process of Pr(st |st−1 ). Other than that, the
proposed fixed-point switching Kalman smoother can be used for state estimation with general switching dynamic linear systems.
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Chapter 7

Multivariate change
detection based on factor
analysis
7.1

Introduction

The previous chapters have addressed the problem of adaptive trend-change
detection in a single variable. The proposed univariate methods can be used
on each individual trend signal in the sensor matrix to monitor the adequacy
of a patient’s physiological status and the integrity of a monitoring system.
More than twenty physiological variables are routinely measured during
a standard surgical procedure. These variables interrelate closely, providing an integrated observation of a patient’s physiological state. Monitoring
the signals separately is not the best solution for physiological monitoring. First, the occurrence of a clinical event often causes trend changes in
multiple variables. For example, varying depth of anesthesia causes trend
changes in almost all cardiodynamic and respiratory variables. These trend
changes will trigger a large number of alerts if not fused together. This will
increase the cognitive load of the attending anesthesiologist. Second, many
adverse events can only be detected and identified by analyzing the interrelationship between the direction and amplitude of these trend changes.
For example, BP may give an early indication of a cardiovascular problem
in an anesthetized patient. However, in a typical case of moderate intraoperative hemorrhage, the sympathetic autonomic nervous system will cause
an increase in HR to compensate for a reduction in stroke volume, which
will result in a steady BP. Therefore, the drop in BP is usually small until blood loss exceeds compensatory mechanisms. Due to this homeostatic
mechanisms, it is sometimes difficult for a univariate method to detect events
effectively if the changes in other variables are ignored.
In this chapter, Factor Analysis (FA) is used to address these problems by
extracting the linear structure in the relationship between trend variations
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in different variables. The extracted model represents the pharmacological
effect of the anesthetics under normal conditions, and can be used to calculate predictions for the whole set of variables. As in the univariate study,
investigating the forecast residuals reveals adverse events during surgery.
The performance of the proposed method was evaluated using simulated
signals in the scenarios of intraoperative hemorrhage and light anesthesia
generated using a surgical simulation software tool. The method is intended
to evaluate the potential and to identify the challenges when FA is applied
to multivariate physiological monitoring. The work has been published in
Proceedings of the 29th Annual International Conference of the IEEE Engineering in Medicine and Biology Society [162].

7.2

Factor analysis

As most intraoperative events can only be detected by investigating the
trends of physiological variables, the first step is detrending. The trend
signals are centered using an EWMA forecaster (see Section 4.1.1).
A patient’s intraoperative status varies under the regulation of several
homeostatic control systems. If we assume that the variations in each physiological variable are a linear combination of the variations in the unobservable
variables with a specific additive component, the residuals after detrending
can be modeled as in Equation (7.1):
X = Af + e

(7.1)

where X : n×1 represents the observed forecast residuals, loadings matrix
A : n×m is a constant matrix, common factors f : m×1, represents independent latent variables that have influence on multiple observed variables,
and specific factors e : n×1 is the vector of residuals, each of which only contributes to one particular variable. If the training data set is large enough
and includes trend variations of different magnitudes and directions, X, f
and e can be assumed to follow multivariate Gaussian distributions with zero
mean, with the covariance matrices denoted as S=E(XX T ), φ=E(f f T ),
and ψ=E(eeT ). FA separates the common factors f from the specific factors e and requires their covariance to satisfy:
1. φ=I: the common factors f are independent of each other and follow
the normal distribution;
2. ψ is diagonal: the specific factors e are uncorrelated;
3. E(ef T )=0: f and e are uncorrelated.
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Principal Component Analysis (PCA) is another popular technique for
dimension reduction. However, many researchers have claimed that PCA
should not be used as a model, as it only summarizes the training data and
is not suitable for representing data beyond the original measurements [147].
There have been a number of comparative simulation studies, such as [125],
in which PCA was found to be inferior to FA in finding the underlying
structure in data simulated from a factor model. Although PCA and FA
are conceptually different, the two techniques often give similar numerical
results in many empirical studies, especially if the number of latent variables
m is far less than the number of observed variables n, and ψ, the specific
covariance only has small terms [68, 147].
The factor model estimated using the ML method (see below) is independent of the units of measurement of the signals. If a variable yi is multiplied
by a constant, the ith row of the loading matrix A needs to be multiplied
by the same constant, and the corresponding specific variance needs to be
multiplied by the square of the constant [66]. This property is very desirable
for physiological monitoring, as some physiological variables, such as Ppeak,
may be measured in different units in clinical practice.
The relationship between variations in the measured physiological variables during surgery are mainly influenced by anesthetic agents. It is assumed that in this chapter the same anesthetic is used throughout the maintenance phase of anesthesia. The method is intended to detect changes either
in the covariance structure or in the trend of latent variables. This task is
realized in two steps: model estimation and change detection.

7.2.1

Maximum likelihood estimation of a factor model

Many methods have been proposed to estimate a factor model, including
canonical correlation analysis [108], principal factor analysis [110], Maximum
Likelihood (ML) method [66] and Bayesian method [104]. The ML and
Bayesian methods have gained great popularity in recent years with the
growing availability of high computational power. The ML FA is used for
model estimation in this chapter.
The first step in ML FA estimation is to calculate the sample covariance
matrix Ŝ. Ŝ is calculated by averaging XX T in the training set:
PK
(Xk XkT )
Ŝ = k=1
(7.2)
(K−1)
where X is the vector of forecast residuals and k represents the kth sample
vector in the training set. The total number of sample vectors in the training
99

7.2. Factor analysis
set is K. The correlation matrix S̄ˆ can be calculated by normalizing each
variable using the corresponding standard deviation.
Under the multivariate normality assumption, the ML method estimates
the loading matrix A and the specific covariance ψ from Ŝ by optimizing
the log-likelihood logP r(X|A, ψ). This problem is equivalent to:
(A, ψ) = argmin {tr(b) − log |b| − n}

(7.3)

A,ψ

where b=(AAT +ψ)−1 Ŝ. Many methods have been proposed for this optimization problem given the number of common factors [66, 67, 112].
Number of common factors The Generalized Likelihood Ratio (GLR)
test is often used with the ML method to determine the number of common
factors m for a factor model [66]. In the GLR test, K(tr(b) − log |b| − n) (K:
sample size) has an asymptotic χ2 distribution under the null hypothesis
that m=m̂. The number of degrees of freedom for this χ2 distribution is:
1
d = [(n − m̂)2 − (n + m̂)].
2

(7.4)

The goodness-of-fit test usually needs to be carried out a number of
times with m̂ increased stepwise until a satisfactory significance is obtained.
The PCA is often performed on the sample correlation matrix to generate
the initial guess for m [30].
Structure of loading matrix The loading matrix A estimated by the
ML method is not the only matrix that satisfies the conditions required by
a FA model. All the matrices orthogonal to the estimated A, together with
the estimated ψ, meet these conditions. Further constraints were imposed
on A to find a loading matrix with a desirable structure. We assume that
the variables tend to load either strongly or weakly on the common factors.
An orthogonal rotation called Varimax [71] is used to drive the terms in A
toward -1, 0, or 1 and away from intermediate values. Varimax maximizes:
n
m X
n
X
1 X 2 2
4
Aij ) }.
Q=
{
Aij − (
n
j=1 i=1

7.2.2

(7.5)

i=1

Change detection based on the FA

Calculation of factor scores As mentioned before, the relationship between the variations in physiological variables is mainly determined by the
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pharmacological effect of anesthetic agents. More than one FA model is
needed to represent the normal responses of an average patient to a wide
variety of anesthetic combinations. The first step of intraoperative monitoring is to select the right factor model according to contextual information.
With the selected factor model, the common scores f and the specific scores
e for new observations X can be calculated as below [137]:
fˆ = AS −1 X
ê = X−Afˆ

(7.6)

ct
or

Test statistics for change detection Intraoperative events either cause
variations in the common scores f (A0 →A1 in Figure 7.1), and/or in the
correlation structure (A0 →B0 or A1 →B1 in Figure 7.1). In the latter case,
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Figure 7.1: Intraoperative events may cause physiological signals to change
along the direction defined by the common factors (A0 →A1 ) or in the covariance structure (A0 →B0 or A1 →B1 ). The structural changes A0 →B0
and A1 →B1 have the same degree of clinical significance in most scenarios.
the deviations A0 →B0 and A1 →B1 , although with different magnitude |e|,
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have the same degree of clinical relevance. The test statistics F and E are
designed to capture these changes:
F (t) = fˆT fˆ
Pk=t

q

ˆ
ê(k)T ψ −1 e(k)
p
X(k)T X(k)
k=(t−T )

k=(t−T )

E(t) = Pk=t

(7.7)

F measures the distance from the stable state where the common scores are
zero, and E indicates the degree of rotation between the current covariance
structure and the covariance under the normal conditions. In E, the specific
scores e are scaled by the amplitude of local variations, so as to highlight
the changes in the correlation structure.
In Equation (7.7), the magnitude of local variations in the observations
X and specific scores e are both filtered using a T -point moving average
filter, before the ratio of deviation is calculated. Otherwise, when random
oscillations are not removed by filters beforehand, the operation of division
may exaggerate the uncertainty in these variations. For the same reason, if
the magnitude of local variations in X is too small, E should not be used
for change detection (see the uncertain area in Figure 7.1).

7.3
7.3.1

Simulated test
Generation of simulated scenarios

Simulated clinical cases were generated using a commercially available anesthesia trainer software Body Simulation (Advanced Simulation Corporation,
WA, USA). The cardiopulmonary modeling in this software provides clinically realistic responses to drugs and other stimuli. An experienced anesthesiologist performed general anesthesia virtually using this software on
healthy patients who underwent a surgical procedure for inguinal lymph
node removal. All cases started with a modified rapid sequence of intravenous induction of anesthesia with propofol (100mg), morphine (5mg),
and rocuronium (6mg) followed by endotracheal intubation. The patients
were all on controlled ventilation. Anesthesia was maintained with the infusion of propofol. The procedure was performed on simulated patients of
three different ages (44, 65, and 95 years). The cardiovascular characteristic parameters, such as the venous compliance, were adjusted to reflect the
typical baroreceptor reflex in each age group.
The scenarios of light anesthesia and slight to moderate intraoperative
hemorrhage were simulated in each patient after endotracheal intubation.
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The propofol infusion rate was reduced from the baseline of 6mg/kg/h to
different rates 1-3 times over the duration of each case, in order to simulate
the scenario of light anesthesia. In the hemorrhage cases, the propofol infusion rate was kept constant at 6mg/kg/h, and a blood loss of 100ml/min
for 10 minutes (Hemorrhage-A), 50ml/min for 10 minutes (Hemorrhage-B),
and 25ml/min for 10 minutes (Hemorrhage-C) was introduced during the
maintenance period of anesthesia. For each age group, 10 light anesthesia
cases, 2 Hemorrhage-A cases, 2 Hemorrhage-B cases, and 2 Hemorrhage-C
cases were generated. In total there were 30 light anesthesia cases, including
84 episodes of varying depth of anesthesia (53 decreases and 31 increases),
and 18 cases of intraoperative hemorrhage.
The trend signals of 12 physiological variables, including SpO2 , SvO2 ,
HR, MAP, MCVP, BPsys, BPdia, TVexp, EtO2 , EtCO2 , Ppeak, and RR
(see Appendix II for more details of these variables), were recorded at a
sampling rate of one second. The starting and end points for each event were
annotated by the same anesthesiologist using M-eViewer, with reference to
the event log in Body Simulation.
The signals were detrended using an EWMA forecaster as in Chapter 4.
The forgetting parameter λ in the EWMA model for each physiological
variable was set empirically by investigating the filtering residuals for the
steady segments. With the chosen forgetting parameter, the mean absolute
residual over the first 2 minutes after the starting of every steady segment,
averaged over all the annotated steady segments, should be less than two
times of the standard deviation of measurement noise.
Fifteen light anesthesia cases, 5 from each patient group, were used for
model estimation. RR and Ppeak were excluded from the study since these
values were steady during the entire maintenance phase of anesthesia in all
the simulated cases. The number of common factors was initially set to 2,
determined by eigenanalysis of the correlation matrix S̄ˆ with a 90% CPV
threshold. The CPV method calculates the percentage of overall variances
captured by the m principal eigenvalues and accepts m if the percentage
is larger than the predefined threshold. The ML model estimation was
implemented in Matlab using the standard optimization toolbox. m=2 was
found to meet the 10% significance level and was accepted as the number of
common factors.
The remaining 15 light-anesthesia cases, containing 47 episodes of varying depth of anesthesia and the 18 intraoperative hemorrhage cases were
used with the estimated FA model to verify the performance of the proposed test statistics.
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7.3.2

Case study

A hemorrhage scenario and a light-anesthesia scenario in the same 65-yearold patient were selected to demonstrate the temporal variations of the proposed FA-based statistics in different situations. The first case (see Figure 7.2) is a typical hemorrhage scenario. In this case, the hemorrhage
started at a rate of 100ml/min after the cardiovascular vital signs reached
the post-induction stable stage and then continued for 10 minutes until
the patient eventually collapsed. Although intraoperative hemorrhage is
a serious clinical event and demands immediate intervention, the resulting
variations in the monitored physiological variables were very subtle. For example, the Mean Arterial Pressure (MAP) dropped from around 63mmHg
to around 48mmHg before the collapse. The speed of change was around
1.5mmHg/minute, a rate that can be very difficult to detect during standard clinical monitoring.
The proposed statistics summarize the changes in multiple variables and
capture the subtle deviation from the normal covariance structure. During
hemorrhage, F did not show obvious changes, while the elevated E over
the bleeding period indicated that the FA model was no longer valid. This
observation is not surprising, as F summarizes the changes in the magnitude
of the common scores, and the variations in all the variables were very subtle
during the bleeding, while the statistic E is designed to capture the changes
in the relationship structure without considering the amplitude of variations.
At the collapsing point, both F and E increased dramatically due to very
large variations in amplitude (The transient decrease in E right after the
patient collapse may be explained by the fact that the changes in the signals
are not synchronized.)
In the second case (see Figure 7.3), the depth of anesthesia was decreased, and then increased by changing the infusion rate of propofol. The
F statistics increased significantly over the duration of varying depths of
anesthesia. The E statistics stayed at a very low magnitude (<0.1), indicating that the variations were mainly due to the effects of drugs. The
E statistics increased slightly at the beginning of the increased depth of
anesthesia because the responses of different physiological variables to the
increased propofol infusion rate were not synchronized, and thus resulted in
a temporary deviation from the normal inter-variable relationship.
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7.3.3

Performance of the Cusum test on F and E

The F and E statistics were calculated and then averaged over every annotated episode in all the simulated cases. These averaged values, denoted as
F̄ and Ē, were grouped according to the patient status in the corresponding episode: SF̄s and SĒs contain the mean values F̄s and Ēs for the stable
episodes, SF̄h and SĒh contain the mean values F̄h and Ēh for the hemorrhage episodes, and SF̄va and SĒva contain the mean values F̄va and Ēva for
the episodes of varying depth of anesthesia.
As demonstrated in the case study, when the patient status is stable,
both F and E are close to zero. In contrast, when a clinically relevant
event occurs during anesthesia, either F or E increases (or both increase).
To detect intraoperative events online, the problem becomes change-point
detection in the test statistics F and E.
The Cusum test was used to detect upshifts in F and E. Although the
uncertainty components in F and E do not follow the Gaussian distribution,
the Cusum test, as a robust technique, can still be used for change detection
in F and E. The length-constrained Cusum C + proposed in Chapter 4
was used here with the forgetting length set to 180 sampling intervals (3
minutes) for both statistics. The definition of C + (t) is repeated below:
C + (t) = max(C + (t − 1) + e(t) − d+ /2, 0)

(7.8)

where e(t) represents the signal to be tested, i.e., F (t) or E(t).
The Cusum statistics CF+ and CE+ were tested against the corresponding
+
thresholds h+
F and hE to detect changes in the amplitude of common factors
or in the correlation structure. The target upshift of minimum interest d+
in Equation (7.8) and the test thresholds were set empirically. To detect
the occurrence of a varied depth of anesthesia, the magnitudes of d+
F were
set to half of the minimum of SF̄va , plus the average of SF̄s , and the test
threshold h+
F was determined by trial-and-error to obtain the highest true
positive rate. The Cusum test was performed twice on the E statistics. In
+
the first test, d+
E and hE were set similarly as in the test on the F statistics,
+
and fixed for all the cases. In the second test, d+
E and hE were manually
adjusted for each case.
The detection results were listed in Table 7.1. A true positive T PF (T PE )
detection refers to an event detected in an unstable episode by testing the
statistic F (E). A false positive F PF (F PE ) detection refers to an event
generated during a stable episode by testing the statistic F (E). If more
than one positive detection was generated in the same episode, only the
first one was counted. Missed events refer to the episodes with a real event
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Table 7.1: Detection of hemorrhage and varying depth of anesthesia using
the Cusum test on the statistics F and E based on a factor model
Scenario
T PF
T PE
F PF
F PE
Missed
Varying DA 41 (87.3%)
2 (4.3%)
0
0
4 (8.5%)
Bleeding 0
0
15 (83.3%)
0
13 (72.2%) 3 (16.6%)
0
15 (83.3%)
0
3 (16.6%) 3 (16.6%)
Bleeding ∗
The test cases contained 47 episodes of varying depth of anesthesia and 18 episodes
of bleeding. DA: depth of anesthesia; T PF (T PE ): true positive detection generated
by testing on F (E); F PF (F PE ): false positive detection generated by testing on
F (E); Bleeding0 : results with fixed settings for the Cusum test; Bleeding∗ : results
with the Cusum test manually adjusted for each case.

that was not detected by either F or E. The Cusum of F appears to
be an effective indicator of varying depth of anesthesia. As for hemorrhage
detection, the performance of E with the fixed Cusum settings (see Bleeding0
in Table 7.1) was unsatisfactory. Investigation of the failed cases revealed
that the magnitudes of the episode means Ē in the same status group (SĒs ,
SĒh or SĒva ) varied dramatically during different cases. The magnitudes
of Ēh for the hemorrhage episodes in some cases was even smaller than the
magnitudes of Ēs for the stable episodes in other cases. If the magnitudes of
+
d+
E and the threshold hE could both be adjusted for each case, the detection
performance would be greatly improved (see Bleeding∗ in Table 7.1).

7.4

Discussion

The results of the Cusum test appear to be highly correlated with the occurrence of simulated intraoperative events. The two simulated clinical scenarios are different in nature: the physiological variables still follow the interrelationship determined by the effect of anesthetic agents during variations
in the depth of anesthesia, but not during bleeding. In the factor model,
a variation in the depth of anesthesia presents itself as a trend change in
the magnitude of common factors, while a hemorrhage presents itself as a
sustained deviation from the normal correlation structure. The proposed
statistics were able to capture and differentiate these events if the statistical
test on them was appropriately configured.
However, how to configure the statistical test still remains a challenge.
In all the simulated cases, the F statistics for the stable episodes were consistently close to zero, and the increases in F caused by variations in the
depth of anesthesia were significantly larger than zero. In contrast, these
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was no constant baseline for the E statistics. Any variations not captured
by the common factors, regardless of whether they were caused by intraoperative events, inter-patient variability, or unsynchronized responses of
different physiological variables to a varied infusion rate, are all transferred
to the residual part E, resulting in a great variability in E. Using fixed
Cusum parameters generated a high rate of false detections. It is desirable
to adapt the test online to the characteristics of each case. A potential solution is to detect trend changes instead of level shifts in the E statistics
using the univariate methods proposed in the previous chapters.
The statistic E summarizes the variations in multiple variables, but also
discards some information. One of the discarded properties is the direction of
change. As seen in Figure 7.3, the elevated E statistics over the annotated
Span B were actually caused by two events: light anesthesia followed by
an increase in the depth of anesthesia. The E statistics for the two events
merged as one sustained increase, and can only be differentiated by checking
the contribution of each individual common factor. Most missed episodes of
varying depths of anesthesia in Table 7.1 can be attributed to this cause.
There are a few challenges when applying the proposed method to real
clinical data. The first challenge is data annotation. To extract an accurate
factor model and to learn the characteristics of the proposed statistics in
different scenarios, we need to collect a large volume of data from a variety
of patient groups. All these data need to be classified according to their contextual information, and for each intraoperative event, the starting and end
points of the relevant changes in each physiological signal need to be annotated. Secondly, the variables should be weighted according to their relative
significance. Although weighting the variables does not change the structure
of the FA model estimated using the ML method, the magnitude of the factor
scores will be influenced by the weighting factors. Furthermore, in practice,
the uncertainty in the signals does not follow the Gaussian distribution. For
many events, the changes in different variables are not synchronized as well
as in the simulated data. More sophisticated factor models, such as dynamic
factor analysis [88], should be used to address this problem.
The statistic F can summarize the variations in all the variables, and the
statistic E can capture subtle events by testing the adequacy of a pre-learnt
factor model. However, multivariate monitoring techniques, even with successful application to real clinical data, cannot completely replace univariate
trend-change detection methods. Univariate methods usually perform better than multivariate methods in recognizing temporal features. How to fuse
the results of multivariate methods with the results of univariate methods
is an interesting research topic.
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Chapter 8

Artifact detection and data
reconciliation
The existence of artifacts creates a major challenge for physiological trend
monitoring. At each sampling time, yi (t) the measurement of the ith physiological variable in an M -dimensional sensor matrix is the level of the physiological variable at the site of interest yi∗ (t) (called the true signal level) plus
the overall noise contamination, as described in Equation (8.1). The overall
noise ni (t) refers to the distortion caused conjointly by background noise
ηi (t) and artifacts ai (t). Since artifacts are often caused by interference or
system malfunction, they are also referred to as gross errors.
yi (t) = yi∗ (t) + ηi (t) + ai (t); ηi (t) ∼ N (0, Ri ) i∈1 . . . M
|
{z
}

(8.1)

ni (t)

This chapter estimates the signal true value yi∗ in the presence of background
noise ηi and artifacts ai .
The background noise ηi (t) is assumed to follow a Gaussian distribution
and be independent over time and across sensors. The magnitude of the
noise variances R can be different for different sensors, but is assumed to
be constant over time for the same sensor. As pointed out in Chapter 1,
artifacts ai are grouped into transient artifacts and sustained short-peak
artifacts according to their frequency power spectrum or their duration.
The frequency spectrum of short-peak artifacts has a considerable overlap
with that of the physiological trend changes; therefore the presence of shortpeak artifacts may degrade the performance of the proposed trend-change
detection methods significantly.
The measurements contaminated with background noise still carry information about the signal true values and should be utilized in the process
of signal estimation. However, if an artifact ai (t) is presented in the ith
sensor, the measurement yi (t) often deviates far from the true physiological
value. Using the artifact in signal estimation will distort the estimates for
other sampling instants or other variables. A signal estimation method in
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physiological monitoring always consists of two processes: (1) artifact detection to identify and eliminate the contaminated measurements and (2)
signal estimation to derive the true signal level. If a variable is contaminated
with artifacts, the true values should be estimated from other information
sources if measurement redundancy exists.
Measurement redundancy commonly exists in the sensor network in the
current critical care environment. Most physiological variables are measured
at a frequency much higher than that of normal physiological variations. The
measurements of a variable in a short time window can be viewed as repetitive observations, or are related in a known manner. These relationships
are referred to as temporal redundancy. Furthermore, some signals are measured by more than one independent sensor, or are related by physiological
mechanism or measurement principle. These relationships are referred to
as structural redundancy. Both temporal redundancy and structural redundancy exist in intraoperative HR measurements.
This chapter uses the example of HR trend signals to demonstrate how
temporal and structural redundancy can be used to solve the problem of
artifact detection and signal estimation. This chapter begins with a brief review of the temporal filtering techniques used in the previous chapters. The
framework of data reconciliation is then introduced to formalize the problem of signal estimation in the presence of measurement redundancy. In the
end, both temporal and structural information are used in the framework
of data reconciliation, generating the stochastic dynamic data-reconciliation
process. A hybrid median filter is proposed as an implementation of the dynamic data-reconciliation process for HR measurements. The results demonstrate that the accuracy of signal estimation can be greatly improved by incorporating structural redundancy into the signal estimation process. This
is particularly true when signals are contaminated with short-peak artifacts.
The proposed hybrid median filter provides a robust estimation of the HR
signal without requiring strict assumptions about the signal’s characteristics,
and therefore has great potential for practical use. The work in this chapter
has been published in Journal of Clinical Monitoring and Computing [160].

8.1
8.1.1

Methods
Univariate temporal filtering

Univariate filtering techniques utilize temporal redundancy to identify artifacts and generate signal estimates. Temporal filters formalize the knowledge
about redundancy as stochastic dynamic models. Statistical tests based on
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the forecasting models can then be used to detect artifacts and estimate the
true signal levels.
Models used for the purpose of noise reduction are very different from
those used for trend monitoring. Models used in trend monitoring, as seen
in the previous chapters, are designed to summarize clinically relevant variations, with insignificant physiological oscillations reflected as model uncertainty. For the purpose of signal estimation, the dynamic models used in
this chapter should be more sensitive. An appropriate model for noise reduction should be able to quickly follow all the variations in physiological
variables, so that only measurement noise and artifacts are separated out in
forecast residuals.
One option for noise-reduction is to first detect artifacts and then estimate the signals from uncontaminated measurements. Another possibility
is to use robust estimators to directly estimate signals from the artifactcontaminated measurements. Both schemes are explained in the following
sections. The methods are based on different descriptions of the signals’
dynamics, and the results are optimized with respect to different criteria.
8.1.1.1

Kalman filter as MMSE estimator

The Kalman filter is a recursive Minimum Mean Square Error (MMSE) estimator for the signals described by the state-space dynamic linear model.
The dynamic linear growth model in Equation (5.1) follows the signal variations very quickly. This property is not desirable for trend monitoring,
but serves the purpose of artifact detection very well, and is used here to
describe the HR signal. Since background noise is assumed to follow a Gaussian distribution, the estimates generated using the Kalman filter are also
optimal in the sense of maximum likelihood.
Artifact detection should be performed before the standard Kalman filtering process (see Section 5.1.2) is used. The forecast residuals e should be
tested at every sampling instant. Only the measurements not contaminated
with artifacts should be used for updating the signal estimates. Since the
Kalman filter is a linear filter and the background noise follows a Gaussian
distribution, many statistical tests used for statistical process control can
be used for artifact detection. These include the Shewhart (threshold) chart
and Cusum test. The threshold method is the most widely used scheme
because it introduces a minimal time delay. If a measurement is detected as
an artifact, the prediction is used as the signal estimate.
Most liner filters, including the moving average filter and the EWMA
filter, can be used to estimate signal values after artifact detection. The
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(a) Temporal median filter
y(t)
y(t- 2 ) y(t- 1 )

(b) Structural median filter
y1 (t)

(c) Hybrid median filter
y1(t)

y2 (t)

y2(t)

y1(t- 1)
y3 (t)

Med [ y(t- 2 ), y(t- 1), y(t) ]

Med [ y 3(t), y 2 (t), y 1 (t) ]

y2 (t- 1 )

Med [

, y 1(t- 1 ), y 2 (t- 1 ), y 2(t), y 1 (t) ]

Figure 8.1: Comparison of the standard, structural, and hybrid median
filters that generate the estimate ŷ(t).
estimation accuracy is partly determined by the threshold used in artifact
detection and also by the accuracy with which the underlying dynamic models of the filters describe the signal.
8.1.1.2

Median filter as optimal L-1 filter

Standard median filter A standard T -point moving median filter replaces the current measurement with the median of the most recent T raw
data points (see Figure 8.1-(a), where T =3). The process is represented by:
ŷ(t) = M ed [y(t−T +1) . . . y(t)]

(8.2)

where M ed represents the median operator. To find the median, the numbers in the filter window are first arranged in an increasing (decreasing)
order. Then the median is the center value if T is even, or the average of
the middle two values if T is odd. In this section, T is assumed to be odd,
i.e., T = 2N +1, where N is an positive integer. The filter window moves
one step forward after a new measurement is received.
The properties of the (2N +1)-order standard median filter are described
in [46] using three basic signal characteristics. A constant neighborhood is a
region of at least N +1 consecutive constant values; an edge is a monotonic
region of at least N +1 sampling intervals between two constant neighborhoods of different values; and an impulse is a maximum of N −1 points between two constant neighborhoods of the same value. The standard median
filter completely removes impulses, but preserves the shape for edges. The
delay introduced by the (2N +1)-order median filter is N sampling intervals.
In essence, an appropriately configured median filter can remove transient noises without attenuating the signal edge. This property has estab113
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lished median filters as the filter of choice for denoising trend signals [22, 60,
81]. The standard median filter is used in the previous chapters for reducing
transient artifacts.
Median filter as L-1 estimator The assumption underlying the standard median filter is that the measurements falling within a short window
T are samples of the same signal level y ∗ (t), as described in:

y ∗ (t) − y(t) = ε(t)


 ∗
y (t) − y(t−1) = ε(t−1)
(8.3)
...


 ∗
y (t) − y(t−T +1)=ε(t−T +1)
where ε is a random variable with zero mean, representing the uncertainty
about the equality relationship. The degree of variability of ε influences the
credibility of the corresponding measurement.
If the model in Equation (8.3) is valid, the result of the standard median
filter is an optimal estimate of the true value that minimizes the mean
absolute deviations (L-1 norm), i.e.:
X
|ỹ − y(t−k+1)| }.
(8.4)
ŷ(t) = argmax{
ỹ

k=1...T

Every measurement in the filter window is assigned the same degree of credibility in the standard median filter.
Weighted median filter Different credibility can be assigned to the measurements in the filter window by weighting the absolute deviations:
X
w(k)|ỹ − y(t−k+1)| }
(8.5)
ŷ(t) = argmax{
ỹ

k=1...T

P
where w(k) is a positive integer. Given W = Tk=1 w(k), w(k)/W represents
the relative weight for the kth measurement in the filter window.
The weighted median filter [21] can be used to find the point that optimizes the criterion defined in Equation (8.5) as below:
ŷ(t) = M ed [y(t−T +1) ¦ w(t−T +1) . . . y(t) ¦ w(t)]

(8.6)

where the symbol ¦ represents duplications, i.e.,
y(t) ¦ w(t) = y(t) . . . . . . y(t).
|
{z
}

(8.7)

w(t)
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Figure 8.2: Structural redundancy in the HR measurements: the mechanical
and electrical events associated with each heartbeat are transmitted to and
detected by different sensors.
The weight assigned to each measurement in Equation (8.5) is expressed as
the frequency with which this measurement appears in the filter data set.
Temporal filters can effectively remove transients but have minimal effect
on short-peak artifacts. Since the frequency spectrum of short-peak artifacts
has a considerable overlap with that of the physiological trend changes, any
univariate dynamic models that can reduce short-peak artifacts will also
distort the relevant trend changes. Reducing short-peak artifacts represents
a critical problem for physiological monitoring.

8.1.2

Data reconciliation with structural redundancy

Structural redundancy in HR measurements A typical example of
structural redundancy exists in HR measurements. Intraoperative HR is
routinely measured by averaging the reciprocals of R-R intervals from the
ECG. HR is also calculated by measuring the interval between peaks in the
plethysmographic waveform from the pulse oximeter, and when available,
from the interval between peaks of the waveform of invasive arterial BP. As
the energy generated from the heart beating flows along different paths to
these sensors (see Figure 8.2), the measurement of HR is exposed to different
types of interference.
Artifacts from different propagation paths are independent of one another. Electrocautery noise is a common artifact when the ECG (HRecg ) is
used to determine HR. HR measured by a pulse oximeter (HRSpO2 ) is sensitive to patient motion, low perfusion states, and interference from ambient
light [58]. Artifacts from invasive arterial BP waveforms (HRabp ) are frequently caused by sampling or flushing, disturbances of the sampling fluid
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column, and occasionally by catheter clotting [84].
The true pulse rates measured by HRSpO2 and HRabp are identical to the
true HR. Situations where HR may differ considerably from pulse rate, such
as fibrillation and other instances of abnormal rhythm, are not considered.
The relationships between these measurements are described as:
½ ∗
y1 (t) − y2∗ (t) = 0
(8.8)
y1∗ (t) − y3∗ (t) = 0
where y1∗ , y2∗ , and y3∗ represent the true level of HRecg , HRSpO2 , and HRabp ,
respectively. The dimension of the sensor matrix is M =3.
Framework of data reconciliation The signal measurements can be
rectified so that the estimates are consistent with known relationships. This
process is referred to as data reconciliation. The framework of data reconciliation for an M -dimensional sensor matrix is described below:
P
min Φ(t) = M
s.t.
i=1 φi (ŷi (t), yi (t))
½
(8.9)
H(ŷ1 (t) . . . ŷM (t)) = εH
G(ŷ1 (t) . . . ŷM (t)) + εG 6 0
where the objective function Φ(t) is a distance from the original measurements. Prior knowledge about structural redundancy is formulated into
equality or inequality constraints. The uncertainty factors εH and εG are
included to allow for inexact knowledge about the constraints.
Data reconciliation can be formulated as a problem of constrained optimization. Its implementation is determined by the formation of a specific
problem. If uncertainty exists in the constraints (εH 6=0 or εG 6=0), the estimates can be found by optimizing the penalized objective function. The
penalized objective function is the original objective function plus a measure
of the deviation of measurements from the constraints [83]. For deterministic constrained optimization problems (εH =0 and εG =0), as with the HR
measurements in Equation (8.8), one of the best-studied problems is the
Weighted-Least-Square (WLS) estimation. If there are only equality constraints and the constraints are all in linear or some special bilinear forms,
the optimal ŷ(t) in a WLS problem can be found through linear decomposition [31, 133]. Otherwise, the problem should be used to solve numerically.
Structural median filter As in temporal filtering, artifact detection and
data reconciliation can be accomplished in one step using a robust estimator. If the three sensors are all available, the L-1 norm can be used as the
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objective function in the data-reconciliation process, resulting in:
PM =3
Φ(t)
=
s.t.
i=1 |ŷi (t) − yi (t)|
½
ŷ1 (t) − ŷ2 (t) = 0
ŷ1 (t) − ŷ3 (t) = 0.

(8.10)

The constraints are incorporated into the objective function to generate:
ŷ(t) = argmax{
ỹ

M
=3
X

|ỹi (t) − yi (t)| }.

(8.11)

i=1

ŷ(t) can be found by using the structural median filter as shown in Figure 8.1-(b). As in the temporal median filter, the measurements from different sensors can be weighted according to their credibility.
The structural median filter introduces no time delay, but it is effective
when only one sensor is contaminated with artifacts. Another limitation
is that, at least three sensor inputs should be available for the structural
median filter to work, but HRabp is not routinely measured.

8.1.3

Dynamic data reconciliation

The data reconciliation framework can be extended to include the signals’
dynamic characteristics [165]. In this section, the knowledge about both the
temporal and structural redundancy is used in the artifact detection and
data reconciliation processes to improve estimation accuracy.
8.1.3.1

Kalman filter for data reconciliation

In this section, the Kalman filter is used to obtain the MMSE estimates of
HR, subject to the dynamic characteristics (Equation (5.1)) and structural
redundancy (Equation (8.10)).
The signals are estimated in two steps (Figure 8.3). The first step is
to detect artifacts and excluding the contaminated measurements from the
data-reconciliation process. Artifacts can be detected using global schemes
such as the χ2 -test on the whole set of measurements, or using local schemes
such as a threshold test on each individual measurement channel [133]. Here
artifacts are detected by testing the forecast residuals of each individual
signal against a predetermined threshold σ. Only the measurements not
contaminated with artifacts are then processed using a Kalman filter to find
the estimate that has the MMSE criterion and satisfies the structural constraints. Given the equality constraints, the MMSE estimates can be found
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Figure 8.3: Kalman filter used for estimating heart rate from multiple measurement channels
by augmenting the observation matrix and then performing the standard
Kalman filter procedure (see Section 5.1.2) on the augmented system. For
example, if HRSpO2 (denoted as y2 ) is contaminated with artifacts at time
t, y2 will be removed from the measurement matrix, and the true value yt∗
is estimated by filtering the following augmented system:
½
x(t) = F x(t−1) + ζ ζ(t) ∼ N (0, Q(t))
y = H̃(t)x(t)
· ¸ + η̃(t) η̃(t) ∼ N
· (0, R̃(t))
¸
(8.12)
H
R1 0
H̃(t) =
R̃(t) =
H
0 R3
where Ri is the covariance matrix of measurement noise in the ith sensors. H̃(t) and R̃(t) should be constructed online according to the results
of artifact detection. If all the sensors are contaminated with artifacts, the
prediction is used as the signal estimate.
8.1.3.2

A novel hybrid median filter

In this section, the dynamic data reconciliation problem is optimized with
respect to the L-1 norm under the assumption that (1) the current HR equals
the estimate for the previous sampling instant; (2) HR keeps constant over
a short window T; and (3) HR is measured by multiple sensors. With T =2
and M =2, the optimal ŷ(t) is estimated through:
PM =2
min
s.t.
 Φ(t) = i=1 |ŷi (t) − yi (t)|
ŷ
(t)
−
y
(t−1)
=
ε
Dynamics−(1)

1
1
1


(8.13)
ŷ2 (t) − y2 (t−1) = ε2 Dynamics−(2)
ŷ
(t)
−
ŷ(t−1)
=
ε
Dynamics−(3)

1
3


ŷ1 (t) − ŷ2 (t) = 0
Structual − (1)
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where ε1...3 indicate the uncertainty about the dynamic constraints.
The influence of the stochastic dynamic constraints on the final estimate
can be realized by adding penalty terms to the original objective function.
Here the penalty terms are also based on the L-1 norm. The penalized
objective function Φ̃ is:
P =2
Φ̃(t)=λ0 M
i=1 |ŷi (t) − yi (t)| + λ1 |ŷ1 (t) − y1 (t−1)|
(8.14)
+λ2 |ŷ2 (t) − y2 (t−1)| + λ3 |ŷ1 (t) − ŷ(t−1)|
s.t. ŷ1 (t) − ŷ2 (t) = 0
where λ0 , . . . , λ3 reflect the relative credibility of each term. If λ0 , . . . , λ3
are all set to one, replacing ŷ1 (t) and ŷ2 (t) with ŷ(t), we get:
Φ̃(t) = |ŷ(t) − ŷ(t−1)| +

1 X
2
X

|ŷ(t) − yi (t−k)|.

(8.15)

k=0 i=0

Minimizing Equation (8.15) generates the results of the hybrid median
filter M ed[ŷ(t−1), y1 (t−1), y2 (t−1), y1 (t), y2 (t)] (see Figure 8.1-(c)).
The hybrid median filter can be used to fuse the measurements from
M >2 sensors, and the filter window size can be extended to T >2, as long as
the assumption about the signal dynamics still holds. Then the penalized
objective function becomes:
Φ̃(t) = |ŷ(t) − ŷ(t−T +1)| +

PT −1 PM
k=0

i=1 |ŷ(t)

− yi (t−k)|.

(8.16)

Weighting of the measurements Since the hybrid median filter is a
recursive filter, its estimate is therefore based not only on the measurements
in the filter window, but it is also influenced by all the historical data.
The influence of historical data decreases exponentially. If a hybrid median
filter with a T -point filter window is used to fuse the measurements from M
independent sensors, the influence of historical data decreases exponentially
in a block-wise fashion, with the base of the exponential rate being T M1+1 .
The proof for this observation is given below.
Statement:
argmax Φ̃(t)=argmax {|ỹ(t) − ŷ(t−T +1)| + Ψ}
ỹ(t)

ỹ(t)

1
=argmax { W
|ỹ(t) − ŷ(t−2(T −1))|
ỹ(t)
1 P2(T −1) PM
+W
i=1 |ỹ(t)
k=T −1

(8.17)

− yi (t−k)| + Ψ}
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P −1 PM
where Ψ = Tk=0
i=1 |ỹ(t) − yi (t−k)| is the non-recursive part in the filter data set, and W = T M +1 is the number of elements in the filter data set.
Proof:
Equation (8.17) is equivalent to:
argmax {W |ỹ(t) − ŷ(t−T +1)| + W Ψ} =
ỹ(t)

argmax {|ỹ(t) − ŷ(t−2(T −1))| +

P2(T −1) PM

ỹ(t)

k=T −1

i=1 |ỹ(t)

− yi (t−k)| + W Ψ}
(8.18)

So the problem becomes to prove that
SL :
M ed[ŷ(t−T +1) ¦ W, S] =
SR :M ed[ŷ(t−2(T −1)), Y (t−2(T −1)), . . . , Y (t−T +1), S]
{z
}
|

(8.19)

S̃

where S represents [Y (t−T +1) ¦ W, Y (t−T +2) ¦ W, . . . , Y (t) ¦ W ], and Y (t)
represents all the measurements from the M sensors at time t. From now on,
the left-side data set in Equation (8.19) is denoted as SL , and the right-side
data is denoted as SR .
In Equation (8.19), the W data points in ŷ(t−T +1) ¦ W on the left side
is replaced with the W readings in S̃ on the right side. It should also be
noted that M ed[SL ] = ŷ(t) and M ed[S̃] = ŷ(t−T +1).
Equation 8.19 is proven in the following three situations:
1. if ŷ(t)=ŷ(t−T +1): the number of readings >ŷ(t) in S̃ is equal to the
number of readings 6 ŷ(t), therefore replacing ŷ(t−T +1) ¦ W in SL
with S̃ does not change the median of SL .
2. if ŷ(t)<ŷ(t−T +1): no more than b W
2 c readings in S̃ can be smaller
than ŷ(t). As demonstrated with the example below (W =5 and T =2),
replacing ŷ(t−T +1) ¦ W with S̃ does not change the median of SL .
SL = ◦ ◦ ◦ ◦ ◦ . . . •
• • •}
| •{z
↑
ŷ(t−1)¦W

ŷ(t)

SR = ? ?

◦ ◦◦◦◦

↑
ŷ(t)

. . . ŷ(t−1) ? ? where S̃ : [? ? ŷ(t−1) ? ?]

M ed [SL ] = M ed [SR ]
(8.20)
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3. if ŷ(t)>ŷ(t−T +1), Equation (8.19) can be proven in a similar.
Therefore, the statement in Equation (8.17) is proven.
The above analysis is for the hybrid median filter with each element in
the filter window equally weighted, including ŷ(t). As in the temporal and
structural median filters, measurements from different sensors or different
sampling instants can be weighted according to their credibility.
Degree of redundancy The degree of redundancy provided by the dynamic and structural constraints determines the maximum number of measurements that are allowed to be contaminated with artifacts. Too many
artifacts may distort the estimate. For an L-1 estimator the degree of redundancy is half of (the number of independent constraints - the number of
variables to be estimated). Therefore, to obtain a correct estimate, a maximum of 2 measurements out of [y1 (t−1), y2 (t−1), y1 (t), y2 (t)] are allowed
to be contaminated with artifacts, i.e., either each of the sensors at time t is
contaminated with a single-point artifact, or both samples from one of the
sensors are contaminated with artifacts. The degree of redundancy can be
increased by incorporating more independent sensors, or, if a longer delay
is acceptable, by increasing the length of the filter window.
The performance of the hybrid median filter with T =2 and M =2 is
demonstrated in Figure 8.4. If a short peak occurs in one sensor (Figure 8.4(a)), or transients occur in both sensors (Figure 8.4-(b)), the variations are
recognized as artifacts and removed. If short peaks occur in both sensors
(Figure 8.4-(c)), a short peak is retained with 1-point delay.

8.2

Evaluation of performance

The hybrid median filter with the default window size T =2 was tested using
both simulated signals and clinical data.

8.2.1

Simulation test

The simulation study was performed in two phases, with three scenarios in
each phase. In phase I, three scenarios using one, two, and three sensors
were used. The sensors were contaminated solely with background noise.
In phase II, a range of one to three sensors was used, and, in addition to
background noise, the measurements were contaminated with artifacts.
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(a)
Denoised signal

Sensor 1
Sensor 2

(b)
Denoised signal

Sensor 1
Sensor 2

(c)

Denoised signal

Sensor 1
Sensor 2

Figure 8.4: Effect of the hybrid median filter on two channels of measurements: (a) a short peak in one sensor, (b) transients in both sensors, and
(c) short peaks in both sensors.
Thirty cases were generated for each of the six scenarios. For each case,
the measurement signal was a combination of a true HR series and a noise
series. For scenarios involving more than one sensor, multiple measurements
were simulated for the same case by contaminating the same true HR series
separately with a different noise series. The linear growth DLM in Chapter 5
was used to generate the true HR series. Each series contained 1,000 sample
points. Background noise for the first phase of scenarios was generated using the Gaussian distribution N (0, δ 2 ) with δ=5. For phase II, in addition
to the background noise, HR signals were contaminated with 100 randomly
located 1-point transient artifacts and 10 randomly located short-peak artifacts. The amplitude of the transient artifacts was randomly generated
using a uniform distribution over [-50 50]. The amplitude of the short peak
artifacts followed a uniform distribution over [-50 50], and their duration
was uniformly distributed over [2 10] sampling intervals.
The hybrid median filter with T =2 proposed in Section 8.1.3.2 and the
Kalman filer described in Section 8.1.3.1 were tested on the simulated data
in both scenarios (Phase I and Phase II). For the hybrid median filter, no
specific information about the test signals was required. For the Kalman
filter method, the model parameters were all set to the true values used for
generating the signals, and the threshold σ used for artifact detection was
set to different magnitudes, from 1δ to 20δ with the step size being ∆σ=δ.
δ is the standard deviation of the background noise.
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1 sensor, Kalman filter
2 sensors, Kalman filter
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Artifact detection threshold σ (unit: δ)

Figure 8.5: The relative Root Mean Square Errors (RMSE) of the Kalman
filter with the model covariances set to the true values and the artifact
thresholds σ changing from 1δ to 20δ, compared with the RMSE of the
hybrid median filter. δ is the standard deviation of the background noise.
The signals are contaminated with transient and short-peak artifacts.
The performance of the two filters was evaluated by comparing their Root
Mean Square Errors (RMSE). The RMSE qualifies the difference between
the signal estimates ŷ and the true signal level y ∗ . The RMSE was calculated
for each case and then averaged over all the cases for each scenario. The
RMSE levels of the unfiltered data indicate the overall noise levels. The
relative RMSE ratios are defined as the RMSE levels relative to the RMSE
level of the unfiltered data. The relative RMSE ratios were calculated for
the two filters to compare their performance in different scenarios.
For the scenarios with artifacts (Phase II), the estimation accuracy of
the Kalman filter obtained with different σ thresholds was compared with
the estimation accuracy of the median filter (see Figure 8.5). For both
filters, the accuracy of signal estimation improved as the number of sensors
increased. In all the scenarios, the magnitude of the threshold σ has a great
influence on the performance of the Kalman filter. When σ is too small,
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the estimates of the Kalman filter deviate far from the signal true values,
due to severe signal distortion. For σ’s of larger magnitudes, the estimation
accuracy of the Kalman filter varies in the three scenarios. The performance
in each scenario is described below.
If only one sensor is available, the performance of the Kalman filter deteriorates as σ increases from 3δ to 9δ, indicating that the Kalman filter might
have missed more artifacts with the larger σ thresholds. However, when the
threshold σ becomes larger than the amplitude of most artifacts (σ>10δ),
the method has little effect of artifact removal. Instead, when σ>10δ, the
increased σ thresholds further reduce signal distortion. Therefore, the estimation accuracy of the Kalman filter improves as σ increases from 10δ and
soon reaches peak performance. Except in the situation of severe signal distortion (σ62δ), the optimal relative RMSE for the Kalman filter (marked
with ∗ in Table 8.2) is 63%, when one sensor is available, obtained at the
plateau area with σ=20δ, and the worst relative RMSE (marked with −
in Table 8.2) is 111%, obtained with σ=9δ. The performance obtained at
the plateau area is equivalent to the performance obtained without artifact
removal (marked with 0 in Table 8.2).
If more than one sensor is available, the influence of missed artifacts on
the estimation accuracy of the Kalman filter is reduced for 3δ6σ69δ. The
estimation accuracy of the Kalman filter improves as σ increases for σ>3δ.
If two sensors are available, the optimal relative RMSE is 32%, obtained
with σ=3δ, the worst relative RMSE is 50%, obtained with σ=8δ, and the
relative RMSE without artifact removal is 47%, obtained with σ>11δ. If
three sensors are available, the optimal relative RMSE is 24%, obtained with
σ=3δ and the worst relative RMSE is 41%, obtained with σ>11δ, and the
relative RMSE without artifact removal is also 41%, obtained with σ>11δ.
The results of the simulated test in both phases are listed in Table 8.1
and Table 8.1, respectively. In all six scenarios (Phases I and II), the overall
RMSEs of both the Kalman filter and the hybrid median filter are smaller
than those of the unfiltered data. As the number of sensors increases, the
overall RMSEs of both filters decrease. In the cases where the signals were
contaminated with background noise only (Phase I), the Kalman filter performed better than the hybrid median filter. In the cases where the signals
were contaminated with both background noise and artifacts (Phase II),
the optimal performance obtained by the Kalman filter with the true model
parameter is only marginally better than the performance of the proposed
hybrid median filter. If the threshold for artifact-removal is not set appropriately, the estimation accuracy of the Kalman filter can be significantly
worse than the hybrid median filter.
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Table 8.1: Root mean square errors and relative root mean square
errors (relative to the unfiltered data) for the simulated cases in
Phase I: cases without artifacts
Number of sensors

one

two

three

Unfiltered data
Kalman filter
Hybrid median filter

2.23 (100%)
1.43 (64%)
1.75 (78%)

2.23 (100%)
1.09 (49%)
1.34 (60%)

2.23 (100%)
0.96 (43%)
1.17 (52%)

The true model parameters were used in the Kalman filtering process.

Table 8.2: Root mean square errors and relative root mean square
errors (relative to the unfiltered data) for the simulated cases in
Phase II: cases with artifacts
Number of sensors
Unfiltered data
Kalman filter−
Kalman filter0
Kalman filter∗
Hybrid median filter

one
11.57 (100%)
12.84 (111%)
7.29 (63%)
7.29 (63%)
7.65 (66%)

two
11.57 (100%)
5.79 (50%)
5.44 (47%)
3.70 (32%)
4.28 (37%)

three
11.57 (100%)
4.74 (41%)
4.74 (41%)
2.78 (24%)
3.24 (28%)

Kalman filter− : the worst estimation accuracy of the Kalman filter with an
poorly configured artifact-removal threshold;
Kalman filter0 : the performance of the Kalman filter without artifact removal;
Kalman filter∗ : the optimal estimation accuracy of the Kalman filter with an
appropriately configured artifact-removal threshold.
The true model parameters were used in the Kalman filtering process.

8.2.2

Case studies with clinical data

Clinical cases were used to demonstrate the performance of the proposed
hybrid median filter on intraoperative HR trend measurements. Case I included multiple and prolonged bursts of electrocautery during surgery. The
HRecg measurements were corrupted with a significant number of electrocautery artifacts (Figure 8.6-(a)). Many of the electrocautery artifacts were
short peaks, and the longest lasted for 26 sampling intervals (2 minutes and
10 seconds). HRSpO2 measurements were contaminated with movement artifacts at around t=2370. The longest short-peak artifact in the pulse oximeter lasted for 5 sampling intervals (25 seconds). For a univariate median
filter, the window size required to remove these short-peak artifacts would
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(a)

(b)
Movement artifact

Induction

End of surgery
Physiological short variation

HR SpO2

(c)

HR ecg
Artifacts from ECG

Artifacts from pulse oximeter

Figure 8.6: The hybrid median filter has fused the HR measurements from
the ECG (HRecg ) and pulse oximeter (HRSpO2 ) into a single HR series, and
removed the electrocautery artifacts from HRecg and movement artifacts
from HRSpO2 .
be at least 53 points for HRecg and 11 points for HRSpO2 . The remaining
oscillations at the beginning and end of the case were caused by surgical
intervention. The hybrid median filter fused HRecg and HRSpO2 into one
single HR series (Figure 8.6-(b)). The movement artifacts presented on the
pulse oximeter and most of the electrocautery artifacts in the ECG device
were effectively removed from the HR estimates.
In Case II, HRabp was measured from the invasive arterial BP monitor, in addition to HRecg and HRSpO2 . Artifacts were present in all sensors
(see Figure 8.7-(a)). The oscillations in HRabp at the beginning of the case
were produced by flushing the arterial line and movement of the patient
and fluid column. During the procedure, adjustment of the patient position
introduced movement artifacts, including the artifacts at around t=390 in
HRSpO2 and t=700 in HRabp . Flushing of the arterial line introduced additional artifacts in HRabp at around t=380. In this case, the hybrid median
filter removed most artifacts from the HR estimates (see Figure 8.7-(b),(c)).
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HR ecg

(a)
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Movement artifacts
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Movement artifacts

Flushing the arterial line
HR abp
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Artifacts from arterial BP monitor

Artifacts from pulse oximeter
Flushing the arterial line
and movement

Artifacts from ECG

Figure 8.7: The hybrid median filter has fused the HR measurements
from the ECG (HRecg ), pulse oximeter (HRSpO2 ), and arterial BP monitor (HRabp ) into a single HR series.

8.3

Discussion

When measurements from more than one sensor are used, both hybrid median filter and the Kalman filter generate more robust estimates of HR than
would be possible from a single sensor source, by using both the signal’s temporal characteristics and the relationship between the measurements from
multiple sensors. The hybrid median filter and the Kalman filter optimize
the signal estimates with respect to different criteria. As a robust estimator,
the hybrid median filter provides an integrated solution for the problem of
artifact removal and signal estimation. The Kalman filter, as a linear filter, averages the measurements rather than selecting the artifact-free sensor;
therefore, an effective artifact removal step is required for this method.
In the simulated scenarios free of artifact, the Kalman filter method with
the true model parameters performed marginally better than the hybrid
median filter. This is not surprising, as the Kalman filter is the optimal
filter for a Gaussian linear model. However, when artifacts were present,
the hybrid median filter performed better than the Kalman filter for a wide
range of artifact-detection thresholds, even if the model parameters for the
Kalman filter were set to the true values. In reality, it is unlikely that the
true model parameters will be unknown. The parameters estimated from
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population data often deviate significantly (>100%) from the true settings
(refer to the results in Chapter 5). In practice the uncertainty of the model
parameters may cause the performance of the Kalman filter to degrade.
In the first clinical case a few short peak variations were retained in the
estimates of the hybrid median filter. This does not represent a failure of
the hybrid median filter. These short variations were present in more than
half of the sensors. It is undesirable to remove these short variations as they
may well have clinical significance.
One of the fundamental assumptions of the proposed hybrid median filter
is that the sampling rate is sufficiently high that the physiological variation
in the filter window can be ignored. This assumption might not hold if
the sampling rate is very low (such as every few minutes). In this case,
a temporal model should be used to describe the physiological dynamics
between samples. Model predictions should replace the historical estimates
and historical measurements used in the hybrid median filter.
The hybrid median filter has a few advantages over a previously described method [40], which is a two-step solution based on artifact detection
and Kalman filtering (see Section 2.5). Firstly, the hybrid median filter
method is computationally simpler. The only computation required in the
hybrid median filter is ordering the samples in the data set. The median
filter intrinsically selects the best measurement and generates the estimate.
Secondly, the hybrid median filter does not require any explicit assumptions about the distribution of artifacts. The Gaussian distribution and the
uniform distribution were used only for generating signals in the simulated
testing. In fact, median filters are able to remove most artifacts that follow long-tail distributions. Finally, the hybrid median filtering process is
intuitive and the performance can be easily adjusted. These considerable
benefits of this method make it highly suitable for clinical use.
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Chapter 9

Software implementation and
clinical testing
The EWMA-Cusum method and the Adaptive-DLM method proposed in
Chapter 4 and Chapter 5 have been implemented in a software system called
iAssist. iAssist allows for real-time evaluation of the proposed trend-changedetection methods in the operating room. The software implementation
and clinical study presented in this chapter was mostly conducted by Chris
Brouse as part of his Master project, and the results have been published
in Proceedings of the 29th Annual International Conference of the IEEE
Engineering in Medicine and Biology Society [19].

9.1

Software implementation: iAssist

The iAssist software system was developed in an object-oriented programming language Java (Sun Microsystems, Santa Clara, CA). iAssist supports
the following functions:
1.
2.
3.
4.

Data acquisition from multiple input sources;
Signal processing using multiple algorithms;
Display of results and reception of feedback using a graphical interface;
Data storage to save the results to external devices.

The system is realized in a modular framework, which allows for different
implementations for each of the function modules mentioned above. These
modules communicate via the common interfaces predefined in the framework and exchange data during intraoperative monitoring. The framework
of iAssist provides great extensibility and flexibility.
In the current version, the real clinical data are read from the datacollecting software S/5 Collect (GE Healthcare, Chalfont St Giles, UK) via
the TCP/IP communication protocol. Our group is developing other data
acquisition modules, aiming to read data directly from a wide range of physiological monitors. The EWMA-Cusum method proposed in Chapter 4 is
implemented with a one-level threshold and applied to SpO2 and NIBPmean.
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The Adaptive-DLM method proposed in Chapter 5 is implemented and applied to HR, MVexp, EtCO2 , and RR. All the data are preprocessed using
a median filter to reduce transient artifacts before being processed by the
trend-change-detection methods. The detected trend changes are displayed
as directional arrows on the signal trend trace (Figure 9.1). In addition
to the visual display, the detected trend changes are encoded as different
vibration patterns and sent via Bluetooth to a vibro-belt to provide tactile alerts to clinicians. A touch screen is used to receive feedback from
clinicians. The algorithm configurations and detection results are formatted
according to the ISO/IEEE 11073 international standard for modeling pointof-care medical device data [1], using XML-based deployment descriptors,
and stored in ASCII text files.

9.2

Clinical study

Following ethics approval, the performance of iAssist was evaluated in real
time alongside the physiological monitors with S/5 Collect in the operating
room at BC Children’s Hospital. The median filter was optimized for each
variable. The sensitivity parameters of the trend-change-detection methods
were configured before the start of each case, according to the results in the
offline testing. However, the participating anesthesiologists were allowed to
change the sensitivity configurations during surgery.
Each event detected by iAssist in the maintenance period of anesthesia
was graded by the attending anesthesiologists as “artifact” (A), “clinically
insignificant” (CI), “clinically significant” (CS), “clinically significant with
action taken” (CSAT), or “clinically significant due to intervention” (CSI)
with reference to the graphical display of the trends and events marked on
the trend display (Figure 9.1). Missed events were also noted. The usefulness
of each event was rated on a 10cm visual analogue scale from “frustrating”
(0) to “very useful” (10). Fifteen anesthesiologists completed the clinical
evaluation in a variety of pediatric surgical cases of at least one hour in
duration (38 cases; mean duration of 103 (STD 4.25) minutes). The mean
number of events per case was 22.8 (STD 23.4).
The clinical evaluations of the generated alerts are shown in Table 9.1.
The proposed methods detected 13 events per hour of anesthesia. In total,
over 50% of the events iAssist detected were rated as clinically significant
(CS, CSAT, or CSI), and less than 7% were rated as artifacts. Only 6
significant events were reported as having been missed by the algorithms.
The usefulness value ranged from 0 to 9.3 (9.3 for an EtCO2 event).
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Figure 9.1: Clinicians evaluate the trend-change-detection results generated
by iAssist during clinical testing.

Table 9.1: Clinical evaluation of the real-time performance of iAssist
EtCO2
HR
MVexp
RR
SpO2
NIBPmean
Total

Total
(N)
212
253
145
86
48
124
868

Artifact
(%)
5.2
6.3
5.5
2.3
37.5
3.2
6.8

Insignificant
(%)
24.1
36.4
20.7
9.3
20.8
28.2
26.0

Significant
(%)
52.3
43.9
54.5
60.5
18.8
62.1
50.6

Not Rated
(%)
18.4
13.4
19.3
27.9
22.9
6.5
16.6

EtCO2 , HR, MVexp, and RR were monitored using the Adaptive-DLM method;
SpO2 and NIBPmean were monitored using the EWMA-Cusum method with a
one-level certainty threshold.
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In the clinical test, over 50% alerts generated by iAssist were considered as
clinically significant. In contrast, the false alarm rate of standard physiological monitors can be as high as 90% according to a survey [74]. The results
demonstrate that the detection accuracy of the EWMA-Cusum method and
the Adaptive-DLM method was superior to that of basic threshold-based
alarms used in current physiological monitors. However, compared with the
performance in the offline testing (see Table 4.1, Table 5.3 and Figure 5.6),
both the sensitivity and specificity decreased in the clinical test.
One of the contributing factors for the degraded performance is the frequent occurrence of artifacts. In the offline testing, we followed the Gaussian
assumption on signal characteristics imposed by the change-detection methods and did not use any case with heavy artifact contamination. However,
in the real-time clinical test, some signals were corrupted by artifacts. For
example, HR signals in electrocautery surgeries were all significantly disturbed by the electrocautery artifacts, resulting in many false detections.
Future inclusion of the hybrid median filter proposed in Chapter 8, or the
wavelet-based denoising approach proposed by our group [18], is expected
to significantly reduce the number of false alerts due to electrocautery noise.
Furthermore, the tuning parameters were not fixed consistently at the
optimal settings throughout the testing. In some cases, the attending clinicians adjusted the tuning parameters away from the recommended sensitivity setting, in order to reduce time delay by sacrificing detection accuracy.
For example, the sensitivity parameter for SpO2 was set to detect changes
of 3-5% over only a few minutes throughout the test, resulting in many
artifacts (false detections).
Some clinically significant trend changes due to intervention (one type of
true positive detections) were annotated incorrectly by clinicians as clinically
insignificant (CI) or artifacts (A). This evaluation bias is not surprising,
since most CSI changes are anticipated responses for clinicians, and do not
require immediate clinical intervention. However, from the perspective of
trend-change detection, CSI detections notify the clinician who initiated the
intervention about the physiological responses of a patient to the treatment,
and should be treated as true positive detections. Had all the results been
classified according to the classification system described in Section 9.2, the
detection performance would appear better than in Table 9.1.
The participating clinicians were given a high degree of freedom during
the test, as one of the purposes of this pilot study was to promote the concept of trend-change detection and to encourage clinicians to explore the
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functionality of iAssist. We have observed the attitudes of the participating
clinicians toward iAssist throughout the test. It was noticed that, as clinicians became more familiar with iAssist and the underlying change-detection
methods, they showed more interest in using the software and participating
in the clinical testing. This observation indicates that the acceptance of
a clinical decision-support system among its target users – clinicians, can
be significantly improved by education and training, which agrees with the
finding of a previous survey [13]. On the other hand, the technical complexity of a system, if too high, may hinder its acceptance among clinicians.
Using methods based on intuitive concepts, like the EWMA-Cusum method
realized in the current version of iAssist, is very important in the first stage
of clinical study.
Due to the freedom given to the participating clinicians, the results of
this pilot study should only be taken as a preliminary evaluation of the
real-time performance of the proposed methods. Many contributing factors
were not controlled while conducting the test, neither were they taken into
account in data analysis. One example is the influence of workload on the
clinician’s viewpoint of trend-change detections. It should be noted that a
significant proportion of alerts were not annotated (up to 27.9% for RR,
see Table 9.1). These non-annotated alerts very likely occurred during the
occurrence of critical events, a high-workload situation where the results of
trend-change detection are expected to facilitate the decision making process but the attending clinicians could not divert their attention to iAssist to
evaluate the results due to high workload. To reduce the influence of raters’
workload on the results of evaluation, it is desirable to have a research assistant to assist with alert annotation or to use a wireless headset instead
of keyboard or touch-screen to receive feedback from clinicians. To obtain a
better evaluation of the methods’ real time performance, more clinical tests
should be performed following a better controlled testing procedure. Moreover, after the software system gains further acceptance among clinicians,
other methods proposed in this thesis should be implemented in iAssist and
evaluated in real time.
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Conclusion and future work
10.1

Summary: work accomplished

This thesis has addressed the signal-estimation and trend-change-detection
problems in physiological monitoring. The proposed univariate methods are
designed to detect changes in different trend features. The EWMA-Cusum
method (Chapter 4) can detect changes in trend direction. The AdaptiveDLM (Chapter 5) detects changes in trend direction, but can also be used to
capture changes in the incremental rate by adjusting the sensitivity setting
as well as the segment-congregation step. In the GHMM-based methods
(Chapter 6), trend changes are classified according to their direction, incremental rate, and duration. More detailed trend abstraction can be generated
online together with a quantitative estimation of the occurrence probability. The results of the proposed methods summarize the signals’ temporal
dynamics, and can be used as inputs for a high-level diagnostic inference
system. The accuracy of change detection, as demonstrated in both offline
testing and real-time clinical testing, indicates that the proposed methods
have great potential for clinical use. In clinical testing, the participating
clinicians evaluated over 50% of the alerts generated by the EWMA-Cusum
and the Adaptive-DLM methods as clinically relevant. Compared with over
90% irrelevant alarms generated by the standard alarm systems [74], the
methods proposed in this thesis achieved a much higher detection accuracy.
The proposed methods use different techniques to handle the challenge
of intraoperative variability. The EWMA-Cusum method is based on a
simple ARIMA(0,1,1) model and has the advantage of flexibility and robustness. Following adjustment, it can be applied to most physiological
variables. However, the performance of this method is limited due to the
fact that the second-order statistics of the monitored signals are unrealistically assumed to be constant during surgery and between patients. In
contrast, the Adaptive-DLM method and the GHMM-based methods (the
switching fixed-point Kalman smoother and the adaptive Cusum test) can
adapt online to the intraoperative variability. The Adaptive-DLM method
requires a good initial estimate of the second-order statistics (Q and R),
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and estimates the statistical characteristics of the signal online based on
the recent data. The estimation process in the Adaptive-DLM method is
based on the EM algorithm. If a change occurs in the second-order statistics, the Q-R estimation process needs to run a number of iterations before
converging to a local optimum. Therefore the Adaptive-DLM method is
only appropriate for physiological variables whose covariances vary much
slower than the sampling rate. In the GHMM-based methods, the intraoperative transition between different patterns is modeled as a Markov-chain
process. The formalized transition relationship can be learned from annotated population data, and then used online for pattern recognition. The
methods based on the GHMM, including the switching Kalman smoother
and the adaptive Cusum, are suitable for monitoring physiological variables
sampled at a lower rate, such as NIBPmean, and can also be extended to
monitor variables measured at a higher sampling rate, such as HR. The
two GHMM-based methods have the highest computational complexity. To
reduce the complexity, it is recommended that signals measured at a high
sampling rate be down-sampled or segmented by linear approximation before
being processed by the GHMM-based methods.
The multivariate analysis (Chapter 7) performed in this thesis is a pilot study, intended to investigate the potential of linear dimensionalityreduction techniques to represent the inter-variable relationships. The proposed statistics based on the factor model appear to be effective at separating two different types of changes: changes in the magnitude of common
factors and changes in the covariance structure. Therefore, these statistics
provide a solid ground for summarizing repetitive alerts due to a common
cause and for detecting clinical events with subtle manifestations. However, the covariance structure between physiological variables is sensitive
to the contextual information, and may vary significantly between patients.
The inter-patient variability is not addressed in the proposed method. The
method should be tested using additional clinical data to find directions for
further improvement.
Finally, a solution for artifact-removal is proposed for HR using a novel
hybrid median filter (Chapter 8) that utilizes the temporal and structural redundancy in the sensor network in the current clinical environment. Artifact
removal, as a fundamental challenge in physiological monitoring, requires
further investigation.
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The ultimate goal of intelligent physiological monitoring is to improve patient safety by providing decision-making support to the clinicians who are
dedicated to total care of the individual patient. In a topic so closely related
to the well-being of human subjects, every advance in the area of physiological monitoring should be validated using stringent evaluation. In the
following sections I propose potential future work that can be carried out
based on the methods proposed in this thesis. In addition, I discuss the issues of clinical testing, software design, and the ethical and legal issues that
a clinical-decision support system should address before clinical application.
Other subproblems in physiological monitoring Physiological monitoring is a multi-level task. Although this thesis has addressed one of the
most important subproblems in this task – trend-change detection and pattern recognition – subproblems at other levels of interpretation (see Figure 1.2 for more details) still need to be addressed. Finally, the solutions
to all the subproblems need to be integrated to build a complete clinical
decision-support system.
Artifact removal is a fundamental step for any physiological monitoring system. An appropriate artifact-removal solution should address three
issues: artifact detection, signal estimation, and artifact explanation. As
demonstrated in Chapter 8, artifact detection together with signal estimation is intended to improve the quality of input for the higher-level modules,
and consequently to reduce the uncertainty of final decision making. Artifact
explanation is intended to identify the underlying cause for artifacts, and
decide whether to trigger an alert. Artifact explanation is necessary because
some artifacts indicate device malfunction and may well deserve immediate
attention. In addition to HR measurements, measurement redundancy also
exists in other signals in the current clinical sensor network. For example,
gas flows sampled from the same breathing circuit must satisfy some mass
transfer equations. Utilizing the correlation between different variables is
a promising direction for artifact removal and signal estimation. For the
problem of artifact explanation, signal measurements alone might not provide sufficient information to determine the clinical relevance of artifacts.
Indeed, it may be necessary to utilize the contextual information and trend
dynamics of other variables in order, to derive a diagnostic interpretation of
the detected artifacts.
Semantic trend abstracts provide a solid basis for diagnostic inference.
It is desirable to integrate temporal abstracts with the expert knowledge
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commonly used in physiological monitoring (such as the critical threshold
for each variable) to derive alerts more relevant to clinicians. Clinicians
naturally comprehend information from all sources and make a final diagnosis/decision without clear recognition of the individual cognitive processes.
The early alerts may cause distraction or confusion to clinicians who are not
familiar with the concept of trend-change detection. We found in the preliminary clinical test that simply triggering an alert for every trend change
introduces a heavy cognitive load for anesthesiologists. To address these issues, we are developing a rule-based expert system. The system will be used
to fuse trend abstracts with the standard threshold-based alarm scheme to
provide alerts of higher clinical relevance [6, 39].
Although information integration is desirable, researchers need to decide
on the target level of interpretation for the final results. Increased automated
diagnosis may not necessarily provide better cognitive support and improved
outcomes. As a matter of fact, clinicians demonstrate obvious reluctance to
trust a decision-support system that produces specific diagnostic or therapeutic suggestions [13]. This attitude could reduce the user compliance
for a decision support system. Furthermore, some contextual information
required for diagnostic inference can only be obtained by manual input in
the current clinical setting. The increased workload counteracts the benefits
provided by automatic information processing.
Another concern for diagnostic inference is knowledge completeness. As
pointed out in Chapter 2, it is very difficult if not impossible to build a
knowledge reservoir for detecting all the potential clinical events. Biomedical researchers should work closely with clinicians to identify the clinical
subcategory in which a complete collection of clinical scenarios is relatively
easier to obtain.
Alert design and display The information extracted by the data interpretation methods needs to be transformed into some form and delivered
to clinicians. The efficiency of information expression and quality of information transmission influence the amount of relevant information that
clinicians can finally receive from a physiological monitoring system.
A multi-level alert system (the EWMA-Cusum method) usually triggers more alerts than a single-level alert system, and may increase clinicians’ cognitive load. The display of multi-level alerts is an important topic
that requires further study. Visual communication remains the predominant method currently used to relay information to clinicians. Our group
has been investigating the relatively under-utilized sense of touch to trans-
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mit information during physiological monitoring [11]. This tactile display
uses the body’s largest sensory organ, the skin, to provide subtle cues to
clinicians based on features extracted from the data. Compared with visual and auditory displays, alerts sent via tactile devices may not distract
from patient observation and do not disturb other individuals in the clinical
environment.
Clinical testing Extensive testing should be performed in the clinical
environment to evaluate the performance of every component of a physiological monitoring system. We have conducted preliminary testing to verify
the real-time performance of the proposed trend-change-detection methods,
as well as the efficiency of tactile display. More real-time testing will be
performed in the operating room to evaluate the combined performance of
the proposed trend-change-detection methods and the tactile display.
After a system is confirmed to be able to effectively detect and deliver
early alerts to a clinician, the next question is whether adopting such a system in the clinical environment can enhance situation awareness of the attending clinician, and eventually improve patient safety. Many human-factor
studies have been performed to prove the link between situation awareness
and patient outcomes [103, 136]. However, extensive clinical testing will be
needed to verify whether the alerts generated by our methods improve the
situation awareness of clinicians in the operating room.
Situation awareness in physiological monitoring refers to the perception
and comprehension of any change in the clinical environment related to the
well-being of patients, and the ability to evaluate a patient’s status based
on the perceived changes [43]. Situation awareness can be assessed using a
variety of approaches, including direct and indirect measures of performance,
mental workload measures, and analytical measures of specific aspects of
performance such as movement or communication [155]. In order to learn
whether the proposed methods improve the clinicians’ situation awareness,
we should first choose an assessment approach to measure the degree of
situation awareness. We can then perform clinical testing to compare the
degrees of situation awareness with and without the presence of early alerts.
Ethical and legal issues Significant ethical and legal obstacles will need
to be overcome before the work completed in this thesis can be adopted
in the clinical environment. The software implementation of the proposed
methods, iAssist, is currently in its prototype stage and is mainly used
for conducting preliminary clinical testing. iAssist could be converted into
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a fully-developed software product for use in clinical practice. Here we
discuss the ethical and legal requirements that a medical software product
should comply with, using the US Food and Drug Administration (FDA)
regulations as an example.
The Federal Food, Drug, and Cosmetic Act (FD&C Act) [2], defines a
medical device as: “an instrument, apparatus, implement, machine, contrivance, implant, in vitro reagent, or other similar or related article, including any component, part, or accessory, which is . . . intended for use in
the diagnosis of disease or other conditions, or in the cure, mitigation, treatment, or prevention of disease . . . or intended to affect the structure or any
function of the body”. According to this definition, a software implementation of any signal processing or decision-support system should be considered
as a medical device and should be subject to all the FDA medical device regulations and guidelines. The FDA groups medical devices into three classes
based on the level of control necessary to assure the safety and effectiveness
of the device [111]. These groups range from Class I, which has a minimal
potential for harm to the user, to Class III, which needs premarket approval.
Under the current FDA policy, , software devices are grouped depending on
the purpose of application into stand-alone devices and components, parts,
or accessories to a pre-existing medical device. The level of concern for a
software device is determined by its inherent risk, the degree of involvement
of human intervention, and the level of regulation of the parent device.
The level of risk involved with a physiological monitoring system is
mainly determined by the relevance of its outcomes to the diagnosis and
control of patient status. A system that contains built-in decision rules and
generates diagnostic suggestions, in the opinion of some experts, is a standalone Class III device [16]. However, if a system only removes artifacts,
and is only intended to be used as a supplementary module in an existing
physiological monitor, the system is subject to less restrictive regulations.
A software medical device differs from regular medical devices in many
ways. Software is often used to realize complex functions, and the implementation is often easy to change. It is difficult to test a software device
and keep track of its changes. The FDA currently requires a substantial
volume of documentation to be submitted and examined for a premarket
notification of a software product. Now the FDA is also considering Software Quality Audits (SQA) and certification as a replacement for premarket
notification [111], based on the belief that a well managed software life-circle
has an effect on the integrity of the resulting software system. Satisfying
independent third-party SQA standards, such as IEC 62034 [69] (to be recognized by FDA), may remove the obligation to describe the software processes
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in detail in regulatory submissions to the FDA [111].
In addition to the FDA regulations, there are other ethical issues, such
as patients’ attitudes toward the application of a decision support system.
Any issue that may influence patients, clinicians, or the clinical environment
during the planning, development, validation, and application phases of a
software device should be handled with extreme care.
It has been almost half a century since the first wave of research on automatic physiological monitoring emerged in the 1960s. Over the years, many
problems in physiological monitoring have been investigated and many solutions proposed to assist clinical decision making. The computational power
of a bedside monitor has increased to a level that makes advanced signal processing possible in the clinical environment. Moreover, the ever-increasing
healthcare burden has significantly increased awareness of the potential benefits of a clinical decision support system among clinicians, medical device
manufacturers, and the government. For all these reasons, we optimistically
anticipate the clinical application of more advanced physiological monitoring
systems in the near future.
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Appendices
I

Covariance estimation in the adaptive Kalman
filter

This appendix describes the Q-R estimation process used in the adaptive
Kalman filter in Chapter 5. Refer to [64] for more details.
Analytical formats of Q and R estimates The probability density of
(x0...t , y0...t ) is:
V (x0...t , y0...t |θ) = V (y0...t |x0...t , θ) · V (x0...t |θ)

(I-1)

where θ is (Q, R). Given the proposed DLM (5.1), the expectation of the
log-likelihood E in Equation (5.7) becomes:
t
f =− t+1
2 log |R| − 2 log |Q|
1 Pt
−1
− 2 k=0 tr{R (εk|t εTk|t + HVk|t H T )}
P
− 21 tk=1 tr{Q−1 (αk|t + F αk−1|t F T )} + o

(I-2)

where o represents terms independent of Q and R, tr denotes the matrix
trace, and

T

αk|t = x̂k|t x̂k|t + Vk|t ,
βk|t = x̂k|t x̂Tk−1|t + V(k−1,k)|t ,
(I-3)

ε = y − H x̂
k
k|t
k|t
with x̂k|t and Vk|t denoting the state estimate and the estimation error
covariance of xk , both conditional upon y0...t (k 6 t); V(k−1,k)|t denoting
E{(xk−1 − xk−1|t )(xk − xk|t )}.
Maximizing f with respect to Q and R, we get the analytical answer of
the Q and R estimates:

P
T
Q̂t = 1t tk=1 (αk|t + F αk−1|t F T − βk|t F T − F βk|t
)



|
{z
}


Lk|t
(I-4)
T
1 Pt

(ε
ε
+
HV
HT )
R̂
=
t
k|t
k|t

k=0
k|t
t+1


|
{z
}

Vk|t

157

I. Covariance estimation in the adaptive Kalman filter
Recursive update of Q and R estimates Substituting the recursive
realization of x̂k|t , Vk|t and V(k−1,k)|t into Equation (I-3) yields:

αk|t = αk|t−1 + Wk|t
β = βk|t−1 + Uk|t
(I-5)
 k|t
εk|t = εk|t−1 − HKt,k|t−1 εt|t−1
where Wk|t = M (t, k, k) and Uk|t = M (t, k, k−1), with
M (t, k, m) = Ka (t, k)εt|t−1 εTt|t−1 Ka (m, t)T − Va (t, k)H T Ka (m, t)T
+ Ka (t, k)εt|t−1 x̂Tm|t−1 + x̂k|t−1 εTt|t−1 Ka (m, t)T
− Va (t, k)H T Ka (m, t)T
Using Equation (I-4) we get:
(
P
γ }
Q̂t = 1t {(t − 1) · Q̂t−1 + Lt|t + t−1
Pt−1 k=1 k|t
(I-6)
1
R̂t = t+1 {t · R̂t−1 + Vt|t + k=0 χk|t }
where
γk|t = HKa (t, k)εt|t−1 εTt|t−1 Ka (t, k)T H T − εk|t−1 εTt|t−1 Ka (t, k)T H T
− HKa (t, k)εt|t−1 εTk|t−1 − HVa (t, k)H T Ka (t, k)T H T
and
χk|t = Wk|t + F Wk−1|t F T − Uk|t F T − F U T .
Since γ and χ vanish quickly as k moves away from t, a window T with a
size of 2-3 times the dominant time constant of the Kalman filter is applied
to finally get Equation (5.8).
Proof of Equation (5.5) Consider an augmented state vector [xt pt qt ]T
for t > k, where pt = xk , qt = xk−1 . The system model is:

 
   
xt+1
F 00
xt
I
pt+1  = 0 I0 pt  + 0 ζt
(I-7)
qt+1
0 0I
qt
0
The prediction error covariance matrix of the augmented state vector is
derived in a similar manner to the standard Kalman filter. One of the
p,q
matrix elements, Vt+1|t
, which indicates the cross-covariance of p̂t+1|t and
q̂t+1|t , is recursively updated by:
p,q
p,q
x,p T T
Vt+1|t
= Vt|t−1
− [Vt|t−1
] H [Ktx,q ]T

(I-8)

x,p T
Let Va (t, k) represent [Vt|t−1
] and Ka (k−1, t) represent [Ktx,q ]. As Vk,k−1|t =
p,q
Vt+1|t
, Equation (5.5) is confirmed. Equations in (5.6) follow the standard
Kalman filter iteration.
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II. List of physiological variables

II

List of physiological variables

Variable

Unit

Description

HR
HRecg
HRSpO2
HRabp
NIBPmean
NIBPdia
NIBPsys
MAP
BPsys
BPdia
MCVP
SpO2
SvO2
MVexp
RR(CO2 )
MVinsp
TVexp
TVinsp
Ppeak
EtCO2 (FeCO2 )
EtO2 (FeO2 )
FeAA
FeN2 O
FeN2
FiO2
FiAA
FiN2 O
FiN2

beats/min
beats/min
beats/min
beats/min
mmHg
mmHg
mmHg
mmHg
mmHg
mmHg
mmHg
%
%
ml
breaths/min
ml
ml
ml
mmHg
%
%
%
%
%
%
%
%
%

Number of heart beats per minute
HR from electrocardiogram monitor
HR from pulse oximeter
HR from arterial blood monitor
Noninvasive mean blood pressure
Noninvasive diastolic blood pressure
Noninvasive systolic blood pressure
Invasive mean arterial blood pressure
Invasive systolic arterial blood pressure
Invasive diastolic arterial blood pressure
Mean central venous blood pressure
Oxygen saturation of arterial blood
Mixed venous oxygen saturation
End tidal minute volume
Respiratory rate from capnograph
Inspiratory minute volume
End tidal volume
Inspiratory tidal volume
Peak airway pressure
End tidal concentration of carbon dioxide
End tidal concentration of oxygen
End tidal concentration of anesthetic agent
End tidal concentration of nitrous oxide
End tidal concentration of nitrogen
Inspiratory concentration of oxygen
Inspiratory concentration of anesthetic agent
Inspiratory concentration of nitrous oxide
Inspiratory concentration of nitrogen
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