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Abstract
Existing studies on time series and temporal trajectories focus on similarity matching and
indexing. In this thesis, we argue that for large collections of trajectories, it is useful to
provide the functionality of summarization. We envisage a multi-scale framework within
which the user is first presented with low-resolution summaries of the underlying
trajectories. The user is then allowed to "zoom in" to get high-resolution summaries.
We propose two types of summaries: s-summaries and p-summaries. Ssummaries are generated based on the probabilistic distribution of the trajectories in the
data set, essentially representing the more "typical" trajectories in the data set. In contrast,
p-summaries tend to be exhaustive in having every trajectory represented. Both types of
summaries rely critically on a summary structure we call a refinement matrix. For ssummaries, a binary tree of 2-dimensional refinement matrices is constructed for multiscale browsing. For p-summaries, only a single higher-dimensional matrix is needed. Our
experimental results show that: (i) the construction of these matrices at compile-time, (ii)
the generation of both types of summaries at run-time, and (iii) the refinement of
summaries at run-time can all be done efficiently. Finally, we show that the summaries
are robust. That is, even if the data set grows significantly, the summaries may not need
to be re-computed.
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Chapter 1
Introduction
The explosive growth of data in databases in recent years has led to an increased focus on
the process called data mining. Data mining, which is also referred to as knowledge
discovery in databases,

is a process of nontrivial extraction of implicit, previously

unknown and potentially useful information (such as association rules, constraints,
regularities) from data in databases [FPM91].
Focusing on one of the research areas in data mining, our research work in this
thesis summarizes large collections of temporal trajectory data in order to provide
decision support for users. A temporal trajectory is a time stamped sequence of length m
of the form ((q ,ti),-",(q ,t )))
l

m

m

,

with t < ... <t , and g.of arity k for all 1 < i < m.
x

m

Each pair0?,,?,)records the values of a vector of scalars at time r,. For example, if the
vector is of arity 1, we get a time series. For another example, if the vector is of arity 2 or
3, a temporal trajectory can be seen as the track of an object moving on a plane or 3dimension space. This kind of temporal trajectory becomes spatio-temporal trajectory. In
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this chapter, we describe the motivation, objectives, contributions, and outline of this
thesis.

1.1

Motivation

Temporal trajectory data are everywhere in our daily life. The simplest temporal
trajectory is a time series, which is ubiquitous. For example, financial firms deal with the
fluctuating prices and volumes of thousands of stocks within a given day; meteorologists
record daily temperatures of geographical locations; doctors keep track of patients' heart
rate. As there are countless huge collections of time series, there are also many large
collections of spatio-temporal trajectories, or higher dimension temporal trajectories. For
example, there are trajectory collections of cars moving in a city, airplanes flying in the
sky, or moving objects generated by motion tracking devices in surveillance applications.
Since we have such large collections of temporal trajectories, what are we going
to do with them, and can we mine something important from them? Before we answer
these questions, let us look at what research has been done in this area so far. As we will
discuss in detail in the next chapter on related work, most studies in this area focus on
temporal trajectory retrieval, especially in data indexing and similarity searching. That is,
given a target trajectory, find out its exact or nearest matching trajectory. In order to
search more efficiently, many studies propose to build an index based on the collection of
source trajectories. For many decision support applications, we believe that
summarization, as well as querying, is essential. Given a large collection of trajectories,
summarization can be used tofindtypical trajectories that can represent all the data. For
instance, an investor may want to know the typical trend of the stock prices in the
companies in the energy sector or telecom sector. For another example, a hockey coach
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may be interested in the typical ways in which the players of the opposing team defend
and attack. We believe that with typical representative trajectories, users can understand
more clearly the collection of trajectory data and then can make their decisions more
accurately.

1.2

Objectives

First, one of the main objectives of this thesis is to provide multi-scale summarizations.
As we know, different users have different interests; their requests for the time scale or
granularity of summarization differ. For example, one investor may only need the
monthly average stock price, while another investor may request the more detailed
weekly average stock price. Additionally, a single scale cannot fit all trajectories because
the characteristics of different types of trajectories may vary noticeably in magnitude and
length. Some trajectories may be very smooth such as ballistic trajectories; thus coarse
scale summarization is enough to describe them. However, some trajectories are very
irregular, and they need finer granularity. Therefore, a multi-scale summarization
framework is necessary. In particular, we envisage a framework within which the user is
first presented with low-resolution summaries (i.e., of a coarse scale). Then the user is
allowed to selectively "zoom in" or "drill down" to get higher resolution summaries (i.e.,
of a finer scale). Based on a hierarchy of scales, we in effect provide a space of multiscale summaries for the user to navigate and browse through.
In order to construct a space of multi-scale summaries, we propose to use wavelet
transformation. Wavelet transformation, also called wavelet decomposition, is a
mathematical tool that is easy to implement and efficient to construct. As will be
discussed in the background section of Chapter three, wavelet transformation owes its
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efficiency to the fast hierarchical decomposition algorithm. Performing wavelet
transformation on a source trajectory generates wavelet coefficients that are already
hierarchical in nature. Therefore, wavelet transformation can be effectively used in multiscale summaries.
The second objective of this thesis is, during summarization, not only to present
the typical trajectories that represent source trajectories, but also to provide the coverage
of each typical trajectory. That is, users will be able to discover the percentage of the
analyzed trajectories that are similar to one particular trajectory. With this piece of
coverage information, users can know how the trajectories are distributed and have a
clear understanding about them. Furthermore, if a user is interested in one group of
trajectories that are summarized by a typical trajectory, he/she can break down the group
further into smaller sub-groups and get more detailed information.
Third, we provide real life examples in order to argue for the naturalness of the
generated summaries. For 1-D trajectory summary, we use Fortune 500 companies' stock
data; while in 2-D trajectory summary, National Hockey League (NHL) player
trajectories are applied. Finally, other goals that we seek to accomplish through our
research are efficient summarization of higher dimension trajectories in addition to time
series, drilling down fast response time, and the maintenance of stable summarizations.

4

1.3

Contributions

This thesis makes the following contributions:
•

Refinement matrices
We propose a data structure called refinement matrix, M, for multi-scale
summaries. Every trajectory is mapped into an entry of M, based on its wavelet
coefficients in different levels/scales. An entry not only counts how many
trajectories are mapped in it but also sums up the particular level/scale wavelet
coefficients of these trajectories. The size of these matrices is very small
compared with that of the original data set.

•

Sampling-based summary and partitioning-based summary
We propose two different summary algorithms, sampling-based and partitioningbased summary algorithms that are called s-summary and p-summary
respectively. Both algorithms are based on the concept of refinement matrices
although the matrices they use are different. In s-summary, the user gets a
specified number of summary trajectories, each of which is generated by obeying
the probabilistic distribution of counts in the matrices. We show how we
construct a binary tree of 2-D refinement matrices, from which we generate
multi-scale summaries.
P-summary can generate a specified number of summary trajectories,
each of which represents a cluster of trajectories grouped together based on the
entries they are contained in. The coverage of each cluster, representing the
percentage of trajectories belonging to the cluster, is given as well. Instead of
using a binary tree of 2-D matrices in s-summary, we build a single, higher-
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dimensional refinement matrix in p-summary and show how to generate multiscale summaries at run-time. P-summary and s-summary are complementary with
each other. P-summary tries to cover every trajectory in the entire collection,
while s-summary only presents the most "typical" trajectory.
•

Higher dimension trajectory
We generalize the suggested algorithms from one dimension to higher
dimensions. As we know, wavelet decompositions do not scale up well with
respect to dimensionality. Nevertheless in this thesis, we avoid this weakness of
higher dimensional wavelet decompositions and demonstrate how we just apply
one dimension wavelet transformation to higher dimensional trajectories.

•

Efficiency and optimization
In many circumstances, a user may prefer an approximate answer in a short time
to an exact answer requiring lengthy computations. In this thesis, we propose an
easy but effective way to enhance efficiency significantly without loss of
accuracy in final summaries. Our preliminary experiment results show that our
algorithms are efficient. This efficiency is demonstrated by the compile-time of
constructing refinement matrices, and by the run-time of generating and refining
both types of summaries.

•

Stability
Stability means that the addition of trajectories to the data collection does not
require re-computation to find the new summaries. That is, the existing
summaries may be stable enough to represent the new trajectories as well. We
present experimental results to validate this claim.

6

1.4

Thesis Outline

The outline of the thesis is the following. Chapter 2 discusses related works. Chapter 3
introduces wavelet analysis. Chapter 4 presents s-summaries for time series, while
Chapter 5 considers p-summaries for time series. Chapter 6 shows how the proposed
algorithms can be generalized to deal with higher dimensional trajectories. Chapter 7 first
presents experimental results on efficiency of the algorithms, and then shows how a
simple optimization can significantly reduce the construction time of refinement matrices.
Finally, it shows the robustness of the summaries. The last chapter draws conclusions and
talks about future work.
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Chapter 2
Related Work
Temporal trajectories, especially 1-D time series, have attracted a number of research
studies in recent years. Most of these studies focus on temporal trajectory querying and
searching. Although several different methods have been proposed, most of them are
based on the idea of dimensionality reduction and spatial index access. In this chapter, we
will introduce several dimensionality reduction techniques, similarity measures, and
spatial index structures for time series querying and searching. Some works on time
series rules discovery, forecasting and classification are presented as well.

2.1

Dimensionality Reduction

The length of a time series defines the dimensionality of the time series. For example, a
time series of length 1000 has the dimensionality of 1000. Usually, the dimensionality of
time series data is high, but special access methods typically work only when the number
of dimensionality is low. This is why we cannot code the entire time sequence directly

8

into the index space. Dimensionality reduction is the solution to this problem by
extracting signatures of low dimensionality from the original sequences. Dimensionality
reduction methods vary in their ability to preserve the distances between the original and
the transformed sequences. If a method can preserve the distances, it can build an index
for the low-dimensional data in order to perform efficient searches, and at the same time
it can avoid false negative as well. There are several well-known dimensionality
reduction techniques such as Discrete Fourier Transform (DFT), Discrete Wavelet
Transform (DWT), Piecewise Aggregate Approximation (PAA), and Singular Value
Decomposition (SVD).

2.1.1

Discrete Fourier Transform (DFT)

Discrete Fourier Transform (DFT) can change a signal from time domain into frequency
domain. The basic idea of using DFT in time series search is to decompose the original
time series into Fourier coefficients, and then use the first few coefficients in index
searches. The key property of DFT is that the Euclidean distance between two signals in
the time domain and in the frequency domain is the same. This important property is
called Parseval's theorem.
In the literature, there are a number of studies using DFT in time series databases,
for example [AFS93, FRM94, ALS+95]. Agrawal et al. [AFS93] suggest using DFT in
dimensionality reduction of time series. Faloutsos et al. [FRM94], Rafiei and Mendelzon
[RM97, RM98, Raf99] offer extensions and modifications on [AFS93]. In [FRM94],
Faltoutsos et al. use a sliding window over the data sequence and extract its features by
DFT. The purpose of this method is to deal with the problem of subsequence searches. In
[RM97], Rafiei and Mendelzon extend DFT in time series searches, so that it can handle
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formulating operations such as moving average and global time scaling (i.e., globally
stretching, or shrinking, the time axis).

2.1.2

Discrete Wavelet Transform (DWT)

Wavelet transformation in some sense is similar to DFT, but they differ in several
important respects. One important difference is that wavelets are localized in time; this
property is very useful for multi-resolution analysis of the data. Like DFT, a Discrete
Wavelet Transform (DWT) also preserves the distance of Euclidean distance after
transformation. We will give a more detailed discussion on wavelet transformation in
Chapter Three.
There are many studies using DWT for time series indexing and searching. Chan
and Fu [CF99] first apply DWT in time series index. They propose to use Haar wavelet
transformation for dimensionality reduction, and index the first few coefficients of the
transformed sequences in an R-Tree for similarity searches. Their experiments show
DWT outperforms DFT in pruning power, scalability and complexity. Huhtala et al.
[HKT99] adapt Daubechies-4 wavelet, which is a second order wavelet. They illustrate
that the Haar coefficients reflect the local trend, while the second order wavelet
coefficients reflect a deviation from the local trend. In order to obtain a feature vector
with the desired properties, they suggest several steps for post processing, such as
omitting some wavelet coefficients, scaling the coefficients, and normalizing the feature
vector (i.e. scaled to Euclidean norm 1).
In a recent study, Popivanov and Miller investigate that a large class of wavelet
transformations (not only orthonormal wavelets but also bi-orthonormal wavelets) can be
used to support similarity searches [PM02]. They also discuss the effects of using
10

different kinds of wavelets on different classes of time series data. Apart from time series
searching, wavelet decomposition has been applied to various database operations,
including selectivity estimation [MVW98, MVWOO] and OLAP aggregation [VW99].

2.1.3

Piecewise Aggregate Approximation (PAA)

Piecewise Aggregate Approximation (PAA) is another dimensionality reduction
technique that divides each sequence into k segments of equal length, and then uses the
mean value of each segment to form a feature vector to represent the original sequence
[KCP+01, YFOO]. This method has several advantages. First, the computation itself is
faster than DFT, DWT, and other transformations. Second, it is easy to understand and
implement. Third, besides Euclidean distance, it can include other more flexible distance
measures such as weighted Euclidean distance. In [YFOO], Yi and Faloutsos show that
this method can use any arbitrary L norms (p=l, 2,
p

°°). Keogh et al. [KCM+01]

extend the idea of PAA to Adaptive Piecewise Constant Approximation (APCA). APCA
is similar to PAA, except that it allows arbitrary length segments. Thus, there may be
several short segments representing the regions with greatfluctuations,while there may
be fewer long segments representing the flat and featureless regions. This significant
feature enables APCA to have a smaller reconstruction error than that of PAA.

2.1.4

Singular Value Decomposition (SVD)

Singular Value Decomposition (SVD) is not only successfully used for indexing images
and other multimedia objects [KAA+98], but also for time series indexing [KJF97]. SVD
differs from the three other proposed techniques in the following important aspects. The
other three transformations are local, while SVD is global. DFT, DWT and PAA only
11

examine one data object at a time and apply a transformation. Every transformation is
completely independent of the rest of the data. However in contrast, SVD is a global
transformation. SVD examines the entire dataset and then rotates axes, so that the first
axis has the maximum possible variance, the second axis has the maximum possible
variance orthogonal to the first, the third axis has the maximum possible variance
orthogonal to the first two, etc. Therefore, SVD can achieve higher accuracy than other
transformations. However, this property is also a disadvantage for SVD, because it will
take more time to compute than the other three transformations.
In this thesis, we propose a wavelet-based approach on trajectory summarization.
Using wavelet fits the requirement of the summarization task in producing hierarchical,
multi-scale compression efficiently. Other dimensionality reduction transformations have
their own problems when applied to our domain. Singular Value Decomposition,
followed by truncation, could provide better summaries; however, SVD is far more
expensive than wavelet decomposition, and does not have an obvious multi-scale
structure. Discrete Fourier transformations are another natural choice for some data sets,
but are poor at representing and compressing data containing highly localized changes
and discontinuities.

2.2

Temporal

Trajectory

Querying

and

Searching
There is a vast body of literature on querying and searching on 1-D time series. Most of
these studies follow the classic method of indexing time series with multi-dimensional
index structures. In order to perform querying and searching, three key questions need to
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be answered. The first question is what time series similarity models we should choose.
That is, given two time series, X and Y, how can we determine whether they are similar or
not? Thus, we need to define a similarity measure (i.e., a similarity function Dist(X,Y))
for time series. According to different querying purposes, different time series similarity
measurement techniques have been proposed. Many studies use Euclidean distance as a
similarity measure, for example [AFS93, FRM94, CF99, Raf99]. Keogh et al. [KCPOO]
extend the Euclidean distance to weighted Euclidean distance. Yi and Faloutsos present a
method that can use any of arbitrary L norms (p=l, 2,
p

°°). Chu and Wong [CW99]

propose a definition of similarity based on scaling and shifting transformations. In recent
studies, some of the newer methods focus on more robust similarity measures, such as
moving averaging [RM98], time warping [PCY+00, KPC01], landmarks [PWZ+00], and
longest common subsequence measures [VKG02, HKT+02].
The second question is which technique is used for dimensionality reduction.
Most studies choose the four dimensionality reduction methods we have discussed in the
last section. The third question is what indexing structure is selected? The possible highdimensional index structures include R-trees [Gut84], its variants R+-trees [SRF87] and
R*-trees [BKS+90], VP-tree [Uhl91], SR-tree [KS97], M-tree [CPZ97], pyramid-tree
[BBK98], etc.
The indexing problem is related to the selections of similarity measures and
dimensionality reduction methods. In general, it is easy to build indices for simple
similarity measures but hard to construct indices for sophisticated similarity measures
[GD01]. Dimensionality reduction methods differ in the way they extract energy or
information from time series into feature vectors. Thus, different dimensionality
reduction methods may be sensitive to the number of features used in the similarity
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search [PM02]. If more features are indexed, the query precision will be higher, but the
indexing structure will be larger and the query will be less efficient. However, the
specifics of this trade-off will differ with different dimensionality reduction methods.
The primary concerns of the time series querying and searching studies are with
respect to whole or subsequence matching, exact or approximate searching, and indexing
schemes. However, summarization, our research interest, is a different operation than
retrieval. There is no target trajectory to begin with, and it is the duty of the
summarization task to examine every trajectory, and to identify or construct
representative summary trajectories.
A critical reader may observe that the spirit of indexing is to put similar time
series together. Thus, if there is an indexing structure constructed for a collection of time
series, the top level nodes of the structure may be viewed as multi-scale summaries.
However, there are a number of fundamental problems using indexing nodes as
summaries. First, as the indexing structure is designed for insertions and deletions, the
contents of the nodes are dependent on the order of time series being inserted. However,
it is desirable for summaries to be order-independent. Second, many indexing structures
such as R-tree and its variants are designed to be height-balanced. Third, when a node of
an indexing structure reaches its maximum capability, it will split according to various
node-splitting schemes. Thus, the contents of indexing nodes are dependent on various
artifacts desirable for indexing. However, these artifacts have no role to play in
summarization.
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2.3

Rules Discovering, Clustering and Classifying

Some other studies on time series are about discovering rules from time series,
classifying and clustering time series. The work by Das et al. proposes an algorithm to
discover association rules on time series [DLM+98]. The work by Last et al. [LKK01]
proposes a method based on signal processing techniques and the information-theoretic
fuzzy approach to knowledge discovery in time series databases. The study by Y i et al.
focuses on forecasting, discovering correlation and detecting outliers from co-evolving
time sequences [YSJ+00]. The study by Keogh and Pazzani focuses on classification and
relevance feedback for time series [KP98]. Finally, the work by Sheikholeslami et al.
develops the WaveCluster algorithm, which uses wavelets to cluster spatial data [SCZ98].
A key difference between WaveCluster and the proposed algorithm is on how wavelet
decomposition is used. In WaveCluster, data are first quantized into some feature space,
to which a wavelet transformation is applied. For the proposed algorithm, wavelets are
applied directly to the trajectories in the first step.
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Chapter 3
Background
Wavelet is a mathematical tool that can divide source data into different frequency
components, and then analyzes each component separately. Compared with traditional
Fourier analysis, which breaks down a signal

into sine and cosine waves with different

frequencies, wavelet analysis has advantages of handling multi-resolution and local
analysis, i.e. analyzes a localized area of a larger signal [Gra95, MOP96].
In wavelet analysis, scales or resolutions are very important when performing
wavelet analysis on data. When we look at a source data with a very large scale, we will
have a global view; while with a small scale, we will get a detailed view [RV91].
Wavelet analysis is used in many areas, including astronomy, acoustics, signal and image
processing, music, speech discrimination, human vision, etc. The following section
presents some background knowledge about wavelets and their uses in data analysis.
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3.1

Discrete Wavelet Transform

Before we talk about Discrete Wavelet Transform (DWT), let us have a look at
Continuous Wavelet Transform (CWT). We can view CWT as the sum of the signal
multiplied by scaled, shifted versions of wavelet function y/over all the time [MOP96]:
c(scale, position) = ^f(t)y/(scale, position,t)dt.

( 3.1)

The transformation result provides many wavelet coefficients c. If we multiply these
coefficients with the corresponding scaled and shifted wavelets, we have the constituent
wavelets of the original signal.
In practice, we do not use CWT in real-life applications, because calculating
wavelet coefficients at all possible scales is unnecessary. Actually, picking up only a
subset of scales and positions to compute can have a very good result. We choose scales
and positions based on powers of two, which is call dyadic scales and positions, and we
find the analysis result is much more efficient while it remains accurate as well. This is
what we want from the Discrete Wavelet Transform (DWT).
The DWT basis is a set of functions, which can be defined by a recursive
function
V (t) = 2 (2 t-k).
il2

hk

j

¥

(3.2)

Function y/(t) is called "Mother function," or "analysis wavelet". All the other functions
are dilations and translations of function y/(t) [Gra95]. In the above equation, the scale
index j specifies a wavelet's width, the location index k indicates its position, and 2!

/1

maintains the L (the space of square integrable functions) norm of the wavelet at
2

different scales. All the other functions are generated from mother function by different
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scales and translations, so they are very similar. Once the mother function is defined, we
can know everything about the DWT basis.
A signal f(t) in L (R) can be the combination of basis functions [SN96]. Thus it
2

can be represented by the following equation:

/(0 = X M 'V(2 'r-*).
C

2y

y

(3.3)

The two-dimensional set of c/,* above is called DWT coefficients. It can be calculated by
the following equation:

c

3.2

M

= ]/(0V0. (*)A.
t

(3-4)

Fast Wavelet Transform

An efficient way to perform DWT is using filter banks, which have a two-channel
subband coder [SN96]. This technique produces a very practical filtering algorithm that
generates a fast wavelet transform. Its main idea is passing a signal into a box and having
wavelet coefficients as output.
Let us first discuss one-stage filtering. For many signals, the low frequency
component is the most important part, because it gives the signal its identity. On the other
hand, the high frequency component provides some details about the signals. Let us use
the human voice as an example. A voice would sound different when we remove the high
frequency components of it, but we can still know what is being said. However, we will
hear gibberish if we remove enough of the low frequency components.
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For this reason, we talk about approximations and details in wavelet analysis.
The approximations are the high scale, low frequency components of the signal. The
details are the low scale, high frequency components. We illustrate one-stage filtering at
the first level decomposition:

Figure 3.1 Decompose a Signal At First Level
The original signal, S, passes through two complementary filters and emerges as
two signals, A and D. One problem of this operation is that it produces twice as much
data as the original signal. Introducing downsampling can solve this problem. This means
that every second data component of the output is thrown away. In Figure 3.2, the square
boxes with 'J.2' represent this downsampling procedure.

*2

I

2

—

—>

•

cA

cD

Figure 3.2 Decompose a Signal With Downsampling
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The approximation of the output can be further iteratively decomposed, so that
the signal is broken down into a lot of lower resolution components. This procedure is so
called multiple-level decomposition, and will have a wavelet decomposition tree that may
look like the following:
•He A,

*1cA

n

cD,

cA,
cD„

cD,

Figure 3.3 Wavelet Decomposition Tree
Theoretically, the decomposition can be continued indefinitely, but in reality, the
process will stop once the approximation only consists of a single sample. As a matter of
fact, user can choose a suitable number of decomposition levels, which is based on the
nature of the signal and the demand of the applications.

3.3

Multi-resolution

There is a connection between filter banks and wavelets. Actually, a "high pass filter" is
linked to the wavelet function y/(t), and a "low pass filter" leads to a scaling function <f(t)
[SN96]. Thus a scaling function is associated with the approximations of the wavelet
decomposition.
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At a specific level j, the wavelet functions are y/(2 t-k); the scaling functions are
j

<p(2 t-k); the time steps are V. The details and the average signal at level j are calculated
1

by the wavelets \f/[2't-k) and scaling functions $(2H-k) respectively. At level j, the average
and the details can be combined to produce a multi-resolution signal at the finer level j+h
signal at level j (local averages)
+

signal at lev el j+1

details at level j (local differences)
This is a multi-resolution construction for one signal. We can apply it to all signals and
have multi-resolution results for spaces of functions:
Vj = scaling space at level j
0

Vj

+1

= scaling space at levelj'+l

Wj = wavelet space at level j
Multi-resolution analysis provides a natural framework for the understanding of wavelet
analysis. We can illustrate multi-resolution in equations:
V =V ®W
jn

j

(3.5)

j

•/mux 1
—

v, =v. J=J,
e e w.
min

3.4

(3.6)

Wavelet Reconstruction

After the discussion of how a signal is decomposed, or analyzed by a discrete wavelet
transform, let us show how to reconstruct the original signal without loss of any
information by all wavelet coefficients. This procedure is called reconstruction or
synthesis. The mathematical manipulation that affects synthesis is called the Inverse
Discrete Wavelet Transform (IDWT).
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Wavelet analysis has to do with fdtering and downsampling, whereas the wavelet
synthesis is comprised of upsampling and fdtering. Although downsampling operation is
not invertible, we can make upsampling as close as we desire. Upsampling is to insert
zero between samples in order to double the length of a signal component. Figure 3.4
illustrates how to synthesize the original signal from wavelet coefficients. In Figure 3.4,
the square boxes with '|2' represent the upsampling operations. The filters (L' and H') in
Figure 3.4 are reconstruction filters, which are decided by how the source signal is
decomposed.
H'

PHJl
FT

t

2

->Lr

PHI
L'

Figure 3.4 Wavelet Reconstruction
Combining wavelet decomposition and reconstruction together involves
quadrature mirrorfilters[SN96]. It is a system that consists of low and high pass
decomposition filters (L and H), and their corresponding reconstruction filters (L' and
FT). Please refer to [SN96] for more details about how to design these filters.
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H
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2 IcD

t

2

-LrC
s

t

2

cA
Reconstruction

Decomposition

Figure 3.5 Wavelet Quadrature Mirror Filters

3.5

Haar Wavelet

The Haar wavelets, which have been known since 1910, are the earliest known example
of wavelets, and they are conceptually the simplest wavelet basis functions. In this thesis,
we focus on Haar wavelets.
At first, let us look at Haar scaling function <fl(t) and wavelet mother function y/(t).
They are defined as follows:
[1
0<f<l
</>(t)
10 otherwise.
1
W<t) = \-l

(3.7)

0<f<l/2
1/2 < f < 1

0 otherwise.
Their graphs are shown in Figure 3.6.
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(3.8)

t

Haar scaling function

of

Haar wavelet function

Figure 3.6 Haar Scaling Function and Wavelet Function
Haar wavelets are the fastest to calculate and the easiest to implement among
wavelet family. In order to illustrate how Haar wavelets work, we borrow a simple
example from [VW99]. Suppose there is a one dimensional "signal" of N-8 data items:
S = [2, 2, 0, 2, 3, 5, 4, 4].
We perform a one-stage wavelet transform on it at first. The signal is averaged, pairwise,
to get the new lower-resolution representation of data with values
[2,1,4,4].
In other words, the average of thefirsttwo values in the original signal (that is, 2 and 2)
is 2, and that of the second two values 0 and 2 is 1, and so on. Actually, the average
values are approximation components talked about in Fast Wavelet Transform section.
As described in Figure 3.2, the signal passes through a high pass filter (Haar wavelet
function in Figure 3.6) in order to get detail coefficients, which are the pairwise
differences of the original signal (divided by 2). That is, in this example, they are (2 2)12 =

0, (0 - 2)/2 = -1, (3 - 5)/2 = -1, and (4 - 4)/2 = 0.
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So far, we have decomposed the source signal at the first level, and the next step
is to perform transformation recursively on the averages, as showed in Figure 3.3. Table
3.1 shows the full decomposition:

Resolution Level

Averages (Approximations)

Detail Coefficients

3

[2, 2, 0, 2, 3, 5,4, 4]

N/A

2

[2, 1, 4, 4]

[0,-1,-1,0]

1

[3/2, 4]

[1/2, 0]

0

[11/4]

[-5/4]

Table 3.1 A Sample Haar Wavelet Decomposition
After wavelet transformation, the original signal now can be represented by
wavelet coefficients
S = [11/4 | -5/4 | 1/2,0 | 0,-1, -1,0],
in which the first entry is overall average of the original signal, and others are detail
coefficients in the order of increasing resolution.
In practice, the detail coefficients at each level of the recursion are normalized.
The coefficients at lower resolution carry higher weight than the coefficients at higher
resolution. The benefit of this normalization is to let a large number of coefficients turn
out to be very small in magnitude and let the first several coefficients have the majority
of the energy of the source signal. The coefficients are normalized by multiplying each of
them by vV ' , where L is the maximum resolution level (in our example, it is 3) and I is
-
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the resolution level at which the coefficient appears (7=0 corresponding to the "coarsest"
resolution level). Therefore, the "new" coefficients become:
I -5

5 = [ 1 1 V 2 / 2

V2/2

I 1, 0 I 0 , - V 2

, - V 2

,0].

The length of original signal in this example is 8, if there is a time series data
whose length is 2", its wavelet coefficients after wavelet transformation are:
[0
S

I 0,0 I 1,0' I,1
C

C

C

I 2,0' 2,1' 2,2' 2,3 I" ' I
C

C

C

C

C

n - 1 , 0 ' "

'

C

n

-1,2""'-J

'

The first coefficient s is the overall average of the original time series data, and
0

it is followed by the detail coefficients of different resolution levels separated by "|".
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Chapter 4
S-Summaries for Time Series
In this chapter, we will discuss s-summaries, in which summaries are based on sampling.
We will present how to build a binary tree of refinement matrices, how to generate
summaries from the binary tree, and how to retrieve multi-scale details. At the same time,
a detailed example based on the stock data of Fortune 500 companies will be given, and
the evaluation of our method will be shown.
Before we start to discuss s-summaries, let us talk about what motivates us to
propose s-summaries. Given a large collection of time series, if a user wants a sample
time series, he/she can simply randomly pick one from the time series database. However,
the randomly drawn time series may not typify the underlying data very well. How can
we do better? In order to provide better "typical" sampling time series, first, we group
the similar time series together, and then sample a time series based on the probabilistic
distribution of the sizes of the groups.
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Figure 4.1 A Binary Tree of Wavelet Coefficients

4.1

Transforming the Data by Wavelets

The first procedure is to perform Discrete Wavelet Transform (DWT) for each time series
source data. Given a time series 7, whose length is 2", we get its wavelet coefficients after
DWT:
[•^0 l 0 , 0 I 1,0' 1,1 I 2 , 0 ' 2 , 1 ' 2 , 2 ' 2 , 3
C

C

C

C

C

C

C

I " " I n-\,0' n - l , i ' ' " ' „~i 2 ~'-1 ^
C

C

n

C

t

The first coefficient s' is the overall average of the entire time series 7). In this thesis we
0

do not care about this coefficient, because it only affects the average of a source time
series and has nothing to do with the shape of it. In fact, when we re-construct a time
series from its coefficients (i.e., IDWT), we set s' = 0 . From the multi-resolution
0

property, we know the first detail coefficient c' represents the coarsest outlook of the
0Q

whole source time series. We define it as level-0 coefficient. The next level, meaning one
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Notations

L

Meanings

N

The number of trajectories

2"

The (padded) length of each trajectory

K

The finest level for browsing

;,o' j,i'

' -, >-i

c

c

J

2

*

j,» '

t

The set {c'

J.u

C

L

The level-/ wavelet coefficients of trajectory T
\l<i<N}

ju

The left and right refinement matrices with rows corresponding
to c* in both matrices

j.u

R

u

The entire p-th row of matrix L

Lj, [p, *]

jiU

u

m

The number of bins in a matrix

j.u

A sampled value for c when an s-summary is being generated

£

jtU

Table 4.1 Summary of Notations

scale finer, is level-1 coefficients cj and c\,, which can provide more details for the first
0

half and second half time series respectively. The higher resolution level-2 coefficients,
c

2,o 2,i 2,2
c

c

ar,

d 2,3'
c

a r e

responsible for each quarter of the time series, e.g., c'

describes the first quarter time series, c'

20

2{

describes the second quarter time series. Other

level coefficients can provide higher resolution as well, but in practice we do not use all
of them. We define level-/: to be the finest level for browsing multi-scale summaries. The
value k is pre-determined, for example, by the available space. Therefore, for each time
series, we only keep its level-0 to level-/: coefficients and discard the rest.
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Actually, we can organize the first k+l levels of coefficients in a binary tree
format, as showed in Figure 4.1. It is worthwhile to note the following things from Figure
4.1:
•

For the level j, where 0 < j < k, there are 2M coefficients:
c'

•

c' ••• c'

For a "parent" coefficient c' in level-/, where 0 < u < 2 '-l, it has two
/

ju

"children" c'

j+i 2u

and c'

j+u2u+l

in level-(/'+l). We call them left child and

right child of c' . For example, the left and right children of cj are
ju

0

c' and c' , respectively.
20

2

For simplicity, when there is no need to specify a time series T we use the
h

notation c

ju

to denote the entire set {c' \ 1 < i < N) of coefficients. We summarize the
ju

symbols used in this thesis in Table 4.1.

4.2

Building

a Binary

Tree

of Refinement

Matrices
The next step after the wavelet transformation is performed is to build a binary tree of
refinement matrices. Recall that the "parent" coefficient set c* at level-;' has two
u

"children" coefficient sets c*

+i2u

and c*

+12u+l

at level-(/+l). We use these three

coefficient sets to build two 2-dimension matrices. One matrix is called left refinement
matrix, the other is called right refinement matrix, and we denote them as L

and Rj

jiU

u

respectively. The rows of these two matrices both correspond to parent set c* . The
u

columns of the left matrix L correspond to left-child coefficient set c*
jM

columns of the right matrix R correspond toright-childcoefficient set c*
Ju
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+12u

, and the

+12u+1

.

Let us discuss in more details these refinement matrices. As we know, there are N
values in coefficient set c* . One method to summarize them is to put them into m bins.
u

In each bin, there is an average value, which is the average of all coefficients in this bin.
Therefore, there are m average values, and they represent N original coefficients. In order
to have best representative quality, the error of the m average values with the source
coefficients should be minimized. In other words, we have to find optimal bin boundaries
for the N original coefficients. In this thesis, we use the dynamic programming algorithm
developed by Jagadish et al. [JKM+98] to find them. Similarly, we find m optimal bins
for the left-child coefficient set c*

+12u

. Because the two coefficient sets are different, the

optimal bin boundaries of parent set may be very different from those of left-child set.
Having two sets of bins from parent set c* and left-child set c*
u

, we can

+l2u

build left refinement matrix L . We define the rows of the matrix L
jiU

jiU

by the m bins of

parent set c , and the columns of matrix L, „ by the m bins of left-child set c*
ju

+12u

. Thus,

left refinement matrix L,„ is an mxm square matrix. The entry Lj \p, q] (where 1 <p, q
1

U

< m) not only counts the number of time series whose coefficient c'j is in the p-th bin
u

and whose coefficient c*

+12u

is in the q-th bin, but also calculates the sum of c*

+l2u

of

these time series. Actually, we define the matrix entry as a structure, which is showed as
follows.

2

typedef struct {
int

count;

//count how many time series in this entry

float

sum_column; //sum for the coefficient from column

} entry_2D;
In general, the matrix is not necessary to be square, because the number of bins may vary from
one coefficient set to another. For simplicity, we ignore this generality here.
Actually, entries in matrix Lo are different from those of other matrices. Because we need one
1

2

0

more attribute, sum_row, to compute the sum offirstcoefficient c' .
nn
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Figure 4.2 An Example: OGE

The right refinement matrix R is defined similarly. The entry Rj, \p, q] counts
jiU

u

the number of time series whose coefficient c'j is in the p-th bin and whose coefficient
u

*+i.2u+i *

c

sm

t n e

9" bin, and calculates the sum of C *
m

+ 1 2 h + 1

of these time series.

Hereafter, we use the notation R [p, *] to denote the entire p-th row of the matrix.
j]U

EXAMPLE 4.1. Let us consider a real-life case study - closing stock prices of
Fortune 500 companies, ln Figure 4.2, we show the closing stock prices of a particular
Fortune 500 company named Oklahoma Gas and Electric (OGE) for 256 trading days.
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Figure 4.3 A Binary Tree of Refinement Matrices

Apart from the original time series, the wavelet-transformed series at various levels are
shown as well. For example, the four quarters of triangles display transformed series of
2-level coefficients, level-0 and level-1. These four quarters correspond to (i) (co,o+

Ci o);
t

(ii) (co,o- cj o); (iii) (- c ,o+ CJJ); (iv) (- co,o- CIJ) respectively. To go one level further,
t

0

each of the four quarters is divided into two dot lines by adding or subtracting 02,0, C2,i,
C2.2, C2,3 respectively.
Figure 4.3 shows a part of a binary tree of refinement matrices for Fortune 500
companies. The root of the tree has two children matrices: L ,o and R o- All thefirstdetail
0

coefficients of500 companies are in set c ,

0t

and they are put into 10 optimal bins, which

00

correspond to the rows of both matrices Lo o and Ro,o- Similarly, we find 10 optimal bin
t

boundaries for set c, and C, , and let these two sets of bins correspond to the columns
{

0

of matrices L o and R o respectively. For specific company OGE, it is mapped into the
0i

0}
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Algorithm BuildTree (k, m) {
II wavelet transformation
(1) for each time series T, (1 < i < N)
obtain its wavelet coefficients to level-/:
t 0,0 I l , 0 ' l,\ I 2 , 0 ' 2 , l ' 2 , 2 ' 2 , 3 I ' " I k,0' k,l'' " ' k,2 -1 ^
C

C

C

C

C

C

C

C

C

C

k

// perform binning on coefficient sets
(2) for 0 <j < k
for each of the 2 -l coefficient sets c* , c*,, • • •, c , _
/

0

2

1

perform optimal binning to find m bins
// form the binary tree of matrices
(3) for each time series T( 1 < i < N)
for 0 < j < k - 1
for 0<u< 2^-1 {
increment Lj, [b\r\(c' ), bin(c^ )]
u

ju

+12u

increment R [bm(c' ),
lu

add c'

J+lt2u

a

}

d

d

c

)]

J+l2u+l

toL [bin(c^J, bin(c^ )].sum_column

; i,2«+i
+

bm(c'

Ju

/u

+Ii2l(

j.u[bin( c' ), bin(c'

R
t

0

jM

j+l2u+i

)].sum_column

} // end of loop

Figure 4.4 Algorithm for Building a Binary Tree of Refinement Matrices

entry Lo,o[4, 4], which is circled in the figure. There turn out to be 45 companies in the
same situation. For matrix R ,o, OGE is contained in Ro,o[4, 6]. Finally, it is worthwhile
0

to note that for every company, it is mapped into the same row number in the two
matrices. That is why the row sums for the corresponding rows are always the same
between the two matrices. For example, the row sum for the first row for both matrices is
9, and that for the second row is 37.

To go one level further, let us consider the two matrices, which are the children
ofRo.o- They are LJJ and Rij. The rows of both matrices correspond to 10 bins for set c,,.
Since OGE is contained in Ro,o[4, 6], the CJJ coefficient of OGE is in the sixth bin. This
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necessitates OGE to be found in the sixth row of Lij and RJJ. As it turns out, OGE is
contained in L\ j[6, 6] and Ri,i[6, 5].

This example only shows two levels of a binary tree of refinement matrices.
Actually, we repeat the procedure above to build matrices until we reach level k, the
finest level for browsing. Figure 4.4 shows a skeleton of the algorithm for building a
binary tree of refinement matrices. We use the notation bin( c' ) to denote the bin c'
ju

ju

coefficient is mapped to.

4.3

Generating Multi-Scale S-Summaries

After building a binary tree of refinement matrices, the next step is to generate multiscale s-summaries. Let us start from the root of the binary tree. First, we calculate every
row's sum in matrix Zo , then based on the probabilistic distribution of these row sums, a
i0

random row number p is selected. Second, we choose a random entry based on the
distribution of values in the row Lo,[p, *]. Let us assume this random entry is Lo,[p, qi]0

0

Third, the average coefficient values of c

00

and c

10

in the entry Lo [p, qi] are
fi

calculated. Similarly, based on the distribution of values within the row Ro^lp, *], we
3

pick a sampled entry Ro,o[p, qi], then and we get c,, from it. We perform inverse wavelet
transformation with these three sampled coefficients, c , c and c,,, and generate a
00

10

sampled time series of 2 levels.

3

Recall the entry's data structure in matrix Lo, . c
0

00

and c, can be computed as follows:
0

c =Lo,olp, <7i].sum_row / Lo^lp, <7i].count, c, = A),o[p> <?i].sum_column/ Lo [/>, <7i].count.
00

0

]0
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Figure 4.5 Sample S-Summary for Fortune 500 Stock Charts

The user can travel down one level in the tree of refinement matrices in order to
acquire additional level details. The previous sampled value c
Li,o[c , *] in the left-child matrix and the row R [c ,
4

10

u0

l0

10

points to the row

*] in the right-child matrix. A

random entry is selected from each of these two rows based on the distribution of the
values in the corresponding row. This step can refine the first half of the s-summary. For
the second half, a similar process applies to the rows L^fc,,, *] and R\,\[c , *]. Thus,
ll

4

Strictly speaking, we should write Li, [bin(c, ) , *]• But given the 1-to-l correspondence
0

0

between c, and bin( c, ) , we simplify our notation and write simply L [ £ , *]•
0

0

lt0
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lQ

Algorithm GenSSurnmary (u) {
II generate u s-summaries
for 1 < i < u {
based on the row sums of Lo,o, randomly select row p
based on the distribution of values in Lo.ob?, *]>
randomly select column q\
(re-sample if this entry has been-selected previously)
calculate c and c from entry Lo, [p, q{\
based on the distribution of values in R lp, *],
randomly select column q
(re-sample if this entry has been selected previously)
calculate c from entry R [p, q ]
perform IDWT with these sampled coefficients to get a series
} //end for-loop
00

x0

Q

0fi

2

M

0i0

2

Figure 4.6 Algorithm for Generating S-Summaries

altogether four more sampled coefficients are obtained, corresponding to c , c , , c
20

2

2

and c respectively. They are used to refine an s-summary into level-2.
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EXAMPLE 4.2. Consider the binary tree of matrices in Figure 4.3. Suppose in
this example every time a randomly sampled entry happens to have the largest value
among all the entries to be sampled. In matrix L o, the 4 row, with the largest row sum,
TH

0i

is picked, and then the entry L [4,
0FI

4] is selected with largest count 45 within the row

Lo,o[4, *]. Similarly, the entry Ro,o[4, 6] within the row Ro,o[4, *] is chosen with largest
count 37. These two sampled entries can be used to generate an s-summary to two levels.

Now we drill down this s-summary one level. Entry Lo o[4, 4] points to the 4 row
TH

t

of matrices Li and Rio- Thus the entry with count 44 is picked within row L 14,
10

0

*], and

the entry with count 58 is picked within row Ri,o[4, *]. Similarly, entry Ro,o[4, 6] points to
the 6 row of matrices LJJ and Rij, and thus entry Lu[6, 6] and entry Rij[6, 5] are
TH

37

Algorithm DrillDown (ST, j) {
II ST is an s-summary of level-;'
forO^H^-ll
based on the sampled coefficient Cj of ST,
u

identify the rows L [ c ._ , *] and R r
ju

K

based on the distribution of counts in L

J:U

randomly select c .

/ v

*],

+ 1 2 u

based on the distribution of counts in R

ju

randomly select c -

,*]

j:

r

*],

+lj2u+1

} //end for-loop
use all these newly sampled coefficients to refine ST
}

Figure 4.7 Algorithm for Refining an S-Summary

selected. With these four additional entries, we have four sampled detail coefficients,
which are used to refine the s-summary into three levels. The resultant s-summary is
shown in Figure 4.5 (a). Notice how much it resembles the three levels time series of
OGE in Figure 4.2 and 4.5 (b). It also resembles the three levels time series of another
two Fortune 500 companies with the ticker symbols SLE and WEC in Figure 4.5 (c) and
(d). In general, while the s-summary in Figure 4.5 (a) may not be identical to the time
series of any company, it resembles many time series contained in the nearby entries of
the refinement matrices.

If another s-summary is to be generated, the same randomization process is
repeated. However, in order not to generate the same s-summary again, we do not pick
the previous chosen entries. Figure 4.6 and 4.7 show skeletons of the algorithms for
generating u many s-summaries and for drilling down a given s-summary one level. For
generating s-summaries, the default level can be changed; we use the level-1 for
simplicity of presentation.
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4.4

Evaluation of S-Summaries

In order to evaluate the s-summary algorithms, we discuss three issues: the quality, space
consumption and efficiency of the algorithms. For quality problem, Figure 4.5 shows the
quality of s-summaries is very reasonable, since the generated summary is very similar to
the real stock time series. Furthermore, let us analyze the quality of s-summaries in aspect
of probability. The normalized count in the matrices can be used to indicate how
representative the s-summary is. For example, for the two levels s-summary discussed in
Example 2, there is a 45/114 (114 is the row sum of the fourth row of Lo,) chance for the
0

specified entry in Lo to be chosen, and there is a 37/114 chance for the particular entry in
fi

R

0fi

to be selected. Assuming probabilistic independence, the combined degree of

representation of the generated s-summary is: 45/114 x 37/114 = 0.128.
To go one step further, a degree of "neighborhood" representation is defined as
follows. Instead of just using the normalized count of the selected entry, we include the
normalized counts of the immediate neighbor entries of the selected entry. That is, the
counts of the immediate left and right entries of the selected entry are also considered.
For example, in Lo , the entries next to the count of 45 are 15 and 17. Similarly, in R ,o,
i0

0

the entries next to the count of 37 are 11 and 30. Thus, the degree of neighborhood
representation is: (15 + 45 + 17)7114 x (11 + 37 + 30)7114 = 0.462. These two degree of
representation figures help to qualify for the user how much a generated s-summary
typifies the underlying data. Although the quality analysis here is about one specific
example, because s-summaries are generated based on probabilistic distribution of counts
in the refinement matrices, they are more representative than a directly randomly drawn
time series from the time series database.
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The next issue is about the space consumption of the matrices. Given N time
series, each of length 2", the total space to store all of them is N x 2". In contrast, if the
most detailed level is k, then the height of the binary tree of refinement matrices is k.
There are (2 - 2) refinement matrices, and the size of each matrix isra ,whererais the
k+l

2

number of bins/rows/columns. Thus, the total size of the tree is ra x (2 - 2). Because
k+l

ra and 2
2

k+[

are intended to be much smaller than N and 2" respectively, the total size of

the tree is much smaller than the data set size. For example, if there are N = 1,000,000
time series, each of 2 , the size of the entire data set is 1,024 million. If we take m = 100,
10

each matrix has 10,000 entries. If the most detailed level k is 5, there are 2 - 2 = 62
6

matrices in the tree. Thus, the total size of the tree is well below 1 million. In practice, the
value ofrais chosen based on N, and the value of k is decided by the amount of available
space.
The last problem to be concerned with is the efficiency of the algorithm. From
Figure 4.6 and 4.7, it should be clear that it takes little CPU time to generate and refine
sampled time series. This is because the generation and refinement processes do not
involve source data, but only the matrices. The remaining question about efficiency
relates to building the binary tree of refinement matrices. We will defer the discussion of
this issue to Chapter 7.
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Chapter 5
P-Summaries for Time Series
In this chapter, we will discuss another type of summaries. We call them p-summaries,
because they are based on partitioning. We first explore why p-summaries are necessary
and complementary to s-summaries. Then we consider building a different refinement
matrix, which is a 3-D matrix, from s-summaries. From the 3-D matrix, we show how to
generate and refine summaries.

5.1

Motivation for P-Summaries

In order to generate an s-summary, we pick coefficients from the left and right matrices
Lj and R for 0 < u < 2 M . The generated summary is then pieced together essentially
>u

ju

from these coefficients. To calculate a degree of representation, we rely on the
independence assumption. Thus, for one particular summary, it does not have the exact
count of time series that are represented by it. This is the consequence of storing only 2-D
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matrices. One motivation of p-summaries is to have more exact counts, and not to rely on
estimation.
S-summaries intuitively represent the more "typical" time series in the data set.
The higher the count of an entry, the more likely this entry is selected. S-summaries do
not attempt to exhaustively represent all the possible time series in the data set. One
motivation of p-summaries is for the entire collection of p-summaries to maximize
representation or coverage. Specifically, p-summaries are constructed so that they
together cover every time series in the data set. Thus, one can view s-summaries as local,
and p-summaries as global.
We are pointing out the salient features of p-summaries, but we do not believe
that p-summaries are more useful than s-summaries. We believe that they are
complementary, since they emphasize different views of summarization. S-summaries
give the most probable/typical time series, whereas p-summaries cover every time series.
Throughout the remainder of this thesis, more comparisons will be given.

5.2

Building the 3-D Refinement M a t r i x

Recall that all the refinement matrices in the binary tree for s-summaries are 2-D. For
example, among the three coefficients of a time series c' , cj and cj,, we record the
00

0

pair c' , cj in the left-child matrix Lo, . and the pair c' , cj, in the right-child matrix
0o

/?o,o-

0

0

00

However, these two pairs do not completely capture all the information encoded in

the triplet. If we consider the triplet as a point in a 3-D space, then each of the two pairs
represents a projection on a 2-D subspace. As such, there is a loss of information. In
computing the degree of representation of an s-summary, we rely on the independence
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Algorithm Build3DMatrix (k, m) {
II wavelet transformation
(1) for each time series 7,(1 < i < AT)
obtain its wavelet coefficients to level-/:
[ 0,0 I 1,0' 1,1 I 2,0' 2,1' 2,2' 2,3
C

C

C

C

C

C

C

I'" I fc,0' k,\'" '' fc,2* _) 1
C

C

C

// perform binning on the first three coefficient sets
(2) for each of the three coefficient sets c* , c,* , c*,
Q0

0

perform optimal binning to find m bins
// form the 3D refinement matrix RM
(3) for each time series 7) ( 1 < / < N) {
let vv be the entryftM[Z?m(Co ),bin(c[ ), bin(c[ )]
0

fi

{

increment w.count
forO<j<k, a n d 0 < « < 2 - l
addc^ to w.wavecoeff\j,u\
}// end of loop
/

u

}

Figure 5.1 Algorithm for Building a 3-D Refinement Matrix for P-Summaries

assumption. However, we have no particular reason to believe that the independence
assumption is always valid.
To keep count information as accurately as possible, generation of p-summaries
is necessary. This activity involves the generation of a 3-D refinement matrix. The three
dimensions of the matrix correspond to the first three detail-coefficient sets respectively.
That is, one dimension corresponds to m bins of set c* ; another dimension corresponds
00

to m bins of set c* ; the last dimension corresponds to m bins of set c*j. Thus, we have
0

an mY.mY.rn 3-D refinement matrix. Then each time series is mapped into this 3-D matrix
by its triplet coefficients c' , c,' and c\ . Thus, the count information kept in each
Q0

0

x

entry is exact, and there is no projection involved. Figure 5.1 shows a skeleton of the
algorithm. Step (1) here is identical to that in Figure 4.4 for s-summaries. Step (2)
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focuses on binning the three coefficient sets. However, step (3) requires further
explanation.
In order to provide multi-scale summary, we keep all coefficients from level-0 to
the finest level-A:. Like s-summaries, the entry in p-summaries is a composite data
structure, which is defined as follows:
typedef struct {
int

count;

//count how many time series in this entry

float

wavecoeff [TOTAL_COEF ];
5

//sum for coefficients

} entry_3D;
The 3-D entry not only contains a count field, but it also contains an array called
wavecoeff of all the coefficients from level-0 to the finest level-A:. As shown in the above
data structure, this array is 1-D during implementation. But in order to simplify
presentation, we represent this array as a 2-D array in Figure 5.1, so that the entries in the
array are accessed level by level. In other words, wavecoeff \j,u] is the wavelet coefficient

When two time series T Tj are mapped into the same entry in the matrix, an
h

obvious question to ask is whether c'

20

is kept separately from c[ . If we were to set up
0

an indexing structure, the answer would be positive. However, the purpose here is for
summarization. Thus, the two different coefficients are aggregated. In other words, if
there are w time series that are mapped to the same entry, then wavecoeff [j,u] does not
keep a list of the w c „ coefficients. Instead, these coefficients are summed up. As will be
;

TOTAL_COEF is the total coefficient number from level-0 to level-it. For example, if k = 5,
TOTAL_COEF is 2 -1=63.
5

5+1
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discussed shortly, when a p-summary is generated, the average value of these coefficients
is used.
Before we discuss the generation of p-summaries, we should mention another
issue - namely, why just 3-D? The next possibility is 7-D, i.e., four more coefficients
would be included when we expand from level-1 to level-2. Indeed, the above data
structure and algorithms can be generalized to 7-D, 15-D, etc. The higher the
dimensionality, the more exact the information that is encoded. The price to pay, however,
is efficiency. In Chapter 7, preliminary experimental results will show that 3-D represents
a fine compromise, 7-D is still feasible, but 15-D is impractical.

5.3

Generating Multi-Scale P-summaries

Recall that the intent of p-summaries is for them, as a collection, to maximize coverage.
Specifically, if a user requests u many p-summaries, we aim to generate these psummaries:
•

to group the entries in the 3-D refinement matrix into u partitions, and

•

to cover as many entries in the 3-D refinement matrix as possible.

In order to do so, we define a threshold a first, and transform the 3-D refinement matrix
RM into RM . If the count in an entry RM[ij,k] is bigger or equal to a, we set RM<Jiij,k]
a

to 1, otherwise we set RMdij,k] to 0. (We also call an entry RMJ[ij,k] colored or
uncolored if RMdij,k] is 1 or 0.) Then wefindthe connected components of entries of 1
in RM . A connected component is formed by connecting all adjacent entries, until it
a

cannot be grown further. Figure 5.2 shows a skeleton of the algorithm.
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Algorithm GetConnectedComp (a) {
II w is the number of connected components found
// form RM
(1) for each entry RM [ij,k] in RM {
if RM [ij,k]>a {
set RM [ij,k] to 1
put the entry's ID [ij,k] into list colored_entries_list
a

a

)

else set RM [ij,k] to 0
a

}

// find all connected components in RM
(2) repeat {
increment w
remove an entry's ID from colored_entries_list
create a new list clusterjist, and add the removed ID into it
repeat {
get an entry's ID [ij,k] from clusterjist
for each possible adjacent neighbors of the ID [ij,k]
if the neighbor is also colored (its value in RM is 1)
remove the neighbor from colored_entries_list,
and reset its value in RM to 0
} until all IDs in clusterjist are visited
} until colored_entriesJist is empty
(3) return w
a

a

a

}

Figure 5.2 Algorithm for Getting the Number of Connected Components

One question so far is how to pick a to get the user suggested number of psummaries. To do so, it is important to understand how the number of connected
component (denoted as w in Figure 5.2) varies with the threshold a. Let us investigate the
complicated relationship of or and w:
•

Let us begin from the extreme case when a is bigger than the largest count in
RM, then all the entries in RM are 0. Thus there are no connected
a

components. When a is reduced to the largest count in RM, at least one entry
in RM is 1. Thus there is at least one connected component. When a is
a
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Figure 5.3 The Relationship of or and w

reduced further, the number of connected components may tend to increase,
as there are more 1 entries in RM . Eventually, the increase in 1 entries is
a

offset by the 1 entries getting connected into the already existing connected
components. Thus, there is a maximum number of connected components.
Let the corresponding a value be cw^. Beyond that point, as a is reduced
further
•

from cw, the number of connected components is reduced further.

While the above description illustrates the general trend, the exact
relationship between w and a can be more unpredictable. For example, when
cc > cCmax, while an increase in a typically causes a reduction in w, there may

be instances when the contrary happens.
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Algorithm GenPSummary (u) {
II initialization
(1) initialize v to u and W

max

to 0

collect and sort all the positive counts in RM
let V denote the number of such counts
// heuristic search of a
(2) repeat {
set a to the v-th largest count in RM
call GetConnectedComp(O') to find all the connected components
let vv be the number of connected components found
max

if (W
if (W

max

m<u

< w) set W
< u)

max

to vv

increment v by (u - W )
} until (W > u) or (v > V )
II assign remaining entries to the nearest component
(3) for each entry in RM not included in any of
the W connected components
assign the entry to the nearest component
// generate W p-summaries
(4) for each of the W connected components {
identify the triplet c,o, t \ , C i , i associated
with each entry in the connected component
compute the weighted averages of c,o, c o, c over all
the entries in the connected component
use these three coefficients to form a series
} // end for loop
max

max

max

max

max

mwc

0

0

0

)t

ltl

Figure 5.4 Algorithm for Generating Multi-Scale P-Summaries

•

To further complicate matters, as a varies, w does not necessarily change
gradually. For instance, if vv is 5 for some a, then perturbing a slightly may
all of a sudden cause vv to be smaller than 4 or bigger than 6.

Figure 5.3 shows an example relationship between a and w from the RM of
Fortune 500 companies, and Figure 5.4 shows the algorithm for generating multi-scale psummaries. Given the complex relationship between a and vv, it may not be possible to
obtain the user-suggested number of p-summaries (denoted as u). Thus we propose a
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heuristic approach to return a number of p-summaries close to the requested u.
The heuristic approach is the repeat-until loop in step (2) in Figure 5.4. It
searches for an appropriate a. The search begins from the high end of positive values for
a. The variable v represents an index to the sorted list of all positive counts in the original
refinement matrix in descending order. The initial value of v is set to u, essentially
starting a from the v-th largest count in RM. The variable w denotes the number of
connected components thus found in RM . If w is already at least as large as u, the search
a

ends. Otherwise, oris reduced. Because we need extra (u-w) connected components, the
variable v is incremented with this amount for the next iteration, representing a reduction
in a. Given the non-monotonic variation of w with respect to a, the variable W

max

is used

to record the highest number of connected components found thus far. If the usersuggested u value is larger than W , the repeat-until loop terminates when a cannot be
max

reduced further (i.e., when v cannot be increased further than V

, which is the maximum

max

number of positive counts in the original refinement matrix RM).
Once the repeat-until loop terminates, there are two steps left to return W

max

p-

summaries to the user. First, we need to assign all the counts in RM that do not belong to
any connected component into the nearest connected component. This guarantees that
every entry in RM, and hence every time series, is represented by one connected
component. We use a centroid entry to represent each connected component. The
centroid entry of a connected component is the weighted average of all entries in the
connected component. There are W

max

centroid entries corresponding to W

max

connected

components. For each unassigned entry, we calculate its Euclidean distance with all these
W

max

centroid entries, and assign it to the nearest centroid entry.
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64.2%

22.2%

Figure 5.5 Four Sample P-Summaries

Second, once all the remaining entries are assigned to their corresponding nearest
connected components, we can generate W

max

p-summaries. In particular, the entries in

RM in the connected component are used to compute weighted averages of co,o, ci, and
0

C),i to represent the connected component. For example, let us assume there are s entries
(a set of entryi, for 1 < i < s) in a connected component. The weighted average for c,o in
0

this connected component is Y, O'ient

MQ>Q] I Y. yi-

wavecoe

entr

- We combine these

count

three weighted averages of c,o> ci.o and c to generate a p-summary of 2 levels.
0

u
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Figure 5.6 Refinement of a Sample P-Summary

Like the refinement in s-summaries, we can also refine p-summaries into level-/:.
Recall that in the step (3) in Figure 5.1, array wavecoeff of each entry keeps the sum of all
the wavelet coefficients from level-0 down to level-/:. Therefore, like we calculate the
weighted averages of c,o, Ci,n and Ci,i, we can extend to calculate all other weighted
0

averages coefficients in any level-;' for 2 < j < k. As a result, we can use the higher-level
coefficients to refine the p-summaries.
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Example 5.1. Let us go back to the Fortune 500 Companies example. Figure 5.5
shows u = W

max

= 4 p-summaries. Together with each summary is its coverage

percentage, and the four figures add up to 100%. Thus, every time series is represented
by a p-summary, which highlights a key difference with s-summaries. As for the specific
company OGE, it is being represented by thefirstp-summary. Compare this p-summary
with the corresponding s-summary shown in Figure 4.5(a). The p-summary looks flatter
for two reasons. First, the scale of the y-axis is different between the two graphs. This is
the case because we want to use the same scale for the y-axis of the four p-summaries in
Figure 5.5. Second, recall that the degree of representation of the s-summary in Figure
4.5(a) is 12.8%, whereas the p-summary has a coverage of 64.2%. Thus, the p-summary
is less specific to OGE. Nonetheless, once the p-summary is scaled properly, there are
still a lot of similarities between the p- and s-summary. Figure 5.6 shows the refinement
of a sample p-summary from 2 levels to 5 levels. The sample p-summary is thefirstpsummary in Figure 5.5. From Figure 5.6, we see that the more levels a p-summary has,
the more details it can provide.

5.4

Evaluation of P-Summaries

Let us first discuss the space consumption of the 3-D refinement matrix for p-summaries.
There are m entries in the 3-D refinement matrix; and the size of each entry is 2 . Thus,
3

k+l

the total space required for the 3-D refinement matrix is m 2 \ comparing to m (2 - 2)
i

k+

1

M

for the entire binary tree of matrices for s-summaries. P-summaries require m times space
consumption as s-summaries.
The next problem to be concerned with is the efficiency of p-summaries. For the
time it takes to build refinement matrices, p-summaries are cheaper than s-summaries.
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For s-summaries, a binary tree of matrices is formed; while for p-summaries, only one 3D refinement matrix is computed. For the generation of summaries, p-summaries take
more CPU time than s-summaries, although generating either p-summaries or ssummaries do not involve I/O for the source data. For generating an s-summary, it takes
little time to sample entries in the binary tree of refinement matrices. However, in the psummary case, it takes more time to find the user-specified number of connected
components in RM . Actually, most CPU time is spent on the repeat-until loop in step (2)
a

in Figure 5.4. Finding connected components is linear in the number of entries, of which
there are m . However, the higher complexity is to be expected, because after all, the p3

summaries are intended to cover every time series in the data set. For refining a summary,
similar to s-summaries, p-summaries take little additional effort. In Chapter 7, we will
present experimental results to compare s- and p-summaries.
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Chapter 6
Generalizing to Higher
Dimensional Trajectories
In last two chapters, we have introduced s- and p-summaries on time series, i.e., 1-D
temporal trajectories. In this chapter, we show how to apply the algorithms to higher 2-D
and 3-D dimensional trajectories. It turns out that this generalization is straightforward to
higher dimensional trajectories, with a few minor changes. Similar to the case study of
stock time series summaries for Fortune 500 companies, we provide a real-life example
for 2-D trajectories summaries.

6.1

S-Summaries for 2-D and 3-D Trajectories

It is well known that wavelet decompositions do not scale up well with respect to
dimensionality. We avoid using higher dimensional wavelet decompositions by treating
each dimension separately, rather than jointly. In 2-D case, let us say every trajectory has
x and y dimensions. We perform wavelet decomposition on x-dimension, and a separate
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decomposition on y-dimension; we find the optimal bin boundaries for coefficients of xand y-dimension separately. Depending on the variability of each dimension, it is not
necessary that all the dimensions use the same number of bins (i.e., ni).
The next step is to build a binary tree of refinement matrices for the x-dimension,
and another one for the y-dimension. Based on the binary tree of refinement matrices for
x-dimension, a 1-D s-summary is generated as before. Another 1-D s-summary for ydimension is generated as well according to its corresponding binary tree of matrices.
Finally, in order to generate a 2-D s-summary, these two 1-D s-summaries are pieced
together. For example, if a 1-D summary for the x-dimension is (xi, x , ... , Xm), and a 12

D summary for the y-dimension is (y y , ... , y ), we piece these two series into a 2-D
](

summary ((xi,yi), (x ,y ), ... , (x ,
2

2

m

2

ym)).

m

In the situation of 3-D case, the procedure to

generate s-summaries is similar to 2-D case.

6.2

P-Summaries for 2-D and 3-D Trajectories

Recall that sampling-based s-summaries are based on the independence assumption. If in
the data set, the dimensions are not strongly correlated, higher-dimensional s-summaries,
as discussed above, work just fine. Otherwise, a generated 2-D (similarly, 3-D) ssumrnary may provide a misleading degree of representation, essentially reflecting a
violation of the independence assumption.
As discussed earlier in Section 5.1, p-summaries are designed to be less reliant
on the independence assumption. However, p-summaries need a higher-dimensional
refinement matrix, which requires more memory space than the binary tree of matrices
for s-summaries. For time series, the three dimensions of the refinement matrix
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Figure 6.1 Sample P-Summaries for NFfL Trajectories

correspond to co,o, c i , and c\ \. For 2-D temporal trajectories, we need to augment the
0

y

refinement matrix to six dimensions - c ,o, Ci.o and ci,i for the x-dimension, and the
0

corresponding three for the y-dimension. Similarly, for 3-D temporal trajectories, we
need a 9-D refinement matrix. Other than this change, every operation on the refinement
matrix is identical. That is, the steps taken to build the matrix (i.e., Figure 5.1), and those
to generate p-summaries via finding connected components (i.e., Figure 5.2) can be
applied from 1-D to 2-D and 3-D straightforward. Similarly, the refinement of a psummary does not need modification, except that now the use has the flexibility to refine
on some, but not necessarily all, of the dimensions. This is achieved by picking the
appropriate wavecoeff arrays, which correspond to the chosen dimensions.
Below we show a case study of generating p-summaries for 2-D trajectories. The
discussion focuses more on the quality of the summaries. Efficiency issues will be
discussed in Chapter 7.

Example 6.1.

This is a real data set consisting of player trajectories from

National Hockey League (NHL). From videotapes of hockey games obtained from NHL
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teams, player's trajectories are extracted by computer vision techniques. Each trajectory
recorded the (x, y) location of a player at a particular instance during one shift.
Trajectories may have different lengths. In order to make them have the same lengths, we
interpolate the shorter trajectories. That is, we want more sampling points for the shorter
trajectories to make them longer. After the interpolations, we perform wavelet
transformations, build a 3-D refinement matrix, and generate p-summaries from the data
set.
Summarization of trajectories is important to the coaches. For example, at the
end of thefirstperiod, the coaches would like to obtain summaries for the trajectories of
the defencemen, or the forwards of either their own team or the opposing team. These
summaries give the coaches a better picture of the dynamic positioning of the players,
and thus help in setting up strategies for subsequent periods.
Figure 6.1 shows two 2-D p-summaries of player trajectories. Each summary is
displayed on the hockey rink. That is, the x- and y-axis of the summary are the x- and yaxis of the rink coordinate system. To give a temporal sense of direction, the * marks the
beginning of the trajectory, and the + marks the end. The left trajectory is one of the psummaries for the players in the attacking team, whereas the right trajectory is one for
the defending players. The coverage figures are given as well.
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Chapter 7
Performance Evaluation,
Optimization and Robustness of
Summaries
So far, we have introduced s- and p-summaries for 1-D, 2-D and 3-D temporal
trajectories. We also provide examples to argue the representativeness for these
summaries. In this chapter, we address the efficiency issues. We first present
experimental results on the time taken to build refinement matrices, and to generate sand p-summaries. Then we propose a simple optimization that can bring orders of
magnitude improvement on building refinement matrices without reducing the quality of
the summaries. Finally, by explaining why the simple optimization works well, we
examine the robustness of the summaries.
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7.1

Experimental Setup

For time series data set, we used the closing stock prices of 1,024 consecutive trading
days ending in June, 2002 from Fortune 500 companies. For each company's stock prices
of 1,024 days, we picked the price of one day out of every four days to get a time series
of length 256. In order to test scalability, we used the Fortune 500 data set to generate a
much bigger data set - by taking an arbitrary pair of companies and obtaining the average
time series. In this way, we generated a data set of about 125,000 (i.e., 500 chooses 2)
time series, each of length 256. We picked 100,000 to be the default data set size.
For the 2-D trajectory experiences, we used the NHL hockey data set. We
obtained about 600 real trajectories of varying lengths. Shorter trajectories are
interpolated for wavelet decompositions. Like we did to the Fortune 500 data set, we
obtained a data set consisting of 100,000 2-D trajectories.
We implemented the Haar wavelet decomposition, the optimal binning algorithm
developed by Jagadish et al. [JKM+98], and all the algorithms presented in earlier figures.
In order to test the scalability of the algorithms, we changed the size of data set (the
default was 100,000), and varied the number of bins for the refinement matrices (the
default was 10). For the binary tree of matrices, the height of the tree was k = 4, i.e., for a
total of 30 matrices. All the times reported in this paper include both the CPU and I/O
times. (The only operation involving I/O is when the matrices are being built.) We used a
Pentium III, 1 GHz machine with 256 MB of memory.
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7.2

S- and P-Summaries for Time Series

Table 7.1 shows the time taken (in seconds) for building the binary tree of matrices for ssummaries. In order to test the scalability of the algorithm, we varied the size of data set
from 1,000 time series to 100,000 time series. Thus, the three rows in Table 7.1
correspond to different numbers of trajectories, N. The three columns in the table are the
time taken for Haar wavelet decompositions, the time for optimal binning, and the time
for building all the matrices.
N

DWT

Optimal Binning

Building Matrices

1,000

0.039

13

0.011

10,000

0.476

1,377

0.110

100,000

8.150

129,884

1.997

Table 7.1 Times for 1-D S-Summaries with Different Numbers of Trajectories
From Table 7.1, we know everything is efficient except optimal binning.
Actually, optimal binning becomes a major bottleneck that requires improvement. We
will address this issue in Section 7.4. All the figures in Table 7.1 are based on using m =
10 bins. The following Table 7.2 shows the times for different values of m.
M

Optimal Binning

Building Matrices

5

69,285

1.84

10

129,884

1.93

15

161,233

1.99

20

185,716

2.03

Table 7.2 Times for 1-D S-Summaries with Different Numbers of Bins
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Tables 7.1 and 7.2 only show the times for constructing the binary tree of
refinement matrices, and they do not include the time for generating s-summaries. It is
because the time taken to generate s-summaries is trivial, since generating s-summaries
amounts to randomly picking entries from the refinement matrices.
Next we turn to p-summaries. We know from an earlier comparison that psummaries take shorter building time, but longer generation time. The open question is
by how much. The following Table 7.3 shows the time taken (in seconds) for building the
3-D refinement matrix and for generating u = 4 p-summaries. There are four columns in
the table: the time taken for Haar wavelet decompositions, the time for optimal binning,
the time for building the matrix, and the time for generating the summaries.
N

DWT

1,000

0.039

Optimal
Binning
1

10,000

0.476

100,000

8.150

0.016

Generating 4
P-Summaries
0.0059

105

0.064

0.0881

12,097

1.637

0.1459

Building Matrix

Table 7.3 Times for 1-D P-Summaries with Different Numbers of Trajectories
All the figures in Table 7.3 are based on using m = 10 bins. In order to show how
different values of m affect the times for building the 3-D refinement matrix and
generating p-summaries, we show the times for different values of m in Table 7.4.
m

Optimal Binning

Building Matrix

Generating 4
P-Summaries

5

6305

1.621

0.011

10

12,097

1.635

0.146

15

14,829

1.659

0.782

20

17,064

1.669

0.926

Table 7.4 Times for 1-D P-Summaries with Different Numbers of Bins
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A careful comparison of the Tables 7.3 and 7.4 for p-summaries with the earlier
Tables 7.1 and 7.2 for s-summaries reveals the following:
•

The Haar wavelet decomposition time is the same between s- and psummaries, because they perform the same wavelet decomposition on the
same data set.

•

The binning time for p-summaries is much smaller than that of s-summaries.
Because we are building only one 3-D refinement matrix, instead of the tree
of 30 2-D refinement matrices for s-summaries.

•

However, optimal binning aside, the actual amount of time to set up the
matrices is comparable. For 100,000 trajectories, for instance, the time taken
for the 3-D refinement matrix for p-summaries is 1.637 seconds, as supposed
to a total of 1.997 seconds for all 30 2-D refinement matrices.

•

For both s- and p-summaries, while the number of bins, m, varies from 5 to
20, the time taken for building refinement matrices does not change much.

•

The last column of Table 7.3 shows the amount of time taken for run-time
generation of p-summaries. Even for 100,000 trajectories, the generation
time of about 0.15 seconds is very acceptable. Because the size of the 3-D
refinement matrix is m , the last column of Table 7.4 shows how the
3

generation time changes with different values of m. Interestingly, the actual
times are not directly proportional to m . This is because as shown in Figure
3

5.4, generating the p-summaries requires a heuristic search on the a
threshold. The number of iterations required to conduct this search is often
hard to predict precisely.
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7.3

P-Summaries for 2-D Trajectories

In the last section, we evaluated the performance for l-D time series data. Next we focus
on 2-D trajectories. Recall that higher-dimensional s-summaries essentially deal with
each dimension separately. As such, the times taken to perform DWT, optimal binning,
and building matrices for 2-D trajectories are about twice as those for 1-D time series.
Thus, we do not include any figures for 2-D trajectories s-summaries.
The situation for p-summaries is not that simple as s-summaries, and it is more
intriguing. One problem to be concerned with is the 6-D refinement matrix. The open
question is whether the m factor ruins the application of p-summaries to 2-D trajectories.
6

N

DWT

1,000

0.077

Optimal
Binning
1.797

10,000

0.948

100,000

14.75

0.344

Generating 4
P-Summaries
0.93

285

0.423

1.51

29,752

6.47

48.2

Building Matrix

Table 7.5 Times for 2-D P-Summaries with Different Numbers of Trajectories
The above Table 7.5 shows the time taken (in seconds) for building the 6-D
refinement matrix and for generating u = 4 p-summaries. A careful comparison of this
table with the corresponding table for time series reveals the following observations.
Without surprise, wavelet decompositions and optimal binning take about twice as long.
The actual formation of the 6-D matrix takes much more time than the formation of the 3D matrix. Nonetheless, 6.47 seconds of compile-time is acceptable.
The time taken for generating the p-summaries, however, requires more
explanations. The time taken does not change that much when the number of trajectories
changes from 1,000 to 10,000. This is the case mainly because the 6-D refinement matrix
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is very sparse even with N = 10,000. This makes the search for p-summaries quite
straightforward (recall step 2 in Figure 5.4). However, the situation changes drastically
with N = 100,000. The time taken increases significantly to 48.2 seconds. This increase is
due to the 6-D refinement matrix becoming denser. Thus, the search for the specified
number of p-summaries, or connected components, requires more effort. After all, the
connected components are to be formed from a space of m = 10 entries.
6

6

Further, we examine more fully the impact of the m factor. The following Table
6

7.6 shows the generation time (in seconds) of 4 p-summaries for 100,000 trajectories with
different numbers of bins. Clearly, there is a significant difference between 5 bins and 10
bins.
M

Generating 4 P-Summaries

5

0.15

6

1.5

8

6.3

10

48.2

Table 7.6 Times for 2-D P-Summaries with Different Numbers of Bins
A natural question to ask is whether it is practical to generalize from 2-D
trajectories to 3-D trajectories. While we have not conducted real experiments on 3-D
trajectories, we argue that it is feasible. If the generation time is 6.3 seconds for a 6-D
refinement matrix with 8 entries, the generation time in seconds is still expected to be in
6

single digit if we use a 9-D matrix with 4 entries.
9
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7.4

Approximating Optimal Binning

So far, the experimental results show that the generation of s- and p-summaries is
efficient for 1-D time series or 2-D trajectories. However, building the refinement matrix
is not, due to the optimal binning step to find the optimal bin boundaries for m bins. The
optimal binning algorithm requires dynamic programming, thus its run time grows
exponentially with the number of trajectories. On the other hand, we argue that
summarization does not require such high accuracy as offered by optimal binning. Thus,
the high cost of optimal binning motivates us to find an approximation to optimal binning,
which keeps a fine balance between computational efficiency and accuracy.
Recall that optimal binning is applied to sets of coefficients such as c - We
ju

propose the following simple heuristic to approximate optimal binning:
1. Sort all the coefficients in the set c* .
JM

2. Pick 1 out of every / coefficients on the sorted list to form the reduced set
c': .
f

3. Apply optimal binning to c*-[ tofindthe bin boundaries.
Table 7.7 shows the impact of this heuristic. Thefirstcolumn shows the time
taken to perform binning in seconds. The second column indicates the loss of quality in
generating four p-summaries for 100,000 time series. This is measured by the percentage
of time series that were mis-classified by the changes of bin boundaries. Specifically, let
us say that the four p-summaries based on c

ju

are: (p co ), ... , (p , co ), with co,
u

x

4

4

denoting the coverage of p,. Now let the four p-summaries based on c-[ be: {p[,co[), ...
(p't, CO4). Without loss of generality, we assume that among p[, ... , p\, p[ is the best
match of p

u

and so on. Then the mis-classification
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rate is given by:

co, - co, I). Intuitively, this counts the number of time series that move from
one connected component to another, due to the changes in bin boundaries. The 0.5 factor
is there to avoid double counting due to taking the absolute difference between co, and
co,'.
/

Binning Time

Mis-classification Rate

1

12,097

0%

2

2,829

0.003%

4

676

0.009%

8

170

0.017%

16

44

0.15%

Table 7.7 Impact of Approximating Optimal Binning
Let us analyze the figures in Table 7.7. The first row of the table corresponds to
optimal binning, hence 0% in mis-classification. As we reduced the number of
coefficients used in the binning, the time taken for binning reduced very rapidly. Yet, the
changes in the connected components/p-summaries are quite minimal. For example, even
if we used only 1 out of 16 (i.e.,/= 16) coefficients in binning, there were only 0.15% of
time series that were placed to different connected components. Thus, the generated psummaries change negligibly. Yet, there was a 3 orders of magnitude improvement in
efficiency - from over 12,000 seconds down to 44 seconds. It is easy to see that binning
time can be reduced to single digit or shorter (e.g.,/= 32), with little loss of accuracy.
For 2-D trajectories, the situation is very similar. That is, the simple heuristic can save
much time for binning, while still keep the quality of the summaries.
We believe that the efficiency and effectiveness of the simple heuristic is
significant, and it can help a user to explore the data set. As we discuss above, the
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binning time can be reduced to single digit, which means that the entire process of setting
up the binary tree of matrices or the 3-D refinement matrix can be done almost in real
time (e.g., < 15 seconds). Thus, at runtime, a user can perform subsetting of trajectories
based on whatever conditions he/she feels like, and build the matrices and generate the
summaries for the subset on the fly.

7.5

Robustness of Summaries
Let us try to understand why the simple heuristic works so well in retaining

accuracy. Even though the bin boundaries on each dimension may change, a particular
time series may still end up mapping to the same entry in a refinement matrix.
Furthermore, even if it is not, the new entry is very likely to be a neighboring entry. As
such, the new entry may still end up in the same connected component after all. This
suggests that our proposed approaches to find summaries via refinement matrices are
robust against perturbations, including changes in the data set.
In order to test the robustness of p-summaries, we added more time series into
the original data set. We tested with two different distributions of time series.
•

"Same" distribution: Recall from Section 7.1 how a new time series is
generated. It is the average between two randomly selected series of Fortune
500 companies. We started with 62,500 time series of this kind, and
progressively added more time series of the same kind until there are 100,000.

•

"Drastic" distribution: To generate a new time series of "Drastic" distribution,
wefirstobtained the range of values (i.e., [mm,, max,]) across all the 500
companies at each time point i. Then, we generated a new time series by
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picking a random i-th value within [min,, max,]. Thus, there is a high degree
of freedom for the new time series to vary drastically from the old ones.
Specifically, we started with 62,500 time series under the "Same"
distribution, but progressively added more time series under the "Drastic"
distribution, until there were 100,000.
Percentage of
Inserts
20%

Mis-classification Rate
("Same" + "Same")
0.05%

Mis-classification Rate
("Same" + "Drastic")

40%

0.1%

2.7%

60%

0.8%

5.0%

2.3%

Table 7.8 Robustness of P-Summaries with Adding More Time Series
Table 7.8 examines how much the p-summaries change when we added more of
the two different kinds of time series. The two columns of the table show the misclassification rates when the newly inserted time series were under the "Same"
distribution or under the "Drastic" distribution. The mis-classification rate is defined as in
the earlier discussion on approximating optimal binning. More specifically, we compare
the p-summaries generated based on the original data set (i.e., 62,500 time series under
the "Same" distribution), with the real p-summaries generated based on the new and old
data.
From Table 7.8, we know that p-summaries are robust against disturbance. When
time series of the same distribution were added, even a 60% increase in the data did not
cause the generated p-summaries to change by much (i.e., only 0.8% of all the time series
were mis-classified). When the newly added time series were under the "Drastic"
distribution, the generated p-summaries changed more prominently. Nonetheless, even
for a 60% increase in the data, the mis-classification rate was still only 5%. This shows
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that p-summaries are very robust. This is an important property for summaries, as it
means that summaries need not be re-computed frequently.
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Chapter 8
Conclusions
In this thesis, we argue that it is necessary to provide summarization for large collections
of temporal trajectories. While most existing studies for temporal trajectories focus on
temporal trajectory retrieval, especially in data indexing and similarity searching, there
are few studies that deal with summarizing temporal trajectories. We believe in many
circumstances, it is essential to provide the capability of summarization. For example, in
decision support applications, summarizations can help people make their decisions more
accurately.
For 1-D, 2-D and 3-D trajectories, we propose to construct a space of multi-scale
summaries for the user to browse within. A key summary structure is the refinement
matrix. Every trajectory in the data set is mapped into an entry in the refinement matrix,
based on its wavelet coefficients in different levels. Once the refinement matrix or
matrices are built, the user can generate summaries, and can refine them to the
appropriate level of details.
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We consider two types of summaries in this thesis: s-summaries and psurnrnaries. S-summaries are sampling-based, and are local in providing the most
"typical" representative trajectories in the data set; while p-summaries are partitioningbased, and are global in the sense that they represent every trajectory in the data set.
When s-summaries are generated, they rely on the probabilistic independence assumption.
Thus, the degree of representative of an s-summary is based on estimation. However, psummaries do not have this limitation. They can provide better coverages of the data set.
For s-summaries, we need to build a binary tree of refinement matrices, which consumes
a small amount of space. For p-summaries, the space consumption can be higher, but still
much smaller than what is required for the original data set.
From the efficiency point of view, the compile time and run time of s-summaries
and p-summaries can be efficient. Building the refinement matrices at compile time is
efficient when the simple heuristic is applied. By applying optimal binning only on a
small subset of the coefficients, the simple heuristic can bring about orders of magnitudes
of improvement in efficiency, while incurring little loss in the quality of the summaries.
For the generation and refinement of summaries at run time, both s-summaries and psummaries take a trivial amount of time for 1-D time series. For 2-D and 3-D trajectories,
generation of p-summaries becomes more involved. Nonetheless, our experimental
results show that even for 100,000 2-D trajectories, the generation time in seconds is still
within single digit. Last but not least, we show that our summaries are robust against
perturbation. Even when the data set continues to grow significantly, the summaries may
not need to be re-computed.
For future work, we can extend our research in two directions. One key focus is
to develop efficient summarization algorithms for temporal trajectories of dimensionality
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higher than three. The current notion of refinement matrix may need to be re-designed.
Another focus is to explore the effects of different types of wavelets on the shapes of the
summaries for different kinds of temporal trajectories.
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