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Abstract

Deep generative models such as Variational Autoencoders (VAEs), Generative Ad-
versarial Networks (GANSs), and diffusion models have demonstrated their efficacy
in generating 2D images and 3D meshes. However, interpreting the learned latent
space poses a significant challenge. The current literature mainly focuses on un-
supervised methods, which exhibit two primary limitations: firstly, the inability
to control the meaning of each latent variable, and secondly, the occurrence of
multiple latent variables possessing overlapping meanings. Moreover, it has been
shown that fully disentangling the latent space using only unsupervised methods is
theoretically infeasible. In this work, we introduce a method for latent space disen-
tanglement on 3D meshes. Our method comprises two components: a feature func-
tion for predicting 3D mesh features, and a regular generative model. We employ
the derivative of the feature function as part of the loss function to promote dis-
entanglement. Experimental results demonstrate that our disentanglement method
effectively addresses the limitations mentioned above without compromising the
accuracy of the reconstruction. Additionally, given its model-agnostic nature, our

method exhibits generality across different generative models and tasks.
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Lay Summary

Recently, deep generative models have garnered increasing popularity owing to
their ability to yield sophisticated outputs. Nevertheless, controlling the generated
results remains a challenge, especially during the 3D mesh generation process. In
this study, we propose a novel method to regulate the generated results during this
process. Initially, a function is required to identify the desired feature. For instance,
the most apparent features of a human body mesh are its height and weight; thus,
a function capable of outputting the height and weight of the human body mesh
is required. Subsequently, the derivative of this function is incorporated as part of
the loss function to enforce disentanglement. Our findings demonstrate that our

method can facilitate the disentanglement of specific human mesh features.
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Chapter 1

Introduction

Learning latent representations of 3D meshes is useful for many tasks. It enables
ef cient data compression, meaning complex 3D models can be stored as compact
vectors, drastically reducing storage needs while maintaining high delity during
reconstruction. Additionally, with these representations, automatic 3D shape gen-
eration becomes possible. It enables rapid prototyping for product designers, cus-
tomization of objects in e-commerce platforms, and personalized avatars in virtual
worlds. There are many methods related to this topic, with Principal Component
Analysis (PCA) [Pearson, 1901] being a well-acknowledged approach. The advent
of the Al era has shifted attention towards deep generative models [Kumar et al.,
2018; Goodfellow et al., 2014; Sohl-Dickstein et al., 2015]. These models tend to
have fewer parameters and have been demonstrated to achieve better reconstruction
accuracy and may generalize to larger deformations. Compared with PCA, these
deep generative models are often dubbed “black boxes”; the computations within
their hidden layers are typically dif cult to interpret.

Recent efforts have aimed to “disentangle” models to improve interpretability.
Although there is no universally accepted formal de nition of disentanglement, the
consensus is that such a representation should isolate distinct data variation factors.
Speci cally, a change in one factor of variatian, should result in a change in just
one component of the learned representati@x), [Bengio et al., 2013; Locatello,
2021].

Most disentanglement approaches within the Variational Autoencoder (VAE)



framework leverage unsupervised methods [Kim and Mnih, 2018; Higgins et al.,
2016; Burgess et al., 2018; Chen et al., 2018; Eastwood and Williams, 2018; Ku-
mar et al., 2018; Ridgeway and Mozer, 2018]. Essentially, these methods share
the fundamental idea of decomposing the KL divergence loss to isolate a total
correlation term. However, there are several limitations to these works. First, un-
supervised learning of disentangled representations has been demonstrated to be
fundamentally impracticable [Locatello et al., 2019]. Second, the unsupervised
nature of these methods makes them unable to control the semantic meaning of
each latent dimension. Post-training, it may be observed that some latent dimen-
sions encompass multiple semantic meanings, while different latent dimensions
may share the same semantic meaning. Lastly, the evaluation of these methods
typically uses synthetic data constructed purposely [Eastwood and Williams, 2018;
Matthey et al., 2017]. Different from real-world data, the generative factors of syn-
thetic data are independent by construction and maintain a bijection relationship
with the synthetic data. Based on this, currently, the quantitative metrics for disen-
tangled representation essentially assume that ground-truth data generative factors
are available, which is unfeasible in real-world applications.

In our study, we emphasize the disentanglement of features inherent in 3D
human body meshes. To address the aforementioned limitations, we propose a
derivative-driven approach speci cally for disentangling features like height and
weight within the 3D human body mesh. The procedure is systematic. Initially, we
need to pick a particular feature targeted for disentanglement. Subsequently, we
design either an implicit or explicit feature function corresponding to this feature.
For example, if height is the chosen feature, a feature function is crafted to deduce
the height from a given mesh. The nal step involves determining the derivative of
the feature function with respect to the latent variahl@hich guides the VAE to
achieve the desired disentanglement.

Our main contributions are outlined below:

» We introduce a novel method, applicable to any VAE-based generative model,
aimed at facilitating the disentanglement of the latent space.

» We verify that our method is capable of disentangling any feature that can be
expressed by a continuous function.
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* We demonstrate that our method not only enhances disentanglement but also
preserves the reconstruction accuracy. Additionally, we propose a novel met-
ric, the Laplacian Smoothness term, to qualify the reconstruction result.

« Different from the conventional practice of using synthetic data, our method
is trained and evaluated using the US and European CAESAR body scan
database[Robinette et al., 2002].



Chapter 2

Related Works

2.1 3D Shape Analysis and Generation

In the domain of 3D mesh generation, Principal Component Analysis (PCA) re-
mains a cornerstone methodology [Pearson, 1901]. Blanz et al. [Blanz and Vetter,
1999] pioneered the generic 3D face model derived from scan data, paving the way
for anin ux of PCA-related methods [Amberg et al., 2008; Yang et al., 2011; Thies
et al., 2016; Allen et al., 2003].

In addition to the methods related to PCA, SCAPE[Anguelov et al., 2005] in-
troduces a data-driven approach to generate 3D body meshes. It stands as the
pioneer in learning a factored representation of body shape and pose. The gen-
eration process in SCAPE is decomposed into a multiplication of three matrices:
the rotation matrix, the shape deformation matrix and the pose deformation matrix.
However, SCAPE lacks an explicit joint or skeletal structure. Based on SCAPE,
SMPL[Loper et al., 2015] also segments the body into shape-dependent and pose-
dependent deformations. SMPL improves accuracy over SCAPE by incorporating
joints, skeletal structure, and linear blend skinning.

As the era of Al unfolded, an increasing number of studies began to integrate
autoencoders with graph convolutional networks. The CoMA framework [Ranjan
et al., 2018] employed a ChebNet-based variational autoencoder for this purpose,
while Neural3DMM [Bouritsas et al., 2019] innovated by substituting spectral
convolution layers with operators that executed convolution in a spiral trajectory
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around each vertex. A distinctive convolution method was introduced by Zhou et
al. [Zhou et al., 2020], where each vertex was equipped with its own convolution
kernel, thus transcending the constraints of a template-speci ¢ surface mesh. The
notable MeshCNN architecture [Hanocka et al., 2019] capitalizes on learning edge
attributes and executes pooling through edge collapse mechanisms.

The increasing prominence of diffusion models [Sohl-Dickstein et al., 2015]
has led to their innovative adaptation in the world of 3D mesh generation. One
notable example is DiffusionNet [Sharp et al., 2022], which introduces a versatile
network framework. DiffusionNet incorporates a simple diffusion layer for spatial
interaction and spatial gradient characteristics for the assimilation of local direc-
tional Iters. Liu et al. [Liu et al., 2023] advocate for parameterization of 3D
meshes with tetrahedral grids, where each grid is linked with a deformation offset
and an SDF (signed distance eld) value. This novel representation is treated as
input to the diffusion model to interpret the distribution. This concept has been fur-
ther expanded by researchers who have integrated the SDF into diffusion models,
optimizing 3D data generation [Chou et al., 2023; Wang et al., 2023; Dupont et al.,
2022]. On a different trajectory, Lyu et al. [Lyu et al., 2023] utilize point clouds as
an intermediary representation, employing the point cloud diffusion model for 3D
mesh generation.

2.2 VAE Related Disentanglement

Historically, many studies [Higgins et al., 2016; Burgess et al., 2018; Chen et al.,
2018; Kim and Mnih, 2018; Eastwood and Williams, 2018; Kumar et al., 2018;
Ridgeway and Mozer, 2018] have concentrated on the disentanglement of varia-
tional autoencoders (VAE), with most applying unsupervised methods.

Beta-VAE [Higgins et al., 2016] is a modi cation of the traditional VAE frame-
work. This method provides an unsupervised technique for the extraction of dis-
entangled representations from independent generative factors. A crucial element
of this method is the introduction of a tunable hyperparamdétervhich effec-
tively regulates the balance between latent channel capacity, independence con-
straints, and reconstruction precision. Building on the Beta-VAE model, [Burgess
et al., 2018] present an in-depth analysis of disentanglement, with insights derived



from information bottleneck theory. They propose a modi cation to the Beta-VAE,
speci cally designed to achieve a greater level of control over the encoding repre-
sentation capacity.

[Chen et al., 2018] further advanced the Beta-VAE model by identifying a term
that quanti es the total correlation between latent variables through the decompo-
sition of the evidence lower bound. Subsequently, they proposed a hew model, the
Beta-TCVAE. In their model, the KL divergence term is divided into three distinct
elements: index-code mutual information, total correlation term, and dimension-
wise KL divergence. They argue that imposing a heavier penalty on this term
results in a more disentangled representation.

However, a theoretical perspective provided by [Locatello et al., 2019] states
that unsupervised learning of disentangled representations is fundamentally im-
practicable, unless inductive biases are applied to both models and data. After
training more than 12,000 models covering most prominent methods and evalu-
ation metrics on seven different data sets, [Locatello et al., 2019] points out that
merely factorizing the posterior is insuf cient to achieve effective disentanglement.
Their experiments reveal that the disentanglement scores of unsupervised models
are signi cantly in uenced by randomness, stemming from the random seed, and
by the choice of hyperparameters. Furthermore, they observed that current evalua-
tion metrics for measuring disentanglement are not closely correlated.

2.3 Disentanglement Related to GAN

The area of generative models has seen signi cant advancements in terms of pro-
viding user control over generated outputs. Predominantly, supervised methodolo-
gies leveraging latent directions and GAN training with labeled images have been
at the forefront, as highlighted by works such as [Shen et al., 2020; Jahanian et al.,
2020; Yang et al., 2020; Goetschalckx et al., 2019].

However, the “GAN Space” study [tkdnen et al., 2020] took a different
route, proposing an unsupervised approach. The authors used the well-known
Principal Component Analysis (PCA) to nd key latent directions in both latent
and feature spaces. Their research showed that one could achieve a wide range of
user controls by making layer-speci ¢ changes along these main directions. Their



method was straightforward: First, they todkrandom latent vectors, marked as
Z1:N, and determined the related valugs= M(Z). They then applied PCA to
thesews . values, which provided a basi§.p for W. For any new value oW,

a simple adjustment, denoted @8+ aVk), allowed them to produce new data
points.

Meanwhile, the work in Sefa [Shen and Zhou, 2020] shares similar founda-
tional concepts. They believed that the weight param&tef the rst fully con-
nected layer contained essential information on image variations. Analogous to
Principal Component Analysis (PCA), they aimed to identify directional vectors,
whose projection irA may result in signi cant variations. By turning this into an
optimization task, they picked the eigenvectorsAdfA linked to the topk eigen-
values. These vectors indicated the directions that resulted in the most signi cant
shifts in generating data.



Chapter 3

Foundational Framework

In this section, we describe the foundational framework underpinning the thesis.
First, we provide a detailed description of the dataset we use. Next, we present
an overview of the graph convolutional network. Following this, we elucidate the
graph convolution and associated up-sampling and down-sampling techniques in
CoMA. In conclusion of this section, we elaborate on the speci ¢ network structure
adopted in our research. This comprehensive overview serves as a foundation,
facilitating a clear and coherent understanding as we progress through subsequent
chapters.

3.1 Dataset

The data we used in this study is from the US and European CAESAR body scan
database[Robinette et al., 2002]. The CAESAR dataset comprises a comprehensive
database that captures human anthropometric dimensions for both men and women,
covering a range of heights, weights and aged between 18 and 65. The original
scans have about 300K vertices and each has different number of vertices. We
used processed data from [Xi et al., 2007] that tted a templated model to each
scan, similar to [Allen et al., 2003]. The version we are using encompasses 2,169
mesh representations, with each mesh possessing 20,000 faces and 10,002 vertices.
In addition to the mesh models, the dataset provides traditional anthropometric
data that include attributes like height, weight, and limb lengths, among others.



The entirety of the research, analyses, and experiments presented in this thesis rely
on this CAESAR dataset. Fig 3.1 offers a visual representation, showing selected
samples extracted from the CAESAR dataset.

Figure 3.1: A bunch of sample of taking from CAESAR dataset.

3.2 Overview of Graph Convolutional Networks

Fully-connected Variational Autoencoder (VAE) structures present undeniable ben-
e ts; however, they are not without limitations. There are two primary concerns
associated with these structures:

» Mesh Data Representation: Conventionally, these structures treat mesh data
as a point cloud, focusing primarily on vertex positions for input. This
method often neglects the inherent complexity of 3D meshes. Beyond just
the vertex positions, 3D mesh data also include topological information.
Without the integration of graph convolution layers and direct input of these
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topological data, fully-connected VAESs struggle to accurately represent the
fundamental relationships among the vertices.

» Network Parameter Count: It is empirically observed that increased depth
often correlates with improved generalization across a multitude of tasks
[Goodfellow et al., 2016]. However, the absence of pooling operations in
fully-connected VAES results in a substantial increase in the network's pa-
rameter count. Given GPU memory constraints, this restricts our ability to
increase the network depth or the number of neurons within layers.

To address these challenges, we propose substituting the fully-connected layer
with a graph convolutional layer in the VAE.

3.2.1 Fourier Transformation in Graph Theory

The core operation of graph neural networks is to perform convolution on ver-
tices in the spatial domain, essentially aggregating information from neighboring
embeddings. However, the difference between graph data and image data lies in
the undetermined number and order of neighbors. Consequently, the convolution
operator from traditional CNN(Convolutional neural network)[LeCun et al., 1989]
models designed for images cannot be directly applied to graphs. Hence, we need
to rede ne such convolution operations in the spectral domain and then convert
them back to the spatial domain using the convolution theorem.

To facilitate this interchange between the spectral and spatial domains, we em-
ploy the Fourier formulation. Moreover, we de ne the transformation formulas
associated with the graph Fourier transform (transitioning from the spatial to the
spectral domain) and its inverse transformation (reverting from the spectral back to
the spatial domain).

Given a mesh (or graph) denoted@s ( V;E), the adjacency matrix of graph
G is the sparse matriA with nonzero entries. Speci callyjj = 1 for all pairs
(i; j) belonging tcE. The degree matrix, representedss a diagonal matrix with
the degrees populating its diagonal entries, such@jat & jAij. The Laplacian
matrix of the graph is then de ned &s= D A.

Being a positive semide nite matrix, can undergo eigen-decomposition, yield-
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ulated with the corresponding real, non-negative eigenvalues. In the context of the
Fourier transform, its basis functions are the eigenfunctions of the Laplace opera-
tor. Notably, in graph theory, the equivalent of the Laplace operator is the Lapla-

cian matrix [Shuman et al., 2013; Bougleux et al., 2007]. Consequently, the graph
Fourier transform of the mesh vertices, denoted 2R" 3, can be expressed as

Xw = UTx. The inverse Fourier transform is then giventy Ux,, [Chung, 1997].

3.2.2 Spectral Graph Convolution

The convolution theorem, as articulated in Equation 3.1, establishes a relationship
between the convolution of two functions in the time domain and the pointwise
multiplication of their Fourier transforms in the frequency domain:

FIf d]=FI[f] F g 3.1)

Here, f represents the input signal, whidedenotes the convolution kernel. Build-
ing upon Equation 3.1, the graph convolution can be formally de ned as:

x g=F YF( F(9)=UWUx UTg); 3.2)

with  signifying the element-wise Hadamard product.
For Eugation 3.2, we would rewrite it as the following:

2 3
g(l 1)
x g= UU™x UTg)= u§ ZuTx; (3.3)

a(l n)

whereg(l ) = &N h(i) u(i), u(i) is thei-th element of -th column vector of
matrix U.

In the proposed framework[Bruna et al., 2014], d@d;)) can be directly
treated as the model's learnable parameter (djdg Similar to 2D CNNSs, our
primary objective is to use an appropriate optimization method to learn the con-
volutional kernel parameters, denoted as the seppf.:;gn, based on the task-
speci c loss. As highlighted by [Bruna et al., 2014], the convolutional kernel com-
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method encounters a signi cant challenge for graphs with a large number of ver-
tices. This would result in an extensive set of learnable parameters. Insuf cient
data in such situations may lead the model towards under tting. Another computa-
tional concern arises in the context of eigen-decomposition, which demands a time
complexity ofO(n3). For large graphs, executing eigen-decomposition becomes
computationally infeasible.

3.2.3 Reframing Graph Convolution using Chebyshev Polynomials

To address the issue in question, we propose the utilization of the Chebyshev poly-
nomial as a substitute for the convolution kernel in spectral space [Defferrard et al.,
2016a; Hammond et al., 2011]. The Chebyshev polynomial can be represented in
matrix notation as:

To(L)= IT(L) = LiTeea(L) = 2LTa(L) o a(L): (3.4)

Given the expression in Equation 3c3= §(l 1) = &a;=,h(i) u(i), itbecomes
evident that the value of the convolution kernel is associated with the eigenvector
and, by extension, the eigenvalues. Therefore, we can estjfiatas:

2 3
(1 1)

a=§ . 1
g(l n)
A1 o bTi(l 1)K °
_§ {
éE:okak(l n)¥

(Using Chebyshev polynomial to do polynomial interpolation for eg(@h)f

K
a biTi(L)X

k=0
K k

= & bu(Q akL¥) (expandTi(L) out) (3.5)
k=0 c=0
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Consequently, Equation 3.2 can be reformulated as:

K k
UUTx UTg)= U(A bi(A arcL¥)UuTx
k=0 c=0

X g

k
k(8 akUL*UT)x
c=0
&
bk( a akcl— k)x
c=0

1
T Qox T Qox T Qox
o

o

bicTie(L)X; (3.6)

o

whereL = ULUT denotes the Laplacian matrix. As the Chebyshev polynomial
requires input values within the ranfel; 1], normalization is imperative[ =

= I. Incorporating the normalized into Equation 3.6, we derive:
K A
X g= a bgTk(L)x (3.7)
k=0
wherel = 2~ |,

I max

Utilizing Equation 3.7, there is a notable decrease in the number of learnable

marily becaus& n. Additionally, our approach simpli es the computational re-
quirements by solely nding the maximum eigenvalue. This eliminates the need for
a complete eigen-decomposition. Lastly, during the forward-pass phase, the matrix
multiplication involvingU; §(L); UT becomes redundant. Instead, we only need to
do matrix-vector multiplication, which requires a time complexityo(K n?).

3.3 Model Structure in CoMA

3.3.1 Graph Convolutional Layer in COMA

CoMA [Ranjan et al., 2018] does not introduce any innovations in the graph con-
volutional layers. Instead, it builds on the work of [Defferrard et al., 2016b], which
generalizes graph convolutions using fast Chebyshev Iters. Speci cally, CoOMA
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performs spectral decomposition of meshes and applies convolutions directly in the
frequency domain.

3.3.2 Mesh Up-Downsampling in COMA

Downsampling plays a critical role in various convolutional architectures, serving
to reduce the spatial dimensions of the data. This reduction facilitates the network'’s
ability to concentrate on progressively more global and abstract features as depth
increases. Notably, standard pooling layers used in 2D CNNs are not directly ap-
plicable to 3D meshes. In this context, COMA [Ranjan et al., 2018] proposes an
alternative approach.

CoMA [Ranjan et al., 2018] introduces a template mesh, which preserves the
same topology as other data entries in the dataset. This mirrors the consistent pixel
dimensions observed in 2D CNN inputs. For the aforementioned template mesh,
downsampling is executed through the iterative contraction of vertex pairs. In the
procedure, we would remove vertices that minimize quadric error. Simultaneously,
the up-sampling matrix is established during this down-sampling phase [Garland
and Heckbert, 1997]. In the domain of 2D imagery, the adopted pooling mecha-
nism often determines the speci ¢ pixel positions retained for subsequent layers
across various images. Conversely, in the pooling designed by CoMA [Ranjan
et al., 2018], all mesh data in the dataset employ identical down-sampling and up-
sampling matrices as the template.

3.4 Proposed Model Architecture

In the context of the CoMA structure, we have systematically explored a range
of hyper-parameters [Ranjan et al., 2018]. Speci cally, we varied the length of
the Chebyshev polynomial, denoted Kyas well as the number of convolutional
layers in our experimentation. Notably, there is no clear correlation between the
reconstruction results and the selected hyper-parameters. Further, our primary ob-
jective lies in identifying an effective method for disentanglement.

To this end, our model's architecture is constructed using hyperparameters con-
sistent with those of the CoMA model [Ranjan et al., 2018]. As shown in Figure
3.2, our structure comprises 4 Chebyshev convolutional lters, each employing
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K = 6 Chebyshev polynomials. For the encoder’'s convolutional layers, the output
channels are sequenced as 16, 16, 16, and 32. Meanwhile, for the decoder's convo-
lutional layers, the input channels are designated as 32, 16, 16, and 16. Alongside
each Chebyshev layer, we've incorporated a down-sampling layer, which reduces
the vertex count by a factor of 4. Additionally, we set the dimension of latent
variablez to be 8.

Figure 3.2: The network structure of Convolutional Mesh Autoen-
coder(CoMA).
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Chapter 4

Methodology

In this chapter, we elucidate the underlying intuition of our approach. Our study
hinges on two primary methods: the explicit feature function method and the im-
plicit feature function method. For each method, we detail the network architec-
ture, loss function, and associated training procedures. We also provide further
implementation details using PyTorch in the Appendix A.

4.1 Intuition

The idea stems from manifold theory. To clarify, consider a simple example: the
surface of a sphere with a radius of 1 in a three-dimensional space. While we can
use the Cartesian coordinate sysi{eny; 2) to represent it, this method is redundant
since not every pointx;y; 2z) in the 3D space is on the surface. Instead, we could
use the longitude and latitude, showcasing that two dimensions are adequate.
Similarly, with a 3D mesh consisting &f vertices, the mesh occupies a space
of R® N. However, not every point in the spaBé N belongs to a mesh, indicat-
ing that using 3 N parameters to represent a mesh is redundant. By employing
a Variational Autoencoder (VAE), we can compress the mesh into a manifold of
dimensionk, wherek 3 N. It is challenging to determine the number of di-
mensions and the semantic signi cance of each dimension in advance. However,
at rst glance of a human body mesh, the most obvious features are the height and
weight, leading us to suspect that there are speci ¢ dimensions within the manifold

16



representing these attributes.

Let's consider a latent variablesampled from the latent spaZe Denotex
as the mesh data generated from the latent varighités data point exists within
the human shape spa¥e In an optimal scenario where our VAE achieves aw-
less compression into the manifold spacethe human shape spa¥ewould be
identical to the latent variable spage

If the rstlatent dimension of governs the height variation in the human mesh
data, while the other latent dimensions regulate the remaining features excluding
height, then allx;;Xo; Xs;::: generated by;;z;z3;::: (all having the same value
for the rst latent dimension) should lie in the same plane within manifold space
X, as they share an identical height.

Within the domain of generative models, speci cally Variational Autoencoders
(VAEs) and Generative Adversarial Networks (GANS), it is commonly noted that
when we linearly mix two latent codeg andz, the generated image changes
smoothly [Brock et al., 2019; Radford et al., 2016; Karras et al., 2019; Kingma
and Welling, 2014; Razavi et al., 2019]. This phenomenon subtly suggests that the
underlying semantics of the data undergo a concomitant gradual transition. From
this we can infer that the height function with respect t® a continuous function.

We hope that the height is solely dependent on a certain latent dimension, with no
in uence from the other latent dimensions. So, after taking the derivative of the
height function with respect tg we should obtairif (z1);0;0;:::;0], wheref(z)

is a function related to the rst latent varialae.

4.2 Explicit Feature Function Method

Central to our method is to identify a feature function associated with the latent
variablez. Given that the generated mesh is derived from the latent varaiblis

suf cient to discover a function with respect rahat is capable of representing the
features of the generated mesh. In this method, the goal is to ensure that only the
rst latent variable correlates with the height variations, while others are unrelated
to the height change.
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4.2.1 Network Structure

The proposed network comprises two components as shown in Figure. 4.1. The
rst component is a traditional Variational Autoencoder (VAE), which serves the
primary purpose of reconstruction during training. This VAE consists of an encoder
and a decoder that work together to generate mesh data given a latent variable.
The encoder would take an input meshand output thenands. Using re-
parameterization trick, we would have a latent variabl€he decoder would take
thezas input and output the reconstructed mesh ~

The second component is a feature function that proceeds from the VAE's de-
coder. This function is designed to compute the height of a mesh. In particular, the
decoder's output, which is the generated mesh, serves as the input for the height
calculation function. This function then estimates the height of the provided mesh,
thus establishing a connection between the latent variable and the desired mesh
attribute. Essentially, the height calculation function is straightforward. As all hu-
man body meshes are aligned with thaxis, the height function computes the
distance between the highest and lowest vertices, which is a practical measure of
the mesh's height.

Figure 4.1: The proposed network structure featuring two parts: a Variational
Autoencoder (VAE) for mesh reconstruction, and a height calculation
function that estimates mesh height from the highest and lowest vertices.
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4.2.2 Loss functions

The loss function in our proposed method comprises several components.

The rst two components are the loss associated with the traditional VAE,
which includes both the reconstruction loss and the KL divergence loss. Recon-
struction loss aims to preserve the information content of the input data, and is rep-
resented akx Xk,. On the other hand, KL divergence ensures that the latent space
exhibits a structured and meaningful representation, denoted@$(Kts ); N(0; 1)) .

The last component aims to ensure that the selected feature is exclusively re-
lated to a certain dimension of the latent variablélere, we choose the rst latent
variable to be related to the height change.

Consider a height functioh(X), which, given a mesh, outputs the height of
that mesh. The meshis generated by the decoder, represented-asiécodefz).

Thus, the height function can be reformulated in termsg,ofjiven by h(X) =
h(decodefz)) = f(2). Taking the partial derivative df with respect te, we obtain

the rst latent dimension should in uence the height. Consequently, when project-
ing the vectoN,(f) onto the dimensions that are unrelated to height change, the
resulting vector should be a zero vector.

In summary, the loss function is formulated as follows:

L=kx fko+ KL(N(ms);N(O; 1))+ kMpRi(f)k; (4.1)

In fact, we have the liberty to select any speci ¢ latent dimension to represent
height. If we choose the last latent dimension for this representation, only the
last component of,(f) should be associated with Consequently, the vector
projected onto the plane spanneddgy.::;e, » should be a zero vector. Thus, we
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4.3 Implicit Feature Function Method

In the preceding discussion, we presented a method using the feature function to
control the height change during the mesh generation process. However, the current
approach demonstrates a lack of robustness due to several factors.

Primarily, our attention has been restricted to height adjustment in the mesh
generation, neglecting other potentially signi cant factors, such as weight varia-
tion. We intend to incorporate this additional characteristic into our model to en-
hance its multidimensionality. Moreover, in practical implementations, designing
an appropriate explicit feature function for the attribute intended for disentangle-
ment poses a challenge. For instance, if the human body mesh is misaligned with
the coordinate axis, de ning a feature function to compute the height becomes a
dif culty. Furthermore, while the bounding volume sphere can serve as our weight
function, its lack of precision is a notable drawback.

Recognizing these limitations, we propose a novel approach. Given that we
have complete height and weight data for each mesh in the CAESAR dataset, we
plan to deploy a neural network to predict these parameters for each mesh. We
treat this neural network as a feature function to calculate the height and weight of
the meshes, thus increasing the robustness and sophistication of our methodology.

4.3.1 Network Structure

As illustrated in Figure. 4.2, the proposed network comprises two fundamental
components.

The rst component, the predictor network, has an architecture that mirrors the
encoder of COMA. We use ChebNet as our graph convolutional layer and the same
down-sampling technique as CoMA. This network takes a raw mashnput and
outputs the corresponding featuresxpguch as height and weight. The optimiza-
tion of the predictor network is guided by the difference between the predicted
label and the ground truth label &f After nishing training, we freeze the net-
work and use it as the implicit feature function, functioning similarly to the explicit
feature function.

The second component is a traditional Variational Autoencoder (VAE), paired
with the aforementioned implicit feature function. The VAE encompasses an en-
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Figure 4.2: lllustration of the proposed network. (1) The predictor network,
mirroring CoMA's encoder, processes raw mesh data to extract fea-
tures such as height and weight and acts as an implicit feature function.
(2) A traditional VAE, paired with the aforementioned implicit feature
function, facilitates mesh data generation under a disentanglement con-
straint.

coder and a decoder, which jointly function to generate mesh data based on a given
latent variable. As discussed in the preceding section, the derivative of the feature
function is employed as a disentanglement constraint.

4.3.2 Loss Function

The loss function described in this section has considerable similarity to its prede-
cessor, comprising several key components.

The initial two components are associated with the traditional Variational Au-
toencoder (VAE), namely, the reconstruction légs Xk and the KL divergence
loss KL(N(ms);N(0;1)).

The nal component is designed to control the disentanglement of the fea-
tures. While this differs from its predecessor in using a neural network as a feature
function, it can still be conceived as a function»of Symbolized a$(X). Ex-
tending this, we can re-express it as a function of the latent varmalslech that
h(X) = h(decodefz)) = f(2). We are going to use the derivative of the implicit
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feature function as part of our loss function. Taking the partial derivativievaith

dimension oz. Assuming that the goal is to use tlith dimension to represent our
disentangled attribute, the resultant vector, when projected onto the plane spanned

In summary, the loss function is formulated as follows:

L=kx fko+ KL(N(ms);N(0; 1))+ kMpRi(f)k; (4.2)
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Chapter 5

Explicit Feature Function Result

In this chapter, we present the experimental results of our explicit feature func-
tion method. First, we demonstrate the reconstruction results. Besides employing
the conventional reconstruction loss, we introduce a Laplacian smoothness term to
evaluate the smoothness of our generated mesh. Subsequently, we illustrate how
our method can isolate the height feature effectively. Furthermore, our approach
ensures that only one latent dimension is associated with height variation, and no-
tably, this latent dimension can be arbitrarily selected.

5.1 Reconstruction Result

In our study, we calculated the reconstruction loss for VAB/AE, andb -TCVAE,
in order to compare these methods with our proposed approach. The results are
presented in Table 5.1. Notably, relying solely on reconstruction error might not
provide a comprehensive understanding of the quality of reconstruction. As ob-
served in Table 5.1, both our method ameéVAE exhibit higher reconstruction
errors, comparing to VAE and-TCVAE, which display lower errors. However,
visual inspections reveal that a lower reconstruction error can sometimes be asso-
ciated with non-smooth features, indicative of high-frequency noise. To account
for this limitation, we introduced an additional metric: the Laplacian smoothness
loss.

In this context, the Laplacian in focus is termed the Cotangent Laplacian,

23



Reconstruction Error (mm) Model Type
Ours VAE b-VAE b-TCVAE

mean 21.28 1852 24.05 18.49
std 12.85 10.27 14.09 10.26
median 18.61 16.63 21.25 16.61

Table 5.1: Comparison of reconstruction error across various methods, mea-
sured in millimeters. Thé-VAE method employ$-annealing to en-
hance disentanglement [Burgess et al., 2018].

as explored in previous studies [Pinkall and Polthier, 1993; Meyer et al., 2003;
Sorkine, 2005]. Unlike methods using uniform weights, the Cotangent Laplacian
adopts cotangent weights. Speci cally, the Laplacian of vevies articulated as:
(Df); = %éjZN(i) M(Vi vj). In this equationg; represents the size of
the Voronoi cell associated with vertexThis is equivalent to one-third of the ag-
gregate areas of the adjacent triangksg.andb;; are the two angles opposing the
edge(i; j).

To evaluate the smoothness of the generated mesh, we uniformly sample 50
points from the rang¢ 1;1] for each latent dimension. This process produced
400 meshes for every method under study. Comprehensive statistics for these are
tabulated in Table 5.2. Our method dmé/AE demonstrate superior performance,
closely aligning with the template results. This observation is further con rmed by
visual inspection.

Laplacian Smoothness Model Type

Template  Ours VAE b-VAE b-TCVAE
mean 12.20 13.62 16.86  13.23 17.74
std 28.45 31.14 25.43  30.15 24.70
median 4.10 4.22 6.77 4.20 7.79
max 1121.99 1152.65 564.34 832.44 566.72

Table 5.2: Comparison of Laplacian smoothness across different methods.
We also use the mean mesh as a reference.

Furthermore, beyond the statistical analysis of each method, we conduct a vi-

24



sual inspection of our qualitative results, as illustrated in Figure 5.1.Figure 5.1a cal-
culates the Laplacian smoothness term for each vertex of the mean meshes across
all methods and includes the template mesh for reference. It is evident that both our
method and Beta-VAE generate smoother meshes compared to VAE and TC-VAE.
Concurrently, Figure 5.1b computes the difference in Laplacian values between the
template mesh and each respective method. The far left represents the difference in
Laplacian loss between the template and itself, utilizing the zero Laplacian loss dif-
ference as a benchmark. It is discernible that the meshes produced by our method
and Beta-VAE are more closely aligned with the template mesh.

Although unable to visually represent how the Laplacian smoothness varies
with changes in the values of each latent dimension, we have graphed the variations
in the Laplacian for every mesh with alterations in the values of each latent variable.
These visualizations are depicted in Figure 5.2.

(@) (b)

Figure 5.1: Comparison of the Laplacian smoothness across various meth-
ods, with all meshes generated based on the mean shape. The tem-
plate mesh used is the mean mesh derived from the dataset. Figure (a)
shows the Laplacian smoothness term corresponding to each vertex on
the mean meshes, while Figure (b) illustrates the difference in Laplacian
values between the template and those produced by each method.
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(a) VAE (b) b-VAE (C) b-TCVAE (d) Ours

Figure 5.2: The Laplacian smoothness change in response to variations in the
latent variable, ranging from -1 to 1, across each latent dimension for
different methods.
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