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Abstract

This thesis presents an end-to-end object reconstruction pipeline that includes image data
acquisition, processing, and visualization. The proposed system produces high-fidelity 3D models
by tracking a handheld object in a sequence of RGB-D frames. In this process, a semantic
segmentation network is used to remove the operator hand from the frame to create an object mask.
The mask is then used to track the pose of the object over time. A truncated signed distance
function representation is used to fuse the aligned frames into a global model.
Previous approaches either target static scene reconstruction therefore ignoring dynamic
elements, or depend on the availability of a well-defined reference platform for scanning. As
opposed to conventional scanning approaches, the proposed scanning pipeline involves the
handling of the object by an operator in the field of view of a stationary depth-enabled camera,
similar to how humans visually inspect objects. As a result, the scanning process is intuitive and
easy to use for the end-users. Further, a two-stage training regime is proposed to enhance hand
segmentation accuracy. Our approach can serve as an end-to-end scanning module capable of
producing true-to-scale 3D CAD models ready for use in other computer vision tasks such as object
tracking or pose estimation.
A manually labeled hand segmentation dataset was created to evaluate the effectiveness of
the proposed training regime, different segmentation algorithms, and normalization techniques.
The performance of the proposed pipeline is demonstrated by scanning a variety of objects scanned
using two different camera setups. Reconstructed models are compared against ground truth with
reconstruction accuracy being measured through a normalized error metric.
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Lay Summary

The overall goal of this study is to develop an efficient solution for the reconstruction of 3D
object models with a high level of fidelity sufficient for robotic bin-piking vision systems. A scanning
procedure is proposed that can be easily implemented in conventional industrial robotic vision setups
without the requirement of costly sensors. The scanning procedure is carried out by a human operator
holding the object of interest in the field of a depth-enable camera system and rotating it to expose
more surfaces. By the time the scanning procedure is finished, all surfaces of the object have at least
once been exposed to the camera, hence a 3D model can be reconstructed. In the proposed pipeline,
irrelevant scene components are excluded so that the motion of the object can be tracked. Using this
information, a 3D model of the object is formed and incrementally be updated.
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Chapter 1: Introduction

Industrial automation has expanded into a vast variety of domains. At the heart of
automating production and manufacturing procedures lies the use of robotic arms for efficient
handling and manipulation of objects. Robotic arms have proven to be faster, more precise, and
capable of functioning in environments dangerous to human operators. As a result, automation can
significantly increase efficiency in manufacturing lines, providing an opportunity for the human
workforce to be deployed to higher-level tasks.
Bin-picking is a core application of robotics and computer vision in industrial settings. Bin-picking
refers to the operation of grasping randomly juxtaposed object instances from a cluttered bin and
relocating them according to predefined procedures using a robot-camera system.

1.1

Motivations
Pose estimation of object instances is one of the main challenges in the task of bin-picking,

as workpieces chaotically fill the bin and may partially occlude one another. 2D pose estimation
techniques, such as 2D edge-detection and keypoint matching, have been widely studied, but
factors such as varying lighting conditions and object poses with high degrees of freedom limit the
functionality of such approaches in real-world scenarios. As a result, the availability of predefined
3D CAD models is crucial for a robust and accurate bin-picking pipeline.
In many real-world scenarios, 3D object models needed for robotic pick and placement
purposes are not available. Even in cases where 3D models are available, modeling errors and
faulty production of objects may result in topological mismatches between the real-world instances
and the digital models, hence rendering the pose estimation process infeasible. As a result, having
1

a 3D scanning solution to generate high-fidelity CAD models is an inevitable step to streamlining
bin-picking systems. An ideal solution for acquiring 3D models should be compatible with current
vision setups, executable on-edge, and not hinder the routine bin-picking process for a long time.
Such a solution should be fast, cheap, easy to use, and robust to geometrical complexities and
object type variations. Traditional 3D scanning technologies fall short of these requirements as
they come in the form of expensive scanning setups that are not easily integrable with the existing
vision pipelines on a software level, and also because such setups occupy excessive physical space
in the shop floor.
Although the main goal of this research is to develop a 3D model reconstruction pipeline
for robotic object handling, the applications of such a pipeline extend to other emerging fields. In
Augmented/Virtual Reality (AR/VR), for example, object-level interactions with the surrounding
environments require 3D shape estimations on the go. Collision and obstacle avoidance in mobile
robotics is another avenue where access to accurate dense shape reconstructions proves to be
useful.

1.2

Objectives
The aim of this work is to create an end-to-end 3D object reconstruction pipeline with a

level of fidelity suitable for pose estimation purposes. Here, end-to-end means that the system is
capable of generating results from raw depth/color inputs without the need for any tuning of
parameters or interventions. The final solution consists of different components, each having been
developed using state-of-the-art techniques and integrated into a holistic system. Overall, the
desired project objectives can be summarized as follows:

2

I.

Accuracy
The output 3D object models created using the proposed system should be geometrically

consistent with the original objects. A true-to-scale estimation of the topology of an object is key
to correct pose estimation and identification of potential grasping surfaces. In addition to
geometrical consistency, textural consistency is also of particular interest. This is because the
recognition of individual object instances, which serves as an initial step before fitting a 3D model
to objects for pose estimation, can benefit significantly from photometric information. Mere
reliance on geometrical information combined with sensor noise can lead to inaccurate masking
of individual object instances that can make pose estimation implausible.

II.

Robustness
The depth measurements obtained using commercial depth sensors contain certain amounts

of noise. RGB-D cameras, in particular, are sensitive to lighting conditions and the availability of
texture information. The proposed solution needs to be robust enough to handle the systemic
measurement noise without sacrificing reconstruction quality. Furthermore, the system will be
implemented on the shop floor where the bin-picking operation takes place, meaning that the
scanning setup is not controlled. As all of the captured surfaces except for those of the object are
irrelevant, the proposed solution needs to be capable of rejecting the uncontrolled scene elements
surrounding the object, so that the final reconstruction will be free of any unwanted artifacts.

3

III.

Cost Efficiency
Current commercialized 3D scanning technologies are costly. The expensiveness of such

solutions mainly arises from hardware costs, i.e., an isolated scanning setup and sensors. This
problem is addressed by only using the already existing vision setups used for bin-picking, hence
avoiding any additional hardware expenditure.

IV.

Execution Time

Bin-picking is usually a single step in a cascade of automated processes, and hence any
stoppages in the execution of this step would bring the entire chain of operations to a halt. As such,
the 3D scanning process needs to be executed in a timely fashion to minimize operational
stoppages.

1.3

Contributions
In this thesis, a 3D model reconstruction framework is developed using a depth-enabled

camera setup mounted on a stationary platform used in conventional robotic pick and place
systems. As the camera and scanning setups are stationary, a human operator holds and rotates the
object of interest in the field of view of the camera setup, and a 3D model of the object is gradually
developed and refined as more views become apparent. The contributions of this research are
outlined below:
1) A holistic data integration mechanism was developed to enable mapping, sharing, and
combining different data modalities across different building blocks of the model
reconstruction pipeline. Data augmentation, cleaning, and denoising were carried out
wherever necessary.
4

2) A training regime for arm segmentation was designed to maximize segmentation
accuracy in the inference stage. The regime includes data augmentation, random
background selection, domain adaptation, and multi-resolution training.
3) An end-to-end 3D CAD model reconstruction pipeline was designed and tested on a
variety of objects using two data acquisition setups. The pipeline is composed of the
following main components:
a. Background Exclusion:

Removal of irrelevant static scene elements

surrounding the object in question.
b. Arm Segmentation: A semantic segmentation neural network capable of
masking the operator arm holding the object. Segmentation is performed on the
RGB data channel, and the resulting arm masks are then used to remove
corresponding regions on depth modalities, i.e., depth maps or point clouds.
c. View Alignment: Estimation of rigid transformation matrices between the
global coordinate space and new object views as they become available in the
frame sequence.
d. Reconstruction: Update of occupancy values in an implicit voxelized 3D
representation of the object model based on the available observations.

5

1.4

Thesis Outline
Figure 1-1 depicts the organizational framework of this thesis. The presented material in

the thesis is organized as follows:
Chapter 2 is a review of the relevant literature and the milestone developments in 3D model
reconstruction technology. Further, relevant machine learning techniques, evaluation metrics, and
datasets used throughout the project are described.
Chapter 3 discusses the two data acquisition setups on which the designed pipeline was
tested. Details regarding sensors, data types, and post-processing methods are also described.
Chapter 4 is an overview of the proposed 3D reconstruction system. Throughout the
chapter, each of the main components of the system is described in detail.
Chapter 5 covers the experiments conducted to evaluate the performance of the designed
pipeline. In this section, the reconstruction results of a variety of objects scanned using two
different scanning platforms are quantitatively assessed. An ablation study of the effects of the
segmentation threshold on the reconstruction error is also provided.
Chapter 6 is a summary of the works conducted in this thesis and highlights the
contributions. Finally, future research directions and suggestions for potential improvements for
this body of work are discussed.

6

Figure 1-1 - Organization of the thesis
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Chapter 2: Literature Review

2.1

Robotic Bin-Picking

From the early days of the first industrial robotic manipulators, automating handling tasks has been
a widely investigated problem in both industry and academia. One of the most important tasks in
this domain is the bin-picking problem. Bin-picking can be characterized as a robotic vision
problem where a robotic arm should grasp various objects that randomly clutter a bin and place
them in predefined poses. The objects that need to be identified by the vision system occupy the
bin in a haphazard, interlocked, and chaotic manner, often occluding one another. It is obvious that
in such scenarios, no prior assumptions about object poses can be made. The significance of this
problem is high as in many industries, numerous parts of identical shape are placed randomly in
boxes and need to be relocated in a defined manner. Manual handling and relocation of parts and
components by human operators soon becomes a repetitive and tedious task, hence automating
this process through a robust robotic system would make it possible to spare human workforce
from rudimentary, monotonic, and tiring operations and deploy them in higher-level endeavors
suited to their specialties.
The overall bin-picking problem can be decomposed to a number of subproblems from
different fields. In general, a bin-picking procedure can be summarized as follows: visual data
acquisition, objects recognition, pose estimation, collision-free trajectory planning, object
grasping, and object placement [1]. This process is depicted in Figure 2-1.

8

Figure 2-1 - Flow of procedures in a robotic bin-picking operation

Among the mentioned set of subproblems, those pertaining to the vision of the robot, i.e., object
recognition and especially pose estimation, are the most difficult to solve and are hence areas of
active research. Other remaining subproblems such as trajectory planning, while remaining
essential, can be simplified by proper robotic workspace design [2]. In a holistic bin-picking
solution, a vision module needs to effectively perceive the 3D environment, identify different
object instances within the bin, and estimate their corresponding poses so that the robot can travel
without colliding with object parts or bin walls and grasp the objects at an appropriate angle and
location. As the deployment of robotic bin-picking systems in industrial settings has surged in
recent decades, substantial attention has been devoted to improving the flexibility of such systems
by looking for more robust and generalized solutions for the vision component of the problem.
Currently, most industrial implementations of bin picking systems rely on Computer-Aided
Design (CAD) models and 3D sensing technologies to estimate the pose of identified objects and
plan the grasping of instances based on the type of the gripper and poses of surrounding objects.
Although specific bin-picking scenarios have been successfully addressed using ad-hoc systems,
a comprehensive general solution to the problem is yet to be developed. As mentioned before, the
development of a fully-fledged bin-picking system mainly depends on developing a holistic
9

perception solution. In recent years, Artificial Intelligence (AI) has been revolutionized as deep
neural networks (DNNs) achieved staggering results in different AI-related domains, especially in
computer vision. Convolutional Neural Networks (CNNs) are nowadays the cornerstone of many
well-adopted approaches in computer vision tasks, often achieving substantially superior results
compared to the previous state-of-the-art. The importance of recent developments in CNNs was
hence taken into account in the design of the proposed pipeline.

2.2

Visual Perception Sensors
Early robotic pick and place vision setups lacked 3D sensors. Initial iterations of such

systems relied on mechanical vibratory feeders as sensors. Other works, a few dating back to the
1970s, focused on performing edge detection on 2D images [3]. In scenarios where objects were
laid individually on flat surfaces, e.g., conveyor belts, simple semantic information such as
silhouettes were combined with geometrical properties of the known models to perform the
grasping maneuvers [4]. The practicality of such methods was limited to specific operational
setups, illumination conditions, and simple geometries, hence failing to generalize to a wide range
of applications in the industry. Bin-picking systems found widespread utility only as developments
in 3D sensing technologies led to the commercialization of 3D sensors.
Modern setups come in the form of a robotic cell with the camera(s) mound on a frame
facing down the workspace. The camera setup can be attached to a sliding platform for an increased
field of view. An example of such a setup is depicted in Figure 2-2. In the following, common
choices of 3D vision sensors used in modern bin-picking setups have been discussed.

10

Figure 2-2 - Schematics of a conventional modern bin-picking setup

2.2.1

Structured Light
Structured light sensors work on the principle of using distorted light patterns projected to

a scene for the calculation of 3D surfaces. A structured light sensor is composed of a projector that
illuminates the surface to be scanned, and cameras that are used to pick up the distortion patterns.
The illumination patterns used are usually in the form of parallel stripes.
In bin-picking systems utilizing structured light, the projector illuminates the inner bin
surface. By finding the correspondence of pair points between the camera and the projector, a 3D
point cloud of the scene can be calculated through triangulation.
While being a popular choice in the industry, structured light sensors also suffer from a
number of drawbacks: 1) This technology is usually expensive, with a price range in the order of
thousands of dollars. 2) Ambient lighting of the workspace needs to be controlled. High levels of
ambient light decrease the performance of these sensors. 3) In cases of having highly cluttered
bins, several cameras are needed to eliminate the effect of occlusions. Combining several cameras
11

with a 3D ring light can help alleviate the problem. 4) Specular reflection can drastically degrade
the performance of such sensors. Active vision sensors in general often fail to produce accurate
3D representations for shiny and reflective objects, such as metallic objects due to specular
reflections. It needs to be considered that a substantial portion of workpieces in the industry are
metallic. 5) Such sensors fail to identify textural patterns available on object surfaces. These
patterns can provide important semantic cues that help with object recognition and also the
identification of the correct object side facing the camera.

2.2.2

Laser Scanning
Laser scanning technologies have had a long presence in the industry and are still used in

a variety of applications. Laser scanning can be grouped into two main categories: 1) Laser
triangulation 2) Range finding using Time-of-Flight (ToF). Due to the high speed of light travel,
measurements acquired using ToF sensors are noisy, and hence these sensors cannot be used in
applications that require high levels of precision.
Laser triangulation sensors, on the other hand, offer high resolution and repeatable 3D
scans and are, therefore, more suitable for low-range applications. Laser triangulation sensors
consist of a laser emitter that projects a laser pattern on the target surface and a detector camera
set at an angle with respect to the laser line that captures the reflection from the surface. By
knowing the distance of the detector camera and laser source and the relative camera angle, the
pixel position of the reflected laser beam can be used to calculate depth through triangulation.
There are several reported implementations of laser triangulation sensors in bin-picking
systems. The laser source used in [5] projects vertical and horizontal patterns to estimate the X, Y,
Z coordinate and orientations of objects. However, this system has a low operation speed due to a
12

high projector wait time. [6] introduced an eye-in-hand scanning scheme in which the laser
projector is mounted on the robotic arm, enabling free movements of the projector for reaching
occluded regions.
A problem with all laser triangulation sensors is the low depth range in which they operate.
This is caused by two factors. First, the offset between the emitter and the detector creates a base
distance from the projector that cannot be measured. Secondly, a small depth variation on the target
surface results in a relatively large shift of position in the camera pixel space. Since the camera
has a limited physical size, the resulting amount of position shift may exceed the field of view. As
a result, such sensors are more fitted to be used in depth estimation applications with low target
depth variability. In industrial settings, however, bins may be full of jumbled objects, and hence
the use of a triangulation sensor could result in limited a range of depth measurements. Increasing
the depth range, on the other hand, comes at the expense of lowering the measurement resolution
or going beyond the physical limits of the camera.

2.2.3

Stereo Vision
Stereo vision is another long-lasting 3D sensing method. Stereo vision is the closest 3D

sensing technology to human sight. Humans perceive the world with 2D observations from two
eyes and match them to perceive the depth of the scene. Similarly, stereo vision setups consist of
two (or more) 2D cameras, sometimes referred to as imagers, with a fixed distance from each
other, and a processing unit that finds a correspondence between the images. The simultaneously
captured 2D images are then processed using feature matching techniques and trigonometry
methods to extract a 3D model of the scene. Due to reliance on the pixel-by-pixel correspondence of
2D images, the performance of stereo vision systems is affected by factors such as specular reflection,
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occlusions, transparency, texture uniformity (or lack thereof), perspective distortions, foreshortening,
photometric noise, repetitive textural patterns, and discontinues. Regardless of the mentioned
shortcomings, stereo vision setups have been successfully adopted in a variety of applications. Costeffectiveness is a significant reason for the wide adoption of these systems since, unlike other 3D
sensing technologies that necessitate the use of costly sensors, stereo vision setups can be deployed by
only using two cameras. Further, as 2D imaging technologies have matured, many off-the-shelf
adaptations provide high frame rate real-time depth estimation, minimizing delay and wait time.
Successful implementations of stereo vision expand over a variety of domains. In mobile
robotic applications, for instance, computational complexity needs to be avoided since such systems

usually operate within limited computational capacity. In [7], a vision setup was used to localize and
navigate mobile systems through estimating the size of existing objects in the scene and their
corresponding distance to the camera. Authors of [8] propose a stereo vision system for depth
perception and velocity estimation of a pocket drone using optical flow. Video surveillance is another
application for which stereo vision systems are a good fit since the low hardware costs of such setups
enable large-scale deployments [9][10]. Stereo setups have also been widely adopted for surface
reconstruction and mapping purposes [11], [12].

Stereo systems have also become a popular choice for bin-picking systems. [13]introduces
a CAD-based pose estimation pipeline using a stereo system for dual-arm bin-picking platforms.
In [14], an attention architecture is used for creating stereo grid maps of the bin. Many commercial
bin-picking systems also utilize passive stereo due to speed up the picking process as such setups
can provide depth estimations at a high frame rate.
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2.3

Visual Perception Approaches in Robotic Systems
The vision problem in the domain of robotic pick and place systems includes the

recognition of objects, estimation of their 3D pose, and the proposal of candidate grasp points.
Before the rise of deep learning architectures, feature descriptors such as SIFT, ORB, and HOG
were the main methods used for object detection purposes. In the last decade, however, Deep
Convolutional Neural Networks (DCNNs) have become the de facto choice for a variety of
computer vision tasks, including object recognition, achieving state-of-the-art performances often
beating traditional methods by wide margins. While some bin-picking systems rely on object
detectors with bounding box annotations, others use segmentation masks to distinguish the objects
from one another more precisely.
After the recognition of object instances, they need to be accurately localized by using 6D
poses. The pose estimation process requires 3D models to be fitted to the detected objects. Before
the commercialization of 3D sensing technologies, 2D images were used for pose estimation.
Methods using 2D images relied on 2D keypoint or edge detection to estimate the maximum
similarity of 3D models and 2D images [15]–[17]. The correspondences found using these
algorithms are not reliable since finding 2D-to-3D correspondence is an ill-posed problem. After
the wide adaptation of 3D sensors, methods using 3D matching techniques gained popularity.
Authors of [18], use oriented surface points to develop point pair features describing surfaces and
deployed a voting scheme to find the correspondence between the model and the acquired range
data. [19] uses a global description method to obtain a sparse model of the input point clouds and
adopts a fast voting technique to match local feature point pairs. In [20], 3D correspondence is
achieved using a Hough-like voting scheme, and Iterative Closest Point (ICP) is then used in order
to refine the obtained 3D poses and increase the robustness of the algorithm.
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By looking at the available literature of vision systems in robotic applications, it can be
seen that having accurate CAD models of objects in question is a necessity. Not only are CAD
models vital for 3D correspondence matching, but they also provide useful geometric and
photometric information that could benefit the recognition step. Due to a variety of reasons, the
CAD model of the objects may not be available at the time that the pick and place operation needs
to take place. This is quite common in industrial settings where a myriad of workpieces of different
shapes and sizes are collected from different sources, and the CAD models of objects go missing
by the time the components arrive at the shop floor. Besides, even in scenarios where a drawing
of the object is available, the existing model does not necessarily match the real object due to
tolerances, defects, or manufacturing flaws. Hence, a 3D reconstruction pipeline can very well
benefit industrial setups deploying robotic pick and place technologies, motivating the computer
vision, robotics, and automation research communities to research accurate, cost-effective, and
user-friendly methods for scanning objects. Further, the availability of 3D object models is
necessary for other applications. From AR/VR to autonomous driving and 3D scene parsing, highfidelity 3D object models enable interactions between users or machines with the surrounding
environments and provide efficient abstractions of complex 3D scenes.

2.4

3D Reconstruction
As one of the most fundamental computer vision tasks, the reconstruction of 3D shapes

from lower dimension observations has been a topic of long research. In terms of the availability
of geometric information, 3D reconstruction approaches can be categorized into limited-view and
full-view reconstruction algorithms. In the following, available 3D scanning and reconstruction
technologies in both categories are outlined.
16

2.4.1

Limited-view 3D Reconstruction
Reconstruction of 3D geometry from limited 2D or 2.5D views is a long-lasting problem

in the computer vision community. The task is ill-posed in nature since there is an inevitable loss
of information when capturing 2.5D or 2D shots of a 3D object, thus the missing information needs
to be estimated during the reconstruction procedure. Unseen parts, self-occlusion, small holes, and
the strong variance between the encountered shapes make this task even more challenging. This
problem finds importance in applications where acquiring full-view observations is either not
possible or costly to achieve, but a 3D understanding of the surroundings enables robust
interactions between users or machines with the objects.
Traditional approaches relied on interpolation methods such as plane fitting or Poisson
surface estimation to reconstruct 3D geometries from point samples [21]. However, such methods
offer limited utility when the sample points are sparse or only partially available for a certain view.
Methods utilizing complete views, as used in the majority of Simultaneous Localization and
Mapping (SLAM) and Structure from Motion (SfM) approaches [10], [22], make use of feature
correspondence between multiple input views for shape recovery. Effective approaches in this
category usually require a dense number of images captured from incrementally different
viewpoints.
In recent years, learning-based approaches have become the focal point in the limited-view
shape reconstruction literature. Deep networks are capable of learning rich geometrical features
from shape priors to realistically recover the obscured regions in inputs. Promising results have
been obtained for single-view 2D-to-3D shape reconstruction. Leveraging the generative powers
of architectures such as auto-encoders, Generative Adversarial Networks [3] (GANs) and their
variants, reconstruction methods have been able to offer compelling results on generic object
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classes from famous CAD repositories or confined template-ready geometries such as human body
shapes [4] and faces [5].
The problem of extending the power of reconstruction algorithms to novel object classes
still remains largely unexplored. In many applications, such as robotic bin-picking, there is no
prior information about the category of the object being reconstructed, and hence an effective
solution should be able to generalize to novel shapes by learning class-invariant geometric
features. Deep reconstruction networks are usually trained on large shape libraries such as
ShapeNet [23] that consist of categorized object classes. As a result of this training paradigm, such
reconstruction algorithms are prone to learning the shape retrieval of the closest object class rather
than encoding class-invariant features also shared by classes beyond the training test. Furthermore,
since the geometrical projections required for mapping a 2D or 2.5D observation to the 3D space
are complicated, modeling this mapping merely by a neural network without extrinsic signals leads
to overparameterization and hence overfitting to training classes [24]. Another shortcoming of the
widely adopted datasets used for training these algorithms is the lack of challenging topologies.
Similar to other computer vision tasks such as object recognition, it is expected that research in
this area gradually transitions towards more challenging CAD model repositories as the state-ofthe-art methods saturate the existing datasets.
Limited-view shape reconstruction is a widely investigated problem with various learningbased and geometry-based approaches. In the deep learning era alone, many efforts have been put
in to address different aspects of the problem such as shape representation, network architecture,
and the use of additional cues. Here, only the advancements directly relevant to the research
question are discussed.
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Single-view Shape Reconstruction: By using prior knowledge, humans are surprisingly
skilled in understanding the underlying geometrical structures when only exposed to a single image
of an object. Ideally, with rich encoded shape priors, algorithms would be able to infer 3D
geometries and object size. The problem of recovering the lost invisible unavailable dimension has
been a subject of study for decades. Before the deep learning era, methods were primarily focused
on mathematically formulating the process of 3D to 2D projection in the hopes of solving the
inverse problem. Non-learning-based methods were tested on a variety of input representations
such as silhouettes, part-by-part segmentations [25], texture [26], and shading[27]. However, such
methods offered low practicality in the wild, due to controlled setup requirements and strong
assumptions.
With the advent of deep neural networks, 3D reconstruction algorithms were used to
encode richer priors to obtain enhanced reconstruction results. The early deep methods mainly
relied on 3D convolutional neural networks with voxel representations [28]. Due to the added
dimension, 3D convolutions are computationally expensive and therefore such methods were
limited to low resolutions. Also, efforts based on Variational Auto-Encoders (VAEs) and GANs
or the combination of the two were made to benefit from the generative capabilities of these
architectures [21]. Other representations were also explored to address the problem of memory
efficiency, among which octree, mesh, and point cloud representations can be mentioned. In order
to avoid the complexities of directly mapping observations from a lower dimension to the 3D
space, [24] used a modular neural network with spherical transformations at its core. In this way,
each module carries out the mapping without projection to a higher dimension, and also the
spherical maps can be used to extract information of the unseen regions in the input observations.
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Topological Awareness: There have been many studies incorporating explicit geometrical
signals into computer vision tasks such as object localization [29], pose estimation [30], and shape
reconstruction [31]. Hausdorff distance, which quantifies how far two subsets in a metric space
are from one another, is a popular geometrical constraint. However, due to fine geometrical
implications, distance-based losses are not well-suited for 3D reconstruction tasks. Symmetry is
another topological property found in many objects. Although symmetry-awareness has been
applied to a variety of computer vision tasks such as 3D surface matching [32], geometry
compression [33], and mesh processing [34], the possibilities of shape reconstruction supervision
with symmetry signals are still widely unexplored.
Generalizability: Although deep generative models and latent 3D representations have
resulted in significant improvements, the problem of 3D reconstruction from a single-view still
remains a challenging computer vision task. Most algorithms are trained on a limited number of
generic object classes such as chairs, cars, and airplanes, and therefore are prone to memorizing
class shape templates.
A few techniques have been explored to make algorithms more generalizable. A number
of algorithms are predicated upon local patch-based reconstruction where the network learns to
reconstruct local surfaces and finally stitch the reconstructions together [35][36]. This is helpful
because, on a local level, the curves and surfaces of objects are highly similar to one another, and
therefore individual reconstruction of patches is an easier task with higher chances of generalizing
to novel data. Another promising method is to eliminate the need for the network to learn and
impose the pose transformation of the input view and the output shape and hence remove the
requirement of learning a canonical pose for objects. In this approach, each ground-truth training
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shape is rotated to align with the input view. This is important because when dealing with new
objects, a canonical pose is not a well-defined concept.
While the progress in the development of limited-view 3D reconstruction systems in recent
years is promising, such systems still lack the robustness needed to be deployed in domains that
substantially differ from the training data. As a result, reconstruction methods utilizing multi-view
information are still the dominant choice in practice.

2.4.2

Full-view Reconstruction Algorithms
Traditional 3D scanning systems in this category involve the capture of surfaces from

different predetermined viewpoints and offline processing of the views to create a coherent model.
However, this approach normally leads to gaps and holes in the reconstructed model. Besides, they
require a carefully calibrated apparatus (e.g., consisting of a turntable and a mounted camera with
known relative poses) and several scanning iterations to identify regions not visible in the
predetermined view angles. Other scanning techniques such as active 3D object scanning rely on
laser or structured light [37]. Such systems usually require several scans from multiple angles that
are aligned using offline processing to generate a 3D model [38]. High sensor costs and the need
for isolated scanning setups limited the accessibility of these techniques.
In the past decade, the emergence of off-the-shelf range cameras, particularly the Microsoft
Kinect, sparked vast research efforts into 3D scene and object reconstruction purposes. The
majority of such methods are based on SLAM where a user moves around in the environment with
a range camera, and a 3D model is incrementally reconstructed and refined as more surfaces
become visible [39]. The most fundamental assumption behind such approaches is that the
environment including the object remains static, and even if dynamic elements exist within the
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scene, the goal is to detect and treat them as outliers to limit, or better, omit their effects. The static
environment assumption is valid for scene reconstruction purposes where only a map of the visible
surfaces needs to be generated. However, in the case of model reconstruction, the foreground
objects are of primary interest, and the movement of the object is necessary to make all of its
surfaces visible to the camera. Algorithms such as KinectFusion [39] opened the doors for accurate
and real-time mapping of indoor environments by user maneuvered range sensors within the scene.
Since then, there have been a plethora of research efforts to address different aspects of the 3D
reconstruction problem. These include the introduction of efficient data representations [40][41]
for improved memory use, more robust loop closure techniques [42], scaling to larger
environments [43], and the inclusion of semantic cues such as object recognition to improve
tracking [44]. The most basic assumption behind the majority of these methods is having a static
environment. Dynamic elements are either systematically ignored or treated as outliers. More
recently, several attempts have been made to address the problem of handling dynamic scene
components by focusing on non-rigid deformations. DynamicFusion [45] aligns deforming scenes
by warping non-rigid geometries using volumetric motion fields. While demonstrating compelling
reconstruction results, it fails with objects moving from a quick close to open topology. Fusion4D
[46] is another major contribution that uses a set of 24 cameras to reconstruct deforming topologies
in real-time for motion capture purposes.
While most similar works in the literature are focused on reconstructing static indoor
environments, there have also been efforts to use range sensors as object scanners. By and large,
these methods make base assumptions that confine their practicality. Template-based techniques
assume prior knowledge about the geometry of the objects. They either rely on a learned shape
space for a target application, e.g., human body reconstruction [37], facial capture [47], or that
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they require an additional initialization step for acquiring the object template [48]. While such
approaches work for specific applications, they cannot be applied to unconstrained object
categories. There are also shape reconstruction methods that do not rely on any templates. [49]
uses a fast volumetric carving model reconstruction method but relies on a turntable setup. [50]
adopts the original KinectFusion system to reconstruct objects using a moving camera, but requires
complete scans of the environment to extract the object model. Authors of [51] use a 3D level-set
function representation to refine a simple primitive model while not requiring calibrated setup
specifications, but their approach requires a careful handling of the scanned object. [52] achieves
compelling textured reconstruction results without constraining the capture setup or object type,
but it requires multiple capture sessions to reconstruct a full model of the object.
Our solution does not rely on any previous assumptions about object categories or
constrained object handling. This allows users to have a reliable scanning procedure to easily
reconstruct object models that could further be used for 3D pose estimation or tracking purposes
without having to deal with sensitive capture requirements.

2.5

Evaluation Metrics
In order to dive into the evaluation metrics relevant to this thesis, a few basic definitions

need to be first established:
1. True Positive: A correct prediction of a present condition
2. False Positive: An incorrect prediction of a condition when it is not present.
3. True Negative: A correct prediction of absence of a condition.
4. False Negative: An incorrect prediction of absence of a condition when it is present.
Having defined the above terms, precision and recall could be defined as follows:
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Precision: Precision is a measure of the accuracy of the positive case predictions. A high precision
represents a low level of wrong predictions (FP). It is defined as:
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =

𝑇𝑃
𝑇𝑃 + 𝐹𝑃

(2-1)

Recall (Sensitivity, True Positive Rate): Recall quantifies the number of positive cases that have
been correctly predicted by the algorithm. A high recall value shows a low level of undetected
positive cases.
𝑅𝑒𝑐𝑎𝑙𝑙 =

𝑇𝑃
𝑇𝑃 + 𝐹𝑁

(2-2)

Specificity (True Negative Rate): Specificity measures the share of actual negatives that have been
correctly predicted as such.
𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =

𝑇𝑁
𝑇𝑁 + 𝐹𝑃

(2-3)

Accuracy: Accuracy shows the ratio of correctly predicted instances to all the available instances.
𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =

𝑇𝑃 + 𝑇𝑁
𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁

(2-4)

It needs to be noted that a similarity threshold between the annotated data and the predictions could
be modified in algorithms to determine whether the prediction of a positive case is accurate enough
to be considered as a TP. Tuning the similarity threshold will in turn alter the precision and recall
values. For instance, an increase in precision stemming from a strict threshold comes at the expense
of a reduction in the number of detected positive cases and hence recall.
Receiver Operative Characteristic (ROC) Curve: Mostly used in medical diagnostic and face
verification problems, the ROC curve is obtained by plotting true positive rate (Recall) as a
function of false positive rate (1-Specificity). Each point on the ROC curve corresponds to a set of
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sensitivity and specificity associated with a decision threshold. For a binary classification problem
with an equal number of data entries for each class, the curve will be a line of slope 1, given the
predictions are entirely random. As the model starts to make better predictions, the curve is bent
towards the upper left corner (Figure 2-3). The area under the ROC curve is used as a performance
metric. A higher area under the ROC curve indicates a higher detection rate of true positives (high
sensitivity) while making fewer false positive predictions (high specificity), therefore specifying
a better performance.

Figure 2-3 – ROC Curve

In the ROC curve, if the false positive rate in the horizontal axis is substituted with the number of
false positive per image, the Free-response Operative Characteristic (FROC) is produced instead.
F1 Score: As previously discussed, these metrics serve different evaluation goals. The F1 score
has been proposed to combine both precision and recall values into their harmonic mean:
𝐹1 = 2

(𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑟𝑒𝑐𝑎𝑙𝑙)
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙

(2-5)
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Dice Coefficient: First defined for discrete sets, the Dice coefficient is just reformulation of the
𝐹1 score when applied to Boolean data with TP, FN, and FP definitions:
𝐷𝑖𝑐𝑒 =

2𝑇𝑃
2𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁

(2-6)

For a given detection/segmentation task, the numerator represents twice the area of the ground
truth and prediction overlaps, and the denominator shows the total pixel area of the ground truth
and the prediction.
Intersection over Union (IoU, Jaccard Index): IoU is used for thresholding the TPs in objection
detection and segmentation tasks. It is defined as the intersection of the ground truth
segmentation/bounding box and the predicted segmentation/bounding box over the union of those
the ground truth and predictions:
𝐼𝑜𝑈 =

𝐴𝑟𝑒𝑎 𝑜𝑓 𝑂𝑣𝑒𝑟𝑙𝑎𝑝
𝑇𝑃
=
𝐴𝑟𝑒𝑎 𝑜𝑓 𝑈𝑛𝑖𝑜𝑛
𝑇𝑃 + 𝐹𝑁 + 𝐹𝑃

(2-7)

Bad predictions (FP and FN) are more penalized in IoU than in the Dice coefficient, thereby the
IoU score of an algorithm is always less than or equal to that of the Dice coefficient. However, in
an overall sense, these metrics are quite similar and positively correlated, meaning given a set of
algorithms for a specific task, both metrics will rank their performance in the same manner. The
IoU of different classes in an image entry could also be averaged to calculate mean Intersection
over Union (mIoU).
Average Precision (AP): Average Precision and its variations are probably the most popular
metrics among computer vision challenges. AP essentially computes the precision of an algorithm
over recalls ranging from 0 to 1.
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In order to calculate the AP of an algorithm for a specific class and over a dataset, the data
entries need to be first ranked with respect to their confidence score. The confidence score of a
class could be the outputted probability of a classifier, or the IoU score of a segmentation/object
detection algorithm. The mean of the precision values for the top-k ranked predictions with k
ranging from 1 to n (the number of positive ground truths) forms the average precision:
𝑛

(2-8)

𝐴𝑃 = ∑ 𝑃(𝑘)∆𝑟(𝑘)
𝑘=1

where P(k) is the precision score of the top-k predictions, and r(k) is the recall change between
steps k and k+1. It needs to be noted that the recall value at step k is defined as the number of TPs
in the top k confident predictions over the total number of TPs in the dataset for the class in
question. The above equation can be reformulated as:
∑𝑛𝑘=1 𝑃𝑟 (𝑘)
𝐴𝑃 =
𝑡𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑇𝑃𝑠

(2-9)

where P'(k) is defined in the same manner as P(k) but returns zero is the kth prediction is not a true
positive. In order to measure the performance over several classes instead of one, the AP score
could be averaged to compute the mean Average Precision (mAP):
𝑡𝑜𝑡𝑎𝑙
∑𝑐𝑐=1
𝐴𝑃(𝑐)
𝑚𝐴𝑃 =
𝐶𝑡𝑜𝑡𝑎𝑙

(2-10)
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2.6

Semantic Segmentation
Semantic segmentation is a fundamental computer vision task that is defined as assigning

category labels to each pixel in an image without distinguishing between instances of the same
classes. In other words, all instances belonging to the same category share the same label.
Before providing an in-depth discussion on different semantic segmentation techniques, it
is noteworthy to make a comparison between this task and other object recognition tasks such as
classification, localization, and object detection. In image classification, class labels are assigned to
the entire image, whereas object localization is defined as the prediction of bounding boxes around
each object instance within an image. By combining the two aforementioned tasks, object detection
assigns class labels to each individual bounding box designating the location of the detected objects.
Semantic segmentation goes one step further than object detection by assigning pixel-wise labels for
each available category. In order to identify intra-class variations, instance segmentation assigns
different labels for instances within a category while also discerning differences between classes. The
ultimate object recognition task is panoptic segmentation, in which all pixels within the image, both
background regions (stuff classes) and foreground object instances (things classes) are labeled and
distinguished. In scientific terminology, object recognition is an umbrella term that encompasses all of
the mentioned tasks.

2.6.1

Deep Semantic Segmentation Methods
Over the past few decades, a plethora of approaches ranging from Gaussian mixture

models, superpixels, and deep neural networks have been proposed to tackle segmentation
problems. Here, only a brief summary of the most popular deep learning-based approaches is
discussed. More in-depth discussions can be found in relevant literature reviews [53]–[55].
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In recent years, deep neural networks have achieved state-of-the-art performance on
semantic segmentation tasks. Overall, the available algorithms can be summarized in three main
categories.

I.

Fully Convolutional Network (FCN) Methods
The main idea behind FCN-based methods is to extract semantic features through the

cascaded use of convolutional and pooling layers and then the generation of a segmentation map
through upsampling. In other words, FCN networks extend the conventional CNNs by substituting
the fully connected layers by deconvolution layers, so that instead of predicting a set of
classification probabilities, pixel-wise predictions are made. This means that FCNs can be
developed by plugging in a CNN classifier as a base encoder, also known as backbone, and a
decoder that that takes in the feature encodings of the classifier and outputs a segmentation
probability map in the same space as the input. VGG-16 [56] and ResNet [57] are two popular
CNNs used as backbone architectures for semantic segmentation. Since FCNs do not have fixsized fully connected layers, they can operate with different input resolutions.
The original FCN network [58] was the forerunner method to propose semantic
segmentation using the deconvolution scheme. Although this network achieved state-of-the-art
performance levels on datasets such as PASCAL VOC, problems such as spatial-invariance,
inconsistent performance in different resolutions, and high inference time, spurred a flurry of
research on FCN-based segmentation models.
Another prominent example is the U-Net [59] architecture, originally developed for
biomedical image segmentation. By introducing a symmetric encoder-decoder architecture and
shortcut connections between each upsampling layer and their corresponding downsampling
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layers, the network was able to preserve fine details after deconvolution without a significant
increase in computational load.
The Deeplab family of networks [60]–[62] are another example of FCNs that rely on atrous
convolutions. Atrous convolutions introduce flexibility with regards to the spatial resolution on
which kernels are applied. In other words, these convolutions offer an exponentially increased
receptive field without adding to computational complexity. DeeplabV1 made significant
improvements over previous models by increasing the resolution of the final convolution layers
through the use of atrous filters and also introducing fully connected conditional random fields to
tackle the problem of localization accuracy. DeepLab V2 used an alternative pooling method,
known as atrous spatial pyramid pooling, to perform multi-scale segmentation and account for
intra-class object size variations. DeepLab V3 aimed to achieve sharper predictions on object
boundaries by deploying an encoder-decoder architecture with atrous separable convolutions to
preserve information around object boundaries. DeepLab V3+ made another simple yet effective
addition to DeepLab V3 to further refine segmentation results around object boundaries. The
novelty of this network was in changing the encoder from ResNet101 to Aligned Xception and
changing the pooling layers as well. The decoder layers were also connected to corresponding
encoder layers for enhanced preservation of spatial details.

II.

Region Proposal Methods
Before their adaptation for semantic segmentation, regional proposal networks were widely

used for object detection tasks. The core idea behind these networks is to identify a Region of
Interest (RoI) within the frame and perform classification in these regions to detect object
boundaries.
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The R-CNN family of networks are the most famous region proposal object detection
algorithms. The original R-CNN network [63] consists of three main modules. The first module
predicts 2000 different RoI based on a selective search method. These region proposals were then
independently fed to a classification network for feature extraction and then a bounding box
regressor to obtain object coordinates. Fast R-CNN [64] proposed RoI pooling to overcome the
computational complexity of R-CNN and also enhance the accuracy of object detection. Faster RCNN [65] sped up training and inference even further by integration of an FCN called Region
Proposal Network (RPN), to the Fast R-CNN model, reducing the overall complexity of the
architecture.
Since pixel-level segmentation requires tighter alignments compared to object detection,
Mask R-CNN [66] improved the RoI pooling by incorporating a small FCN on every RoI to
improve the mapping of the RoI to the regions of the original image. Mask-RCNN achieved stateof-the-art performances in a variety of object detection and segmentation challenges and found its
way into numerous real-world applications.
The authors of [63] introduced Feature Pyramid Networks (FPNs), to tackle the problem
of multi-scale object recognition. The main idea behind FPNs is to leverage the organic pyramidal
feature encoding style of CNNs to create connected feature maps in a pyramidal fashion that can
be used to make predictions on different scales. The lateral and longitudinal connectivity of feature
maps at different hierarchical levels ensures that high-level semantic information exists on all
levels. As these feature maps are calculated in the same manner as in CNNs, marginal
computational costs are added during training and inference.
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One of the main advantages of region proposal networks is that both object detection and
segmentation are performed in a forward pass. RoI proposal methods are capable of extracting rich
compact semantic maps that could efficiently be used in downstream predictors for different tasks.

III.

Recurrent Neural Network-based Methods
Recurrent Neural Networks (RNNs) are popular due to their applications in natural

language processing. However, successful iterations of these networks have also been applied to a
variety of computer vision tasks, including semantic segmentation. Since RNNs are capable of
leveraging sequential order in data to learn long-term information, their combination with CNNs
has resulted in the development of powerful segmentation networks. Although RNN-based
segmentation architectures are not as commonly used as FCNs and region proposal methods, their
ability to incorporate spatiotemporal features make them a unique choice for applications with
known data sequence.
One of the pioneering RNN-based works in computer vision is the Recurrent Convolutional
Neural Network (RCNN) [63] that builds CNN blocks with information from previous outputs or
raw input data. After performing a refining process, the aggregated prediction is computed.
[67]introduces an encoder-decoder segmentation network where the decoder is in the form of an
RNN. This architecture operates in a similar manner to FCNs with the difference that the decoder
is in the form of an RNN predicting object masks one at a time. ReSeg [68], is a segmentation
network building on top of the original ReNet image classifier [69] and is made up of three main
components. An encoder, intermediate ReNet layers, and a deconvolutional decoder. ReNet layers
learn long-term dependencies using dense local feature encodings. DAG-RNN [70] is another
method with an FCN architecture that uses directed acyclic graphs to increase the representation
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capability of the intermediate feature encodings. In Dense Recurrent Neural Network (DRNN)
[68], attention models are used to assign weights to dependencies based on their level of
importance. DRNN also densely connects image patches to improve performance.

2.6.2

Datasets
Overall, the datasets for semantic segmentation can be categorized into three categories.

The first category includes the generic large-scale datasets. While some of these datasets provide
segmentation masks, others do not have segmentation masks and are used to train backbone
encoders of FCN architectures. The second category encompasses datasets with object
segmentation masks. Lastly, a number of datasets extend the segmentation masks to background
classes as well. Here, the popular contributions from all categories are outlined.

I.

Generic Large-Scale Datasets
The number of publicly available labeled datasets has soared in recent years. Such datasets

are usually annotated through crowdsourcing. Amazon Mechanical Turk is a popular
crowdsourcing platform, used for many of the famous datasets [71]–[73]. For several of the
datasets, there also exists a challenge to benchmark the performance of the state-of-the-art
algorithms. In this section, a comprehensive overview of the datasets and the corresponding
challenges focusing on the generic object recognition task has been provided.
There are four major object recognition datasets widely adopted by researchers, each of which
having a corresponding challenge held annually to evaluate and benchmark algorithms trained on
the dataset. The details of these datasets are provided in Table 2-1.
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These challenges have played a critical role in the advancements of object recognition
techniques in recent years, as state-of-the-art algorithms emerge to outperform the winners from
previous competitions. Figure 2-4 shows the rise in the performance of the winner algorithms in
each of the four major challenges.
PASCAL VOC

ILSVRC

MS COCO

Open Images
73.1

80.0
70.0

62.1

66.3

65.9
58.7

60.0

mAP

50.0
40.0

30.9

30.0

36.8

33.9
17.1

20.0

22.6

27.9

40.9

46.3

40.9

48.6

53.3

37.3

37.2
28.2
22.6

10.0
0.0
2005 2006 2007 2008 2009 2010 Competition
2011 2012 2013
Year 2014 2015 2016 2017 2018 2019

Figure 2-4 - Accuracy improvement of winner algorithms in the object detection track of major
challenges. The fall in accuracy levels in PASCAL VOC 2007 is due to the increase of object classes
from 4 to 20.

Pascal VOC: The earliest of the four is the Pattern Analysis, Statistical Modelling and
Computational Learning Visual Object Classes (PASCAL VOC) dataset [74]. It was first released
in 2005 with four object classes, which were then expanded to 20 in the following years. The
PASCAL VOC annual challenges (2005-2012) [75] laid the foundation of the standard object
recognition evaluation metrics, widely adopted by future competitions. The dataset fell out of
fashion after the release of a significantly larger dataset named ImageNet, but it is still sometimes
used as a convenient benchmark of newly developed algorithms because of its relatively small
size.
ImageNet: Following the footsteps of PASCAL VOC, the ImageNet dataset was
introduced in 2010 [71]. The dataset contains 14 million annotated images in highly fine-grained
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categories. Samples are organized based on the hierarchical structure of WordNet [76] that is a
lexical database that groups conceptually similar words into sets of cognitive synonyms (synsets).
The database consists of 27 main classes such as fish, vehicles, and tools. Each of these classes is
then divided into semantically arranged sysnset subcategories, resulting in over 21000 synsets. A
subset of 1.2 million images of the dataset forms the baseline for the annual ImageNet Large Scale
Visual Recognition Challenge (ILSVRC) [77], held between 2010 and 2017. When first
introduced, the only task in the challenge was image classification, but single-object localization
and object detection tasks were also added in the later competitions. Due to its large size and
extensive class hierarchy, ImageNet is still used to pretrain complex models (e.g.VGG [78],
ResNet [57]). However, ImageNet is one of the largest object recognition datasets to date although
issues such as partial image annotations (only one annotated object per image) and lack of rich
natural contextual information have instigated attempts to create more intricate datasets.
Microsoft COCO: Microsoft COCO [79] is an effort to address the problems of ImageNet
by offering a relatively small (328,000 images) but a much richer dataset. In order to improve
generalizability, images are annotated with segmentation masks for objects in their contextual
backgrounds instead of canonical views. The main argument for the inclusion of contextual
environments in the dataset is that detection of many object categories depends on whether they
are depicted in their natural surroundings or not. Specifically, the algorithms trained on a particular
dataset will be more generalizable if the objects are presented in their natural environment. By
training a model on both PASCAL VOC and MS COCO, and then testing it on the other dataset,
it was shown that although the algorithm trained on PASCAL VOC performed better, the
performance drop of the MS COCO trained algorithm on the test dataset was less significant; this
indicates its superior generalizability. There has also been a focus on balancing the number of
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instances per category, ensuring that a threshold of 5000 entries is surpassed for all object classes.
Additionally, a supplementary COCO stuff dataset [80] has been released that provides
segmentations for surrounding-level classes like grass, sky, and floor, which lack distinctive
structure or parts. The downside of the COCO dataset is that the object categories are entry-level,
and fine-grained categorization is ignored so that each category includes at least a sufficient
number of samples.
Open Images: Open Images [81] is the most recent large-scale dataset that includes more
than nine million labeled images, with bounding boxes for 600 object classes. Segmentation masks
were also added to the 2019 release of the dataset. Moreover, a crowdsourced extension adds
478,000 labeled, but not segmented, images to the dataset. Another feature of the dataset is visual
relationship annotations that capture meaningful interactions between pairs of objects, allowing
for more holistic interpretations. Image classes include coarse-grained object classes, fine-grained
object classes, events, scenes, materials, and attributes (e.g., texture and color). Image class labels
are divided into positive labels, instances that exist in the image, and negative labels, instances that
do not appear in the image. By running classifiers on the dataset with and without the help of
negative labels, it was shown that the inclusion of negative labels considerably enhances
classification accuracy.
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Dataset

Number of

Number of Images

Classes

Average Objects Per

First Introduced

Image

PASCAL VOC

20

22,591

2.3

2005

ImageNet

21,841

14,197,122

3

2009

Microsoft

91

328,000

7.7

2014

600

9,178,275

8.1

2017

COCO
Open Images

Table 2-1 - Dataset statistic for PASCAL VOC, ImageNet, MS COCO, and Open Images

Table 2-2 lists the criteria, dataset attributes, and performance metrics of the four annual
challenges. Each challenge consists of multiple tasks including classification, object detection and
segmentation elaborated in the following.
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Challenge

Tasks Covered

Classes #

Images #

Annotated

Years active

Task Description

Evaluation Metric

Objects #
PASCAL
VOC

Image

20

11,540

27,450

2005 - 2012

Classification
Detection

Absence/presence prediction of at least one instance of

AP

every class in each image
20

11,540

27,450

2005 - 2012

Bounding box prediction for every instance of the challenge

AP with IoU > 0.5

classes present in images
Segmentation

20

2913

6929

2007 - 2012

Semantic segmentation for the object classes

IoU

Action

10

4588

6278

2010 - 2012

Bounding box prediction or single points for persons

AP over action classes

Classification

performing an action and annotate with the corresponding
action label

Person Layout

3

609

850

2007 - 2012

Body part (hands, head, feet) detection with bounding boxes

Taster

ILSVRC

Image

IoU > 0.5
1000

1,331,167

1,331,167

2010 - 2014

Classification for one annotated class per image

Classification
Object

Binary class error over the top 5
predictions per image

1000

573,966

657,231

2011 - 2017

Bounding box prediction for only one object per image

Localization
Object Detection

AP calculated separately for parts with

Binary class and bounding box IoU error
over the top 5 predictions

200

476,688

534,309

2013 - 2017

Bounding box prediction for all instances per image

AP with flexible recall threshold varied
proportional to bounding box size

Object Detection
from Video

30

5,314
(video

-

2015 - 2017

Continuous bounding box prediction throughout video

AP with flexible recall threshold varied

sequences

proportional to bounding box size

snippets)
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Challenge

Tasks Covered

Classes #

Images #

Annotated

Years active

Task Description

Evaluation Metric

Objects #
Microsoft

Detection

80

123,000+

500,000+

2015 - present

Instance Segmentation over object classes (things)

AP at IoU range of [0.5:0.05:0.95]

COCO

Keypoints

17

123,000+

250,000+

2017 - present

Simultaneous object detection and keypoint localization

AP based on Object Keypoint Similarity
(OKS)

Open
Images

Stuff

91

123,000+

-

2017 - present

Pixelwise segmentation of background categories

mIoU

Panoptic

171

123,000+

500,000+

2018 - present

Full segmentation of images (stuff and things)

Panoptic Quality

DensePose

-

39,000

56,000

2019 - present

Human body segmentation and mapping all the pixels of the

AP based on Geodesic Point Similarity

body to a template 3D model

(GPS)

Object Detection

500

1,743,042

12,421,955

2018 - present

Hierarchical-based bounding box detection

mAP

Instance

300

~ 848,000

2,148,896

2018 - present

Instance segmentation over object classes; negative labels

mAP at IoU>0.5

Segmentation
Visual

included to refine training
57

1,743,042

380,000

Relationship

relationship

Detection

triplets

2018 - present

Labeling images with relationship triplets containing the

A weighted sum of mAP and recall of the

interacting objects and the action class

number of relationships at IoU>0.5

Table 2-2 – Description of challenges based on mainstream object recognition datasets
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II.

Object Segmentation Datasets
Object segmentation datasets offer either instance-level or semantic segmentation masks.

Stuff classes are either not annotated or labeled as background. A list of impactful generic object
segmentation datasets is provided in Table 2-3. Since stuff could also be segmented, there has been
a recent inclination towards creating datasets with fully segmented images. However, object
segmentation

datasets

are

still

popular

for

Video

Object

Segmentation

(VOS)

foreground/background segmentation. Pixel-wise annotation of foreground objects with temporal
correspondence between frames is vital to applications such as action recognition, motion tracking,
and interactive video editing. Most VOS datasets are small in size, usually containing only a dozen
of video sequences [82]–[86]. DAVIS [87] and YouTube-VOS [88] are two recent entries
established as the main benchmarks for VOS. Corresponding challenges are held annually for both
of the datasets, where algorithms are evaluated based on IoU and 𝐹1 scores. As of 2020, an instance
segmentation challenge is also held for the LVIS [89] dataset with the same AP evaluation metric
as MS COCO.
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Dataset

Number

Classes

of

Number of

Year

Challenge

2010

No

Description

Objects

Images
SUN [90]

130,519

3819

313,884

The main purpose of the dataset is scene
recognition, however, instance-level segmentation
masks have also been provided

SBD [91]

10,000

20

20,000

2011

No

Object contours on the train/validation images of
PASCAL VOC

Pascal Part [92]

11,540

191

27,450

2014

No

Object part segmentations for all the 20 classes in
the PASCAL VOC dataset

DAVIS [87]

150

4

449

2016

Yes

(videos)

A video object segmentation dataset and challenge
focused on semi-supervised and unsupervised
segmentation tasks

YouTube-VOS

4,453

[88]

(videos)

LVIS[89]

164,000

94

7,755

2018

Yes

videos object segmentation dataset collected of short
(3s-6s) video snippets

1000

2m

2019

Yes

Instance segmentation annotations for a long-tail of
classes with few samples

LabelMe[93]

62,197

182

250,250

2005

No

Instance-level segmentation; some of the
background classes have also been annotated

Table 2-3 – Popular object segmentation datasets

III.

Scene Understanding Datasets
Scene parsing datasets are another type of scene understanding datasets that go beyond the

recognition of object classes by including pixel-wise segmentation masks for all the stuff and
object categories in an image. Compared to object recognition datasets, these datasets require more
extensive class categorizations and much richer annotations, thus often sacrificing the scale. The
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majority of scene parsing datasets focus on outdoor scenes [94]–[97]. Indoor scene parsing is still
a more challenging task compared to outdoor scene parsing due to the higher diversity of scene
categories and the smaller amount of training data [98]. The prominent scene parsing datasets are
summarized in Table 2-4. Among the listed datasets, scene parsing challenges have been held for
ADE20K, MS COCO Stuff, and SUN RGB-D, all using IoU as the evaluation metric.
Dataset

Number

Stuff

Object

of

Classes

Classes

6

15

Year

Challenge

Highlights

2006

No

One of the earliest semantic scene

Images
MSRC 21[99]

591

parsing datasets; images were later
used in [74], [94]
Stanford

715

7

1

2009

No

Background[94]

Outdoor

scene

parsing

dataset

collected from LabelMe, MSRC, and
PASCAL VOC geometric features
also included

SiftFlow[100]

2688

18

15

2009

No

An

early

dataset

on

outdoor

environment scene parsing labeled
using LabelMe
Barcelona [95]

15,150

31

139

2010

No

A subset of the LabelMe dataset

NYU Depth V2 [101]

1,449

26

893

2012

No

Parsing of 464 cluttered indoor
scenes; depth maps also included;
semantic segmentation masks for
objects

SUN+LM[98]

45,676

52

180

2013

No

A fully annotated subset of LabelMe
and SUN datasets with both indoor
and outdoor images
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Dataset

Number

Stuff

Object

of

Classes

Classes

152

388

Year

Challenge

Highlights

2014

No

Pixel-wise semantic segmentation on

Images
PASCAL Context

10,103

[102]

the PASCAL VOC dataset; 520 new
object and stuff categories were added
to the original dataset

SUN RGB-D[73]

10,335

47

800

2015

Yes

Indoor scene parsing dataset and
benchmark; 3D bounding boxes also
provided

Cityscapes

25,000

14

13

2016

No

Images captured from a vehicle
driving in urban environments across

[97]

50

cities

in

different

weather

conditions in Europe; instance-level
segmentation masks
ADE20K [103]

25,210

1,242

1,451

2017

Yes

Includes object part labels, and
attributes;

instance-level

segmentation masks
Synscapes [96]

25,000

14

13

2018

No

Photo-realistic synthetic scene parsing
of urban environments; annotation
categories are the same as Cityscapes
instance-level segmentation masks

MS COCO Stuff [80]

163,957

91

80

2018

Yes

Pixel-wise semantic segmentation for
the entire MS COCO dataset

Table 2-4 – Popular scene parsing datasets
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Chapter 3: Setup Specification and Dataset Development

In this section, two data acquisition setups used to test the proposed pipeline are discussed.
One of the setups was the one used at the partner company Apera AI, and another setup was also
developed in the lab for further testing. Any assumptions with regards to data acquisition are also
discussed in this section. The reason to test the algorithm in two different setups is to evaluate the
effects of different sensors, depth estimation techniques, ambient lighting, and skin tones on the
performance of the system. It will later be shown that the system can perform the reconstruction
regardless of the type of sensor used and generalizes well to different skin tones.

3.1

Data Acquisition Setup at Apera AI
The data collection setup used at Apera AI is comprised of a set of stereo cameras mounted

on an extrusion frame using connection plates. The cameras provide luminance information that is
further used for disparity matching and depth estimation. The same vision setup and data
processing pipeline are used for the commercial vision solutions that the company offers. The
setup is depicted in Figure 3-1.
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Figure 3-1 - Passive stereo bin-picking setup at Apera AI (photo credit: Apera.ai)

3.1.1

Sensor Specification
Both stereo sensors are Basler acA4024-29uc cameras equipped with a Sony IMX226

CMOS sensor. They have been tilted at an angle and hence rectification is needed before disparity
estimation. The IMX226 sensors offer monochrome imaging at 12 Megapixel (MP) resolution
with frame rates ranging between 30 and 60 frames per second (FPS). The specifications of the
sensor have been provided in Table 3-1.
Drive Mode

Recommended number of recording

Max frame rate

pixels

(FPS)

12MP (4:3)

4000 × 3000

40

diagonal 9.33 mm

4K (17:9)

4096 × 2160

60

diagonal 8.61 mm

Table 3-1 – Sony IMX226 CMOS sensor specifications

Output image size
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3.1.2

Disparity Matching Technique
After rectification of images from the left and right cameras, HitNet [104] is used to

calculate disparity. This approach uses a fast high-resolution disparity initialization and multi-level
disparity hypotheses to refine the disparity estimations. Disparity hypotheses are represented as
planar image patches with compact learnable feature descriptors. A CNN is used to spatially
propagate the information from both the high-resolution initialization and the tile hypotheses. The
propagation technique allows for incremental refinement of disparity estimates and preservation
of details without sacrificing real-time performance. An example image and corresponding point
cloud calculated using HitNet is depicted in Figure 3-2.
After calculating disparity, structured point clouds can be created using the rectified camera
intrinsic matrices. Since disparity values are calculated in the camera pixel space, there is a
correspondence between monochromatic images and the structured point clouds. That is, for every
pixel, the xyz value is also available. This correspondence can be utilized to leverage both depth
and photometric information in the pipeline and switch between representations.
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(a)

(b)

Figure 3-2 – (a) Rectified luminance image captured using the Basler acA4024-29uc camera (b) The corresponding
3D point cloud processed using HitNet

3.2

Data Acquisition Setup at the ACIS Lab
For further evaluation of the algorithm and exploring the possibility of using commodity

RGB-D sensors, another setup similar to that of Section 3.1 was developed. An active stereo
camera was mounted on a robotic arm facing down at the scanning table. Sample RGB and range
images are depicted in Figure 3-3.

(a)
(b)
Figure 3-3 - RGB (a) and depth (b) images captured using the Intel RealSense D435.
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3.2.1

Sensor Specification
The camera setup used is an Intel RealSense D435. This RGB-D camera is equipped with

a left imager, right imager, color sensor, and an Infrared (IR) projector. Images captured by the
left and right images are processed in real-time to measure the depth value for every pixel by
calculating the disparity between the left and right images. The IR projector helps improve depth
measurement quality in low-textured environments. The color sensor provides texture information
that could be used to create an overlayed point cloud. The specifications of the Intel RealSense
D435 are provided in Table 3-2. The sensor can capture videos with framerates ranging between
6 and 9 FPS depending on the selected resolution.
Sensor

Model/Type

Resolution

Field of View

Left/Right Imagers

OmniVision OV2740

1920 × 1280

H 69.4°/V 42.5°/D 77°

Color Sensor

OmniVision OV2740

1920 × 1280

H 69.4°/V 42.5°/D 77°

IR Projector

Vertical-cavity

-

H 64°/V 41°/D 72°

surface emitting laser
Table 3-2- Intel RealSense D435 sensor specifications

3.2.2

Depth Quality
The D435 sensor provides depth estimation with less than 2% error. This error value holds

for environments within two meters from the camera. Since depth estimation is carried out using
stereo vision, measurement errors highly depend on lighting and exposure conditions.
Intel RealSense Viewer provides a number of predefined presets tailored for different use
cases. These include “High Accuracy”, “High Density”, “Medium Density”, “Hand”, and
“Default”. It was found that using the high accuracy preset gives the best reconstruction results.
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Other visual presets utilize post-processing methods to estimate uncertain depth regions based on
depth values of the neighboring pixels. For instance, the “Hand” preset performs best in preserving
edges, while “High Density” provides a higher fill factor, minimizing the number of pixels without
depth information.
A number of post-processing filters are also available to help smoothen the depth estimates.
The filters are described below.
•

Decimation filter: This filter acts as a downsampling mechanism to simplify the
depth scene. More specifically, mean values from kernels with sizes ranging from
2x2 to 8x8 are used to scale down the image proportionally in both dimensions.
Obviously, the use of this filter results in loss of information and reduces image
resolution by factors greater than or equal to two.

•

Spatial Edge-Preserving Filter: This one-dimensional filter is applied in horizontal
and vertical passes to improve the smoothness of data.

•

Temporal Filter: This filter uses the information from the previous frame to adjust
the depth value of the current frame. More precisely, this filter keeps track of the
per-pixel depth values to estimate a consistent depth value. In cases where an
invalid or missing depth value is encountered, the temporal filter can replace the
depth value with that of the previous frame. It is obvious that this filter is best
suited for static scanning environments where intra-frame variations are small.

•

Holes Filling Filter: This filter is used to rectify missing data points by replacing
pixel values by that of one of the adjacent four pixels.
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Based on the application at hand, the “Spatial Edge-preserving” and “Holes Filling” filters
were applied to the raw depth measurements. The other two filters were discarded due to the
dynamic nature of the scene and also the importance of preserving geometrical details. Figure 3-4
demonstrates a visual comparison between 3D meshes generated by RealSense SDK before and
after using the aforementioned filters.

(a)

(b)

Figure 3-4 – (a) Raw mesh generated using RealSense SDK. (b) Corresponding post-processed mesh

50

Chapter 4: System Overview

In this chapter, a holistic tracking and reconstruction pipeline is proposed to generate a 3D
model of a moving object captured by a stationary depth-enabled camera system. Our main
assumption is that the object of interest is moved within the camera frame by a human operator,
without the need for its coordinates. Over time, a 3D model of the object is developed as more
views become visible to the camera by moving the object. The mentioned formulation loosely
resembles the problem of 3D scene reconstruction using SLAM, wherein a moving depth-enabled
camera continuously captures new frames of the environment, and the 3D model of the scene is
augmented as new surfaces are exposed to the camera. In this study though, the cameras are
stationary, so the alterations in the images are only due to the movement of the foreground
elements.
The problem of having a dynamic scene is addressed by extracting the static background
and also the operator hand from the scene, and then performing the view alignment and
reconstruction using the remaining regions, which belong to the object of interest. In order to
perform background exclusion, the static background is subtracted from each frame using a
relative depth and normal difference threshold. A hand segmentation network, trained on
monochrome data, is then used to mask the operator hand and remove the corresponding points in
the point cloud. The relative transformation matrices between frames are then calculated. Also, the
transformation matrices are optimized by using a hierarchical pose graph. Finally, the
reconstructed model is updated by adding the newly exposed object points in each frame.
Our approach is an efficient end-to-end model reconstruction pipeline that uses input
luminance/RGB and depth data to track and reconstruct an object of interest. Figure 4-1 describes
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Arm Exclusion

Depth/Luminance
Preprocessing

View Alignment

Reconstruction
Update

Background
Exclusion

Figure 4-1 – Overview of the proposed pipeline

the overall frame-by-frame process of the proposed pipeline. In the following, an in-depth
description of each of the modules in the pipeline is provided.

4.1

Arm Segmentation
In order to make all the surfaces of the object visible, there needs to be an operator to hold

and rotate the object. Segmenting and excluding the operator arm directly affects the downstream
processes in the pipeline. Partial segmentations can result in unwanted artifacts in the final
reconstruction. Furthermore, high FN rates can lead to an inaccurate alignment of the frames. As
a result, a robust segmentation is needed at the core of the proposed pipeline. Binary semantic
segmentation is performed to mask the operator arm(s). The resulting segmentation mask can then
be used to remove the corresponding pixels from the depth map.
Four state-of-the-art deep segmentation networks are trained with a proposed training
scheme and tested on a custom dataset. The corresponding IoU scores of the models are then
compared against each other to find the best performing model. The resulting IoU scores can also
be interpreted to assess the generalizability of the model to the target domain. Further, various
image normalization techniques are explored to bridge the appearance gap between the source and
target domains.
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4.1.1

Training Regime
The training process is carried in two steps. First, the segmentation network is pretrained

on a synthetically generated dataset and then the model is retrained on a smaller scale real-world
dataset.
The first dataset is Ego2Hands (E2H) dataset [105]. E2H is a large-scale synthetic hand
segmentation dataset consisting of images of right hands captured in front of a green screen. The
right hand is then flipped horizontally to create the left counterpart. A key advantage of the E2H
is having a large number of annotated images with human hands from various ethnicities. The
dataset is divided into a training set of 188,362 images and a test set of 2,000 images. 19,216
images are randomly applied to the training set frames to form the background. The test set images
have been recorded in real scenes and are hence manually annotated. A problem with real-world
hand segmentation datasets is that they are usually collected in a limited number of scenes. When
training on segmentation networks on such datasets, a bias towards the background is developed.
One advantage of the E2H dataset is the provision of a large number of random background
images, thus eliminating training bias to sequences with identical backgrounds. A number of
examples from the E2H dataset with synthetic backgrounds are depicted in Figure 4-2.
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Figure 4-2- Synthetic examples from the E2H dataset

A major problem with synthetically generated datasets however is that such systems tend
to generate artifacts in segmentation masks, the features of which could be easily learned by deep
networks. Since such artifacts do not appear in real-world data, such datasets cannot be used as a
final solution for training. In this light, E2H is used only as a pretraining step.
The EGTEA GAZE+ (EG+) [106] and the validation set of the E2H dataset are combined
to form the secondary training set. EG+ is a hand segmentation dataset just shy of 14,000 images
with instance-level masks for both right and left hands. The dataset is gathered by users performing
cooking activities in 86 unique sessions of 32 different subjects. Although EG+ is an order of
magnitude smaller than the E2H dataset, it provides two main advantages. Firstly, the annotations
have been manually generated on real-world data and hence frames do not contain edge artifacts.
Secondly, since the images depict egocentric interactions of human subjects with various
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Figure 4-3 – Example images from the EG+ dataset

objects, the training domain is more similar to the target domain. Example images of the EG+
dataset are provided in Figure 4-3.

4.1.2

Segmentation Models
Four state-of-the-art segmentation models, namely, DeepLabV3+ [107], U-Net [59], FPN

[63], U-Net++ [108] were chosen to perform hand segmentation. Each network was trained using
the training regime specified in Section 4.1.1.
After training, IoU scores on a manually collected test dataset are used for evaluating
segmentation accuracy. IoU can be applied to any algorithm producing segmentation masks or
bounding boxes. By providing a ground-truth bounding box or segmentation mask and the
predictions from the models, the mean IoU of a set of test images is calculated and reported as the
final performance score.
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4.1.3

Data Augmentation
One of the methods to reduce the appearance gap between the source and target domains,

and also reduce overfitting is data augmentation. Albumentation is the library that is used to
perform this task. Random cropping, scaling, rotation, vertical/horizontal flipping, blurring, and
random illumination were used to augment the training data. Furthermore, the E2H dataset was
also augmented by the translation of hand masks and assigning probabilities for the presence of
right and left hands in each frame. The augmentation flow chart is depicted in Figure 4-4.

Figure 4-4 – Data augmentation flow chart

4.1.4

Image Normalization
Even after performing data augmentation, domain shift can still reduce the performance of

the segmentation network. Lighting, surrounding environment, and different occlusion types are a
few examples of how source and target data distributions could be different.
Image normalization is a standard way of reducing the difference between training and
target domains. Normalization is applied as a per-pixel operation on each image in the training set.
In the following, a discussion of the normalization methods used in this work is provided.
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I.

Grayscaling

Grayscaling was the first normalization that was applied to the training images. The main
reason for adopting this normalization technique was the fact that the vision setup at Apera AI is
made up of monochromatic stereo cameras. For an RGB image with linear color intensity values
𝑐(𝑢) = [𝑐𝑟 , 𝑐𝑔 , 𝑐𝑏 ], the grayscale intensity 𝐺(𝑢) is defined as follows [109]:
𝐺(𝑢) = 0.2126𝑐𝑟 + 0.7152𝑐𝑔 + 0.0722𝑐𝑏

(4-1)

Grayscaling removes the bias towards color distribution and hence as shown in Chapter 4:
improves generalizability of the segmentation model to new domains. One advantage of applying
grayscaling is that no samples of the target domain are required to formulate the function.

II.

Histogram Equalization

Histogram Equalization is an image processing technique widely used to improve the
contrast of images. This is done by spreading the most frequent intensity values in the image
diagram. In other words, by spreading out the spikes in intensity frequency, the image will have a
wider contrast range. As a result, low contrast portions of the image will have higher contrast
levels. In scenarios where background and foreground portions of an image have low differences
in their corresponding intensity values, histogram equalization can help with the separation of the
two.

III.

Histogram Matching

Histogram matching is a generalized form of histogram equalization and is used to equalize
two source and target image histograms. Histogram matching is widely used as an image
processing technique to adjust the contrast of a source image according to a reference image. Given
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a source image 𝑆 and a target image 𝑇, with histograms of ℎ𝑠 and ℎ𝑇 respectively, histogram
matching is performed by first calculating the cumulative distribution functions as follows:
𝑗

1
𝑐𝑑𝑓𝑠 (𝑗) =
∑ ℎ𝑠 (𝑖)
𝑁𝑠

(4-2)

𝑖=0

𝑗

1
𝑐𝑑𝑓𝑇 (𝑗) =
∑ ℎ 𝑇 (𝑖)
𝑁𝑇

(4-3)

𝑖=0

where 𝑁𝑠 and 𝑁𝑇 designate the number of pixels in the source and target image, and 𝑗 =
0,1,2, . . . ,255. After the calculation of the cumulative density functions, every value 𝑘 in the source
image is substituted with 𝑘 ′ , such that 𝑐𝑑𝑓𝑠 (𝑘) = 𝑐𝑑𝑓𝑠 (𝑘 ′ ).

4.2

Background Exclusion
Every new observation includes static background regions that need to be subtracted before

tracking the object movement. In order to do so, the depth values of every new frame are subtracted
from a reference static frame without the object and exclude the corresponding points with a small
relative depth distance. A static reference frame can easily be created before the scan by removing
the object from the scanning environment. Further, regions that stay dormant for a long time are
also ignored.

4.3

View Alignment
The remaining object mask after the exclusion of static background elements and the

operator arm can be used to select corresponding pixels in the depth map associated with
corresponding luminance intensities to extract a structured 3D representation of the object in that
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frame using the camera intrinsic matrix. Two main methods have been discussed for view
alignment. The first method relies on coarse-to-fine registration of new frames with an
incrementally updated global model. The second approach is based on using pose graphs to
optimize relative transformations between neighboring frames to achieve a globally consistent set
of poses.

4.3.1

View Alignment Using a Global Model
A coarse-to-fine registration method based on [110] is used to align new observations with

the global model. Rigid transformations are assumed between the frames. Specifically,

𝑛
𝑔𝑇

describes the rigid transformation of the frame 𝑛 to the global reference frame 𝑔 where
𝑛
(𝑘)
)
𝑔𝑇 (𝑝𝑛

(𝑘)

(𝑘)

= 𝑔𝑛𝑅 (𝑝𝑛 ) + 𝑔𝑛𝑡 rotates every point 𝑝𝑛

by the 3 × 3 matrix 𝑔𝑛𝑅 translates them by

the 3 × 1 vector 𝑔𝑛𝑡.

Every new observation at time 𝑛 is first aligned with the previous observation 𝑛 − 1 held
in the buffer. The resulting transformation matrix
frame registration. In other words, 𝑔𝑛𝑇𝑖𝑛𝑖𝑡 =

𝑛
𝑛−1𝑇

𝑛
𝑛−1𝑇

is then used to initialize the model-to-

× 𝑛−1𝑔𝑇 initializes the ICP between the global

frame 𝑔 and the observation frame 𝑛. The reason behind holding 𝑛−1𝑛𝑇 in the buffer is to improve
the initialization of the model-to-frame registration. It was found that in cases where there is a
significant shift between frames, having this additional registration step helps with robustness.
After setting up the initialization matrix the following objective function is minimized to calculate
𝑛
𝑔𝑇 :

𝐸(𝑇) = (1 − 𝜎)𝐸𝐿 (𝑇) + 𝜎𝐸𝐺 (𝑇)

(4-4)

59

where 𝜎 ∈ [0,1], the terms 𝐸𝐿 and 𝐸𝐺 define the photometric and geometric residuals respectively.
The photometric loss 𝐸𝐿 is defined as follows:
𝑗

2

𝐸𝐿 (𝑇) = ∑ (𝐼𝑖 (𝑢) − 𝐼𝑗 (𝜋(𝐾 𝑖𝑇𝜋−1 (𝑢, 𝐷𝑖 ))

(4-5)

𝑢∈𝛺

where 𝑖 and 𝑗 indices designate the frames to be registered, 𝑢 is a pixel in the 2D pixel space 𝛺 ⊂
𝑁 2 , 𝜋 performs the perspective projection, 𝐾 is the camera intrinsic matrix, and 𝐷𝑖 is the corrected
depth map for frame 𝑖. 𝐼(𝑢) shows the intensity value of pixel 𝑢. 𝐸𝐺 is the same loss as in the
point-to-plane variation of ICP and is defined as follows:
(𝑘)

𝐸𝐺 (𝑇) = ∑(𝑝𝑖

(𝑘)

𝑗

(𝑘)

− 𝑖𝑇𝑝𝑗 ). 𝑛𝑖 )2

(4-6)

𝑘

(𝑘)

(𝑘)

where 𝑛𝑖 defines the surface normal for point 𝑝𝑖 .
The objective function 𝐸(𝑇) is optimized using a coarse-to-fine pyramid scheme using three down
sampling levels.
In cases with drastic transformations between frames, the number of pairwise
correspondence matches needed for ICP will drop, and the detected pairs may also be mismatched.
This in turn may lead to the convergence of the optimization loss to a local minimum and the
propagation of tracking errors into future pose estimates. In order to avoid this phenomenon and
to provide more accurate initialization matrices for ICP, the Fast Global Registration (FGR)
approach [111] is used to perform an initial coarse registration. More specifically, the number of
correspondence point pairs used for ICP is monitored. If after initialization, the ratio of the number
of detected point pairs to the total number of points in the target frame (the frame to be added) falls
below a threshold 𝑚 or decreases after registration, FGR is initiated to perform a coarse
registration. Then, the resulting transformation matrix is used to initialize ICP. The correspondence
pair ratio provides more information than the ICP cost function about the mismatch of partially
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overlapping point clouds as low overlapping geometries can result in deceptively low costs
calculated on inaccurate inlier correspondence sets.

4.3.2

View Alignment Using Pose Graph Optimization
An alternative view alignment method used in this work is pose graph optimization. A pose

graph describes the relative transformations between different frames. Each frame 𝐹𝑖 forms a node
in the pose graph and is connected to other nodes via relative transformation matrices 𝑇𝑖 , also
known as edges. The set of 𝑇𝑖 matrices are unknown and hence need to be optimized.
The graph is initialized with the first frame 𝐹0 and 𝑇0 which is an identity matrix. Other
poses are calculated using a dense registration algorithm. Specifically, the relative transformation
between two nodes 𝑇𝑖𝑗 that connects 𝐹𝑖 to 𝐹𝑗 is first initialized as an identity matrix, and then
calculated using either ICP or feature-based registration methods. The global pose of every node
is also computed by multiplying the pose of the previous node by the relative transformation
between them.
The pose graph edges are divided into two categories. Edges that connect consecutive
frames are marked as certain edges because of the large overlap between them. Edges connecting
non-consecutive nodes are marked as uncertain. This is because temporally distant frames have
less overlap, making the corresponding transformation matrices more prone to error. The final
goal of setting up a pose graph is to use the fully connectedness property of the graph to optimize
the uncertain edges and hence achieve more accurate poses in the global coordinate frame. More
specifically, by defining a cost function that combines a dense surface registration energy with line
processes over the uncertain pose graph edges, the global pose configuration of the nodes and also
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the validity of each edge is estimated. After optimization, the final set of poses can further be
refined using ICP.
A key advantage of using global pose optimization is the removal of propagation effects of
noisy pairwise registrations into downstream poses. This is because loop closure edges are
systematically checked to identify inconsistent transformations. As a result, reconstructed models
obtained through a globally optimized set of poses are less prone to pose drift and estimation errors.
On the other hand, global pose estimation drastically increases the computational load, as
transformation matrices need to be calculated between every two nodes, not to mention the added
costs of optimizing the energy function. In order to cope with increased computation time in
datasets with a large number of frames, the optimization is performed in two steps. First, the frames
are divided into smaller chunks. Pose graph optimization is performed on every chunk to create a
fragment. In the second step, another pose graph is constructed and optimized on the fragments to
produce the final set of poses.

4.4

Reconstruction Update
After a frame has been aligned with the global model, the model points are transformed to

the camera space of the frame, and using a Truncated Signed Distance Function (TSDF)
representation the model is updated by using a weighted average of the TSDF values of the new
observation and the original model. After the TSDF has been updated, the surface of the object in
the camera space is predicted using marching cubes and fed back to the view alignment block to
perform registration with the upcoming frame. Although it has been shown that the surfel-based
data representations can prove to be more efficient for large-scale 3D scene reconstruction
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purposes, the TSDF representation has become the standard approach for lower scale problems
like object model reconstruction due to offering reconstructions of the highest quality [112].
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Chapter 5: Experimental Results

In this chapter, the experiments carried out to test the developed 3D reconstruction pipeline
are described. The proposed algorithm is tested on datasets gathered using the two setups
discussed in Chapter 3:. A dataset of three objects with varying geometries and texture levels was
used. In order to benchmark the performance of the developed pipeline ground truth, 3D models
and segmentation masks were developed.
All the experiments, including training and testing of segmentation networks, pose
optimization, and reconstruction algorithms, have been performed on a system with an AMD
Ryzen 9 3900 CPU and an NVIDIA Titan RTX GPU. During test time, segmentation model
inference and TSDF updates are optimized for GPU acceleration while registration algorithms run
on the CPU. The computational bottleneck is the segmentation module, where 10 - 50 milliseconds
are used to compute the segmentation mask depending on the architecture used. The overall
reconstruction process for a two-minute scanning session at 15 FPS typically is performed in under
ten minutes.

5.1

Arm Segmentation
Four popular semantic segmentation networks, namely, U-Net, U-Net++, DeepLabV3+,

and FPN are trained to perform arm segmentation. For all of the networks, ResNet50 pretrained
on the ImageNet dataset was used as the backbone encoder. In order to match the format of the
training images with the monochrome images acquired by the stereo camera setup at Apera AI,
images of the training set were first grayscaled. The networks were then trained in two stages and
tested on a manually annotated test set in the target domain.
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5.1.1

Training Details
In both training stages, a batch size of 8, sigmoid activation function, and Dice loss were

used. The Adam optimizer was used with an initial learning rate of 0.0001. In the first training
stage, the networks were trained for two passes over the E2H datasets, with the learning rate
decaying to 10−5 after the first pass. The second stage of training was performed in 40 epochs on
the EG+ dataset with a scheduled learning rate decay of 0.1 per epoch. Both datasets were split
into an 80% training set and a 20% validation set.
All of the networks achieved high mIoU scores on the E2H dataset, indicating the
simplicity of tuning network parameters to synthetically gathered data. The performance of
networks started to dwindle when trained on the more challenging EG+ dataset. It is worth noting
that the first training stage is particularly effective for achieving background invariance, and richer
semantic information is learned in the second stage. The performances of different architectures
in both training stages are provided in Table 5-1.
Model

Stage I (E2H)

Stage II (EG+)

U-Net

0.974

0.896

U-Net++

0.987

0.902

DeepLabV3

0.974

0.904

FPN

0.953

0.873

Table 5-1- mIoU scores of different architectures in two training stages
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5.1.2

Segmentation Results
In order to choose the best performing network architecture, the trained models were

evaluated on a manually created test set. The test set includes images randomly selected from the
object dataset captured by the RealSense D435 camera. Segmentation masks were manually
labeled using Labelbox [113]. In the following, various experiments were conducted to evaluate
the proposed segmentation approach in Chapter 4:.

I.

Evaluation of the Training Regime
The motivation behind this evaluation section is twofold. First, by training the networks

with two training regimes (i.e., once only on EG+ and the other time on both E2H and EG+
datasets), the significance of using the proposed two-stage training regime across different stateof-the-art segmentation networks is assessed. Second, by testing the algorithms on a manually
collected test set in the target domain, a fair comparison between different models for in-hand
object scanning is provided. mIoU and average recall are used as the evaluation metrics. The
choice of recall as a secondary evaluation metric is because low FN ratios are preferred over low
FP ratios as FP pixels are not as damaging to registration and reconstruction steps. The obtained
segmentation results are provided in Table 5-2.
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EG+

E2H + EG+

Model
mIoU

Recall

mIoU

Recall

U-Net

0.756

0.893

0.94

0.9644

U-Net++

0.784

0.911

0.908

0.958

DeepLabV3+

0.906

0.958

0.921

0.959

FPN

0.764

0.845

0.864

0.883

Table 5-2 – Segmentation results of various networks on the test set

As shown in Table 5-2, the developed two-stage training regime increases segmentation
performance in all of the tested models. This confirms the previous hypothesis that training on a
combined set of synthetic images with random backgrounds and real-world sequences increases
the generalizability of the models. It needs to be mentioned that test results from training only on
the E2H dataset have not been reported as the networks trained solely on this dataset did not
generalize well to the test set. Overall, DeepLabV3+ has the best performance when trained only
on the EG+ dataset. However, U-Net beats all other algorithms when trained using the two-stage
training regime. Sample segmentation results from all of the mentioned networks using the twostage training regime are provided in Figure 5-1. As can be seen, the performance gap between all
different algorithms lies in regions where hand-object interactions occur. U-Net performs best in
preserving fine edge details at the tip of the fingers.
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Figure 5-1 – Sample Segmentation results of (a) DeeplabV3+, (b) FPN, (c) U-Net ++, and (d) U-Net with two-stage training

II.

Effects of Arm Size on Segmentation
Scale-invariance is another important factor when comparing segmentation models.

Having an algorithm that performs well for different arm sizes makes the scanning process more
robust. As previously discussed in Chapter 4:, random cropping was performed as an augmentation
step to make sure arms of different sizes are included in the training set. However, the segmentation
networks are expected to perform best in a specific range regardless of data augmentation. This is
because both datasets used in training are captured in egocentric view. More specifically, E2H and
EG+ both contain images captured by a camera attached to the forehead of the operator. In the inhand scanning application, however, the camera is placed at a farther distance above the scanning
table. Hence, by performing an analysis on the effect of arm size on segmentation performance,
the optimal range can be found. The end-user can use this information as heuristics for more
accurate scanning.
Algorithms are tested on two image sets. Images with relative arm size below 0.10 are
grouped as small, and those above 0.15 are categorized as large. Since all of the images were
captured using the same setup, variation in arm size between the original images was relatively
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low. When creating the large set, cropping and zooming were performed to enlarge the surface
covered by arms. The segmentation results are provided in Table 5-3.
Small

Large

Model
mIoU

Recall

mIoU

Recall

U-Net

0.6475

0.7484

0.9332

0.958

U-Net++

0.7372

0.856

0.915

0.938

DeepLabV3+

0.697

0.881

0.923

0.955

FPN

0.634

0.721

0.881

0.912

Table 5-3 - Multi-scale segmentation results

As can be seen in Table 5-3, U-Net++ has the best mIoU score on small arms set. The
superiority of U-Net++ can be related to its power to connect different semantic levels in the
encoder and the decoder through dense convolutions and skip connections. Although falling short
by four points in mIoU score, DeepLabV3+ outperforms U-Net++ in average recall. This shows
that DeepLabV3+ tends to oversegment arms and produce relatively high FP rates. As discussed
before, high recall values for the binary task of arm segmentation are of higher value relative to
precision, since the effects of oversegmenting the operator arms, will diminish as more object sides
become visible. U-Net has a slight edge over other algorithms on the large arms set, narrowly
beating DeepLabV3+ in both mIoU and recall scores. Based on the aforementioned analysis,
DeepLabV3+ offers the most robust overall performance and hence is chosen as the main
segmentation network for the proposed pipeline.
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III.

Image Normalization
Here, the effect of different image normalization techniques on segmentation performance is

analyzed. Grayscaling, histogram equalization, and histogram matching were chosen to normalize
the training images and close the domain gap. DeepLabV3+ was selected as the segmentation
network.
Histogram equalization and matching cannot be performed on individual RGB channels. This
is because, in the RGB color space, intensity and color are both integrated into each of the color
channels, making it impossible to adjust the brightness without changing color values. As a result,
it is first required to separate the brightness and color information from each other, so that intensity
values can be equalized without changing the color balance. YCbCr is chosen as the destination
color space as it is designed for digital images. The 𝑌 component represents the luminance value
of the image, and 𝐶𝑏 and 𝐶𝑟 designate the blue-difference and red-difference chroma components.
After conversion to the YCbCr color space, histogram equalization is applied on the 𝑌 channel,
and the resulting image is then converted back to the RGB color space. Figure 5-2 shows a sample
image from the EG+ dataset before and after applying histogram equalization and matching.
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Figure 5-2 – (a) Sample image from the training set. (b-1) The same source image
after of histogram equalization. (b-2) The same source image after histogram
matching with an image from the target domain.

Small

Large

Normalization
mIoU

Recall

mIoU

Recall

RGB

0.272

0.456

0.515

0.604

Grayscale

0.697

0.881

0.923

0.955

Histogram Equalization

0.777

0.821

0.870

0.9013

Histogram Matching

0.734

0.772

0.946

0.975

Table 5-4 – Segmentation results with different image normalization techniques

As shown in Table 5-4, normalized images significantly increase segmentation
performance compared to raw RGB images. Although histogram matching leads to superior results
on the large-sized arms, smaller arms are better segmented using histogram equalization and
grayscaling. Grayscaling and histogram equalization do not require any information about the
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target domain and hence are more practical to use in scenarios where no data from the target
domain is available.

5.2

Background Exclusion
The exclusion of the background environment is carried out parallel to the arm

segmentation network and the resulting pixels masks from both processes are subtracted from the
depth frame. Figure 5-3 shows a sample luminance image and the corresponding object mask after
excluding the background and hand pixels. It can be seen that the segmentation network tends to
over segment the hand and hence result in misclassification of the object pixels in neighboring
regions, which can be compensated over time by the addition of new frames. The resulting mask
can be used to locate the foreground object pixels to perform tracking and reconstruction.

Figure 5-3 - Foreground object mask after subtracting the background and the operator
hand
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5.3

Reconstruction Results
Qualitative and quantitative evaluations are carried out on real-world data acquired for

three objects with an available ground-truth CAD model. Since the pipeline consists of
interconnected components each affecting the performance of one another, e.g., poor segmentation
leads to poor tracking, it is ideal to assess each module individually. However, since ground-truth
information is not available for all of the modules, e.g., ground-truth pose trajectory of the object,
the final reconstruction is used to evaluate the performance of the system. Nevertheless, the final
reconstruction, as a manifestation of compound effects from all of the elements, can provide
valuable insights.

5.3.1

Qualitative Analysis
One of the advantages of the proposed pipeline is the provision of an easy scanning process.

There are no specific requirements about the platform or careful handling of the object for minimal
contact. In the same manner as a visual inspection, the object can be rotated with one or both hands
while the capture process is being carried out. Hence, this approach is more practical when
compared to other scanning methods that for example, require a turning table or multiple sessions
of scans capture. Figure 5-4 demonstrates the final reconstructions of the objects scanned with the
described operation. It can be seen that fine details such as holes and dents have been preserved.
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Figure 5-4 – Reconstruction results of the scanned objects

Object poses can be used to visualize virtual camera trajectories. Figure 5-5 shows the
virtual camera trajectory of the gripper object visualized in Blender. As can be seen, the camera
poses resemble the poses of a scanning sensor around the object. An important advantage of inhand scanning, as opposed to handheld scanning systems, is that all sides of the object can be
scanned in one session. Handheld scanning devices require multiple sessions since the sides of the
object that are in contact with or close to the platform are not visible to the camera.

Figure 5-5 – Virtual camera poses for the gripper object
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5.3.2

Reconstruction Accuracy
In order to evaluate the final reconstruction performance, the reconstructions are compared

against ground truth CAD models. The ground truth mesh of the spray bottle and the shoe were
created using high accuracy commercial handheld scanning setups, and the CAD model of the
gripper was made available by the manufacturer.
In order to quantify reconstruction error, the ground truth models are first aligned with the
reconstructed mesh and then the mean distance of every vertex in the reconstruction to the closest
face on the ground truth mesh is calculated. While this metric was adopted in many papers to
evaluate scene reconstruction performance on benchmark datasets such as ICL-NUM [114], scale
variations need to be accounted for when reconstructing objects of different sizes. Hence, the
calculated metric distance is normalized by dividing it by the ground truth bounding cube diagonal.
Surface reconstruction errors of the scanned objects have been provided in Table 5-5.
Object

Frame-to-model registration

Pose graph optimization

Shoe

0.0425

0.0343

Gripper

0.0174

0.0143

Spray

0.0124

0.0111

Table 5-5 - Normalized reconstruction error for the scanned objects

As shown in Table 5-5 reconstruction errors of the scanned objects are low, and hence the
obtained models can directly be used for pose estimation purposes. Further, reconstructions
acquired using the optimized poses offer a higher level of fidelity compared to frame-to-model
registration. This is because optimizing the object pose graph results in a globally consistent set of
poses, mitigating the propagation of registration pairwise registration errors to downstream frames.
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It should be noted that the higher reconstruction error of the shoe object is in part due to the nonrigid characteristics of the shoelaces.

5.3.3

Ablation Study
In order to show the effect of the operator hand on tracking and the final reconstruction,

the pipeline is executed with masks obtained using four different thresholds on the probability
maps computed by the segmentation network. Table 5-6 shows the reconstruction errors for each
segmentation threshold. As can be seen, by increasing the threshold and therefore the false negative
ratio of segmented pixels, the reconstruction error increases. This directly stems from the reduction
in tracking accuracy as erroneous points are fused to the model.
Segmentation threshold

Normalized reconstruction error

0.01

0.01736

0.1

0.0232

0.5

0.0247

0.9

0.0248

Table 5-6 - Normalized reconstruction error of the gripper for various segmentation thresholds.
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Chapter 6: Conclusions

6.1

Summary
In this study, a 3D object reconstruction pipeline capable of producing high-fidelity models

from a sequence of frames captured by a depth-enabled camera setup was presented. This is done
by using semantic cues to track and incrementally refine the object model. Overall, the dynamics
of the proposed pipeline constitute four interconnected subsystems:
1) Background Removal: In this block, depth and corresponding color data are used to
extract stationary frame regions that are irrelevant and hence need to be removed.
2) Arm Segmentation: In this block, a semantic segmentation neural network is used to
mask regions of the frame that correspond to the operator arm. A training regime tailored
to the application in hand was proposed to increase the robustness and accuracy of the
segmentation model.
3) View Alignment: Local and global registration of point cloud corresponding to partial
object observations are carried out using frame-to-model and pose optimization
approaches.
4) Reconstruction Update: Aligned observations are used to create a global object model
using a truncated signed distance function representation. Rendering and post-processing
methods used to transition between different 3D representations and refine the final
reconstruction are also discussed.
In order to assess the effects of the proposed training regime, a hand segmentation dataset
was manually collected and labeled. It was shown that using a two-stage training regime results in
a meaningful increase in segmentation performance and generalizability. Further, it was shown
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utilizing image normalization techniques such as grayscaling, histogram equalization, and
histogram matching are effective in bridging the gap between the source and target domains.
The reconstruction performance of the system was evaluated on a real-world dataset of
three objects collected using two distinct scanning setups. Reconstruction errors were calculated
by comparing the obtained mesh reconstructions against ground truth models. High fidelity models
with low reconstruction error levels were obtained for all objects in the dataset.
The proposed approach comes with a number of advantages. Similar to visually inspecting
an object in hand, the rotation of the object is intuitive and natural for the user. Further, by an
online display of an incrementally reconstructed model, the user can control the exposure of
different surfaces to the camera and rotate the object in a manner that provides more coverage for
poorly reconstructed regions. Finally, in a variety of applications, such as robotic pick and
placement in manufacturing lines, camera setups are kept stationary to avoid long recalibration
operations. Hence, the rotation of the object is the only available option for a full scan.
6.2

Discussion
3D model reconstruction is a widely studied field with applications in various domains. A

large number of methodologies have been proposed to tackle this task, each having its
shortcomings when it comes to the shop floor. Commercial solutions exist that offer micron-level
accuracy levels but such systems require offline processing and come with hefty price tags.
Further, learning-based approaches that treat the problem as an end-to-end function estimation do
not generalize well to unknown object classes.
In applications such as robotic pick and placement submillimeter accuracy levels are not
required. As long as the reconstructed models are true-to-scale, preserve the topological details,
and can be obtained in a reasonable amount of time, downstream tasks can be performed. The
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significance of the proposed approach is a combination of the efficiency, practicality, and accuracy
level it provides. The proposed approach is intuitive to use, easy to implement, and accurate
enough for industry-level requirements for tasks such as object pose estimation, quality control,
and fault detection.
6.3

Future Work
While the proposed pipeline makes significant progress towards achieving reliable accurate

3D models ready for use in other vision tasks, it can be further improved in a number of areas:
1) Although the system can handle non-rigid deformations of the operator hand, it
relies on the assumption that the object is rigid. The incorporation of non-rigid
deformations in both tracking and reconstruction can expand the applicability of
the proposed system to a wider range of objects.
2) Smaller-scale geometries and thin-walled objects still impose challenges in
tracking and require more robust registration techniques. In recent years, numerous
efforts have been dedicated to finding deep learning-based 3D point cloud
registration solutions. While promising results have been demonstrated using a
number of such approaches, finding a fast and generalizable registration solution is
still an open area of research.
3) Interaction points of the hand and the objects can provide additional cues that can
be utilized to refine or correct the estimation of object pose. The problem of hand
pose estimation has been widely investigated in the AR/VR contexts, and hence
there exist large pose estimation datasets that create a strong prior for this problem.
The utility of hand-object interaction is most significant in the case of texture less
and symmetrical objects. In such scenarios, ICP fails to distinguish between
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geometrically similar viewpoints, and additional cues can be used to guide the
registration process.
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