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Abstract
Chapter 1 estimates how an individual’s expressed sentiment responds to messages
from their social network connections. I use machine learning to code messages for
expressions of one type of sentiment: happiness. Because network link formation
is not random, I use exogenous shifters to instrument for the message volume of
each of a user’s neighboring nodes. Specifically, I interact neighbor daylight with
average neighbor sentiment, and aggregate this across neighbors to construct an
instrument for viewed messages. A user with neighbors in different places with
different average sentiment receives a shock to their feed when light levels differ
across those places. I find that a user’s happiness increases by 3.4% when the
happiness of incoming messages increases by 10%.
Chapter 2 presents a general framework for estimating the causal effect of social
interactions on online social networks. This context presents two challenges for
causal estimation beyond the endogeneity problem discussed above. First, social
networks are dynamic: users are affected not only by contemporaneous messages
but also by past messages. Second, some data is missing. These networks have
relatively low levels of clustering, which means that it is computationally infeasible
to collect all of the neighbors of a sample of the network. I introduce an estimation
strategy for addressing these two challenges. I also construct six new instruments
within this framework and compare their strength.
Chapter 3 develops a method for estimating the impact of voter demobilization
efforts on voter turnout. We exploit two facts: a) demobilization is typically targeted to avoid the supporters of the intended beneficiary, and b) voting results are
available at the sub-district (poll) level. Omitted variables will generally be constant
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Abstract
across a district, while the impact of the violations will be decreasing in the level
of support for the violating party. Our method is general in the sense that it does
not require a natural experiment and is robust to countrywide shifts in voter support (”swing”). We apply this method to allegations of fraud in the 2011 Canadian
federal election, and estimate that illegal demobilization efforts reduced turnout by
3.9% in affected districts.
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Lay Summary
This thesis consists of three chapters in behavioural economics, the econometrics
of networks, and political economy. In Chapter 1, I investigate how an individual’s
happiness is affected by the happiness of their neighbors through online networks,
using data from Twitter. I find that a 10% increase in the happiness of the messages a user sees increases the happiness of the messages they send out by 3.4%.
In Chapter 2, I build on the identification strategy outlined in Chapter 1 to develop
a framework for estimating how individuals respond to their neighbor’s characteristics on online networks. Chapter 3 investigates the effect of robocalls on voter
turnout in the 2011 Canadian Election. We find that a robocalls reduced the turnout
of opposition voters by 3.9% in affected districts.
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Preface
Chapters 1 and 2 are my original, unpublished, and independent work. Chapter 3 is
joint work with Professor Anke Kessler (SFU). The research question was originally
posed by Dr. Kessler. I developed the identification strategy. The analysis and
writing was split equally between us.
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Introduction
The chapters of this thesis cover somewhat different fields in economics. Nevertheless, they share three important similarities. First, they are all concerned with
causal estimation on large observational datasets. Second, they introduce identification strategies that exploit particular features of the datasets that would not be
possible in more aggregated data. Third, all three chapters examine the transmission
of information (in a broad sense) in non-market settings.
Chapter 1 estimates how an individual’s expressed sentiment responds to messages from their neighbors on social networks. I use machine learning to code messages for expressions of one type of extensively studied and readily quantifiable
sentiment: happiness. Because network link formation is not random, I use exogenous shifters to instrument for the message volume of each of a user’s neighboring
nodes. Specifically, I interact neighbor daylight with average neighbor sentiment,
and aggregate this across neighbors to construct an instrument for the content of
viewed messages (their feed). A user with neighbors in different places with different average sentiment receives a shock to their feed when light levels differ across
those places. This instrument is broadly applicable to estimating social interactions on online social networks in the presence of endogeneity. I also present other
suitable exogenous shifters for sender behavior. I find that a user’s happiness increases by 3.4 percentage points when the happiness of their feed increases by 10
percentage points. In addition, users become 4.7 percentage points happier when
the number of messages they receive doubles, holding content constant. I compare
the magnitude of these effects with estimates from the literature on the effect of
income on well-being.
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Chapter 2 presents a general framework for estimating the causal effect of social interactions on online social networks. This context presents three challenges
for causal estimation. First, there is endogeneity. This problem is largely addressed
in Chapter 1, but Chapter 2 presents a more general formulation and discusses an
additional source of endogeneity: recipient selection into sending messages. Second, these networks are dynamic: users are affected not only by contemporaneous
messages but also by past messages. Third, some data is missing. Social networks
have relatively low levels of clustering, which implies that it is computationally infeasible to collect all of the neighbors of a sample of the network of any reasonable
size. In addition, there is a censoring problem: user’s responses to messages are not
observed when they do not themselves send messages.
This chapter makes two contributions. First, I introduce an estimation strategy for addressing these three challenges. Second, I construct six new instruments
within this framework, based on temperature, precipitation, local time, a users’s
historical pattern of tweeting throughout the day, and the long-run trend in a user’s
message volume. I compare the strength of these instruments. These two contributions are complementary in two ways. First, some of the methodological innovations are necessary preconditions for making meaningful comparisons between
the instruments. Second, some of the methodological challenges are most readily
solved by multiple instruments.
Chapter 3 investigates the practice of voter demobilization: efforts by one party
in a election to reduce the turnout of their opponent’s supporters. We develop a
method for estimating the impact of voter demobilization efforts on voter turnout.
In multi-district elections, estimates of the effect of demobilization efforts on district level turnout will be biased. This is because both likelihood of demobilization
and turnout are increasing in perceived closeness of the race, and this is only imperfectly observed. We exploit two facts: a) demobilization is typically targeted to
avoid the supporters of the intended beneficiary, and b) voting results are available
at the sub-district (poll) level. Closeness of the race and other omitted variables,
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such as candidate quality, will generally be constant across a district, while the
impact of the violations will be decreasing in the level of support the beneficiary
enjoys. Our method is general in the sense that it does not require a natural experiment and is robust to countrywide shifts in voter support (“swing”). We apply
this within-district approach to allegations of fraud in the 2011 Canadian federal
election, and estimate that illegal demobilization efforts reduced turnout by 3.9% in
affected districts, or approximately 1,800 votes per district.

3

Chapter 1
Estimating the Diffusion of
Sentiment Through Networks
Whatever is the passion which arises from any object in the person principally
concerned, an analogous emotion springs up, at the thought of his situation,
in the breast of every attentive spectator. – Adam Smith, The Theory of Moral
Sentiments

1.1

Introduction

This chapter explores the process by which sentiment diffuses through social networks and provides estimates of the parameters governing such diffusion. 81% of
Americans have at least one social media account (Greenwood et al., 2016), and
the average social media user spends 2.15 hours per day on these networks (Mander, 2016). Diffusion of information through networks is a widely studied topic in
economics, both theoretically1 and empirically.2
This chapter focuses instead on diffusion of emotion. I follow Rick and Loewenstein (2008) who divide emotions into two categories, integral (emotions generated
by the decision or context at hand), and incidental (emotions generated by unrelated
1 See

Acemoglu et al. (2010), and (Jackson, 2010) and the references therein.
a sense of the breadth of fields where information diffusion has been investigated, see
Halberstam and Knight (2016) for transmission of information on Twitter, Banerjee et al. (2014) for
the effect of diffusion of information on economic opportunities, and Trebbi and Weese (2015) for
evidence of coordination among insurgent groups in Iraq and Afghanistan. Mokyr (2007) discusses
the importance of the “Republic of Letters,” a network of Europe’s brightest minds, in creating the
conditions for the Industrial Revolution.
2 For
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decisions or contexts). While integral emotions are recognized as playing a key role
in the decision making process (Damasio, 1994), this does not imply they are relevant for economists. For example, an individual confronted by an armed group at
a voting station may feel fear and run away, but it is not necessarily to precisely
measure the voter’s fear response to estimate the deterrent effect that armed groups
have on voter turnout.
However sound this logic may be for integral emotions, it does not hold when
emotions incidental. For example, if a voter’s decision to participate is affected
by the performance of her favorite sports team (Healy et al., 2010), understanding
the sources of incidental emotions becomes relevant for understanding outcomes of
interest to political economists (in this case, who wins the election).3
While there are many possible sources of incidental transmission, economists
since Smith (1822) have argued that social networks are a key source of incidental emotions. Durkheim (1912) and Canetti (1962) argue that not only are social
networks an important source of incidental emotions, but that this transmission is
a critical factor in the organizing of one type of social network, crowds, where a
large number of interpersonal interactions take place at high frequency. The power
of these emotionally charged crowds has been recognized since ancient Greece and
Rome (by Plato and Livy, respectively, see Plato et al. (1988) and Livy (1960)).
They have been key catalysts for some of the most important political revolutions.4
Although crowds are now more likely to form online, they continue to be politically relevant today (e.g., the Arab Spring (Howard et al., 2011) and the Orange
Revolution in the Ukraine (Beissinger, 2013)).5
3 Other

notable examples of papers demonstrating the existence of incidental emotions include
Card and Dahl (2011) on the effort of sports team performance on domestic violence; Reifman et al.
(1991)on the link between temperature and violent behaviour, and Chen and Loecher (2016) on the
effects of both sports and weather on judicial decisions.
4 Crowds have played an important role in the American (Nash, 2009), French (McClelland,
2010) , and Haitian (Fick, 1990) revolutions, among many others.
5 One way to interpret the model of political transitions in Acemoglu and Robinson (2001) is that
there has been a move to institutionalize the power of the general public in ways (such as regular
elections, secret ballots, and jury trials) that are less uncertain and less volatile than crowds threat-
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Despite their importance, there has been little empirical research done on emotional transmission in crowds or other social networks. This is partly due to practical difficulties in measuring transmission. While researchers have developed techniques for measuring emotions in the lab (Adam et al., 2011), it has been impossible
to extend these to in-person social networks.6 And while social networks have produced written communications amenable to sentiment analysis, they have historically done so on a time scale that is likely too long to detect emotional transmission.
This paper makes three contributions. First, I introduce a general instrument for
identifying social interactions on online social networks. There are two econometric challenges I must overcome to consistently estimate these social interactions:
reflection7 and homophily.8 These challenges are well recognized in the literature
on identifying peer effects online (Shalizi and Thomas, 2011), and in the social
interactions literature more generally (McPherson et al., 2001).
I proceed by identifying factors that a) shift the volume of messages social network users send, b) vary over time and across space, and c) are unrelated to the
contemporaneous characteristics of the network. There are a number of possible
candidates: local time, daylight, temperature, and precipitation. All of these factors
ening revolution. These institutions are also less amenable to emotional transmission. One effect
of online social networks is to create a channel through which “the power of the street” (Acemoglu
et al., 2014) can be exercised without these constraints.
6 There has been considerable controversy over whether emotions can in fact be measured at all.
Scherer (2005) defines emotions to include both feelings (the internal experience of an emotion) and
verbal expressions and physical responses to stimulus. While it is impossible to measure the transmission of feelings, without relying on self reports, it is possible in principle to measure transmission
of their external manifestations (or lack therof).
7 Reflection refers to a situation where Alice responds to Barbara’s action by taking some action,
which Barbara responds to, which Alice then responds to again. This leads to inflated estimates of
the effect of Barbara’s actions on Alice.
8 Homophily is a common property of networks with endogenous linking: people are more likely
to befriend individuals with whom they share characteristics (Jackson, 2010). Bollen et al. (2011a)
show this is a property of online social networks for sentiment, a finding I confirm in my data.
Halberstam and Knight (2016) show it also holds for political affiliation. Note that homophily
cannot be dismissed simply by looking at within-user variation because users likely share timevarying unobservable characteristics (e.g., correlated responses to specific types of news events) as
well as time-invariant ones.
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affect the number of messages that users send.9 I focus on daylight because it varies
for all users and has a quantitatively large impact on the number of messages sent.
My measure of daylight is whether the sun is above the horizon for a given user at
a specific time of day.10
To see how changes in message volume can produce changes in the average
content of the messages a user sees (their feed), consider two users, Alice and Barbara, in the same city. Suppose one wants to estimate how they respond to messages
that express positive sentiment. Alice follows one positive sender in Los Angeles
and one neutral sender in New York. Barbara follows one positive sender in New
York and one neutral sender in Los Angeles. On average, sunrise in New York will
be two hours and 57 minutes earlier than in L.A. In the mornings, Barbara will see
more positive messages than Alice, and in the evening this will reverse.
I employ a specification in which several dimensions of unobserved heterogeneity are accounted for, through the use of user-fixed effects, time-fixed effects, and
controls for the light level of the recipient and the average of the light levels of the
senders a recipient follows. I explain the importance of these controls in greater
detail in section §1.4.
For this instrument to be valid, it must be the case that changes in recipient sentiment are unrelated to the changes in sender sentiment caused by daylight. For example, suppose recipients who were systematically happier earlier in the day were
more likely to follow senders who sent more positive messages in the morning, as
compared to recipients who were happier in the evenings. Suppose further that the
pattern were reversed for both types of recipients in the evening. If the differences
9 People

send more messages when it rains and where temperatures are uncomfortably hot or
cold, likely because bad weather reduces the attractiveness of their outside options: the term “outside
option” has an especially literal meaning in this context. These effects are strongly statistically
significant, but substantially smaller in magnitude than those for daylight.
10 This does not imply the relationship between daylight and tweet volume is causal — light is
correlated with local time and may be correlated with weather. However, I do not need to estimate the
causal effect of light on tweet volume of the senders of messages in order to use it as an instrument,
provided that sender light and the variables it partly proxies for only affect recipients through sender
behavior.
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in message volume between the two types of senders were caused by daylight, the
exclusion restriction would be violated.
Because linking decisions are endogenous, the exclusion restriction can be interpreted as a limitation on how users form links on the network. Any one of the following restrictions will be sufficient: 1) When recipients choose to follow a sender,
they lack information about the time profile of the sender’s future messages. 2) The
recipient’s preferences over the sentiment of the messages they receive are independent of within-day changes in their own sentiment. 3) The recipients fail to appreciate that the preferences of their future self for message positivity vary predictably
over time. However, if recipients are simply more likely to follow senders who
tend to tweet when the recipient experiences daylight, regardless of the sender’s
sentiment level, this will not present a problem.
Two features of this instrument are worth highlighting. First, there is variation
in the instrument for almost all users, and all days. Of course, the structure of
the network means that some users have more variable feeds than others, but the
estimates I obtain are not identified from the behavior of a small sub-population or
an isolated event. This means the local average treatment effect I identify is likely
to be close to the average treatment effect for the population. Second, while I use
this instrument to investigate the transmission of happiness, the instrument is not
specific to this emotion, or even to emotions in general. The same procedure can be
used to estimate the impact of greater exposure to any observable characteristic of
senders or of messages.11
The second contribution of the paper is to use the above instrument to estimate
whether individuals are positively or negatively affected by the sentiment of their
neighbors on the network Negative effects are in principle possible if users are
motivated by envy (Krasnova et al., 2013), (Appel et al., 2015), schadenfreude,
or “fear of missing out” (Kim et al., 2009). This question is of intrinsic interest
because it provides a measure of the likely stability of observed outcomes on the
11 In another paper, I use the same instrument to estimate how white supremacist supporters respond to messages that express anger or discuss violence.
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network. Large, positive parameter estimates imply that small changes in external
conditions will produce large changes in observed behavior on the network.
I collect data from the Twitter API12 covering over 5,000 recipients, over 10,000
senders, over 60 million messages, and over a billion recipient-sender interactions. I
focus on a particular dimension of sentiment, the degree of happiness users express
in their messages. This is the most studied dimension of sentiment in the literature and also by far the most commonly expressed one on social media. I measure
happiness by using machine learning to code words in message text by their similarity to the word “happy”,13 as measured by the probability of co-occurrence. This
is similar to the approach taken by other papers that extract sentiment from social
network messages.14 These approaches have been shown to produce results consistent with survey-based questions that ask respondents about their current level of
happiness.15
I find that positive expressions of recipient sentiment increase by 3.4 percentage points when the sentiment expressed by incoming messages increases by 10
percentage points. The magnitude of this effect is quite stable across alternative
specifications. To the best of my knowledge, this is the first paper to estimate
12 An

Application Programming Interface (or API) is a web service that allows for data collection
without manually loading the corresponding webpages in a browser and saving the contents. The
Twitter API is described in detail at https://developer.twitter.com/en/docs.html. Retrieved July 6,
2018.
13 This approach assumes that that expressions of sentiment in a messages are comparable across
messages and users, and that message content is fundamentally honest. If some users are sarcastic
and become more negative and more sarcastic when exposed to positive messages, this method of
interpreting messages will fail. However, this approach is not different from what has been done in
a multitude of other studies that use sentiment calculated from text analysis as a dependent variable
(see examples in the following footnote). More work is needed on showing the degree to which
individuals honestly report their emotional states in social network messages, but this is outside the
scope of this thesis.
14 Bollen et al. (2017) show that average sentiment on Twitter is closely correlated with stock
market returns. Baylis (2015) and Baylis et al. (2017) show that weather that is generally considered
to be unpleasant (e.g., rain, high temperatures) causes social media users to express less positive
sentiment in their messages.
15 Using Turkish data, Durahim and Coşkun (2015) show that subnational variation in the sentiment expressed in tweets is closely correlated with subnational variation in offline survey measures
of well-being.
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emotional transmission on social networks from observational data in a way that
accounts for reflection and homophily in unobservables with time-varying impact.
These estimates contribute to a small literature on online transmission of emotions. A number of papers investigate this issue using cross-sectional16 or panel
data,17 but these approaches fail to address endogeneity. Weinstein (2017) does
so by using a lab experiment to investigate the emotional consequences of participating in social media, and finds that it worsens the user’s emotional state. The
challenge with lab experiments is they effectively require the researcher to specify
the counterfactual — what social media users would do if they were not on social
media.18 Two papers avoid this issue by using field-experimental (Kramer et al.,
2014) or quasi-experimental (Coviello et al., 2014) variation in viewed content to
identify the degree of sentiment transmission, but do not agree on the effect size,
and do not distinguish between volume and content effects. I contrast my work with
these papers in more detail in Section 1.2.
The third contribution of this paper is to estimate the total effect of Twitter on
expressions of positive sentiment by its users. I combine the above approach for estimating how users react to emotionally laden content from peers, with estimates of
how users react to emotionally neutral content. As any participant in the academic
peer review process can attest, content that itself lacks an expression of emotion
can nonetheless provoke strong emotional responses in the recipient. I estimate
how recipients respond to changes in the volume of messages they receive, holding message content constant. The logic of the instrumental variables strategy is
very similar to that for sentiment: I instrument for sender volume using average
16 For

example, Pittman and Reich (2016) conduct their own survey and find generally positive
effects from social media.
17 Kraut et al. (1998), Kross et al. (2013), and Shakya and Christakis (2017) find negative effects
of social network use on well-being in panel data.
18 There is a broader literature on offline emotional transmission. For example, Eisenberg et al.
(2013) show that college students who are assigned depressed roommates are more likely to become depressed. Fowler and Christakis (2008) show that an additional happy friend can increase
a person’s own happiness by as much as 25%. However, the papers in this literature have similar
methodological issues to those that investigate transmission of emotions in online settings.
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sender light levels. Since I control for message content, this can be interpreted as
the average emotional response to the non-emotional content of the messages. I find
quantitatively small, but statistically significant, positive effects of sender message
volume on recipient sentiment. A one standard deviation increase in the number of
messages received causes an increase in expressed positive sentiment of 0.13 standard deviations. These estimates are obviously specific to the content in question.
However, these aggregate estimates are useful not only for estimating the total effect of network participation on sentiment, but also as a baseline of comparison for
future work on estimating emotional transmission for specific topics. An important
limitation of this approach is that I do not have estimates of the prevalence and degree of transmission of negative emotions. I discuss this in more detail in Section
1.5.1.
With these estimates, I compare observed data to a counterfactual where all a
recipient’s links are removed from the network graph, so the user no longer receives
any messages. I remove the estimated effect of sender sentiment from observed
recipient sentiment. I then subtract from this the increase in sentiment due to the
volume of incoming tweets. I find that destroying all recipient links would decrease
recipient expressions of positive sentiment by 10.6%. According to estimates from
Stevenson and Wolfers (2013) for rich countries, a 10.6% decrease in happiness is
equivalent to a decrease in GDP of 22%. When multiplied by the number of US
Twitter users and the fraction of time spent on the network, this implies that the
total annual social benefit from Twitter in the US alone is $21 billion, or 1.4 times
Twitter’s current market capitalization.
The rest of the paper is organized as follows: Section 1.2 differentiates this paper from previous work that estimates diffusion of emotions. It also discusses links
to other economic research that involves social media use and sentiment. Section
1.3 discusses the structure of Twitter, the advantages it has for the questions I ask,
and my data collection procedure. Section 1.4 provides a detailed discussion of the
identification strategy. Section 1.5 presents the results, and Section 1.6 concludes.
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1.2
1.2.1

Related Work
Previous Work on Estimating the Transmission of
Sentiment

This paper is most closely related to two papers that estimate the effect of peer
sentiment on an individual’s own sentiment on online social networks. The first is
an experiment conducted by Kramer et al. (2014). The researchers perturbed the
Facebook algorithm for selecting user feeds and slightly decreased the proportion
of happy messages users received. They found that 53% of the decrease in positive
peer messages is passed through to users.19 Since the experiments manipulated
message content but not volume of messages, the authors cannot report volume
effects.
This research was extremely controversial (Kahn et al., 2014). A number of individuals and institutions objected to the appearance that Facebook was conducting
research without subject consent. Facebook apologized for the way the research
was communicated, and the journal issued an “Editorial Expression of Concern”.
Given the controversy, it seems unlikely that Facebook or other social media companies will have much interest in the publication of similar research in the near
future. Progress on these questions will require other approaches.
Coviello et al. (2014) represent such an approach. They use rainfall as an instrument for sender sentiment (people are less happy when it rains). After aggregating
users to the city level, they find that a 10% increase in sender sentiment increases
recipient sentiment by 15%. Unfortunately, there are two probable violations of the
exclusion restriction. First, because the authors aggregate their data to the city-day
level, their estimates are contaminated by reflection: without knowing how often
users communicate with one another (how many reflections there are), the magnitude of the estimated coefficients is not obviously interpretable. Second, a user’s
19 They did not report the peer effect specifically but it can be reconstructed from the data they did
report.
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Facebook network is correlated with their offline social network. Since emotions
likely transmit through the offline network, this violates the exclusion restriction.
Estimating these effects on Twitter avoids this problem because users are much less
likely to have offline relationships with their online neighbors. Also, since rainfall
affects both message volume and message sentiment, the resulting estimates have
to be interpreted as a combination of these two treatments, whereas I am able to
separate these two effects.

1.2.2

Investigating the Impact of Online Social Networks

More generally, I contribute to a growing literature in economics that examines the
consequences of online social networks using two approaches.
The first approach, and the one taken in this chapter, is bottom-up. The papers
in this literature pinpoint a specific feature of online social networks and analyze
how that aspect of the network functions. This includes papers that examine how
information is transmitted over social networks. Halberstam and Knight (2016)
show that political information spreads faster in larger groups on Twitter. They
also show that Twitter users are more likely to follow one another if they share
political views (homophily). There is also a large empirical literature in computer
science that studies information diffusion on social networks. This literature is
largely descriptive in nature, although Goel et al. (2015) argue that the observed
pattern of retweets is consistent with homophily.
A related set of papers use data from social networks to measure high-frequency
time variation in sentiment, as either a dependent or independent variable. Bollen
et al. (2011b) show that moods expressed on Twitter predict stock market performance. Baylis (2015) and Baylis et al. (2017) estimate how changes in weather
affect well-being, and apply the results to forecasting the hedonic impacts of climate change.
The second is a top-down approach. The papers in this literature examine an
online social network in its entirety in a relatively specific setting and measure
13
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offline effects. Acemoglu et al. (2014) show that aggregate social network activity
predicted street protest during the Arab Spring in Egypt. Qin et al. (2016) show
that social media posts are locally predictive of both public protest and corruption
charges against public officials in China. Enikolopov et al. (2016) exploit quasirandom variation in the market penetration of Russia’s leading social network to
show that online social networks cause increases in street protest, and they may
also increase support for the incumbent party. In related work, Enikolopov et al.
(2016) show the patterns of protest are consistent with social signaling motivating
protest participation. More generally, Manacorda and Tesei (2016) show that the
provision of mobile phone service in Sub-Saharan Africa increases the sensitivity
of protest to economic conditions and enables coordination.
The advantage of the top-down approach is that it provides information about
the types of offline outcomes that social networks can produce. However, there are
many online social networks and they differ substantially in terms of demographics,
scale, and user interface. Furthermore, on any given network, these characteristics
are evolving rapidly over time. It is difficult to know what outcomes of social
networks are generalizable and which are not. The advantage of the bottom-up
approach is that it allows for parameterization of specific features of the network so
that the consequences of changes to those parameters can be inferred.
Finally, by specifically estimating the hedonic value of Twitter, I contribute to
a literature that aims to estimate the consumer surplus created by online activity.
Following Goolsbee and Klenow (2006), this literature generally uses time use to
measure the value of internet services, because the prices of the goods are very
low relative to the amount of time spent using them. Brynjolfsson and Oh (2012)
separately estimate the value of different internet services. They estimate Twitter
created $1.1 billion of consumer surplus per year in the United States. The difference between their figures and those reported in this paper is likely because Twitter
grew by approximately ten times between the respective data collection periods.
Valuing social networks through time use may be even more challenging than
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valuing other internet services, such as Wikipedia or Google Maps. First, time
use surveys may struggle to measure time on social networks because it is often a
secondary activity. For example, users often log in to Twitter while watching TV or
sporting events to comment in real-time on those other events, or for brief periods at
work. This would bias time-use estimates downwards. Second, participation in any
social network is strongly strategically complementary (if no one else is a member,
then participation is useless). If there are negative externalities to non-participation,
people may spend time on the network despite the fact that they do not enjoy doing
so. This would bias time-use estimates upwards.

1.3
1.3.1

Description of the Data
Data Source

The data source for this paper is messages collected from Twitter. Twitter is a popular social network, with 52 million users in the United States (Greenwood et al.,
2016).20 Twitter messages are referred to as tweets and are short, 140 characters or
less.21 The messages may include images or links to external sites. Users decide
what messages they see by choosing to follow other users. For example, Alice may
choose to follow Barbara but this doesn’t imply that Barbara will receive messages
from Alice.
In brief, Twitter functions as follows: when users log in to Twitter, they see
the messages of the people they follow in chronological order (their feed). Users
can create their own messages or forward messages they see to their own followers
(retweeting). Users can also reply to messages. If they do so, they have the option
of making the reply visible to all their followers, or only to those followers who
follow both them and the sender of the original message. Messages may be tagged
20 It

was the second or third most popular network during the sample period, behind Facebook
and, at times, Instagram.
21 Twitter worked this way during my period of analysis. Users now have the ability to send 280
character tweets.
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with hashtags and/or geotags. In addition to looking at messages in their feed, users
can search for messages on a particular topic, either by hashtag or with a keyword
search.
For research purposes, Twitter has a number of advantageous features. First, the
asymmetric nature of relationships on Twitter means that a very small fraction of
users produce a large share of the viewed content. This makes it feasible to analyze
the content produced in a way that would not be possible if the content creation was
more decentralized. It also means that many of the links on Twitter are between
people who have no offline relationship. Potentially, this increases the diversity of
views to which people are exposed, thus increasing the range over which responses
can be identified. Second, the shortness of the messages means that each message
is similar in terms of the amount of informational content. Finally, the shortness
of the messages and the general lack of personal connections between sender and
recipient mean that this is quite a demanding environment in which to establish
emotional contagion. The estimates obtained are likely to be lower than those one
would find on family networks, or between close friends.

1.3.2

Data Collection Procedure

Approximately 68 million, or 21% of Americans have a Twitter account.22 In collecting the data, my goal was to collect the most representative sample of these
users Twitter users possible,23 subject to two limitations. First, I need to be able
to locate users to determine the value of the instrument for them. Second, Twitter
limits the number of requests that can be made to its API, and so I need to choose
the subset of the data that is likely have variation in the feed content and expressed
sentiment.
22 Washington Post,

Jun 27 2017, Twitter lost 2 million users in the U.S. last quarter, retrieved July
15, 2018.
23 These users tend to be younger and somewhat more concentrated in urban areas than the general
population (Mislove et al., 2011). I do not attempt to reweight the accounts in my sample to match
the US averages because Twitter does not provide any demographic covariates for its users, although
they could in principle be inferred based on language use and other characteristics of speech.
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I collect data from the Twitter REST API in three stages. In the first stage, I
draw a random sample of Twitter accounts. I do this by exploiting the fact that all
Twitter users are assigned a unique ID. Furthermore, before September 15, 2015,
these numbers were ordered by account creation date, and ranged between 1 and 3.5
billion (after this date, much larger numbers are used). However, not all numbers
in this range are associated with a valid account. I queried the Twitter API with
a random 1/1000 sample of integers between 1 and 3.5 billion. I stratified this
query by thousands: one number queried between 1 and 1000 inclusive, one number
queried between 1001 and 2000 inclusive, and so on. Of these, 37%, or 1.3 of 3.5
million, were assigned to an actual Twitter account. These requests return each
Twitter user’s profile, including information on the user’s language, total number of
messages sent, number of followers, and number of accounts followed. I drop all
non-English speaking accounts, leaving 691,811 accounts. I also drop all accounts
that had created fewer than fifty tweets: if users do not create content, I cannot
evaluate their sentiment. This leaves 112,394 accounts. I drop accounts that follow
fewer than five accounts, on the grounds that they do not appear to be interested in
constructing a feed and therefore are unlikely to pay much attention to it. I drop
accounts that follow more than 5,000 accounts, because their feeds are so large
they are likely not paying attention to them either. This leaves 87,962 accounts.
In the second stage, I request from the API the most recent 200 messages from
the remaining users. I drop any account that does not have at least one tweet with
a geocoded location. This leaves 14,370 accounts.24 In the third stage, I collect
all tweets from the remaining users, up to 3,200 each.25 I also collect the list of
24 It

would be simpler to request a list of all the users that satisfied these criteria, including having
at least one geocoded message within their most recent 3,200, and randomly sample from that list.
The Twitter API does not allow for such requests. I have to make rate-limited requests of userprofiles in order to get the information I need to make (more tightly) rate-limited requests for the
messages of candidate users most recent 200 messages, which allow me to make (even more tightly)
rate-limited requests of the most recent 3,200 messages for the subset of the candidate users who
have a geocoded location in their first 200 messages. This sequential process allows the data to be
collected in approximately two months.
25 Twitter limits the number of messages that can be downloaded for any user to the most recent
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people this sample follows, and any places geotagged in their messages. Tweets
sent before January 1, 2011 are dropped (because of the exponential growth of
Twitter, observations are very sparse before this point).
Twitter does not provide direct access to a user’s feed. In the third stage of data
collection, I reconstruct the feeds of the recipients by collecting user profile data for
all users who are followed by more than one of my users. A measure of influence
is then constructed by multiplying these users’ tweet volumes by their number of
followers, and data for the most influential 20,000 users is collected. Weighted
by views, these users account for 48% of the total viewed content of my sample
(although only 18% of total viewed content could be collected due to rate limiting).

1.3.3

Locating Users

To construct the instrument, which is based on daylight, I must have a estimate
of each sender’s location (I also require an estimate of the recipient’s location to
construct controls). To do this, I extract the geotagged locations from each user’s
tweets. Each geotagged location is either a bounding box26 or a point.
In principle, I could estimate a separate location for each user-time-bin, using
only the messages from that time bin. This would allow for user’s moving from
one location to another. However, the vast majority (>95%) of user messages are
not geotagged, and therefore the vast marjority of user-time bins would not have
geotagged information. Even if all messages were geotagged, I would still need to
estimate a location in the periods where no messages were sent in order to calculate
the instrument. I proceed by interpreting user’s locations reported as i.i.d. draws
from the distribution of time spent by that user in different locations. This distribution can be different for every user, but I assume for each user it does not change
over time.
3,200. In some cases I have collected more than 3,200 messages due to repeated sampling.
26 A bounding box is an area on the earth’s surface defined by minimum and maximum latitude
and longitude coordinates.
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I concede this is a strong assumption. It implies that a individual could divide
their time between two cities, flying back and forth, but could not accomodate a situation where an individual first lived in one city, an they moved to another. However,
if I estimate user locations in a way that is consistent this assumption (following the
procedure outlined below) violations of the assumption will only produce noise and
reduce the power of the instrument.To proceed, I match the geotagged locations to
a 0.75◦ × 0.75◦ grid. Grid squares range in size from 1,176 square miles to 2,031
square miles, depending on latitude.27 For point locations, I assign them to the
closest grid square. For bounding boxes, I divide the box among the overlapping
locations and weight by the population of the intersection.28 This means that my
estimate of a tweet’s location is a 1,577 element vector, one for each grid square in
the Continental US. Each element is an estimate of the probability that the user is
in that grid square. For each user, I then take the simple average of the vectors of
the locations they tag in their tweets to obtain their location vector.29
I drop all locations that match grid squares outside the Continental US. To speed
computation, I assign all locations with a frequency of less than 5% a probability
of zero. This drops only 4.5% of locations weighted by probability. However, it
increases the speed of data construction by an order of magnitude, because it drops
about 90% of all user-latititude-longitude observations.
I drop users who do not have any recorded locations, or do not have locations
27 This

choice of grid size is somewhat arbitrary, and larger than what typically be used in empirical work. In this case, aggregating at this level loses very little of the variation in daylight. In
addition, computational time in preparing the dataset is considerable and linear in the number of
grid points. This grid was originally used beause it is the smallest grid for which weather data is
available from the ECMWF. See Chapter 2 for further information.
28 Population counts are obtained from GPW v4, see Lloyd et al. (2017).
29 There is a computer science literature on other strategies for locating users on Twitter. This
literature focuses on predicting a user’s most likely location (classification) instead of predicting the
distribution over all possible locations. Despite this, I’m currently working on an extension that
applies some of these techniques to increase the sample. In addition, while it has not been pursued
in this literature, I could estimate how persistent locations were for Twitter users in my sample, and
use these estimates to impute a different distribution for each time period. For example, a user who
was recorded as being in San Antonio three weeks ago, and in Boston today, would see their location
vector change smoothly over those three weeks.
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within the Continental US. The final sample contains 7,177 recipients and 8,058
senders. Finally, for computational feasibility, I aggregate the data to three-hour
time intervals. The final dataset covers 1.052 billion (recipient, sender, date, threehour bin) observations. Figure 1.1 shows the distribution of Twitter users in the two
samples.

1.3.4

Calculating Daylight

To calculate the value of daylight for a user in a specific time period, I start at
the grid square by time level. I calculate the fraction of time the sun was above
the horizon in the three-hour time bin for the center of the grid square. I then
aggregate this over all grid squares, weighted by the estimated probabilities in the
user’s location vector. The value of daylight then ranges between zero and one for
all users, and will be reach its minimum and maximum values for each user every
day.30

1.3.5

Measuring Sentiment

The basic problem I face is how to collapse the richness of variable length text data
into a single, real-valued measure of sentiment. A secondary problem is to do so
in a way that the resulting measure has a clear interpretation beyond “large values
express more positive sentiment.”
In principle, I could categorize messages as “happy” if they contained the word
“happy”, and as “not happy” otherwise. However, messages that contained words
that are closely related to happiness, such as “excited”, “ecstatic”, “joy”, etc. would
be categorized as “not happy”. The resulting measure would not be completely
uninformative but it would be very noisy.
30 The

maximum value will be less than one for users who report locations outside of the Continental US, or who have some that were initially assigned a probability less than 5%, and dropped
(see 1.3.3). This ensures that the variance of the volume shifter across senders is proportional to the
quality of information I have about their locations.
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To smooth out the data, I operationalize the measure of sentiment as the probability that the given message contains the word “happy” based on the other words
in the message. To do this, I need a measure of the probability of co-occurrence
between each word in a message and “happy”. As Gentzkow et al. (2016) point
out, there is a problem with using sample co-occurrence as estimates of population
co-occurrence: as the sample size increases, so do the number of words, so there are
always co-occurrences that are imprecisely estimated. To surmount this, I replace
each word with a word vector, obtained from Pennington et al. (2014). These word
vectors are trained on an extremely large corpus of text (2 billion tweets) in such a
way that the co-occurrence probabilities are reasonably accurate even for relatively
rare words. The resulting vectors are arranged in a 200 dimensional space so that
the cosine similarity between two vectors is a reasonable estimate of the probability of co-occurrence of the corresponding words, adjusted for word frequency.
This approach is becoming standard in text analysis, partly because words that have
similar meanings, such “happy” and “joy”, tend to have high probabilities of cooccurrence. This specific implementation is referred to as GloVe (Pennington et al.,
2014).
Before converting words to vectors, I split each tweet into words and apply standard processing steps to each word. I convert emoji to words31 , collapse emoticons
to those in the GloVe, remove punctuation, convert to lower case, and split hyphenated words not in GloVe. Finally, I strip out the word “happy” from every tweet, as
it is the outcome of interest.32
For each tweet, I then take the simple average of these word vectors and train
a random forest algorithm on the resulting data. Random forests are a popular
ensemble classifier : they fit a large number of decision trees (200, in this case)33 to
31 For example, I replace the tears of joy emoji with five words: “face”, “with”, “tears”, “of”,
“joy”. I do this because emoji do not appear in the GloVe.
32 To constrain the complexity of the problem, I ignore pictures and links in the messages.
33 Each decision tree is trained on a subset of the data, sampled with replacement, using a random
subset of the total number of explanatory variables (in this case, vectors). Each decision tree estimates the probability that messages contain the word “happy” by dividing the data into a number of
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the data. Each of the decision trees is fit on a subsample of the data that is sampled
with replacement, using a subset of the explanatory variables. Each tree is a poor
predictor of the outcome. However, the fitting error of each tree is is indepedent
across trees. Fitting many trees then averages this out.34
Random forests perform quite well in comparisons of machine learning algorithms (Caruana and Niculescu-Mizil, 2006) and can be fit in parallel, because each
tree is independent of the others. I obtain the predicted probabilities from each decision tree and take the average across all trees as my measure of sentiment. Finally,
I bin the sentiment of messages from the same user and three-hour period together
using a simple average. I do this to obtain a dataset organized at the user by datethree-hour bin level. In most cases, users send no messages in a three hour period,
and so the data is missing. I discuss how I address this in the next section. Figure
1.2 shows the distribution of sentiment across the United States. While senders are
happier on average than recipients, they are heavily concentrated in urban centers,
and those senders located outside of urban areas are less happy.

1.4

Empirical Strategy

For convenience, all variables along with their definitions are listed in Tables 1.1
and 1.2.
groups (eight, in this case). This is done in seven steps. At each step, one of the groups is split into
two groups along one of the explanatory variables, in a way that maximizes the chi-square of the
split. For example, a decision tree predicting wages might split on “female” and “male”, then might
split the male group into “male and high school or less” and “male and some college or more”, and
so on. At each level of the tree, the split can be on any variable within the subset and at any cutoff
of that variable. The prediction of the outcome for each group is the average of values across that
group. So if a decision tree resulted in a group of “female with some college or more younger than
65” predicted income for individuals in that group would be the average of the sample for that group.
On their own decision trees are prone to overfitting; averaging across trees greatly mitigates this.
34 For more information on random forests, see Breiman (2001).
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Ideal Estimating Equation
In the absence of endogeneity issues I would estimate how recipient sentiment is
affected by feed sentiment and feed volume as follows:
yrt = α0 + α1

nst
∑s∈Nrt nst yst
+α2 ∑
+εrt
|Nrt |
∑s∈Nrt nst
s∈N
rt
|
{z
}
| {z }
feed sentiment

(1.1)

feed volume

User r’s sentiment, yrt , may be affected by the messages of the set of users
r follows, Nrt , through two channels.

35

The first channel is the weighted aver-

age of the sentiments expressed by the senders followed by user r, weighted by
nst = ln (Tst + 1), where Tst is the number of tweets sent by user s at time t. The
concave function captures the idea that repeated messages from the same user likely
have diminishing marginal impact. The second channel is the weighted volume of
messages received by user r at time t. The weighted volume is normalized by the
number of senders a recipient follows. I normalize in this way because users who
have chosen to follow many accounts are likely less sensitive to new messages than
users who have chosen to follow a small number of accounts. The t subscript accounts for the fact that feed sizes vary over time. This is because recipients may
follow senders whose accounts were created after their own.
OLS estimation of the parameters in this equation will be inconsistent for two
reasons: reflection and homophily in time-varying unobservables. Reflection occurs when users r and s follow each other. Changes in s’s behavior affect r, which
in turn affects s, and so on. While this is less of a concern on Twitter data because
over 90% of the links in my data are not mutual, the instrument accounts for it.
Homophily in unobservables with time-varying impact is a more serious concern.
For example, two economists who are connected on Twitter may be very interested
in the Nobel Prize announcement. If they both agree with the judgment of the com35 In

principle, one would also like to estimate coefficients on a polynomial expansion of these
terms, with the order of the expansion going to infinity with the sample size. As the instruments
proposed below lack the power to identify these higher-order terms, I omit them here for simplicity.
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mittee, both will send more happy messages when the prize is announced. This will
be true even after conditioning on user-fixed and time-fixed effects. But it is unclear
whether the recipient is happier because they received positive messages from the
sender, or because they both received a similar shock.
To address this, I instrument for the volume of messages each recipient receives
with the average light levels of the senders that receiver follows. Specifically, the
shock to sender s at time t, zst , is the probability that it is daylight in the location
of the sender at that time. In all specifications, light increases the number of tweets
sent: people are more active during the day.
nst = δ0 zst + µst

(1.2)

I do not explicitly characterize the channel through which light increases tweet
volumes. Daylight may correlated with temperature, time of day, and month of the
year, and it could increase tweet volumes through any of these, or directly. However,
I do not attempt to estimate the causal effect of light levels on tweet volumes. I
simply need a variable that shifts the volume of tweets that senders send. There can
be many channels through which light affects sender behavior, provided that it only
affects recipient behavior through sender behavior.
I aggregate these tweet volume shocks in two different ways to construct instruments for feed sentiment and feed volume.
Feed Volume Instrument Construction
I sum equation 1.2 across senders in a given feed, and divide by the number of
senders in the feed, |Nrt |.
FVolrt = δ0 FLightrt + µrt
Where FVolrt =

∑s∈Nrt nst
|Nrt | , FLightrt

=

∑s∈Nrt zst
|Nrt | , and

µrt =

(1.3)
∑s∈Nrt µst
|Nrt |

. Figure 1.3 shows

how the instrument for volume is constructed from the network graph.
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Unobserved Tweets
In any period, I do not observe all tweets received by any recipient for two reasons.
First, all recipients follow some senders who are not in the group of the 20,000 most
influential senders I collect data on. Second, the senders I do collect data on are not
observed in all periods due to the rate-limiting issues discussed in Section 1.3.2. In
addition, I do not even observe the count of tweets that are unobserved.I am forced
to make assumptions about how the observed component of variables are related
to the unobserved components. I discuss this issue more systematically and relax
these assumptions in Chapter 2.
I proxy for the sum of observed and unobserved (to the researcher) feed volume,
FVolrt , with the observed component of feed volume, FVolrtobs =

∑s∈Nrt nst
.
|Nrtobs |

This is

consistent with homophily. The fact that the senders whom I observe are particularly active at a given time suggests that the unobserved senders who are followed
by the same recipient will be active as well. I also proxy for the instrument using
the observed component: FLightrto =

∑s∈Nrt zst
:
|Nrtobs |

if I observe that a user follows many

senders in a particular city, residents if the same city are likely well-represented in
the senders I do not observe.36
This procedure is conservative because if the observed and unobserved components of the instrument are less than perfectly correlated, the estimated magnitude
of the effect of volume on sentiment will be biased towards zero. Even if the magnitudes are biased, reported p-values will still be correct because a violation of the
exclusion restriction requires the unobserved component of the instrument to be
correlated with both feed volume and recipient sentiment. Under the null hypothesis this will not be the case.
Controls
I add four additional sets of controls in all specifications.
36 I

relax these assumptions in Chapter 2.
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First, I want the variation in the instrument to be variation in the volume of
tweets the senders in r0 s feed, Nrt , send, holding the average sentiment of those
∑s∈Nrt nst yst
,
∑s∈Nrt n∗st
n
(y
−
ȳ
)
∑s∈N obs st st s

messages constant. To achieve this, I add feed sentiment, FSentrt =
the shock to feed sentiment in each period, F∆Sentrtobs =

rt

∑s∈N obs nst

and

. I add

rt

these terms separately because the shock to sentiment is measured with error and
so the coefficient may differ.
Second, I add Locrt , a vector with twenty four elements. Each element is the
probability that the local time in the location of the recipient is a particular value.
It is a probability because locations are probabilistic, but the interpretation is very
similar to a vector of dummy variables. I control for recipient local time because
recipients tweet more at some times (and are happier at some times) than others.
Third, I need to control for the possibility that sender light levels are affecting
recipients through recipient light levels. This is possible because light affects the
recipients in the same way that it affects the senders, and their locations may be
correlated. To address this, I control for the value of the instrument for the recipient,
zrt . This control implies that the validity of the instrument requires senders and
recipients to be in different places: if network was partitioned by location, zrt and
FLightrt would be equal. Fortunately, in my sample, the average distance between
recipient and sender is 911 km (i.e., the distance between the cities of New York
and Cincinatti).
The final set of controls is two groups of time zone controls. First, I add
TZrt =

∑s∈Nrt TZs
|Nrt | ,

where TZs is a five element vector of the probability that user

s is in one of five continental US time zones.37 In specifications without user-fixed
effects, this ensures that the source of the identifying variation is not the differential
average volume across senders in different time zones, which may be correlated
with recipient characteristics. This is time-varying only because not all sender accounts exist for all periods. Second, I add TZESentrt =

∑s∈Nrt T Zs ys
.
|Nrt |

This ensures

37 The

major time zones are Eastern, Central, Mountain, Pacific Time. Most of Arizona does not
observe Daylight Savings Time. The easiest way to deal with this is to add an element to the vector
for Arizona.
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that the variation in the instrument is not driven by time-invariant cross-user differences in feed composition. Finally, I add yr , the average value of sentiment for the
receiver in specifications without user-fixed effects.
Feed Sentiment Instrument Construction
To construct an instrument for feed sentiment, I follow a similar procedure to that
outlined for feed volume in Subsection 1.4. I multiply Equation 1.2 by sender
sentiment, yst , sum across senders in a given feed, and divide by the what the feed
size would be in the absence of the instrument, ∑s∈Nrt n∗st .
FSentrt = δ0 FLightSentrt + νrt
, where FSentrt =

∑s∈Nrt nst yst
,
∑s∈Nrt n∗st

FLightSentrt =

∑s∈Nrt zst yst
,
∑s∈Nrt n∗st

and νrt =

∑s∈Nrt νst
.
∑s∈Nrt n∗st

The

text classification of tweet happiness is imperfect, and so is measured with error. I
add and subtract ȳs , the long-run average sentiment of sender s, from yst to create
terms I do observe:
0

FSentst = δ0 FLightESentrt + δ1 F∆Sentrt + νrt
, where FLightESentrt =

∑s∈Nrt zs ys
n∗st

. Let Feed∆µrt =

∑s∈Nrt (yst −ys )µst
.
∑s∈Nrt nst

0

Then νrt =

δ2 Feed∆µrt + νrt . This change is quite demanding of the data because there is
much more variation in yst than in ys . The reason for doing this is that if I construct the instrument using yst , measurement error creates bias that is of uncertain
sign. Typically, measurement error creates attenuation bias. However, in this case,
measurement error in yrt and yst are likely correlated, because connected users talk
about similar topics.38 As a result, the sign of the bias introduced by measurement
error in yst is uncertain.39 An increase in the value of the instrument is an increase
38 For

example, a sender-recipient pair both expressing criticism of comedian Joy Behar would
likely see their tweets coded as happy because of the presence of the word “Joy”. This would
represent transmission, but not of the sentiment of interest.
39 It is possible to instrument for the time-varying component of sender sentiment using lagged
sentiment. Future work will extend the results using this approach.
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(decrease) in light levels among senders who express more (less) positive sentiment
on average, but this doesn’t necessarily mean they are sending more positive messages in the current period. Figure 1.4 shows how the instrument for sentiment is
constructed from the network graph.
Unobserved Tweets
As before, I do not observe all tweets received by user r. In addition, yst is not
observed if Tst = 0. I proxy for feed sentiment with its observed component. This
is consistent with homophily. The fact that the senders whom I observe express
more positive sentiment at a given time suggests that the unobserved senders who
are followed by the same recipient are likely expressing positive sentiment as well.
I also assume this is the case for the instrument. I follow the same procedure as
above in proxying for variables using their observed counterparts.
00

FSentstobs = δ0 FLightESentrtobs + δ1 F∆Sentrt + νrt
, where FSentrtobs =

∑s∈Nrt nst yst
,
∑s∈Nrt nst

FLightESentrtobs =

∑s∈Nrt zst yst
,
|Nrtobs |

00

and νrt =

∑s∈Nrt νst
|Nrtobs |

.

Using |Nrtobs | as the denominator on the right hand side is attractive because it does
not depend on any time-varying components of sender tweet behavior that might be
related to the outcome of interest. The t subscript is simply to account for the fact
that some accounts are created at different times than others.
I add additional sets of controls in all specifications. FELightESentstobs =

∑s∈Nrt zs ∑s∈Nrt ys
|Nrt |
|Nrt |

is the interaction between the average value of the light shock and the average
sender sentiment, within the feed of recipient r at time t. I want the variation in
the instrument to be variation in distribution of light levels among the senders of a
feed, holding the average sentiment of those senders constant. This term ensures
that this is the case. As above, I add Locrt , TZrt , and TZESentrt , zrt , and ȳr .
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1.5

Results

This section presents results for the causal response of recipient sentiment to feed
sentiment and feed volume. This section also performs a number of exercises to provide context for the magnitudes of the estimated effects. In Appendix A, I perform
a similar set of regressions for the response of recipient volume to feed sentiment
and feed volume.
Summary Statistics
Table 1.3 shows there are fewer observations (2.9 million) of sentiment than most
other variables (17.3 million) because of the sampling procedure. The data includes
all periods where a recipient sent one or more tweets. For computational feasibility
I retain a 20% random sample of the periods where the recipient sent no tweets. In
these periods, recipient sentiment is unobserved, but sender variables are generally
observed. In a smaller number of cases, I observe no tweets in a recipient’s feed
for a given period. Consequently, feed sentiment is not missing for 13.6 million
observations.40
OLS Regressions
Table A.1 shows the OLS estimates of the response of recipient sentiment to both
feed sentiment and feed volume. In the simplest specification, (1), an increase in
feed positivity of 10% is associated with a 1.6% (Standard Error: 0.1%) increase
in recipient sentiment. The coefficient on feed sentiment is positive in all specifications, although it decreases in magnitude as more controls are added. This is
consistent with either homophily, positive social interactions, or both. The coefficient on feed volume is generally negative, small in magnitude, and not always
significant. In Appendix A, I show that recipients spend more time on the network
40 Estimates

are quantitatively similar if I interpolate missing values of the recipient’s feed using
lagged values. These results are available on request.
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when their feed is larger. This implies that the negative coefficient of feed volume
is consistent with previous research showing a negative correlation between time
spent on social media and well-being.
First Stage Regressions
Table 1.5 presents first stage regressions for the instruments of feed sentiment. In
the preferred specification (4), with both user-fixed and time-fixed effects, a 10%
increase in the instrument increases feed sentiment by 3.06% (SE 0.32%), and the
F-statistic on feed sentiment is 76. This shows weak instruments are not a concern.
The coefficients are relatively stable across specifications, and the F-statistics range
from 33 to 2817. In the preferred specification (4), with both user-fixed and timefixed effects, daylight increases feed volume by 3.58% (SE 0.04%), and the Fstatistic on feed volume is 73.
Table 1.6 presents first stage regressions for the instruments of feed volume.
The IV F-statistic is very strong (20 to 73) unless both user-fixed and time-fixed
effects are included. This is intuitive. Unlike the instrument for sentiment, where
some users receive positive sentiment shocks at the same time as other users receive
negative ones, all users receive positive (negative) volume shocks of the same sign
(if not the same magnitude) in the morning (evening), as dawn (dusk) moves across
the Continental US. Seasonal variation in which senders are affected in which order
means it is in principle possible to estimate these effects with both user-fixed and
time-fixed effects, but it places unreasonable demands on the data. Consequently,
specification (2) is my preferred specification for estimating volume effects.
Second Stage Regressions
Table 1.7 shows estimates of the effects of feed sentiment on recipient sentiment.
In the preferred specification (4), the estimated effect is 0.34. In other words, if the
fraction of happy tweets in a recipient’s feed increased by 10 percentage points, the
fraction of the tweets sent out by that recipient that were happy would increase by
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3.4 percentage points. Estimated effect sizes are quite stable across other specifications. The magnitudes of these effects are quite large because they do not include
reflection. Taking reflection into account will necessarily increase the importance of
social interactions, although the degree to which this is important will vary greatly
by user. I discus the total impulse response, including reflection, implied by these
estimates in Section 1.5.3
These effects are considerably larger than the OLS estimates. However, this is
not surprising because the endogenous variable is a weighted average of the sentiment of the tweets in a recipient’s feed. The sentiment of these messages is measured with error. Because feeds can be quite small, my measure of feed sentiment
is relatively noisy. However, this measurement error is greatly reduced in the instrument, because I interact light levels with the long-run average of the sentiment
expressed in senders’ tweets. This average is typically over hundreds or thousands
of messages, and so the error is much smaller. The magnitude of the coefficients
is slightly smaller than what Kramer et al. (2014) report from their experiment on
Facebook (they estimate a 10% increase in feed positivity creates a 5.3% increase in
recipient sentiment), but this is consistent with Facebook relationships being closer
and more meaningful relations on average than Twitter links are.
Table 1.8 presents estimates of the effect of feed volume on recipient sentiment.
In the preferred specification (2), the estimated effect is 0.047. Since the average
number of log tweets received per sender is 0.022, this implies that a doubling of
the average number of tweets a user receives would increase the happiness of the
messages they send out by 0.0009 units (an increase of about 2% of a standard deviation). Although estimates are not always statistically significant, the coefficients
are always positive and of approximately the same magnitude.

1.5.1

Total Effects

Table 1.9 presents estimates for a counterfactual where all links of the recipients
in my sample are removed from the network graph. This is a partial equilibrium
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counterfactual, because I do not take into account how a user would be affected by
other users losing their links.41 In addition I make the strong assumption that users’
short-run responses to changes in their feed content and volume are the same as
what their long-run responses would be.
To construct these estimates, I take the estimate of the effect of peer sentiment
on user sentiment from Table 1.7 and multiply that by the difference between feed
sentiment and the average sentiment expressed by the recipient. As senders are on
average happier than their recipients, this difference is positive on average but it
varies across users. To this, I add the estimate of the effect of peer volume on user
sentiment from Table 1.8 multiplied by the peer volume. In the preferred specification (2), I find that on average, removing all a recipient’s links would decrease their
expressed happiness by 10.6%. I prefer this specification because, as I describe in
the estimation strategy section, the logic of the volume instrument is to some extent
incompatible with both user-fixed and time-fixed effects.
To get a sense of the magnitude of the mean effects, I compare this decrease in
emotional affect to the effect of income on emotional affect estimated by Stevenson
and Wolfers (2013). I choose the most recent estimates for rich countries, which
show that a 10% increase in income would increase average reported happiness by
0.468 of a standard deviation.42 I start by taking the estimates recorded in Table 1.9.
To convert these to an annual value, I multiply the effects by the fraction of waking
hours (17) that individuals in my sample are definitely on Twitter (0.06). This
assumes that individuals are not affected by their Twitter feed when they are not
tweeting. This is somewhat conservative because there are times when recipients
are on Twitter but do not send any tweets. I estimate that removing Twitter would
41 This

is also slightly different from a partial-equilibrium counterfactual in which the users were
kicked off Twitter entirely, because users can still search for tweets on a particular topic or look up
the trending topics in their area.
42 The authors present estimates for the impacts of income on a large number of measures of
well-being. I focus on the affective measures because they are conceptually most similar to the
measure of sentiment in this chapter. However, life-satisfaction is more sensitive to income than is
emotional affect. Using estimates for other measures of well-being would lead to lower estimated
dollar equivalents of Twitter use.
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decrease annual expressed happiness by 0.106 of a standard deviation (95% CI:
-1.87, -0.286).
I divide this by the value from Stevenson and Wolfers, 0.468, to get 22%, the
percentage decline in log income equivalent to losing all links on Twitter. I adjust
this by median household income in the US, $75,200, divided by average family
size of 2.53. This gives an median cost of $613. I multiply this by the number
of US Twitter users, 52 million, to get a monetary equivalent of the total annual
social benefit of Twitter of $21 billion dollars. This is 1.4 times Twitter’s market
capitalization. Taken at face value, these estimates suggest that not only has Twitter
been unable to capture most of the social value of participating in the network but
also that investors believe it will be unlikely to do so in the future.
Table 1.9 also shows estimates for the effect of removing Twitter from the network on the standard deviation of recipient sentiment. This is important because Do
et al. (2008) argues that how individuals perceive how enjoyable an experience was
in hindsight (their retrospective well-being) is not the simple integral of their experiences throughout the experience. Instead individuals tend to overweight extreme
events, as well as the final experience of an event. I cannot do much to investigate
final experiences as I do not observe exactly when users log off Twitter. However, I
can estimate whether Twitter increases the standard deviation of the sentiment of its
users. In general, I find negative effects: Twitter reduces fluctuations in sentiment.
This is intuitive: because individual sentiment now depends on the sentiment of
others, feelings are smoothed across the network.
The counterfactual described here ignores the transmission of other emotions
(i.e., anger, fear disgust, and sadness). This is for two reasons. First, negative
emotions occur less frequently online (Kramer et al., 2014), and are more difficult
to measure.43 Second, even if I did have measures of their occurence and could
calculate how transmission of each emotion affected each other emotion, there are
to my knowledge no estimates of the dollar value cost of anger, disgust etc.. A valid
43 Happy people often say they are happy or use happy emoticons. Angry people are much less
likely to reflect on their anger, while angry
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interpretation of the effects described here is that they represent gross effects. The
total effects of the transmission of all emotions may be smaller or larger.44

1.5.2

Decomposition into Within-User and Between-User
Effects

The decrease in the standard deviation of expressed sentiment of all users does not
mean that individual users experience a lower standard deviation in their expressed
sentiment. I assume that senders respond homogeneously to the daylight treatment
(no defiers), and the recipients respond homogeneously to sentiment and to volume.
I decompose the estimated effect of removing Twitter into between-user and withinuser effects. Table 1.10 presents results of this decomposition of means. Table 1.11
presents results for the decomposition of variance. I bootstrap the confidence intervals in all specifications because estimating the counterfactuals requires combining
estimates of population means and regression coefficients. I find that Twitter decreases the standard deviation of sentiment across users, and increases the standard
deviation of sentiment within users. This is because while Twitter smooths sentiment across the network on average, the values of sentiment a user observes for
their friends are likely correlated with any shocks that user receives from outside of
Twitter. In other words, Twitter magnifies the salience of news shocks. This is potentially important because it reconciles the anecdotal experience of Twitter users that participation can lead to large and sometimes unwelcome swings in emotional
affect - with the aggregate-level estimates I provide in previous sections.
44 Sadness

to sadness transmission is presumably positive, and its inclusion would reduce the
estimate of welfare gains. However Kramer et al. (2014) find that exposure to positive messages
reduces the number of sad messages a recipient sends: happy to sadness transmission is likely to
be negative. Therefere, its inclusion would increase the estimate of welfare gains. Since happy
messages occur more often than sad messages, the welfare gains of taking other emotions into
account could be even larger than what I report here.
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1.5.3

User Influence

The estimates presented in Table 1.7 show how recipients respond to changes in
the sentiment of their feed. These can also be interpreted as estimates of how a
user’s followers respond to the sentiment of their messages.45 I estimate the average
number of accounts a user follows, Navg , to be 789, so a one standard deviation
increase in the sentiment expressed by a user will raise the average sentiment of
each of their followers by 0.00043 of a standard deviation.
However, this does not address the total effect of a sender’s tweets on network
sentiment. While sender positive messages will raise the expressed sentiment of
their followers, this will also raise the expressed sentiment of their followers’ followers, and so on. I calculate the total effect of a sender’s tweets on network sentiment as follows. For simplicity, consider the case where all accounts send the same
volume of tweets at all times. Then the influence of user s can be defined as:
As = 1 + α0

Ar

∑ |N f ol |

r∈Ns

r

, where Ai is the total effect of a one unit increase in the sentiment of the messages
sent by user i. By definition, an increase in positive sentiment expressed by sender
s increases their own positive sentiment by one unit. For each follower of s, r, italso
f ol

f ol

increases the sentiment of their followers by α0 Ar /|Nr | units, where Nr

is the

number of accounts r follows, and α0 is the strength of social interaction estimated
previously. This can be rewritten as:
As

(1 − α0 ) 1 − α0
α0
Ar (1 − α0 )
=
+
∑
Nall
Nall
Nall r∈Ns |Nrf ol |

Conveniently, As (1 − α0 ) is the definition of PageRank. This is the algorithm
45 The

effect of a single sender’s sentiments on one of their followers is small because it must be
divided by their feed size. However, since this is summed over all of a sender’s followers to get the
total effect for a user’s feed, the feed size enters both the numerator and the denominator and cancels
out on average.
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used by Google to rank the importance of web pages. To predict the influence of a
f ol

user from PageRank, Flammini and Menczer (2008) proceed by assuming that Nr
is the same for every user. They then show:
Ast

(1 − α0 ) 1 − α0
α0 Ns
'
+
Nall
Nall
Nall Navg

Where Nall is the network size and Navg is the average number of followers a user
has. The approximation error goes to zero as network size goes to infinity. This
implies that for the average user (one with Ns = Navg followers), their influence on
other users will be Ast − 1 =

α0
1−α0 .

For α0 = 0.34, this implies Ast = 0.52

To get a sense of how influential the most influential accounts on Twitter are,
consider @BarackObama, who has 102 million followers. This is the third most
followed Twitter account and the most followed political account. A completely
positive tweet from @BarackObama increases total expressions of positive sentiment on Twitter by 265,000, relative to a counterfactual where he sends a neutral
message.
This can be converted into a monetary amount by following a similar exercise
to that in Section 1.5.1. The estimates in this chapter imply that the total value of
a tweet from Barack Obama that is two standard deviations more positive than a
neutral message is $12.01 million.

1.6

Conclusion

I introduce an instrumental variable strategy for estimating social interactions on
online social networks. This strategy is robust to the presence of correlated shocks
and homophily in time-varying unobservables. It is specific to a single outcome of
interest. I apply this strategy to detecting the transmission of one particular dimension of sentiment: happiness. In general, I find that Twitter has positive effects on
the expressed sentiment of its users. A 10% increase in the positivity of incoming
messages increases the positivity of outgoing messages by 3.4%. A 10% increase
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in the volume of messages increases the positivity of outgoing messages by 0.47%.
Twitter also decreases the inequality in sentiment expressed by users. These estimates have important implications for evaluating the consumer surplus of online
social networks. I find that Twitter causuespositive sentiment among its users to
increase by an equivalent to an increase in US income of $21 billion.
In addition, these results constitute a baseline for future work in two ways. First,
I have provided estimates for transmission of the most easily observed and best understood dimension of sentiment: happiness. The level of positive sentiment in the
population is far from politically irrelevant, as any politician seeking re-election
can attest. Nor is it economically meaningless, as the interest given to surveys of
consumer and business confidence shows. But anger and fear are perhaps even
more important for determining political and economic outcomes. Understanding
how these other dimensions of sentiment transmit through online social networks
constitutes an important avenue for future work. Second, I have provided estimates
for transmission for the average US Twitter user. While this is a natural place to
start, the most interesting implementations of the estimation strategy laid out here
are likely for subpopulations that are difficult or impossible to treat experimentally
for ethical or practical reasons. For example, my future work will investigate the
types of sentiment, and the topics to which white supremacists respond most avidly.
This could not be done with field experiments if there was a possibility of stoking
white-supremacist attitudes.46 The instrument outlined here allows for exactly that.
Another intriguing possibility involves using the same strategy to estimate how emigrants transmit attitudes about the culture and institutions of their destination countries back home. Running a survey in both the origin and destination country and
matching immigrants to their home country links is logistically challenging, and the
approach outlined here is well suited to the task.
46 Specifically,

I can combine estimates of location and time-specific topic and sentiment shocks
with estimates of the geography of the links on the network. I can then estimate how these shocks
will disseminate through white supremacist networks over time, and compare these predictions to
the pattern of white supremacist attacks in the US over the same time period.
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Figure 1.1: Locations of Recipients (top) and Senders (bottom)

The top panel shows the geographic distribution of log number of recipients. The bottom panel
shows the geographic distribution of log number of senders. In both panels purple indicates lower
population density and yellow indicates higher, while gray indicates zero users. Each user at a
location gets equal weight: users who send many tweets have the same weight as those who send
few tweets.
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Figure 1.2: Geographic Mean Sentiment of Recipients (top) and Senders (bottom)

The top panel shows average sentiment of the receivers in each location. The
bottom panel shows average sentiment of the senders in each location. In both
panels purple indicates less expressed positive sentiment and yellow indicates
more, while gray indicates zero users. Sentiment is on the same scale in each plot.
In both panels, sentiment estimates were smoothed by estimating a grid
square-specific random effect using a gaussian multilevel model to deal with cells
with low user counts. Each user at a location gets equal weight in this calculation:
39
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Variable

Table 1.1: List of Variables Used and Definitions
Definition
Explanation

yrt

Recipient sentiment for r of t

yst

Sender sentiment for s of t

Nrt

Set of senders followed by r at time t

Tst

Number of tweets sent by sender s at time t

nst

ln (Tst + 1)

Contemporaneous sender volume

zrt

Probability of daylight for r at time t

zst

Probability of daylight for s at time t

n∗st

Counterfactual tweets sent if zst = 0

FVolrt
FSentrt
FLightrt
FLightSentrt

∑s∈Nrt nst
|Nrt |
∑s∈Nrt nst yst
∑s∈Nrt nst
∑s∈Nrt zst
|Nrt |
∑s∈Nrt zst yst
|Nrt |

Average volume of senders in feed of r at time t
Average sentiment of the feed of r at time t
Average daylight for senders in feed of r at time t
Average of sentiment-light interaction for senders in
feed of r

F∆Sentrt
FLightESentrt

∑s∈Nrt nst (yst −ys )
∑s∈Nrt nst
∑s∈Nrt zs ys
|Nrt |

Difference between Exp. and Obs. feed sentiment
Interaction of sender average sentiment and light for
senders of r, averaged across the feed of r

FELightESentrt

FLightrt ×

∑s∈Nrt ys
|Nrt |

Interaction of sender average sentiment and the
average light of the senders of r

FVolrtobs
FLightrtobs
FSentrtobs

∑s∈N obs nst
rt

|Nrtobs |
∑s∈N obs zst
rt

|Nrtobs |
∑s∈N obs zst yst
rt

∑s∈N obs nst

Observed proxy for feed volume
Observed proxy for feed light
Observed proxy for feed sentiment

rt
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Variable
F∆Sentrtobs

Table 1.2: List of Variables Used and Definitions con’t
Definition
Explanation
∑s∈N obs nst (yst −ys )
rt

∑s∈N obs nst

Observed proxy for shock to feed sentiment

rt

Locrt
TZrt

Vector of local time probabilities
∑s∈Nrt TZs
Nrt |

Vector of time-zone probabilities, averaged across
senders of r at time t

TZESentrt

∑s∈Nrt T Zs ys
|Nrt |

Interaction of time-zone vectors with average
sentiment, averaged across senders of r at t

Note: I suppress the obs superscript in all tables that report estimates.

Table 1.3: Summary Statistics

SENTIMENTrt
FSENT.rt
E FSENT.rt
LIGHT * FSENT.rt
SENT. SHOCKrt
LIGHT * EFSENT.rt
Obs. Receiver Tweets
Feed Size
Sender Count

Mean St. Dev.
0.085
0.051
0.087
0.030
0.086
0.020
0.027
0.024
-0.038
0.047
0.026
0.024
0.041
0.210
0.117
0.138
59.110 77.567

Count
2914577
13610625
13796901
17298548
17316870
17316870
17316870
17316870
17316870

Estimates of means and standard deviations are weighted by the inverse of the sampling probability.
The sampling probability is 1 if a recipient sent at least one tweet in a period, and 0.2 otherwise.
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Figure 1.3: Locations and Light Levels for Neighbors of User 516134500

In the top panel, circles represent the locations of the relevant senders that User 516134500
follows. The shaded area represents the portion of the United States that is in darkness on
Feb 2, 2017 at 6pm, Central Standard Time.
In the bottom panel, the thin line represents how the instrument for volume, average feed
light, evolves over time, while the thick line shows the values of the instrument when the
data is binned in three hour intervals for computational feasibility. All estimates in the
chapter use the binned data.
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Figure 1.4: Locations and Sentiment for Neighbors of User 516134500

In the top panel, circles represent the locations of the relevant senders that user

516134500 follows, and the colors represent their average sentiment. Yellow represents
more positive sentiment than average and dark blue represents less positive sentiment. The
shaded area represents the portion of the United States that is in darkness on Feb 2, 2017 at
6pm, Central Standard Time.
In the bottom panel, the thin line represents how the instrument evolves over time, while
the thick line shows the values of the instrument when the data is binned in three hour
intervals. All estimates in the chapter use the binned data. Each horizontal line indicates
the hours in which the sender is in daylight. The y-coordinate of each horizontal line
indicates the average sentiment of that user.
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Table 1.4: OLS Recipient Sentiment on Sender Sentiment and Sender Volume
(1)
(2)
(3)
(4)
SENT.rt
SENT.rt
SENT.rt
SENT.rt
FSENT.rt
0.1605∗∗∗ 0.0435∗∗∗ 0.1324∗∗∗ 0.0232∗∗∗
(0.006)
(0.002)
(0.001)
(0.002)
VOLUMErt -0.0075∗∗∗ -0.0006 -0.0120∗∗∗ -0.0017∗∗
(0.002)
(0.001)
(0.000)
(0.001)
Linear regression of recipient sentiment, yrt , on feed sentiment, FSentrt , and feed volume, FVolrt .
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time-fixed effects are included and user-fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
defined and explained in Table 1.1.
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Table 1.5: First Stage Feed Sentiment on Light-Sender Sentiment Interaction
(1)
(2)
(3)
(4)
F. SENT.rt F. SENT.rt F. SENT.rt F. SENT.rt
LIGHT*SENT.rt
0.3614∗∗∗ 0.3062∗∗∗ 0.7024∗∗∗ 0.2749∗∗∗
(0.063)
(0.032)
(0.013)
(0.031)
LIGHT*E SENT.rt

0.1238
(0.064)
SENT. SHOCKrt
0.1996∗∗∗
(0.003)
LIGHTrt
-0.0182∗∗∗
(0.001)
E SENT.r
0.1598∗∗∗
(0.009)
Observations
2515955
IV F stat.
33.13
Rcp. TOD Dummies
X
User Fixed Effects
Time Fixed Effects

-0.1420∗∗∗
(0.033)
0.2895∗∗∗
(0.003)
-0.0064∗∗∗
(0.000)

2515955
92.74
X
X

0.0744∗∗∗
(0.014)
0.2050∗∗∗
(0.001)
-0.0043∗∗∗
(0.000)
0.1330∗∗∗
(0.001)
2515955
2816.99
X
X

-0.1258∗∗∗
(0.031)
0.3182∗∗∗
(0.003)
-0.0006
(0.000)

2515955
76.28
X
X
X

Linear regression of feed sentiment, FSentrt on the interaction of sender light and sender long-run
average sentiment, LightSentrt .
Controls: LightESentrt is average feed light multiplied by average feed sentiment across all senders.
SentShockrt is the shock to the sentiment of the recipient’s feed at time t. RcpLightrt is the recipient
light level and RcpESentr is the average sentiment of the recipient. Rcp. TOD Dummies are controls
for the local time of the recipient and sender time-zone controls. Chi Squared reports the standard
Chi Squared statistic for a test that the effect of the instrument is zero.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time-fixed effects are included and user-fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Table 1.6: First Stage Feed Volume on Feed Light Levels
(1)
(2)
(3)
(4)
VOL.st
VOL.st
VOL.rt
VOL.rt
F. LIGHTrt
0.0404∗∗∗ 0.0358∗∗∗ 0.0133∗∗∗
0.0109
(0.009)
(0.004)
(0.003)
(0.007)
-0.7480∗∗∗
(0.024)
F. SENT.rt
-0.0821∗∗
(0.032)
LIGHTrt
-0.0452∗∗∗
(0.005)
E SENT.r
-0.4775∗∗∗
(0.072)
Observations
2515955
IV F stat.
20.05
Rcp. TOD Dummies
X
User Fixed Effects
Time Fixed Effects
SENT. SHOCKrt

-1.3725∗∗∗
(0.016)
0.6351∗∗∗
(0.014)
-0.0339∗∗∗
(0.002)

2515955
72.81
X
X

-0.2111∗∗∗
(0.002)
-0.1579∗∗∗
(0.004)
-0.0002
(0.001)
-0.2610∗∗∗
(0.006)
2515955
26.46
X
X

-1.0006∗∗∗
(0.015)
0.4632∗∗∗
(0.013)
0.0006
(0.002)

2515955
2.27
X
X
X

Linear regression of feed volume, FVolrt average light experienced by the senders in the feed at time
t, FLightrt .
Controls: SentShockrt is the shock to the sentiment of the recipient’s feed at time t, FSentrt is the
sentiment of the recipient’s feed at time t, RcpLightrt is the recipient light level and RcpESentr is
the average sentiment of the recipient. Rcp. TOD Dummies are controls for the local time of the
recipient and sender time-zone controls. Chi Squared reports the standard Chi Squared statistic for
a test that the effect of the instrument is zero.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time-fixed effects are included and user-fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Table 1.7: IV: Recipient Sentiment on Feed Sentiment
(1)
(2)
(3)
(4)
SENT.rt
SENT.rt
SENT.rt
SENT.rt
F. SENTIMENT.rt
0.2224∗
0.3145∗ 0.0970∗∗∗ 0.3379∗
(0.101)
(0.126)
(0.027)
(0.141)
F. LIGHT * E SENT.rt
SENT. SHOCKrt
LIGHTrt
E SENTIMENTr
Observations
AR Chi Squared
Rcp. TOD Dummies
User Fixed Effects
Time Fixed Effects

-0.0890
(0.049)
-0.0414∗
(0.020)
0.0042∗
(0.002)
0.9474∗∗∗
(0.016)
2515955
6.36
X

-0.0582∗∗
(0.021)
-0.0172∗∗
(0.006)
0.0016∗∗∗
(0.000)
0.9700∗∗∗
(0.004)
2515955 2515955
6.81
13.01
X
X
X
X
-0.0244
(0.022)
-0.0882∗
(0.037)
0.0021∗
(0.001)

-0.0174
(0.022)
-0.1036∗
(0.045)
0.0014∗∗
(0.001)

2515955
6.37
X
X
X

2SLS regression of recipient sentiment, yrt on feed sentiment, FSentrt using the interaction of sender
light and sender long-run average sentiment,FLightSentrt , as the instrument.
Controls: FELightESentrt is average feed light multiplied by average feed sentiment. SentShockrt is
the shock to the sentiment of the recipient’s feed at time t. RcpLightrt is the recipient light level and
RcpESentr is the average sentiment of the recipient. Rcp. TOD Dummies are controls for the local
time of the recipient and sender time-zone controls. AR Chi Squared reports the Anderson-Rubin
weak instrument-robust Chi Squared statistic.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time-fixed effects are included and user-fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Table 1.8: IV: Recipient Sentiment on Feed Volume
(1)
(2)
(3)
(4)
SENT.rt
SENT.rt
SENT.rt
SENT.rt
FVOL.rt
0.0371∗
0.0467∗
0.0596
0.1516
(0.016)
(0.019)
(0.041)
(0.148)
0.0244∗
(0.012)
FSENT.rt
0.0352∗∗∗
(0.002)
LIGHT.rt
0.0019∗∗∗
(0.001)
ESENT.r
0.9957∗∗∗
(0.008)
Observations
2515955
AR Chi Squared
7.27
Rcp. TOD Dummies
X
User Fixed Effects
Time Fixed Effects
SENT. SHOCKrt

0.0555∗
(0.026)
0.0097
(0.012)
0.0020∗∗∗
(0.000)

2515955
6.85
X
X

0.0107
(0.009)
0.0314∗∗∗
(0.007)
0.0012∗∗∗
(0.000)
0.9954∗∗∗
(0.011)
2515955
2.28
X
X

0.1472
(0.149)
-0.0443
(0.069)
0.0011
(0.001)

2515955
1.99
X
X
X

2SLS regression of recipient sentiment, yrt on feed volume, FVolrt using average light experienced
by the senders in the feed at time t, FLightrt , as the instrument.
Controls: SentShockrt is the shock to the sentiment of the recipient’s feed at time t, FSentrt is the
sentiment of the recipient’s feed at time t, RcpLightrt is the recipient light level and RcpESentr
is the average sentiment of the recipient. Rcp. TOD Dummies are controls for the local time of
the recipient and sender time-zone controls. AR Chi Squared reports the Anderson-Rubin weak
instrument-robust Chi Squared statistic.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time-fixed effects are included and user-fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Table 1.9: Contribution of Network to Well-being
(1)
(2)
(3)
(4)
CI ub.
-.0191 -.0286 .0323 .268
Point Est.
-.0852 -.106 -.128 -.313
CI lb.
-.153 -.187 -.288 -.901
User Fixed Effects
X
X
Time Fixed Effects
X
X
Estimates of the expected impact on well-being of breaking all a users links on Twitter. CI lb and CI
ub are the lower and upper bounds of the 95% confidence interval, respectively. To calculate bounds,
I use the upper (lower) bounds of individual estimates instead of seemingly unrelated regression.
This means the resulting confidence intervals are conservative. Errors are clustered at the user level
unless time-fixed effects are included and user-fixed effects are not. In this case they are clustered at
the datetime-bin level. Standard errors are in parentheses.

Table 1.10: Effects of Twitter on Mean of Sentiment, Between and Within Users
(1)
(2)
(3)
Actual Counterfactual
Difference
mean
mean
mean
p5
p95
Between SENT. SD 0.024
0.053
-0.029 -0.040 -0.010
Wthin SENT. SD
0.072
0.056
0.016 0.008 0.031
Both SENT. SD
0.051
0.072
-0.022 -0.034 0.001
Estimates of the effects of Twitter on population average sentiment, and the average of user average
sentiment. The two means are not the same because the former is weighted by volume and the
latter is not. Counterfactuals combine an estimate of sentiment on sentiment effects obtained with
user-fixed and time-fixed effects with an estimate of sentiment on volume effects obtained using
user-fixed effects only. All coefficients are in levels of positive sentiment expressed.
The first two columns report the mean values of the relevant variables, and their counterfactual values: what they would be in the absence of the network. The third column reports the difference
between these columns (actual - counterfactual). The fourth and fifth columns report the bootstrapped 95% confidence intervals for the difference between the actual and counterfactual values.
Bootstrapped resampling is done at the user level in all specifications.
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Table 1.11: Effects of Twitter on Standard Deviation
Within Users
(1)
(2)
Actual Counterfactual
mean
mean
Pop. LR. Avg. SENT. SD 0.024
0.053
Pop. Avg. SENT. SD
0.072
0.056
Pop. Avg. SENT. SD
0.051
0.072

of Sentiment, Between and
(3)
Difference
mean
p5
p95
-0.029 -0.040 -0.010
0.016 0.008 0.031
-0.022 -0.034 0.001

Estimates of the effects of Twitter on the standard deviation of sentiment, the standard deviation of
average user sentiment, and the standard deviation of the shocks experienced by users. Counterfactuals combine an estimate of sentiment on sentiment effects obtained with user-fixed and time-fixed
effects with an estimate of sentiment on volume effects obtained using user-fixed effects. All coefficients are in levels of positive sentiment expressed.
The first two columns report the mean values of the relevant variables, and their counterfactual values: what they would be in the absence of the network. The third column reports the difference
between these columns (actual - counterfactual). The fourth and fifth columns report the bootstrapped 95% confidence intervals for the difference between the actual and counterfactual values.
Bootstrapped resampling is done at the user level in all specifications.
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Chapter 2
The Econometrics of Social
Interactions on Online Networks
2.1

Introduction

This chapter proposes a general framework for estimating social interactions on
online networks. While some features of online networks facilitate the estimation
of social interactions (such as extremely large sample sizes), estimation is subject to
some of the same problems (e.g. endogeneity), that arise in the estimation of social
interactions in offline networks. In addition, estimation on online social networks
offers a specific set of challenges that offline networks largely do not.
This chapter makes two contributions. The first is to propose a general framework for estimating peer effects on online networks. This framework discusses
four difficulties that are involved in obtaining causal estimates of peer effects, and
proposes strategies for addressing them.
First, naive estimation of the effect of sender speech on recipient speech suffers from an endogeneity problem: both are affected by time-varying shocks. In
addition, sender speech is almost always measured with error. Chapter 1 shows
how this problem can be overcome by finding variables that shift the volume of
messages that users send.
Second, social networks are dynamic. An attractive feature of social networks
is that agents can be observed repeatedly over time. However, this these observations tend to be closely spaced in time. An individual’s behavior could be not only
affected by their peers’ contemporaneous behaviour, but also by their peers’ past
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behaviour; failing to take into this into account will lead to biased estimates. To
address this, I explain how to estimate a distributed-lag model in this context. I also
discuss the limitations about what can be learned about the dynamic process.
Third, researchers do not generally observe all the messages a user receives.
This is because online social networks tend to have one very large cluster that comprises most of the nodes on the network (Kumar et al., 2010, Myers et al., 2014).
If a sample is taken of the users in this cluster, even of quite similar users, the total
number of neighbours will be orders of magnitude larger than the original sample.47 Practically, this makes it nearly infeasible for the researcher to collect all of
this data. Nor can I think about this problem going away as the number of recipients
or the length of time they are observed goes to infinity.
Fourth, data is (heavily) censored. Individuals choose whether or not to send
messages, and typically do not. But if the outcome of interest is based on the
content of messages, this means that the outcome of interest is typically unobserved.
Since factors that change an individual’s message content also likely affect their
propensity to send messages, the data presents a selection problem. I show how
to estimate the equivalent of a Heckman selection correction when the selection
process is negative binomial instead of Bernoulli.
Chapter 1 represents a proof of concept that instrumental variables can be used
to estimate peer effects on online networks. This chapter substantially generalizes
the methods used in Chapter 1. The purpose of doing so is to expand the number
of questions that can be addressed with this instrumental variables strategy, and to
allow for meaningful comparisons to be made across questions and contexts.
However, successfuly implementing solutions to the above problems depends
crucially on the existence of instruments, in some cases on multiple instruments.
The second contribution of this chapter is to propose six new volume shifters that
47 One

could in principle use the small clusters as the sample (in which case the relevant senders
would be limited to those in the same cluster), it is likely that these users are not representative of
those from large clusters. Myers et al. (2014) shows that the largest weakly connected cluster on
Twitter contains over 99% of users.
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can be used to construct instruments for feed content. These new volume shifters
are 1) the probability that the user experienced rain in the three hour period, 2) the
difference between this probability and its 39 year average, 3) the absolute deviation from 13.5◦ Celsius, 4) the difference between this deviation and its 39 year48
average, 5) predicted message volume as a function of local time, common across
all users, and 6) predicted message volume as a function of Greenwich Mean Time
for each user.
While the framework outlined here depends critically on the existence of such
volume shifters, it also clarifies what conditions an instrument needs to satisfy in
this context. These are slightly different than the typical IV case. I argue that
the identification conditions are somewhat less stringent than we would normally
expect for instrumental variables. The framework and the instruments are complements: without the framework, there are conceptual reasons why the instruments
generated from different volume shifters would not pass an overidentification test
even if they would do so once the above problems were addressed.
While the identification conditions may be weaker, I am forced to make strong
assumptions to address the other three issues. To the extent that the specific assumptions I make do not appeal to other researchers, I welcome other approaches. Part
of the contribution of this chapter is pointing out where the most serious problems
are in estimating social interactions online.
This chapter relates directly to a very small literature that causally estimates
social interactions on online networks. The bulk of this literature is experimental.
Kramer et al. (2014) estimate the transmission of happiness and sadness. Lewis
et al. (2012) estimates how individuals are influenced by their neighbours purchasing decisions, and Bond et al. (2012) shows how messages that encourage turnout
transmit across the network. All three papers used data from Facebook, and the authors partnered with Facebook to change the content users saw. The disadvantage
of this approach is that it is limited to topics that Facebook approves of, and each
48 This

uses the full extent of the ERA interim data available from the ECMWF (Dee et al., 2011).
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experiment is essentially single-purpose.
A smaller branch of the literature uses observational data. Coviello et al. (2014)
use observational data and attempt to causally estimate peer effects. They argue that
rainfall makes people unhappy, and use this to instrument for feed content. I discuss the limitations of this approach in Chapter 1. Aral and Nicolaides (2017) also
use variation in rainfall, but they use it to estimate how physical activity (running)
transmits on a social network for runners, Strava.
The rest of the paper is organized as follows: Section 2.2 lays out the general
framework, the four problems, and proposes solutions for them. It also discusses
which of these problems are likely to be most serious. Section 2.3 describes the
new instruments. Section 2.4 applies the techniques described in section 2.2 to
calculating the strength of the first stage for each instruments. Section 2.5 concludes
by discussing the logical next steps for expanding and improving on this framework.

2.2

General Framework

Let r index message recipients, and s index message senders. The data is binned
into time intervals, where t indexes time bin.
The set of senders recipient r follows is Rr . For simplicity of exposition, I assume this set is fixed: in practice it is quite persistent (at least on Twitter). However,
this is an admittedly strong assumption. I make it for two reasons. First, even on a
fixed network, there are significant challenges in estimation that must be addressed.
I view the static network as a useful baseline for the more general dynamic case.
Second, all of the instruments presented here and in the previous chapter vary much
more within-day than they do across days. Viewing the network as static is consistent with the fact that it is generally static over the time horizon of the identifying
variation in the instruments.
Define Yrt to be the outcome of interest of user r at time t. If the underlying
data is irregularly spaced (e.g., messages on Twitter or Facebook), this could be
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measured as the average of the messages r sends out in a fixed time interval. In
other words, the data is binned into set intervals of time. To simplify the exposition,
I assume that Y is a measure of happiness for both senders and recipients. Tit is the
number of messages sent by user i at time t.
I am interested in how users respond to the content of the messages they receive,
Feedrt , conditional on controls, Wrt .
Yrt = β Feedrt + W0rt θ + εrt

Feedrt =

∑s∈Rr f (Tst )Yst
∑s∈Rr f (Tst )

(2.1)

(2.2)

f (Tst ) ≥ 0, f 0 (Tst ) > 0, f 00 (Tst ) < 0, f (0) = 0
A user’s feed is a weighted mean of the outcome of the users they follow. I
assume each additional message from the same user has diminishing impact. While
the general idea of concavity is probably uncontroversial, the choice of functional
form is somewhat arbitrary. I assume:
f (Tst ) = ln (Tst + 1)

(2.3)

In what follows, I present each problem as a departure from an idealized setup,
and discuss interactions between the problems only where they are relevant. This
simplifies the notation and focuses attention on the problem at hand.

2.2.1

Spurious Correlation and Measurement Error

The main problem of endogeneity relates to the nature of online social networks.
Network content is essentially discussion of and responses to a series of news
shocks. Other researchers have shown that online social networks are characterized by homophily, both in terms of sentiment (Bollen et al., 2017) and political
55

2.2. General Framework
affiliation (Halberstam and Knight, 2016). If this was the only source of spurious
correlation, this could be addressed by including user-fixed effects as controls. Alternatively, if everyone responded in the same way to news shocks, relative to their
baseline, this could be addressed by including time-fixed effects as controls. The
challenge is that users react heterogeneously to news shocks and are likely to follow people who will react in similar ways to themselves. In other words, changes
in feed are correlated with changes in the error term, even after including user-fixed
and time-fixed effects.
The key insight of Chapter 1 is that it is possible to construct an instrument for
the feed by finding variables that shift the volume of messages that senders send. I
discuss this again here to make a number of clarifying points about the source of
variation of the instrument. Assume:
ln (Tst + 1) = δ0Vst + µst

(2.4)

I made the same assumption in Chapter 1. It is admittedly quite strong. I assume
that the effect of the volume shifter on the user is constant over all periods and all
users. This assumption would be violated if users completely disengaged from the
network at some times. For example, suppose V is rainfall. If it rained, but the
sender was asleep, it might well have a different effect on message volumes than it
would if the sender was awake.49 Then:
Feedrt =

∑s∈Rr Yst (δ0Vst + µst )
∑s∈Rr δ0Vst + µst

Some of the variation in feed sentiment is driven by shifts in volume, not withinuser shifts in the sentiment of the messages. The complication is that there isn’t one
single volume shifter that affects the recipient’s feed; there are as many as there are
senders. Conceptually, I want the instrument to be the change in the feed that is the
consequence of the net effect of all of these volume shifters. That is, the difference
49 I

discuss this possibility in more detail in Section 2.4
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between the observed feed and a counterfactual where the volume shifters were
removed.
Zrt = Feedrt − FeedCFrt

(2.5)

One way to operationalize this counterfactual is to think about what it would
have been had all the volume shocks been realized as their long-run average, Vs .
For simplicity, assume that, ∀s, E [Zst ] = c (if necessary, we can force this to be true
by subtracting the mean of Vst from the realized values for each sender, so c = 0).
Define:
FeedCFrt0 =

∑s∈Rr Yst (δ0Vs + µst )
∑s∈Rr δ0Vs + µst

(2.6)

There are two problems with this approach. First, the instrument’s effect on
feed is nonlinear in parameters, which is not ideal for computational purposes. Second, some of the variation in feed content is being driven by volume shocks that are
common within a recipient’s feed at a point in time. To clarify this, consider an alternative counterfactual, one where each volume shock is replaced with the average
of the volume shocks within the same feed, Vrt∗ =

1
#Rr

∑s∈Rr Vst , at that time (#Rr is

the number of senders in of Rr ).
FeedCFrt1 =

∑s∈Rr Yst (δ0Vrt∗ + µst )
∑s∈Rr δ0Vrt∗ + µst

(2.7)

Since the sum of the shocks is the same in Feedrt and FeedCFrt1 , the denominator will also be the same. The difference between the two is:
δ0 Zrt0

1
∑s∈Rr Yst Vst − ∑s∈Rr Yst #R
∑s∈Rr Vst
r
= δ0
∑s∈Rr Nst

(2.8)

This has the advantage of being linear in parameters.50 It is also conceptually
50 Chapter

1 employed a very similar instrument. The difference was that the denominator in
Chapter 1 was the the number of senders, not the sum of their message volumes. This avoided
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attractive - the variation in the instrument is driven by the interaction between the
volume shocks a user’s neighbours experienced, and their average level of sentiment. Note that that this counterfactual is not internally consistent. When multiple
recipients follow the same sender, this implies that that sender receives different
volume shocks in the counterfactual depending on whom they are sending messages to.
The difference between these two counterfactuals can then be approximated
taking the first term in the Taylor series of FeedCFrt1 (Vrt∗ ) at Vrt∗ = 0, and rearranging.
FeedCFrt0 − FeedCFrt1

= δ0

∂ FeedCFrt1
≈−
|Vrt =0Vrt∗
∂Vrt

∑s∈Rr Yst ∑s∈Rr Nst − ∑s∈Rr Yst Nst ∗
Vrt
2
∑s∈Rr Nst

FeedCFrt0 − FeedCFrt1 ≈ δ0

∑s∈Rr Yst − Feedrt ∗
Vrt
∑s∈Rr

(2.9)

What is the difference between FeedCF 0 and FeedCF 1 ? The first one is constant over time. The second one is not. But, within period, neither have any
variation in sender shocks. In other words, the difference between FeedCFrt1 and
FeedCFrt0 is based on changes in feed content driven by a constant level increase
(or decrease) in Vst for all senders.
How is this possible? In the case of happiness, suppose the happy senders don’t
send many messages, and the unhappy senders do. Then a positive shock to all
senders’ feed volume will increase the share of the feed coming from happy people.
This is unattractive for two reasons. First, (as Chapter 1 shows) the relationships
between both feed sentiment and feed volume and recipient sentiment are endogenous. If the instrument for feed sentiment is driven by changes in feed volume, it
will not be possible to disentangle a volume effect from a sentiment effect.
having to deal with missing sender problem that I address in Section 2.2.3 at the cost of reduced
power.
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Second, it is heavily reliant on the particular functional form we specified in
equation (2.4), as discussed above. For these reasons, we construct the instruments
from the volume shifters using (2.5) and (2.7).
Measurement Error/Zero Tweets
I only observe Yst if s sends at least one message at time t. However, the instrument
must be calculated over all senders, whether or not they sent a message. In addition,
even if we observe Yst , it is very likely noisily measured.51 To deal with this, I
replace Yst in equation (2.8) with its long-run average, denoted Ys =

∑Yst >0 Yst / f (Nst )
∑Yst >0 1

(this is an average of averages, not a simple average), and obtain:
1
∑s∈Rr YsVst − ∑s∈Rr Ys #R
∑s∈Rr Vst
r
δ0 Zrt = δ0
∑s∈Rr Nst

(2.10)

The numerator is the difference between the average sentiment of a recipient’s
followers, weighted by volume shocks, and the average sentiment of the recipient’s
followers multiplied by the average of the volume shock. This is scaled by the size
of the feed. This formulation addresses an additional concern. Depending on the
choice of Vst , it may also affect sentiment directly. For example, if the instrument
is rainfall, people may tweet more when it rains but it may affect their sentiment
directly.
This also changes how we can interpret the results. Divide the feed into two
components:
Feedrt = ExpFeedrt + FeedShockrt

ExpFeedrt =

(2.11)

∑s∈Rr Nst Ys
∑s∈Rr Nst

51 Text

analysis generally produces noisy measures, particularly of short messages. Even if the
messages were read and coded by human coders, the coders would not necessarily share the particular social context of the sender in question, and may interpret their messages differently from the
sender’s followers.
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FeedShockrt =

∑s∈Rr Nst (Yst −Ys )
∑s∈Rr Nst

The first term, ExpFeedrt , is what the feed would be on average, conditional on
knowing the volume of messages that were received from each sender. The second
term FeedShockrt , is the difference between the actual feed and the first term; it is
the change in feed driven by senders expressing more or less happiness than would
be expected based on the long-run average of their sentiment, The instrument is
acting entirely through the first term, not the second. The drawback of this is that
I am unable to identify differences between how people respond to the different
sources of changes in their feed in this framework.52 I discuss extensions that could
address this in Section 2.5.
ExpFeedrt = δ0 Zrt + W0rt γ + µrt

(2.12)

Main Controls
There are two sets of controls that must be included in Wrt : local-time-of-day fixed
effects and time-fixed effects.
Time-fixed effects are required to deal with common shocks to sentiment. To
see why, suppose users on the east coast are generally happier than those on the
west coast, and it rains on the east coast. Eastern users will tweet more, the average Twitter user’s feed will be more positive. However, for any one user, their
expressed sentiment could be responding not only to their own feed, but also to
trending topics, or searches, or even to other social networks. This is because all
of these sources of information will be more positive at the same time. If one
were merely interested in establishing that emotional transmission occurred, this
52 How important this drawback is will depend on the variable of interest.

Suppose one is modeling
information transmission on a network of rational agents. Then agents should not respond to changes
in ExpFeedrt at all, and the usefulness of this approach will be limited to testing that β0 = 0. On
the other hand, if the variable of interest is a dimension of sentiment that individuals respond to
subconsciously, this is easier to justify.
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doesn’t matter — depending on the volume shifter, the common shocks may still be
plausibly exogenous. But in order to estimate the magnitude of transmission, this
alternative channel needs to be ruled out.
Local-time-of-day fixed effects are recommended because there are systematic
patterns in sentiment throughout the day (people are happier in the mornings), and
many of the volume shifters are also subject to daily cycles.
In addition, it makes sense to add user-fixed effects to all specifications. These
fixed effects are unlikely to affect the consistency of the estimates (the instrument
will be close to mean zero for all users), but they do reduce variance.
Placebo Controls
There are additional transformations of the volume shocks that are worthy of consideration.53 First, the volume shifter could directly affect the outcome of interest
for the senders:
Yst = Vst0 ζ1 + W0st θ + εst

(2.13)

It is plausible that the volume shifter could affect feed. Baylis (2015) shows
that sentiment on Twitter is affected by rainfall.54 However, this is unlikely to
substantially bias the estimate of β , for two reasons. First, the instrument was
constructed so it is not driven by changes in the average value of the shock — what
matters it is how the realization of volume shocks interacts with the average of
sender sentiment. Second, the definition of feed does not respond to these shortterm fluctuations in sender sentiment. However, we can plug equation (2.13) into
53 I

mention these partly because they were more important for the estimation strategy used in
Chapter 1 because the construction of the instrument was slightly different.
54 The reader may ask why not use this as an instrument for feed content. This approach is pursued
in Coviello et al. (2014), but it is problematic in this context. Social network locations are generally
measured with error, and the locations of neighbours is potentially informative about a user’s own
location. This creates a potential violation of the exclusion restriction for location-based instruments
like rainfall; neighbour rainfall affects a user not through their feed but through being predictive of
their own rainfall. It it also implies that each outcome of interest requires a different instrument.
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equation (2.2) and calculate:
∂ Feedst
∑s∈Rr Nst Zst
=
∂ ζ1
∑s∈Rr Nst

(2.14)

Alternatively, we can control for FeedShockrt . The disadvantage of this approach is that the control is contaminated with measurement error.
Second, the instrument could be correlated with average feed size, and the sentiment of recipients could be directly affected by feed volume.
Yrt = βvol

1
Nst + β Feedrt + W0st θ + εst
∑
#Rr s∈Rr

In theory, the construction of the instrument effectively rules this out the instrument shifting volume, but adding

1
#Rr

∑s∈Rr Vst as a control is a useful placebo. This
control can also be used as an instrument for the effect of feed volume on recipient
sentiment, after controlling for 2.9, 2.14, and Vrt , the volume shock of the recipients. These controls are necessary to isolate a shock to feed volume that doesn’t
affect sentiment.
Third, the recipient’s own volume shock, Vrt , may be correlated with the average
of the sender’s volume shocks (because they are in similar locations, for example).
Again, there isn’t a strong argument for why the average of the sender volume
shocks should be correlated with Feedrt . But since the recipient’s sentiment is
likely affected by their own volume shock, this is also a reasonable control.
Yrt = Vrt ζ2 + β Feedrt + W0st θ + εst
In principle, there isn’t a strong argument that any of these controls should matter,
but they represent a reasonable placebo test that the instrumental variables strategy
is doing what it should. This particularly true in view of the fact that I am combining
multiple fixes to multiple different problems.
One nice feature of an identification strategy where the variables in this section
are not necessary for consistency is that it implies that for location-based instru62
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ments, the recipient locations only need to be known for the local time-of-day fixed
effects. If it turns out that the estimates are robust to including or excluding the local
time fixed effects, this implies that recipient locations need not be estimated, even
for location-based instruments. This would greatly simplify the selection procedure
and reduce concerns that the users that volunteer locations are atypical.55

2.2.2

Dynamics

It is very difficult to make an argument that lags of feed cannot affect a recipient’s
sentiment, for two reasons. First, while the order in which messages appear in the
feed is partly chronological, there is no particular reason why a user could not scroll
down to see messages from the previous time bin. If the user in question followed a
relatively small number of accounts, it would often be the case that messages from
previous periods would be quite close to the top of their feed. Second, messages
are likely to have persistent effects. In the case of emotional transmission, the
framework necessarily assumes some degree of persistence. If not, the emotions
would revert to baseline between the time the recipient received a message and sent
a message of their own, and transmission would always be zero.56 I model this as
follows:
T

Yrt =

∗
+ W0st θ + εrt , K > 1
∑ βk Feedrt−k

(2.15)

k=0
∗
Yrt is a function of contemporaneous feed, and all lags of feed, and Feedrt−k

is the feed that the recipient observes at time t − k (which is unobserved to the
researcher). T is the total number of periods.
55 Of

course, it is possible that the local time-fixed effects matter only for the users who do not
volunteer location information, but it is unclear why this would be the case.
56 In the case of informational transmission, we might expect a high degree of persistence, as
agents forget what they learn relatively slowly.
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∗
Feedrt−k
=

T

∑ κt−k− j Feedt−k− j

(2.16)

j=0

, ∑Tj=0 κt−k−, j = 1, κrt−k− j ≥ 0∀ j. The assumption that the κ 0 s are constant over
recipients and stationary over time is admittedly quite strong, but greatly simplifies
the analysis.
Here the β ’s are parameters of interest. They describe the degree of emotional
persistence over time. The κ 0 s are effectively nuisance parameters — they describe
how quickly users see the messages in their feed. This implies:
T

Yrt =

l

∑ Feedt−l ∑ βmκl−m
l=0

(2.17)

m=0

If I estimate the baseline model equation (2.1), then
T

β̂ = β0 + ∑ ρFeedt,t−l
l=1

l

∑ βmκl−m

m=0

Assuming the correlation between feed and its kth lag, ρFeedt,t−k is positive,
this would overestimate β0 . However, the parameter of interest is not β0 , it is the
total effect that a shock to feed today will have of recipient sentiment now and in
the future, which is ∑Tl=1 ∑lm=0 βm κl−m . Put another way, the coefficient of interest
should not depend on how large the time bins I created are.
Consequently, failing to account for the lags here will be conservative; it results
in an underestimate of the responsiveness of users to the sentiment of their feed,
because ρFeedt,t−k < 1.
Without any additional information, the β ’s and κ 0 s are not separately identified. Fortunately, Twitter data provides key additional information (and other social
networks may as well). Twitter users have the option to retweet the messages of the
people the follow. When they do so, I observe both the creation and retweet times
of the message.57 If one is willing to assume that if users retweet a message, they
57 I

restrict my attention to cases where the message the recipient retweets was created by the
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do so immediately upon viewing, I can use the pattern of retweets to estimate κ 0 s.
Define Mrτ to be the τth message sent by user r in the entire sample period (here
the time subscript subscripts messages, not time bins). Define R (Mrτ ) to be the
message Mrτ is a retweet of. Define datetime (Mrτ ) to be the timestamp of message
Mrt , in seconds. Then:
gaprτ = datetime (Mrτ ) − datetime (R (Mrτ ))

κ̂l =


1 Tr 
gaprτ
<
l
+
1
I
l
≤
∑ ∑
L
r∈R Tr τ

κ̂l is then the average fraction of retweets that occur with lth lag of the original
message (L is the length of a time bin in seconds). I can plug the estimated κ̂ 0 s into
equation (2.17) to get
T

Yrt =

l

ˆ
∑ Feedt−l ∑ βmκl−m
l=0

(2.18)

m=0

This cannot be estimated because it relies on having observations for an unrealistic number of lags. However, it is likely that persistence on social networks
is relatively low: Topics typically change completely from one day to the next, although in rare cases a news story may persist for several days. I propose estimating:
K

Yrt =

l

ˆ
∑ Feedt−l ∑ βmκl−m
l=0

(2.19)

m=0

with K = 8 (a full day of lags), and testing against K = 16 to ensure that the
results do not change too much.58
sender, and is not a retweet of a retweet.
58 A high degree of persistence on the network would raise concerns about reflection. While I do
not expect this to be the case, there isn’t much to be done about it if it is a problem, except choose
instruments that are not serially correlated.
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Dynamics with Endogeneity
With instruments, the relevant correlation is between Zrt and Zrt−k , instead of ρFeedt,t−k .
However, provided that the instrument is also positively serially correlated within
user, a similar result holds. The seriousness of this problem will depend on the
strength of within-user serial correlation. This in turn implies that if used naively,
two volume shifters could produce instruments that fail an overidentification test
for no other reason than that they exhibited different degrees of persistence.
It is tempting to try and estimate equation (2.19) with instruments. However,
this would require as many instruments as there are lags. In principle, one could
use lagged values of the instrument, but serial correlation of the instruments will
cause that power to fall quickly as more lags are added.
For some instruments that are based on daily fluctuations, the correlation between the instrument and the eighth lag of the instrument (24 hours ago) is very
close to one. The instruments do not really represent shocks to the feed at a particular point in time — they represent shocks to the sequence of the feed at particular
points in time. But this is acceptable, as long as the instrument affects the first stage.
I constrain equation (2.19) as follows
K

Yrt =

l

∑ Feedt−l β
l=0

ˆ + W0st θ + εrt
∑ λ −l κl−m

m=0

Typically, W0st will include user-fixed and/or time-fixed effects. In general, nonlinear models with high-dimensional fixed effects are not easily solved. However,
in this case the model is linear in all variables — the nonlinearity is in parameters. I
can apply the Frisch–Waugh–Lovell (FWL) theorem to remove controls, including
fixed effects and then estimate the following, much simpler model, using nonlinearleast squares.
K

PW Yrt = β

∑ PW Feedt−l
l=0

l

ˆ + PW εrt
∑ λ −l κl−m

m=0
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This requires only two instruments per dimension of sentiment. I can then check
to verify that if the persistence of emotions is described by λ , the lags of feed more
distant than K will have negligible impact on the results. If this is not the case, K
will have to be increased, but this will not require estimating additional parameters.
Finally, I make an additional adjustment to the first period in the above equation.
Yrt is aggregated over messages sent in the same time bin as messages in Feedrt .
Assuming both sender and recipient messages are uniformly distributed over time
within bin (consistent with both being generated as a Poisson process), the probability that a given message sent by the recipient occurs after a given message sent
by one of the senders is 0.5.59 Since recipient messages cannot be affected by messages they have not yet received, it makes sense to deflate the expected magnitude
of the effect of contemporaneous (in terms of bins) feeds by this value.
K



l
I (k = 0)
ˆ + PW εrt
PW Yrt = β ∑ 1 −
PW Feedt−l ∑ λ −l κl−m
2
m=0
l=0
Note if βk = 0 ∀k, we don’t need to worry about the channel of alternate time
periods creating a violation of the exclusion restriction. This is a general feature of
these social network problems. The size of the tests under the null will be correct,
but if β 6= 0, there are many additional potential channels for the instrument to
affect the dependent variable that I need to account for. This implies it is much
more challenging to consistently estimate the magnitude of emotional transmission
than it is to detect that it exists.

2.2.3

Missing Data — Senders

This section addresses two limitations of the data collection procedure that create
measurement error in the endogenous variables and the instruments. In both cases,
59 Admittedly,

this ignores volume effects — it assumes none of the recipients messages are created in response to sender volume — but it is a reasonable first approximation.
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the problem is that I do not observe all of a recipient’s feed.
The first limitation is that I may only observe recent messages of a sender, not
all the messages they have sent. This is a characteristic of Twitter data (where I
receive only the most recent 3200 messages) although other social networks may
have similar limitations. Because the influential senders are especially active on
Twitter, this restriction is binding in more than half of cases. However, for this
group I generally observe the instrument even if I do not observe their contribution
to the endogenous variable number of messages they send, or the content of those
messages.
The second limitation is that I only observe any tweets for a subset of senders.
For users not in the influential group, I observe neither the endogenous variable nor
the instrument. This limitation is likely to apply to almost any dataset collected
from any popular social network (e.g., Twitter, Facebook, Instagram). This is because the only way not to have missing data is to collect data on all senders, which
would be petabytes of data. Despite the fact that this limitation is more general, I
address the rate limiting issue first — it is simpler, and the intuition is similar for
both issues.
Rate-limited Senders:
 
Let Rrti i∈[c,l] be the sets of user-time bins that r follows that are collected (c), or
rate-limited (l). So ∀t, R r = Rrtc ∪ Rrtl . Even through Rr is fixed, Rrtc varies; the
further back in time collection goes, the more users to which rate-limiting applies.
Define:
Srti =

∑s∈Rrti Nst
, i ∈ {c, l}
∑s∈Rrt Nst

This is the share of user r’s feed that is collected (c) or rate-limited (l) at t.
Define:
Zrti =

∑s∈Rrti Zsti
∑s∈Rrt Nsti

, i ∈ {c, l}
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This is the value of the instrument defined over the collected and rate-limited
portions of user r0 s feed. By construction:
Feedrt =

∑

Feedrti Srti

i∈{c,l}

Assume:


E ∑i∈{c,l} Zrti Srti εrt = 0

(2.20)

Feedrti Srti = Zrti δ Srti + Wi0rt γSrti + µrti Srti

(2.21)

(2.20) is the standard IV Assumption. (2.21) assumes that the instrument affects
the rate-limited and collected feeds in the same way. Since there are drawn from
the same population, this assumption is not as strong as it may seem.
There are two consequences of ignoring the rate-limited users. First, in some
periods, all of the senders a recipient follows will be rate-limited. These observations will be dropped from the estimation and power will be negatively affected.
Second, if Zrtc and Zrtl are correlated, e.g.:
Zrtl = λ0 + α1 Zrtu + υrt

(2.22)

Where α1 > 0, Zrtu will be correlated with Feedrtl Srtl through Zrtl . But since
Feedrtl Srtl affects the outcome of interest, the exclusion restriction will be violated,
provided β 6= 0. As before, the rejection rate of the tests that ignore this channel of
causation will still be correct.
This is quite plausible because the users in the two groups are drawn from the
same sampling procedure. The only way it would not be the case is if the expected
within-user covariance between Ys and Vst before the follower network was drawn
was zero in all periods. That is, all of the variation in the instrument is driven by
the fact that the senders are a “small” sample. As the feed got larger, the variation
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in the instrument would go to zero by the law of large numbers.
Fortunately, even in cases where we do not observe tweet volumes and sentiment for a sender, we generally still observe the instrument, Zrtl . This is because the
instrument aggregates a value for each sender that does not depend on the sender’s
volume or sentiment expressed in the current period (e.g. long-run average sentiment multiplied by contemporaneous rainfall).60
Plugging (2.21) into (2.1) gives the reduced form equation:
Yrt =

∑

Zrti πSrti +

i∈{c,l}

∑

Wi0rt ΠSrti + νrt

i∈{c,l}

where νrt = εrt + ∑i∈{c,l} µrt Srti . This is analogous to two-sample-two-stageleastsquares. It is not exactly the same because the samples substantially overlap in the
sense that they are over the same (r,t) pairs. But the appropriate value of the instrument in the reduced form equation and the first stage equation for the same
observation will only be the same if none of the senders a recipient follows are
rate-limited.
In the first stage, we predict Feedrti Srti as a function of the instrument and controls on the collected sample only. We then apply these coefficients to predicting
the values of the instrument for the rate-limited portion of the sample. Given assumptions (2.20) and (2.21), and Srtc fixed, β̂ = π̂/δ̂ is a consistent estimator for β
by the standard proof of the consistency of the two-sample-two-stage-least-squares
estimator (see Inoue and Solon (2010)).


If instead we do not know Srti but can replace it with Sˆrti = E Srti |Ω

!0


β̂ = π̂

∑
i∈{c,l}

Zrti Sˆrti

∑
i∈{c,l}

! −1
Zrti Sˆrti π̂  π̂

!0

∑

Zrti Sˆrti

Yrt

i∈{c,l}

60 An

important caveat to this is that the instruments do depend on the aggregate size of the feed.
We address this in the following section.
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β̂ = π̂

∑

Zrti Sˆrti

∑

i∈{c,l}

i∈{c,l}

∑

Zrti Sˆrti

∑

β̂ = β + D̂

∑

Zrti Sˆrti

∑

Zrti πSrti + νrt

i∈{c,l}

!0

∑

Zrti Sˆrti

!

∑

Zrti πSrti

+ νrt

i∈{c,l}

i∈{c,l}

−1

!

∑

i∈{c,l}

i∈{c,l}

i∈{c,l}

!0

! −1
Zrti Sˆrti π̂  π̂

!0


β̂ = π̂

! −1
Zrti Sˆrti π̂  π̂

!0





 
Zrti πSrti − π̂ Sˆrti + νrt

i∈{c,l}



By assumption, E Zrti νrt = 0, and π̂ → p π. Sˆrti does not converge to Srti , as the
fraction of the feed that is sampled does not go to one as the number of users or


time periods goes to infinity. But by assumption, Sˆi = E Si |Ω . Since Sˆi varies
rt

rt

rt

by user, the difference will go to zero as the number of users goes to infinity.
Estimating Feed Shares:
A complication for applying this strategy to address rate limiting is that we do
not observe Srtc . More specifically, we do not observe the denominator of Srtc ,
−1
Nrtc + Nrtl
, because we do not see Nrtl , how many messages were in the feed
that were not collected in a given period.
We replace Srtc with its expectation. Assume:

∀r, i,t, Trti =



∑i Tsti ∼ Poisson Trti∗ ∑i TsTt 

s∈Rrt

s∈Rrt

I could allow each sender within a feed to have a different underlying propensity to send messages, but since the sum of independent Poisson processes is also
Poisson and we are only interested in aggregate volumes, this adds little to the anal-
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ysis.61 The mean of the process is allowed to vary over time — this is consistent
with people sending more messages at some times of day than others, for example,
and matches the overdispersion of the raw count data. The mean is also allowed
to vary across user, which is consistent with some users sending messages more
frequently than others. Rrti is allowed to vary within user over time because any
user that is rate-limited at some time must be collected at a some more recent point
in time.
Latent message sending propensity is assumed to be independent of whether
the user is in the rate-limited group or not (after accounting for user and time-fixed
effects):
∀r, i,t, Trti∗ = Trti
The accounts in these two groups of were drawn from the same sampling procedure,
with one exception: within a period the rate-limited senders must have sent messages at a higher rate in the time periods after t 62 , relative to the collected senders,
in order to be rate-limited in period t. It is reasonable to think these groups behave
similarly after adjusting for average tweet volumes, Ts and Tt .
This could be validated by testing the robustness of the estimates to dropping
the oldest messages for each rate-limited sender (i.e., drop the oldest 10%, 20% and
50% of messages for all rate-limited senders). If the results do not change as the
rate-limiting becomes more severe, this is consistent with the results not changing
if the rate-limiting was relaxed completely.
To allow Trt∗ to vary, I fit a negative binomial regression to the observed counts.
This assumes the counts are Poisson distributed and the means of the Poisson processes are Gamma distributed. Because the Gamma distribution is the conjugate
prior of the Poisson distribution, this allows me to calculate a posterior for Trt∗ ,
given Trtc , and average rate at which the senders in the two groups send messages.
61 I

lack the variation to readily identify it from the aggregated data in any case.
because I collect the data at a later point in time but do so retrospectively, and I can
observe only a certain number of messages of for each sender
62 After
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Assume that within all feeds, Tstl = 0 for all but one s. That is, one sender
accounts for all rate-limited tweets. This isn’t terribly realistic. However, without
this assumption we have model the distribution of tweets within senders. I discuss
how one would relax this assumption in (2.2.3)
Then the expected share of tweets generated by users for which the data is collected can be estimated as:

ˆ −1
Nrtc + Nrtl
=

∞

b̂ post
1
∑ ln (Trtc + 1) + ln (k + 1) pNB â post , 1 + b̂
post
k=0

!
(2.23)

â post = â + Trtc

b̂ post = b̂ +

1
#Rrti

∑

Ts Tr

s∈Rrti

where pNB (·, ·) is the probability mass function of the negative binomial distribution. This follows from the fact that the negative binomial can be interpreted a
−1
summed over all posGamma-Poisson mixture distribution. (2.23) is Nrtc + Nrtl
sible realizations of Tstl , weighted by the probability of k successes from a Negative
Binomial distribution with shape â post + Trt and scale b̂ post . These are the appropriate posteriors for a negative binomial distribution given the priors of â post and b̂ post .
Since we restrict the sample to observations where Tstc > 0, this is well defined.
Unobserved Senders
In Chapter 1, I sampled a subset of the senders on Twitter for computational purposes. However, I did not subset randomly; instead, I chose highly influential
senders to maximize the expected share of feed that I could collect for a subset
of fixed size. This subsampling is essentially unavoidable (unless the researcher
partners with the social network itself) because social networks have a relatively
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low degree of clustering. For any sample of the users on an online social network
of adequate size (say, 5000 accounts), the union of their neighbours will likely be on
the order of a million accounts. I denote the highly influential senders “observed”
(o) and their complement “unobserved” (u).63
 
Let Rri i∈[o,u] be the set of accounts that user r follows that are in the observed
and mostly unobserved groups, respectively. Rr = Rro ∪ Rru , Srti =

∑s∈R i Nst
rt

∑s∈Rrt Nst

, i∈

[o, u].
Yrt =

∑

Feedrti Srti + W0rt γ + εrt

i∈{o,u}

As before, we assume that:
Feedrti Srti = δ0 Zrti Srti + Wi0rt γSrti + µrti Srti

(2.24)

In this case, the assumption is stronger because these two groups of accounts
are quite different. Accounts in the influential group have many followers and are
often famous offline as well as online; accounts in the unobserved group tend to
have few followers and are more likely to have in-person offline connections to the
followers they do have.
Incomplete sampling creates the same problem here as the rate limiting does in
the previous section: Zrto may affect Yrt through Zrtu and Feedrtu , which would violate
the exclusion restriction.
This is not a function of the sampling procedure — a random sample of the feed
would be similarly biased. Again, this is only a problem if transmission is non-zero
— the size of the test of β0 = 0 will still be correct. But the difference from the ratelimited case is that we do not observe Zrtu in the periods where we do not observe
Feedrtu . Instead, they are both unobserved.
I address this by exploiting the fact that the “unobserved” senders are only
mostly unobserved. In my case, the recipients are a random sample of the social
63 The

observed senders represent the union of the rate-limited and collected groups from above.
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network’s users, so they are also a random sample of the senders of each recipient. This also implies that the assumption in (2.24) is testable if the sample of
“unobserved” senders for whom data is collected gets sufficiently large.64
For the set of users for whom I observe some of their “unobserved” followers,
I can calculate a measure of Zrtu . I would like to know the relationship between Zrto
and Zrtu . I parameterize this as
Zrtu = a0 + a1 Zrto + υrt

(2.25)

Assuming that Srto is known, and

h 0
i
E Zrto µrto |Srto = 0
h 0
i
o
u
o
E Zrt µrt |Srt = 0
h 0
i
E Zrto εrt |Srto = 0

(2.26)

Replacing Zrto with Zrto (Srto + aˆ1 (1 − Srtu )) and Feedrt with Feedrt Srto allows for
consistent estimates of β0 . For the proof, see Appendix (B).
If we replace Srto with its expectation based on observables, following the same
steps as in the rate-limited case obtains a consistent estimate of β .
Distributing Feed Shares
The final complication is that there is almost always more than one rate-limited
sender. Dividing the rate-limited tweets over multiple senders decreases Sˆrtc because
of the concavity of the f (·) function. To address this, Icould estimate:
Nrtc = ω

∞

∑ ln (Trtc + 1) pNB


â post , b̂ post + ηrt

k=0
64 If this were not the case, one could randomly sample the unobserved senders at moderate additional cost.
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and choose the value of ω that best fits the data. I would then use this value of
ω to fit:

∞
ˆ −1
Nrtc + Nrtl
= ω̂ ∑

1
pNB
c
k=0 ln (Trt + 1) + ln (k + 1)

â post b̂ post
,
ω̂ 1 + b̂ post

!

Even this is imperfect. Ideally we would want to do this in a more systematic
way. We could estimate the negative binomial on the disaggregated sender data,
and integrate up from there. This is computationally very intensive, and comparing
the log of the sum of tweet volumes to the sum of the logs for arbitrary groups of
recipients suggests that the approximation error is small.

2.2.4

Censored Recipient Sentiment

The problem of censoring on the sender side was discussed in (2.2.1). A corresponding problem occurs on the recipient side:

Y ∗
rt
Yrt =
0

if Nrt > 0
otherwise

Yrt∗ is the sentiment that user r experiences, and Yr is the sentiment that user r
expresses.

 
1/a 
j
Γ j + a−1
a−1
µrt
P (T ≥ k) = 1 − ∑
−1
−1 + µ
a−1 + µrt
rt
j=0 Γ ( j + 1) Γ (a ) a
k

Γ (·) is the Gamma function.
µrt = Tr + Tt + δVst
The mean of the negative binomial is a function of a user-fixed effect, Tr , a
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time-fixed effect, Tt , and a volume shifter Vrt . This assumes overdispersion cannot
be accounted for by user-fixed and time-fixed effects, alone. This is consistent with
what is observed in the data. Let
h (k, µrt , a) = 1 − P (T ≥ k)

τrt ∼ U [0, 1]
Then the observed negative binomally distributed data is consistent with:
Trt = k if τrt ∈ [h (k, µrt , a) , h (k + 1, µrt , a)]∀k ∈ N
This allows the selection problem to be framed as a type II Tobit. Consequently,
it is very close to the typical case where a Heckman selection correction would be
appropriate. Yrt is the observed variable, and Yrt∗ is the latent variable. There are two
factors that distinguish this from the typical case of selection bias.
First, on a network, latent sentiment does not propagate: observed sentiment
does. Even if I am only interested in how average latent sentiment responds to
an external shock, for example, I need to understand how observed sentiment responds to feed sentiment, because only observed sentiment propagates through the
network. If the effect of feed sentiment on observed sentiment is sufficiently large,
the total response to the external shock will be much more sensitive to how observed
sentiment responds than it will be to how latent sentiment does.
Second, the selection equation is driven by a negative binomial process, not a
binary one. While I could simply collapse the count down to a binary variable for
whether it was greater than zero, this approach is inefficient. Typically, a Heckman
selection correction requires an instrument — something that is driving selection
but not the outcome of interest. In this case, the differences in sentiment between the
observations where Trt is greater than zero are potentially sufficiently informative
about the sign and seriousness of the selection problem. For example, on my data
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the correlation between sentiment and the number of tweets sent (on the subset of
observations where sentiment is observed) is 0.23. This implies that selection bias
drives estimates of the effect of feed sentiment on recipient sentiment downwards.
The fact that selection is driven by a negative binomial process makes the endogeneity easier to correct than it would be in the traditional case. However, this
does mean that I can’t use the traditional Heckman estimator to adjust for selection.
Instead, the equivalent of the Inverse Mills ratio is:
∞

IMRrt =

1

∑ I (Trt = k) h (k + 1, µrt , a) − h (k, µrt , a)

k=0

2.3

New Instruments

The instrument I developed in Chapter 1 is based on using daylight as a volume
shifter. I introduce six additional volume shifters that can be used to construct
instruments.
Weather-based Instruments
First, DEV T EMPst = ∑ pi |Tempi − 13.5|. This is an estimate of the absolute deviation from 13.5◦ C experienced by the sender. It is an estimate because locations
are imperfectly known. pi is the probability that sender s is at grid square i. I chose
13.5◦ Celsius as the bliss point because it is associated with the lowest level of
message sending among recipients.
Second, IPRECIP = ∑ pi I (Precip > 0). This is the probability that the sender
experienced rain during the time bin in question.
Both these instruments are based on the idea that weather is outside of user’s
control. The intuition for both is that worse weather (extreme temperatures, or
rain) discourages people from going outside. And when they are inside, users are
more likely to be active on social media. That being said, I emphasize that I am
not arguing that the first stage coefficients of these instruments causally estimate
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the effect of temperature or precipitation on tweet volumes. It could be capturing
daylight, or people having more time at some times of the year than others to tweet,
or other seasonal effects, such as temperature affecting the rate at which local news
shocks arrive (e.g. temperature affects crime which affects stories about crime).
The less attractive feature of these instruments is they combine two sources
of variation: relatively high-frequency (1 week) variation in weather, and lowfrequency (annual) changes in seasons. It is important to point out that this doesn’t
violate the exclusion restriction per se. Suppose sender and recipient locations were
correlated, so that recipients were rained on more, on average, when senders were
rained on. By construction, the instrument does not depend on this average increase
in volume. Even if the recipient’s location was correlated with the locations of the
happy people in their feed, but not of the unhappy people, the exclusion restriction would not be violated, because I control for the value of the instrument for the
recipient.
If the locations were measured with error and the measurement error on the LHS
was correlated with the measurement error on the RHS, differentially for happy
senders, this would violate the exclusion restriction. I find it difficult to construct a
plausible story for why this would be the case.
However, out of an abundance of caution, I introduce the third and fourth instruments. These are
dDEV T EMPst =

dIPRECIPst =

1 YW
DEV T EMPst −
∑ DEV T EMPst−y
Yw − 1 y=1
1 YW
IPRECIPst −
∑ IPRECIPst−y
Yw − 1 y=0

!

!

Each is an estimate of the difference between the original shifter, and its average
over the previous YW = 39 years (all that I have data for).65
This is essentially a non-parametric estimate of the shock to weather. These
65 Weather

data is collected from the ERA Interim model of the ECMWF (Dee et al., 2011).
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volume shifters have two advantages. First, they are not deterministic. If there
was a concern that some users are manipulating feeds by anticipating cycles in
volume (attempting to send messages when they know their followers receive fewer
messages), these instruments could be used to test for that. Second, these volume
shifters are poorly explained by time-fixed effects, so they are potentially more
useful for estimating the effect of volume on sentiment.
Cyclic Instruments
The fifth new instrument, LOCALT IMEst is obtained by regressing the sender message volumes on the local time of the sender at the time of the message.
24

ln (Tst ) =

∑ ch
h=1

−8

∑

ptz I (tz − t = h) + εrt

tz=−4

There is a dummy for each local time. I then use the fitted values to construct
the instrument. As before, the ptz terms (probability that the user in question is in
a particular time zone) enter because locations are probabilistic. Conceptually, this
instrument is similar to daylight. The differences are that a) it doesn’t assume a
dramatic drop-off in message volumes when the sun drops below the horizon, the
decline can be more continuous and b) it only varies within the day.
The sixth new instrument is

BART IKst =

8
J

J

∑ I ( mod ( j, 8) =

j=1

mod ( j, 8)) f (Tst ) −

1
J

J

∑ f (Tst )

j=1

This is the additional average volume of messages user s sends out at whatever
time of day it is at t, relative to the rest of the day. This instrument is unique in that
it doesn’t depend on the location of the sender. This may be important for extending
this approach to networks where no information is available on user locations.
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Table 2.1: Summary Statistics
Count
Min.
ExpFeed
12,045,821
-.0502
Feed Shock
11,990,379
-.409
Feed Size
12,151,591 .00148
Dev. Temp Reallocation IV
12,151,591
-146
Any Precip. Reallocation IV
12,151,591
-6.28
Temp. Shock. Reallocation IV
12,151,591
-84
Precip. Shock Reallocation IV
12,151,591
-4.55
Light Level Reallocation IV
12,151,591
-7.34
Bartik Reallocation IV
12,151,591
-10.1
Local Time Reallocation IV
12,151,591
-.231
Long Run Reallocation IV
12,151,591
-2.54
Dev. Temp, Vol. UnWeighted
12,151,591 .0000258
Any Precip., Vol. UnWeighted
12,151,591
0
Temp. Shock., Vol. UnWeighted 12,151,591
-15.8
Precip. Shock, Vol. UnWeighted 12,151,591
-.946
Light Level, Vol. UnWeighted
12,151,591
0
Bartik, Vol. UnWeighted
12,151,591
-23.7
Local Time, Vol. UnWeighted
12,151,591
-.314
Long Run, Vol. UnWeighted
12,151,591
-4.63

2.4

Max.
.169
.316
117
215
7.98
85.6
5.47
11.8
10.2
.318
1.67
37.1
1
21.2
1
1
13.4
.172
17

Mean.
St. Dev.
.0756
.0173
.0113
.0248
.184
.466
.434
2.42
.0117
.0798
.014
.906
-.0011
.0597
.0223
.13
-.000206 .0604
.000184 .00771
-.00806
.0252
3.98
2.12
.107
.111
.0331
1.76
-.0102
.11
.273
.228
.132
.159
.00797
.0725
.104
.159

Results

Data was collected using the same procedure as Chapter 1, from the same sample.
Only the construction of the instrument differs. Table 2.1 presents the summary
statistics for the key variables.
Table 2.2 presents the results of using volume as a shifter, and using the average
of the volume shocks to instrument for feed size. Standard errors are clustered at
the user level.
The results in the first column are directly comparable to those in Chapter 1 because the instrument is defined in a different way. In general, a number of the instruments are reasonably powerful. The exceptions to this are the local time instrument
and the Bartik instrument. Because these instruments are completely explained by
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daily cycles, much of their variation is absorbed by time-fixed effects. In addition,
the instruments based on deviations from climate averages have the wrong sign, a
result I do not have intuition for.
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Table 2.2: Effects of Volume Shifters on Feed Size
Light Level, Vol. UnWeighted

(1)
0.134∗∗∗
(14.75)

(2)

(3)

(4)

(5)

(6)

0.00345∗∗∗
(6.33)

Dev. Temp, Vol. UnWeighted

0.0651∗∗∗
(16.26)

Any Precip., Vol. UnWeighted

Temp. Shock., Vol. UnWeighted

2.4. Results

-0.000253
(-0.99)
-0.0254∗∗∗
(-13.15)

Precip. Shock, Vol. UnWeighted

0.0915∗∗
(2.69)

Bartik, Vol. UnWeighted

Local Time, Vol. UnWeighted
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Observations
IV F stat.
Sentiment-Volume IV
Receiver Volume Shifter
Recipient Local Time Dummies
User Fixed Effects
Time Fixed Effects

(7)

11988635
217.6
X
X
X
X
X

11988635
40.04
X
X
X
X
X

11988635
264.2
X
X
X
X
X

11988635
0.989
X
X
X
X
X

11988635
173.0
X
X
X
X
X

11988635
7.222
X
X
X
X
X

t statistics in parentheses. **, **, and *: significance at 0.1%, 1%, and 5% levels, respectively.
Standard errors are clustered at the user level.

0.0137
(0.60)
11988635
0.356
X
X
X
X
X

2.4. Results
Table 2.3 presents the results obtained by constructing the various instruments
and using them to predict the persistent component of the recipient’s feed.
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Table 2.3: Effects of Instruments for Sentiment on Feed Sentiment
Light Level Reallocation IV

(1)
0.000137
(0.58)

(2)

(3)

(4)

(5)

(6)

-0.0000941∗∗∗
(-6.68)

Dev. Temp Reallocation IV

-0.00139∗∗∗
(-5.33)

Any Precip. Reallocation IV

2.4. Results

-0.0000870∗∗∗
(-7.16)

Temp. Shock. Reallocation IV

0.000376∗
(2.56)

Precip. Shock Reallocation IV

0.00160∗
(2.40)

Bartik Reallocation IV

Local Time Reallocation IV
Observations
IV F stat.
Recipient Local Time Dummies
User Fixed Effects
Time Fixed Effects

(7)

11988635
0.341
X
X
X

11988635
44.59
X
X
X

11988635
28.39
X
X
X

11988635
51.33
X
X
X

11988635
6.561
X
X
X

11988635
5.764
X
X
X
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t statistics in parentheses. **, **, and *: significance at 0.1%, 1%, and 5% levels, respectively.
Standard errors are clustered at the user level.

0.00597
(1.55)
11988635
2.410
X
X
X

2.5. Conclusion
In general, these results are somewhat disappointing. In particular, there doesn’t
appear to be much of a relationship between the instruments that perform well in
predicting volume and the instruments that perform well in predicting sentiment.
While there are reasons that some instruments might perform relatively better at
one or the other, it is more difficult to explain the reversal of signs in several cases
between the two tables. I suspect that the reason for this is that (2.4) is misspecified.
This misspecification error is likely averaged out more effectively when instrumenting for volume than for sentiment. I could instead specify:
ln (Nst + 1) = δ0Vst + θs + θt + δ1 (θs + θt )Vst + µst
This way, senders who were very unlikely to send messages could be estimated
to be less likely to be affected by the instrument. They would, in turn be assigned
less weight when calculating the counterfactual. The disadvantage is that this significantly increases computational cost, but it appears to be necessary.

2.5

Conclusion

This chapter presents a framework that addresses important issues in the estimation
of social interactions on online networks. I address four problems: endogeneity,
dynamics, missing data on the sender side, and unobserved data on the recipient
side. The solutions discussed are computationally straightforward. This is important because if there are four problems, each of which requires a complex solution,
the combination of these complex solutions is likely to be exponentially more complex. Put another way, part of the contribution of this paper is that the solutions I
propose fit well together.
I also present six new volume shifters that can be used to construct instruments
for feed content. Unfortunately, the empirical performance of these shifters is somewhat disappointing. I discuss why this might be the case and suggest an improvement that could address this.
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While this framework is a significant conceptual advance over what I used previously in Chapter 1, there are two key areas where I believe important progress
could be made at an acceptable cost.
The first concerns long-run trends in user behaviour. This paper assumes that
Twitter is static: there are no long-run trends in recipient sentiment. This requires
two conditions to hold. First, there can be no changes in the network structure
over time. Second, there can be no long-run trends in sender message volume or
sentiment. If the first condition did not hold and β 6= 0, neither would the second:
changes in the network structure would change the mix of messages senders were
exposed to, and produce persistent changes in sender behavior. If the second condition did not hold and β 6= 0, then persistent changes in sender behaviour would
induce persistent changes in recipient behaviour. In any case, both conditions are
counterfactual.
I maintain this assumption partly because the instrumental variation I explore
is largely high-frequency and unsuitable for estimating long-run effects, and partly
because even with this simplifying assumption, the data presents numerous complications. However, I concede that some of the most interesting questions in this
area are questions about the long-run. For example, do exogenous changes in feed
content cause recipients to change who they follow to return their feed content to its
previous average? Does long-run exposure to a particular type of content sensitize
or inure recipients to that message? In principle, I think it is possible to expand
the framework to accommodate these issues. Specifically, I could use the long-run
trend of a sender’s message volume as an volume shifter to construct an instrument
for long-run changes in feed content.
However, this creates additional complications. For example, if senders exhibit
persistent changes in message volume, they may also exhibit persistent changes
in message content. This implies the assumption that the average of a sender’s
sentiment is a good proxy for their current sentiment may not hold, particularly
as the sample is extended the instrument back in time to points where the sender
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is rate-limited. In other words, even the most parsimonious extension that allows
for dynamics in network structure in a way that is internally consistent would be a
major undertaking.
The second dimension that I would like to explore is variation in sender message
content over the short run. This chapter essentially ignores this variation because
it is noisy. But it’s certainly possible in some contexts that recipients respond differently to shocks in message content than they do to changes in feed driven by
volume shifts.
It may be possible to construct an instrument for sentiment shocks by using the
strategy outlined above to instrument for the sentiment of the senders of the senders.
This would generate predicted values of sender sentiment that changed in the short
run and were purged of measurement error. These predicted values could then be
aggregated to construct an instrument for the shock to the recipient’s feed. This is
not as difficult as it appears — there is considerable overlap between the senders of
the senders and the senders themselves, and so additional data collection would be
moderate.
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Chapter 3
Voter Demobilization: Estimating the
Impact in Multi-district Elections
3.1

Introduction

In the past twenty five years, interest in the conduct of elections around the world
has increased dramatically. There has been particular interest in determining whether
elections are “free and fair.” This has been accompanied by a doubling in the number of countries holding regular elections. However, only half of the most recent
national elections held met the standard of being free and fair (Bishop and Hoeffler,
2016). The international community has responded to this gap between standards
and performance by devoting significant resources to the monitoring of elections in
which problems are anticipated. This typically involves sending election observers
to the country in question. Some observers may arrive months before the election,
and may assist with planning the election and training election officials, but the
bulk of them arrive close to the election day. They monitor a random sample of
polling stations, documenting (and attempting to prevent) irregularities at those stations. This effort culminates with the tabulation of a “quick count” of votes from
the observed polling stations where violations of electoral fairness like ballot stuffing were hopefully deterred. The announced results can then be compared to the
“fair” quick count.
However, observers have been crititized for being overly focused on what happens on election day, and for not devoting sufficient attention to violations of democratic norms that occur before the election day (see Carothers (1997) and Kelley
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(2010)). This is despite the fact that Bishop and Hoeffler (2016) find that undemocratic acts are more likely to take place in the leadup to the election (what they term
freeness violations) than during the actual voting and counting process (what they
term fairness violations).
These questions of legitimacy are more common in emerging democracies, but
they are not unknown to established ones. For example, states in the American
South put in place institutions such as poll taxes and literacy requirements to foster African American disenfranchisement in the late 19th and early 20th century.
More recently, 19 US states have enacted bills that require voters to prove citizenship or show a photo ID upon casting their ballot, or reduce early voting periods
since 2011. These measures were seen by many as a strategy to demobilize parts
of the electorate (Bentele and O’brien, 2013). Other recent instances of vote suppression encompassed deliberate misinformation, often through automated phone
calls (“robocalls”). In the 2008 US Presidential elections, Democrats in Nevada
received robocalls informing them that they could vote on November 5 – a day after the election – to avoid long lines. At the same time, Hispanic voters in Nevada
received messages saying that they could vote by phone. Similarly, in the 2010 gubernatorial election, approximately 50,000 registered Democrats in Maryland were
encouraged through automated phone calls to “relax and stay at home” although
the polls were still open.66 A 2006 investigation in Birmigham, England, uncovered systematic manipulations of a postal voting scheme in municipal elections, and
Fukumoto and Horiuchi (2011) document widespread fraud in voter registration in
Japanese municipal elections.
This chapter proposes a method for estimating the impact of specific violations
of electoral freeness that is novel and can be applied under reasonably broad circumstances. Throughout this chapter, we focus on violations, instead of fraud, because
whether a particular violation of electoral norms is fraud may depend on the local
66 Washington

Post, November 5 2010, Election-night robocall tied to employee of political operative working for Ehrlich, retrieved January 11 2014. See also Barton (2011) for a review of the
wide range of demobilization tactics that have been observed in the U.S., and further examples.
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legal environment.

67

We emphasize that this strategy estimates the average impact

of a specific violation. It cannot show that violations did or did not occurr in a
specific district, or identify the person or persons responsible for them. However,
identifying this average impact is important for two reasons. First, it provides an
estimate the impact of violations on the overall election results. Second, it indicates
how profitable similar violations are likely to be in the future. In general, any such
method will have to overcome two main challenges.
First, violations generally do not occur randomly, and those that do (accidents
in the administration of elections) are less concerning than those that are part of a
deliberate strategy to change the election outcome. This must be taken into account
when estimating the impact of a norm violation: consider a hypothetical election
contested across districts, with reports of norms violations in some districts but not
others. To fix ideas, suppose that a supporter of party A engagedin malfeasance,
and that the impact of the violation was to reduce turnout among supporters of
party B. We cannot make a simple comparison between the results in districts where
violations were reported to results in districts were they were not because the two
types of districts are inherently different; in one, the violation was deemed to be
worth committing, and in another, it was not.68
However, if poll-level election results are available, what we can do is look
at the results within districts. If violations are orchestrated at the district level, the
selection of districts where they occur will not be random. But since all votes within
a district are equally pivotal, we argue that supporters of the non-offending party
within a district where violations occur are equally likely to be affected by fraud.
This in turn implies that the impact of the violations will be larger in polls where
there are a higher proportion of the supporters of the non-offending party: if the
violations did not differentially affect the supporters of one party, there would be
67 Actions

that discourage voters from turning out may be technically legal but still of significant
concern to international observers.
68 For a discussion of the incentives to engage in electoral manipulation, see Rundlett and Svolik
(2016).
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no point in doing them.69 In short, the value to the incumbent of norms violations
varies across districts, and using cross-district variation in violations to estimate
their impact will be contaminated by selection bias. But the value of deterring
voters is constant within a district, so estimating the effect of fraud using withindistrict variation will lead to consistent estimates.
The second challenge is that since violations are generally illegal (or at least unsavoury), those engaging in them typically make attempts to hide their activities. As
a result, data on the extent of voter suppression activities is almost always incomplete. Reports of violations typically capture a small fraction of the total, and the
reports themselves may not be random, even conditional on violations occurring.
However, provided that the reports are not so biased as to be completely useless,
the logic above for address selection on violations applies equally well to selection
on reports of violations. This means we can treat the incompleteness of reports as
classical measurement error - it will bias estimates towards zero, but it will still be
possible to estimate a lower bound for the impact of a norm violation.
Our estimation strategy is applicable under the following fairly general conditions: a) parties compete over many districts in the sample election, b) districts are
divided into polls, c) election results are available for at least two elections at the
poll level, d) poll boundaries are reasonably persistent over time, and e) fraud is
orchestrated and reported at the district level.70
We also require that there is significant variation, both spatial and temporal, in
reports of violations at the district level. That is, we need it to be true that for some
districts, there were no reports of treatment in one election, and then there were
some reports in the subsequent election, or vice versa.71
The remainder of the paper is organized as follows: Section 3.1.1 presents
69 If the norm violation was vote buying, the magnitude of the fraud would be proportional to the
fraction of non-voters in each poll (or the combined fraction of non-voters and oppostion voters),
but the essential logic of proportionality would still apply.
70 Some types of fraud, such as ballot stuffing, are plausibly orchestrated at the poll level, and our
method will not be appropriate for estimating their impact.
71 We require an additional condition for identification of the effect, discussed below.
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the example we use to test this method and reviews related literature, Section 3.2
discusses the data and our strategy, Section 3.3 presents the results, Section 3.4
presents robustness tests, and Section 3.5 concludes.

3.1.1

Application: 2011 Canadian Federal Election

We test our method on the results of the Canadian federal election, that was held
on May 2, 2011. The incumbent Conservative party won the election, and formed a
majority government. On February 23 2012, news broke that Elections Canada, the
independent agency responsible for administering and monitoring Canadian elections, was investigating complaints about alleged automated or live phone calls that
had attempted to suppress votes for opposition candidates. The investigation, as
well as the exposed voter demobilization tactics under scrutiny, subsequently received extensive media coverage, and became commonly known as the “Robocall
Scandal”. Although Elections Canada does not comment on ongoing investigations,
it produced a report in 2013 as a response to the scandal which provided some information about the incidents.72 In the report, the agency revealed that it had received numerous complaints from voters having received automated or real-person
phone calls, purportedly from Elections Canada, falsely informing recipients that
their polling station had moved (this message would have been particularly salient
because Canadians may only vote at their local polling station on election day).
Other complaints alleged numerous, repetitive, annoying, or sometimes aggressive live or automated calls, as well as calls made late at night. Following the
disclosure of the investigation in the media, the Elections Commissioner received a
total of over 30,000 communications regarding deceptive and harassing phone calls,
including reports from 1,394 individual electors who recalled specific instances of
having received calls misinforming them with respect to their correct polling station, or harassing messages made on behalf of a contender in the election for local
72 See

Elections Canada (2013), Preventing Deceptive Communications with Electors Officer of
Canada Following the 41st General Election.
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member of parliament.73 The calls appear to have targeted supporters of the two
largest opposition parties, the Liberals and the New Democrats.
Initially, 18 districts were under investigation, but after the media picked up
the story and the public learned about the probe, more voters came forward with
complaints and the list of allegedly affected districts grew to 27 by February 26,
2012. By mid-August 2012, complaints had been recorded from voters in over
200 districts, according to court documents filed by the Commissioner of Elections
Canada.74 In response to a legal challenge by a group of voters in six of these
districts, a Federal Court found that “widespread election fraud occurred” during
the 2011 federal election, stating in its ruling that “there was an orchestrated effort
to suppress votes during the 2011 election campaign by a person with access to the
[Conservative Party’s] CIMS database.” Overall, however, the Federal court ruled
that the evidence was not quantitively significant enough to warrant overturning the
Conservative MPs’ mandated terms.75
We have chosen this episode of voter suppression as an application for our
model for two reasons. First, this is an issue of significant interest to Canadian public. The scandal has received widespread media attention. But despite the scrutiny,
and a two-year-long investigation, details about what happened have been scant.
Elections Canada was able to confirm that 7,600 automated calls directing voters to
the wrong polling station were made in the district of Guelph, and charged a Conservative Party communications staffer, Michael Sona, in connection with the calls.
These calls resulted in only 68 complaints, or 4.8% of the total complaints made
to Elections Canada nationally. Prospects for successful investigations outside of
Guelph are poor; Elections Canada has acknowledged it is unlikely they will ever
be able to produce an accurate account of the events in the days leading up to the
73 Over 70 % of those voters said the calls directed them to a wrong polling station, and roughly 50
% of voters said that the callers, live or recorded, were claiming to emanate from Elections Canada.
See Elections Canada (2013).
74 See National Post from August 21, 2012, Robocall Complaints About the Federal Election Have
Doubled Since March: Court Records. Retrieved January 11, 2014.
75 McEwing v Canada (Attorney General) 2013 FC 525 at para 184, 246.
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2011 federal election, or that there will be a satisfactory conclusion to the criminal
investigation. In sum, it does not appear likely that non-statistical methods will be
able to say much more about the extent or impact of this episode of electoral fraud.
Second, this is a demanding test for our model. While the number of voters
who received suppressing phone calls may have been high in an absolute sense, the
fraudulent activity was not so obvious that it attracted widespread attention as it was
occurring. In addition, we do not observe treatment, only reports of treatment. As
individuals engaged in fraudulent activity usually attempt discretion, this is likely
to be the case for any other situation where this method would be applied.
Related Literature
Our paper relates directly to two literatures: a literature on the detection of electoral
fraud, and a related literature on the effectiveness of specific methods of influencing
voter turnout.
Detection of Electoral Fraud The literature on detection of electoral fraud can
be divided into three strands. The first consists of observer-based methods for detecting fraud. These typically consist of sending observers to monitor elections in
countries where it is expected that fraud may occur. Some observers may arrive
months before the election, and may even help the local electoral commission plan
the election. This literature may also include collecting reports, media or otherwise, from citizens of the country about electoral problems. These methods have
the added benefit that they may deter fraud, as well as detect it. There is mixed
evidence onthe effectiveness of observers in discipling electoral participants. Hyde
(2007) uses the random assignment of election observers in Georgia to show that
the presence of election observers at a poll reduced the electoral support for the
government, and estimates the size of the reduction at 6%. However, Ichino and
Schündeln (2012) implement a field experiment in Ghanaian elections to show that
parties may respond to observers by reallocating problematic activities from ob-
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served polling stations to unobserved polling stations, and thus a direct comparison
of treated and untreated polls may overstate their effectiveness.
In general, there are two problems with these methods. The first is that they
are expensive. The second is that they effectively rely on observers being able to
aggregate all the fraudulent, irregular, or problematic behaviour they have seen into
a pass/fail metric. This is especially difficult without estimates of the likely impact
of different types of fraud.
A second body of work focuses on fraud where vote counts have been directly
manipulated (e.g. ballot stuffing). This work is based on the idea that humans
are poor random number generators - and vote counts that have been altered tend to
display unusual features, such as too many or too few zeros in the second significant
digit (see in particular Mebane (2012), and the references therein).
Lastly, our paper is most closely related to the third strand of the literature on detecting electoral fraud, which is not limited to exposing directly manipulated counts.
Fukumoto and Horiuchi (2011) use a natural experiment to show that fraudulent address changes are common in Japanese municipal elections, and estimate their impact on the results. Wand et al. (2001) employ multiple methods, including ordinary
least squares, to detect anomalies in the vote for Buchanan in the 2000 Presidential Election. The authors conclude that the butterfly ballot used in the county of
Palm Beach, FL, caused over 2,000 Democratic voters to mistakenly vote for Pat
Buchanan. Our paper differs from these studies because we look at polling station
level variation (without polling station level treatment).
Klimek et al. (2012) also use poll-level (and district-level) variation in turnout
and incumbent support to analyze recent elections in Russia and Uganda. They
show that, for both countries, the relationship between turnout and incumbent voteshare scatterplot is suspiciously bimodal. In the Russian case, one of the modes is at
100% turnout and 100% support for the incumbent. However, this method can also
produce false positives in the presence of strategic voting, although the approach
has been modified by Mebane and Kalinin (2014) to mitigate these issues. We
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differ methodologically from these papers in that we exploit the fact that Canadian
poll-level election results are highly persistent over time and control for past results,
which increases the precision of our estimator.76
Determinants of Voter Turnout

There has been considerable research on the

determinants of voter turnout and voter mobilization.77 Following the pioneering
work of Gerber and Green (2000), a large body of work studies the efficacy of “Get
Out the Vote” (GOTV) campaigns based on randomized field experiments.78 One
finding that is consistent across a number of mobilization experiments is that only
personalized messages, delivered in person through live phone calls (Gerber and
Green, 2000) or door-to-door canvassing (Nickerson, 2006, Arceneaux and Nickerson, 2010) are effective in mobilizing voters. In contrast, experiments testing impersonal GOTV methods such as mass email (Nickerson et al., 2007) and robocalls
(Green and Karlan, 2006, Ramirez, 2005) find no statistically significant effects on
voter turnout.
A second branch of the literature has focused on voter demobilization – the
methods and messages used by key players in the electoral process to limit turnout,
or to discourage specific (groups of) voters from voting. One main question of this
research has been whether or not negative campaigning depresses voter turnout.
The evidence here is somewhat mixed. (Ansolabehere et al., 1994, 1999) find that
negative campaigning significantly reduces turnout at the polls, while subsequent
studies reach more optimistic conclusions, finding no evidence in support of the demobilization hypothesis (see e.g. Clinton and Lapinski (2004)). Other work deals
with the historical effect of African American disenfranchisement in the South.
Jones et al. (2012) measure the impact of both formal laws and informal modes of
76 The

papers in this literature also make distributional assumptions (i.e. normality of key outcomes in the absence of fraud), which we do not. This additional structure allows for estimation of
the incidence and severity of fraud without relying on reports of fraud, which our approach requires.
They are also able to measure fraud in contexts we cannot, such as presidential elections.
77 See Geys (2006) for a comprehensive survey of the literature.
78 See their book Green and Gerber (2004) for additional information and further references.
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voter suppression (poll tax, literacy tests, lynching) on African American political
participation, and find that having one more lynching in county in a year decreases
black turnout by 3 to 6 percentage points. Further evidence in support of voter
disenfranchisement is presented in Naidu (2012), who identifies a causal link between disenfranchisement and reductions in state level spending on black schools,
as well as Cascio and Washington (2012), who show that the Voting Rights Act of
1965 significantly increased in black voter participation and induced a shift in the
distribution of state aid toward localities with large black populations.
The present paper is the first study on the impact of deliberate misinformation on
voter turnout using data from an actual election. Due to legal and ethical concerns,
there have been no field-experiments conducted on whether or not intentionally
misleading voters has an effect, and if so, how large that effect is. The only other
related contribution we are aware of is Barton (2011), who reports on a framed
field experiment where participants in a “mock” gubernatorial election held on a
university campus concurrently with the actual gubernatorial election were being
intentionally misinformed about the timing of the election. He shows that misinformation regarding election timing reduces voter turnout by 50 percent relative
to a control group, but that warning voters of potential misinformation beforehand
removes this effect.

3.2

Data and Empirical Strategy

The empirical analysis is based on a sample that includes the official election results
for the 41st Canadian General Election (May 2, 2011), and the results from the
previous three general elections as controls, the 40th General Election (October
14, 2008), the 39th General Election (January 23, 2006), and the 38th General
Election (June 28, 2004 ).79 The data are available on the Elections Canada website
http://www.elections.ca/. For each election and electoral district, we obtained the
79 We

do not use data from previous or subsequent elections because there were substantial
changes to district-level boundaries before 2004 and after 2011.
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number of votes for each candidate running in that district, as well as the number
of absentee ballots, the number of rejected (invalid) ballots, the total votes cast, and
the number of eligible voters. Importantly, those figures are broken down within
electoral districts by polling station, which is central to the identification strategy
laid out below. There are 308 districts in total.
Ideally, of course, one would want to indicate ‘treatment’ using the set of districts where Elections Canada confirmed incidences of illegal activities, but the
full investigation has not been completed yet, and as mentioned above, Elections
Canada has a policy of not disclosing information on ongoing investigations. We
therefore can only make use of the information on complaints that have been made
public in the media. With the exception of some reports that appear to have been
initially investigated by Elections Canada (in a few districts, such as Guelph), those
complaints have not been officially verified. Relying on allegations as reported in
the press may lead to considerable measurement error in the data. We do not even
have a list of the number of verified complaints by district. For this reason, we
confine ourselves to a list of 27 districts that was made publicly available through
various media and party websites in Canada relatively early into the probe (as of
February 26, 2012). This list, which was apparently leaked from a source inside
Elections Canada, is primarily composed of districts where reports of robocalls
were received before this issue became a national news story. Because media reports of districts where individuals came forward with their recollection of robocalls
a week after the news broke are likely subject to even larger measurement error, this
early list is likely to be much more reliable. As we will see below, the estimated effect becomes smaller in value and insignificant if instead we use an extended list of
102 districts where the media reported alleged robocalls as late as August 2012.80
The dependent variable is voter turnout, defined as the percentage of the registered voters who actually cast their vote in the 2011 federal election. Figure 3.1
shows a geographic map of all 308 electoral districts boundaries, as well as a cate80 The complete names of all districts both the original list of 27, as well as the extended list of
102, can be found in the Appendix.
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Figure 3.1: Canadian Federal Electoral Districts
gorical breakdown of district-level voter turnout; the 27 districts on our treated list
are highlighted in red.
The descriptive statistics are summarized in Table 3.1.
Apart from concerns pertaining to measurement error, the second challenge
when estimating the impact of possible misinformation voter turnout is that the
districts that were (allegedly) subjected to the phone calls do not necessarily constitute a random sample. For example, one plausible selection criterion for anyone
who deliberately sought to suppress the vote is the expected margin of victory, i.e.,
those districts where the race was expected to be close (and thus the impact of any
calls largest) could have been deliberately targeted. The data support this logic: the
average winning margin for districts with no robocall-allegations was 10,903 votes
or 22.8 percentage points. Ridings where allegations of impropriety have emerged,
100
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Table 3.1: District-Level Summary Statistics

Registered Voters
Total Votes Cast
Winning Margin (Votes)
Number of Polling Stations
District Turnout
District Opponent Vote Share (2008)
Observations

Robocalls
Mean St. Dev.

No
Mean St. Dev.

80,914
51,667
8,734
202
.642
.558

78,268
47,692
12,752
204
.609
.542

27

15,142
9,620
7,040
38.7
.0467
.112

17,817
11,794
8,774
40.5
.057
.173

279

Note: Summary statistics of key variables at the electoral district-level in the 2011 federal election.
Opponent vote share is the combined number of votes for parties other than the Conservatives,
divided by the total number of votes cast.

in contrast, had a margin of victory that was almost 28 percent lower: 8,719 votes
or 16.3 percentage points. At the same time, we know from existing work that
some form of “closeness” of the race has a significant and positive impact on voter
turnout.81 Moreover, the treated districts are –by design or by chance – almost all
urban in character; average income and education levels of the electorate are thus
above those of untreated districts, again increasing expected turnout. Even if there
was no causal effect of robocalls on turnout, we would therefore expect a higher
turnout in the affected districts. Indeed, in the 2011 election, turnout in allegationfree districts was an average of 52.1 percentage points compared to 53.3 percent in
robocalled districts.
The primary problem that we need to address is thus one of unobserved variables
correlated with the selection of targeted districts that also impact voter turnout. One
strategy that naturally presents given data availability is a difference-in-differences
approach. Difference-in-difference estimates use pre-treatment differences in out81 The

estimated size of the effect in the literature is such that an increase in closeness by one
standard deviation unit increases turnout rates by approximately 0.58 – 0.69 standard deviation units
on average. See Geys (2006) for a comprehensive survey.
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comes between treatment and control group to control for pre-existing differences
between groups. That is, they measure the impact of a treatment by the differences
between the treated group and the control group in the before-after differences in
outcomes. Applied to our context, we would compare the change in voter turnout
from the 2008 to the 2011 election in the affected districts (the treatment group)
with the change in voter turnout in the unaffected districts (the control group),
possibly controlling for other observable covariates at the district-level such as
(lagged) margin of victory and changes in population demographics. This identification method, however, essentially proxies the unobserved expected differences
in voter turnout between treatment and control group (absent treatment) with actual
voter turnout in the previous election. The exclusion restriction would thus be that
between the 2008 and 2011 elections, there was no change in those district characteristics on which voters and robocall initiators based their voting and robocalling
decisions. This is obviously would be a strong assumption.82
For this reason, we employ a slightly different, and to our knowledge novel,
identification strategy: instead of using between-district variation to identify the
effect of alleged misconduct, we use within district variation, taking advantage of
the fact that Elections Canada breaks the results down at the level of the polling
station for each district. Studying individual polling station outcomes within electoral districts has the advantage that we can employ district fixed effects, which
will absorb any unobserved heterogeneity at the district level, including the – unobserved – estimated margin of victory just prior to the election and other district
level characteristics that may have changed between 2008 and 2011.83
Figure 3.2 helps to illustrate our basic idea using the Ontario district of London
82 Section

3.4 below presents, among other robustness checks, the results using a classic DiD
approach, which yields a statistically significant effect of robocalls that is statistically significant,
and twice as large in magnitude as the one we identify.
83 Naturally, using district fixed effect is also important because polling stations in the same district may be subject to common shocks, so their outcomes are likely correlated. Because treatment
(robocall) status is also uniform within a district, the correlation in turnout outcomes may be mistakenly be interpreted as an effect of the being robocalled. The district fixed effects eliminate this
concern.
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North, on our treated list, as an example. The figure shows that there is considerable variation at the poll level within each district. This is true both for voter
turnout (the map on the left) and, importantly, also for political affiliations of its
residents (the map on the right): some neighbourhoods within a district tend to lean
towards the Conservatives, while others are more inclined to vote for the Liberals,
the New Democrats, the Bloc, or the Green Party. Within each district, the voting stations with a higher fraction of non-Conservative voters will typically have
a lower turnout rate than usual due to the fact that the Conservatives mobilized
their constituency more effectively (it was their best election result since 1988). In
Figure 3.2, districts with dark green shading in the map on the bottom (indicating
more non-Conservative voters) will on average have a lighter blue colour (indicating
lower turnout) in the map on the top, and vice versa. We should thus see a negative
relationship between the share of non-Conservative voters and voter turnout. Our
parameter of interest is the impact of a robocall on the (relative) probability that a
non-Conservative voter votes.
Without taking a position on who exactly the robocall instigators were, we assume they likely called only voters they believed to be supporting other parties (determining which voters support them and which do not is an important and uncontroversial function of Canadian political campaigns, and a relatively large number
of people within a party have access to these records).84 This means proportionately
more calls would go to polls with more voters the instigators believed to be opposition supporters, and they should experience a more pronounced drop in turnout of
those polls, relative to the district average, in the treated districts as compared to the
untreated districts. Consider the following, idealized estimating equation:
84 Elections

Canada provides all candidates in a district with a list of registered voters for that
district by address, with phone numbers included. Campaigns determine who their supporters are
on these lists, either by telephone or door-to-door canvassing, and directly asking voters who they
plan to support. Campaigns then contact their supporters repeatedly on election day until the voter
votes (confirmation of which is available from party observers stationed within polling stations).
Even single contacts of this nature have been been shown to increase turnout by 7% (Green et al.,
2003).
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Yi jt = γOpp∗i jt +δ Robocall j ×Opp∗i jt\begin{landscape}E f f ectso fVolumeShi f tersonFeedSize +θ jt +εi j .
(3.1)
The dependent variable Yi jt is the log of voter turnout (in percent) in the 2011
federal election at polling station i in district j, where voter turnout is defined as the
absolute number of people voting at polling station i in district j, divided by the absolute number of registered voters for that polling station and district.85 Robocall j
is a dummy for whether district j was robocalled in the 2011 election. Opp∗i jt is the
fraction of voters in poll i of district j that the instigator believes to be opposition
party supporters, which is unobserved by the researcher. The coefficient on the interaction term Robocall j × Opp∗i jt is the parameter of interest. We cannot estimate
this equation because we do not observe Opp∗i jt . However poll-level party support
is relatively persistent over time (the R-squared from a regression of 2011 opposition vote share on 2008 opposition vote share at the poll level is 0.84). It is likely
that Opp∗i jt is close to Oppi jt−1 , the observed fraction of opposition voters in the
poll in the previous election.

86

After this replacement, we can estimate:

Yi jt = γFracOppi jt−1 + δ Robocall j × Oppi jt−1 + β1Yi jt−1 + β2Yi jt−2 + θ jt + εi j
(3.2)
As before, the coefficient on the interaction term Robocall j × Oppi jt−1 is the parameter of interest. The right-hand side controls are the combined vote share of all
non-conservative candidates at this polling station in the 2008 election, Oppi jt−1 ,
log voter turnout at the same polling station in the 2008 federal election, Yi jt−1 , and
the 2006 federal election, Yi jt−1 , and electoral district fixed effects θ jt .
85 We

take the log of the percent turnout, from 0 to 100, plus one.
i jt−1 is a noisy measure of the instigator’s beliefs, it will bias the estimated
effects towards zero. We cannot use Oppi jt , the observed opposition vote share in the poll, as a
proxy. This is for two reasons. First, it is affected by treatment. Second, it is implausible that the
instigator’s supporter lists are perfectly accurate.
86 To the extent that Opp
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If γ is negative, those polling stations with more non-Conservative voters experienced a drop in voter turnout from the 2008 to the 2011 election, whereas turnout
at polling stations with more Conservative voters rose between the 2008 and the
2011 election, relative to the district average, controlling for turnout rates in previous elections for which we have data. The coefficient on the interaction term,
δ , now measures whether this effect is stronger in districts affected by the robocalls, i.e., whether the robocall indicator detects a differential impact. A negative
and significant value of δ thus indicates that the difference between how Conservative voters and voters with a different political orientation turned out at the polls
was larger in those districts that were allegedly targeted by calls directed to suppress the (presumably non-Conservative) vote, controlling for voter affiliation and
turnout rates in previous years. The identifying assumption in this strategy is that
the incidence of robocalls is unrelated to the potential outcomes at polling stations
relative to the district average, conditional on polling station turnout in the previous elections and the fraction of non-Conservative voters. This assumption implies
that in the absence of any misconduct, polls with similar (non-)Conservative vote
shares within the same district should have seen a similar deviation from the district
average turnout, conditional on past deviations from the district average.
The exclusion restriction would be violated if there were other factors that differentially affected turnout that were correlated with robocall reports. For example,
if the Conservative campaigns in districts where robocalls were reported used legal
means to dissaude opposition voters from voting (i.e. convincing them that their local candidate could not be trusted) that would confound the effect of robocalls. We
investigate this possibility in Section 3.4.2. Alternatively, if opposition voters had
demographic characteristics relative to the district average that affected their change
in turnout, and those characteristics were differently distributed across treated and
non-treated districts, the exclusion restriction would be violated. If for example, the
gap in age between opposition supporters and Conservative supporters was larger
in districts where robocalls were reported, and younger people were differentially
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less likely to vote in 2011 relative to 2008, then declines in opposition voter turnout
that should have been attributed to age would wrongly be attributed to robocalls.87
We use the log of turnout in our base specification because the magnitude of the
predicted effect should be larger in polling stations with higher turnout (there are
more potential voters to deter from going to the polls) and taking logs adjusts for
this.
Two treated districts were dropped from the analysis: the first is PortneufJacques Cartier, where no Conservative ran in 2008. The other district is Saanich
Gulf-Islands, where fradulent robocalling was already reported in 2008.88 We also
dropped all advance, absentee, and mobile polls, where the logic of the identification strategy does not apply. Similarly, we drop a number of polling stations that
do not match up from previous elections to 2011 because they have been split up
in some way, or rejoined. Another potential problem is that there are substantial
differences in the number of polling stations in each district. If we weight each observation (polling station) equally, districts with more polling stations would have
more influence on the results. We address this problem by weighting the polling
stations so that within a district, the weight of each polling station is equal, and
that the sum of the weights for the polling stations in a district is the same for all
districts.89
We do not take a position whether the robocalling we investigate was coordinated at a central level or by individual Conservative candidates, or by individuals
working within specific campaigns without the knowledge of their candidate. These
different possibilities would likely imply different selection processes for robocalls
at the district level. However, since the above estimation procedure is robust to
87 Future

research will investigate this alternative.
there had been reports of fraud in multiple districts in 2008 as well as 2011, we could have
estimated a model with one interaction term for fraud where fraud occured in 2011, and another for
where fraud occurred in 2008. Identification would then require that the locations where fraud were
reported be meaningfully different in the two elections.
89 In general, our results were very robust to alternative weighting functions, including dropping
weights entirely. See also Section 3.4 below.
88 If
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Table 3.2: Cross-Section Regression of Turnout at the District Level

Robocalls Reported
District Turnout(2008)
District Turnout(2006)
District Margin (2008, 10K)
District Opponent Vote Share (2008)
Observations

Coefficient

Robust Standard Error

.00407
.644∗∗∗
.295∗∗∗
-.0396∗∗∗
-.00139

(.00377)
(.0493)
(.06)
(.0145)
(.00797)

306

Note: Superscripts ***, **, and * indicate significance at the 1%, 5%, and 10% level, respectively.

district-level selection into treatment, we do not need to know the specifics of the
selection procedure to know what were.

3.3

Results

Tables 3.2 and 3.3 below reports the resulting parameter estimates.
Table 3.2 shows the results of a simple cross-section regression, where 2011
voter turnout in district j is explained by the robocall indicator variable (robocall),
controlling for district characteristics through variables from the previous election(s): voter turnout (lagTurnout, lag2 Turnout), the percentage margin of victory
(lagMargin) and the combined percentage share of non-Conservative votes (lagOppvoteshare).
We see that the dominant determinant of turnout in district j in the 2011 election was turnout in the same district in 2008. Turnout in the 2006 election, however,
also explains some of the variation. The coefficient of the winning margin (closeness of the election) in 2011 is negative, as expected. At the district level, political
orientation does not matter much, as indicated by the small (negative) and statistically insignificant coefficient of the lagged opponent vote share. The coefficient
on the robocall indicator, though insignificant, is positive. In other words, even if
we proxy the expected margin of victory by its value in the last election, and con107
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Table 3.3: Within District Regression of Turnout at the Poll Level

Oppi jt−1 × Robocall
ln(Turnout) (2008)
ln(Turnout) (2006)
Oppi jt−1
Observations

Coefficient

Robust Standard Error

-.0703∗∗
.574∗∗∗
.278∗∗∗
-.0987∗∗∗

(.0304)
(.0151)
(.0146)
(.0145)

44750

Note: Oppi jt−1 is the 2008 combined vote share of all opposition parties in poll i of district j. The
standard errros reported in parentheses are clustered at the district level.. Superscripts ***, **, and
* indicate significance at the 1%, 5%, and 10% level, respectively.

trol for historical turnout, the treatment group still has higher turnout, on average,
than the control group. However, As discussed earlier, this observed positive correlation could be driven by a change of characteristics of the district between 2008
and 2011: it would emerge if, for instance, if treated districts had an expectation
of closer races in 2011 than they had in 2008, and if voters in those districts were
more likely to go to the polls because they felt that their vote mattered more.
Our identification strategy addresses this issue in a natural way through introducing electoral district fixed effects, which absorb any (change in) unobserved differences at the district level. Table 3.3 presents results using our baseline regression
3.2 that includes electoral district fixed effects. We see that at the level of a polling
station, turnout in previous elections still matters most. The combined vote share of
the non-Conservative candidates in the prior election is now an important determinant of voter turnout: those polling stations with higher margins for the candidates
running against the Conservative candidate in 2008 experienced a drop in turnout in
the 2011 election relative to the district average. The coefficient on the interaction
term signifies that this effect is more severe in districts with alleged misconduct. In
other words, relatively more voters from polling stations that were predominantly
non-Conservative stayed home in robocall districts. The point estimate of the pa-
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rameter on the interaction term is .070, and has a p-value of 0.022.90 The estimate
implies that if we compared a (hypothetical) polling station with 100 percent nonConservative votes in a specific district with another (hypothetical) polling station
with 100 percent Conservative votes, in the same district, the former had 7 percentage points less turnout in those districts where robocalls were reported, relative to
districts were robocalls were not reported.
To better assess the magnitude of this effect, we can take the mean lagged combined vote share of all opponents to the Conservative candidate in the affected districts, which was 55.1 percent, and multiply it by the coefficient estimate.91 The
resulting figure of -3.85 gives an estimate of the reduction in voter turnout, measured as a percentage, for the targeted districts. Using the fact that the average
targeted district had 80,913 registered voters, this translates into an estimated absolute number of roughly fewer 3,000 votersper district, a substantial number. Of
those districts on our list allegedly affected by robocalls, a total of seven had winning margins smaller than that. The lower bound of the 95% confidence interval
is still 450 fewer voters that did not vote in robocall districts on election day, an
amount which is exceeds the winning margin in one affected district.
To provide a first check on the plausibility of those estimates, it is instructive
to look at the district of Guelph, which is so far is the only district where the robocall investigation of Elections Canada has disclosed quantitative evidence: following numerous complaints about telephone calls regarding voting location changes,
Elections Canada was able to trace the calls back to a pay-as-you-go cell phone
90 We

also bootstrap our standard errors as an alternative (non-parametric) method to measure the
accuracy of our estimates. To that end, we use the 279 districts where no robocalls were reported, and
randomly draw 27 existing districts (with replacement) to replace the dropped districts, and assign
robocalls to those districts in the new sample. Finally we calculate the parameter of interest and the
t-statistics of our specification. This procedure is repeated 1000 times to obtain the joint distribution
of the t-statistics for both years. The samples were unbiased in both elections. The estimated
boundary of the 95 % confidence for the 2011 interval occurs at t=1.70, which is considerably lower
than the asymptotic value of 1.96. This is possibly because our strategy of clustering errors at the
district level is overly conservative.
91 Alternatively, we could use the mean lagged combined voteshare on the polling station level,
which is also 55.
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which led the investigators to a voice broadcasting vendor. Records from the vendor show that 7,676 calls were made to Guelph phone numbers within 15 minutes
on election day. The calls to electors were transmitted from the voice broadcasting
vendor using VoIP (voice over Internet Protocol) calling technology.92 The list of
numbers that were called is consistent with a list of non-supporters of the Conservative Party of Canada, obtained from that party’s database. The vendor charged a
total of $162.10 for these calls93 which illustrates how cheap the technology is. If
we take the confirmed number of 7,676 contacted household as a lower bound for
the quantitative incidence of the robocalls in Guelph, we can apply our parameter
estimate to obtain an estimate of the maximal “success” rate of voter suppression.
The average number of persons in a household in Guelph was 2.5 (2011 Census
of the Population). Depending on how many voters were were affected per contacted household, this would give us a maximal success rate that lies between 16
percent (all household members) and 39 percent (one voter per household). As an
upper bound, this does not seem to be unreasonable given Barton (2011) finds a 50
percent success rate for voter misinformation.

3.4

Robustness Checks

This section present results from a range of sensitivity exercises that we carried out
to ensure the robustness of the basic results; it also discusses possible weaknesses
in the identification strategy. In addition, to address the concern of whether the
exclusion restriction is satisfied, we perform a number of falsification tests.
92 VoIP

calling is computer-generated calling over the Internet to recipients’ telephones. This
technology allows a voice broadcasting vendor to program into the call process any calling number
its client wishes to be displayed on a recipient’s call display. That number would have nothing to do
with the actual call made by the vendor.
93 See the Elections Canada report (2013). A former Conservative campaign worker is facing a
criminal charges under the Canada Elections Act. The charge is listed under section 491(3)d of the
Canadian Elections act, which prohibits preventing or trying to prevent a voter from casting a ballot.
The maximum penalty is a $5,000 fine and five years in prison.
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3.4.1

Sensitivity Analysis

Table 3.4 displays the estimated coefficient of the robocall interaction term using
variations of our baseline specification from Table 3.3. For ease of reference, row
(1) repeats the results. As a first robustness check, we add an additional lag. The
estimated equation is


Yi j = δ1 Robocall j × Oppi jt−1 + δ2 Robocall j × Oppi jt−2

(3.3)

γ1 Oppi jt−1 + γ2 Oppi jt−2 + β1Yi jt−1 + β2Yi jt−2 + θ jt + εi jt
This specification uses two lags of opposition vote share as a proxy for the instigator’s beliefs about contemporaneous counterfactual opposition support instead of
one. In other words, we proxy for Opp∗i jt using both Oppi jt−1 and Oppi jt−2 . For
ease of comparison, we report the sum of δ1 and δ2 , but calculate significance using
the F-test that they are jointly zero, which is slightly more conservative (F = 3.65,
p = 0.02). Removing lags, as we do in row (3), leaves the magnitude of the coefficient largely unchanged, but standard errors do increase slightly. The stability of
the coefficient estimates indicates indicates that serial correlation in the error terms
should not be a major concern.94
Next, we consider a modified difference-in-differences specification, estimating

Yi j,t = α j,t + γOppi jt−1 + δ robocall jt × Oppi jt−1 + θ jt + εi j,t

(3.4)

, where t = 2011, 2008, 2006. This equation states that in the absence of treatment,
expected log turnout of poll i in district j at time t is determined by a time-variant
district effect θ j,t , as well as the composition of the electorate in that poll i j at
94 Also,

the estimated coefficients on the lagged turnout from both the 2008 and the 2006 elections
are precisely measured and different from each other at the 1 percent level, suggesting that the
underlying data-generating process does not correspond to a difference-in-difference model. We
also instrumented the 2011 opposition vote share and the interaction with the 2008 opposition vote
share and the interaction in our original regression. The point estimate became even more negative
and was significant at the 1% level. Further tests led us to reject both a fixed effects and AR(1)
specifications for the evolution of turnout and opposition vote share.
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Table 3.4: Sensitivity Analysis
Estimated δ
(1) original specification
(2) saturated lag structure
(3) one lag of turnout
(4) DiD specification
(5) weight polls by size
(6) restrict sample to Ontario
(7) restrict sample to close races
(8) extended list of 102 ridings
(9) current opposition vote share
(10) absolute value of turnout
(11) gls with logit link

Robust St.Err.

−0.070∗∗
−0.099∗∗
−0.076∗∗
−0.170∗∗
−0.079∗∗
−0.044
−0.109∗∗
0.005
−0.091∗∗∗
−0.038∗∗
−0.162∗∗∗

(.0307)
(.0384)
(.0327)
(.071)
(.016)
(.0303)
(.0477)
(.0122)
(.0393)
(.015)
(.062)

# of Obs.
44,750
44,750
54,080
144,015
44,750
16,483
9731
44,750
44,751
44,750
44,742

Note: All entries represent estimates from the specification 3.3, which includes district fixed effects. The standard errors reported in parentheses are heteroskedasticity--robust, and clustered at the
district level. Superscripts ***, ** and * indicate significance at 1%, 5%, and 10% respectively.

time t, as proxied by the corresponding non-Conservative vote share of the previous
election (time t − 1). Note that since this specification includes district time-varying
district fixed effects, the treatment effect only emerges through the interaction term.
As can be seen from row (4), the corresponding estimate of the treatment effect
almost doubles, and remains significant at the 10% level.95
The specification in row (5) adjusts the weight given to each poll, so the sum of
the weights of the observations from each district is equal, while within a district
polls are weighted in proportion to their number of voters. Either is consistent with
our strategy of clustering errors at the district level; we are treating each district as a
single observation. Alternatively, we could continue to weight each district equally,
but assign more weight to polling stations with more votes cast, as the larger sample
size in these polls reduces the variance of outcomes.

96

95 In

contrast to our baseline regression (1), the difference-in-differences specification does not
allow for time-dependent variation of turnout within a district other than through the political affiliation of the electorate.
96 Dropping weights altogether also does not alter our findings. See the previous version of this
paper for details.
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The next two rows (6) and (7) address the possibility that the effect we measure
picks up a trend that is specific to districts in Ontario, or to districts where the race
was close, defined as belonging to the lowest quantile of winning margins (below
5,000 votes in total). For instance, it could have been the case that the provincial
arm of a federal party in opposition was involved in a scandal between the 2008 and
2011 election, which may have prompted more non-Conservative voters to stay at
home on election day in Ontario relative to other provinces. Since most districts we
identify as treated are in Ontario, comparing the outcome in those districts to electoral districts in other parts of the country would falsely attribute part of this effect
to our robocall measure. Similarly, close races could have discouraged oppositionleaning individuals from going to the polls. By restricting the entire sample to
districts with those respective characteristics, we ensure that the untreated observations are comparable in this dimension, at the cost of losing observations.97
Row (6) shows that the magnitude of the effect is slightly lower in the Ontario,
and the coefficient is no longer significant. This is not unexpected, because treatment is imperfectly observed. By isolating our comparison to districts that were
geographically close to treated districts, we are both decreasing the sample size and
increasing the likelihood that our comparsion districts were treated, but it was not
initially reported. In the restricted sample with closest races shown in (7), the absolute value of the estimated effect increases and is still significant at the 5% level.98
However, the same is not true if we use the latest (extended) list of districts that
had reported robocalling, as can be seen in row (8). In late March, the media had
compiled a list of 102 affected electoral districts. These complaints came from electors directly contacting the media, since Elections Canada would not disclose any
97 In Appendix A to this study, we document the results from using a somewhat more sophisticated

method, namely propensity score matching, to address this problem more generally. The objective
was to to determine whether the findings still hold when we mandate that the control group be as
similar as possible to the treatment group, where ‘similar’ was determined by a propensity score.
98 Indeed, a closer look at districts with close races reveals that opposition voters turned out in
greater numbers there, ceteris paribus. This is of course consistent with the increase in δ in absolute
value when restricting the sample to districts with small winning margins. If close races induce a
bias, it is likely to be positive and we would thus be underestimating the effect.
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information pertaining to the scandal. As discussed earlier, therefore, one would
naturally presume there is considerably more measurement error in these later reports, and this outcome is thus not surprising.

99

Row (9), row (10), and row (11) present alternative variables and alternative
functional forms. Row (9) reports the results of proxying for counterfactual opposition vote share using actual opposition vote share. Because current opposition
vote share is affected by treatment, the resulting coefficient will be biased if the true
effect is non-zero (and the direction of the bias is not clear). However, the test that
the effect of treatment is zero will have the correct size under the hypothesis that
there is no effect, and we see that the result is significant. Row (10) replaces logged
turnout with turnout on both sides of the equation and reports the OLS results, while
row (11) makes the same substitution but reports the result of using a generalized
least squares model with a logit link, a specification that is appropriate for data
where the dependent variable is a proportion. The results remain significant, and
the coefficient estimates are the same or larger in magnitude.

100

99 Obtained from The Sixth Estate on March 29, 2012, Irregularities Reported in 200 Ridings
During 2011 Election, retrieved April 15, 2012.
100 As an additional robustness check, we verified that our results are not being driven by districts
that are geographically distant from those that we flagged as being robocalled. Since approximately
8.9% of polls are in robocalled districts in our sample, we retain in the sample only polls in robocalled districts and the 9% of polls that have the shortest distance to these robocalled districts.
Distance between polls is measured as the number of polls one would have to cross to get to a robocalled poll (queen distance). We use this distance measure because geodesic distance is confounded
by urban/rural differences. This measure is negative within districts that were robocalled, and positive outside of those districts. There are 5161 polls within districts that were robocalled (we had to
use the subset of polls that match to available shape files). This reduced sample gives a point estimate of -0.046 with a standard error of 0.0158 (the t-statistic is -2.93) for the parameter of interest
in our main regression. Since there were 5160 polls within 3 polls of the border to a robocalled district, we restrict the sample to all polls within robocalled districts and those polls outside robocalled
districts within 3 polls of the border. The results are a point estimate of -0.051 with a standard error
of 0.026 (the t-statistic is -2.33), which is significant at the 5 % level. The standard errors are thus
slightly larger, which is not surprising considering the procedure removes 4/5th of the sample.
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3.4.2

Campaign Intensity

One possible concern with our estimation strategy is that the regressions may be
picking up some form of unobserved campaigning “intensity”. In particular, suppose the electoral districts that were allegedly targeted by illegal phone calls were
also experiencing more campaigning efforts by legal means. As mentioned earlier,
the studies that have tried to link (negative) campaigning with turnout have been
inconclusive overall, so there is little sound evidence by which to go on. Generally,
though, it is conceivable that more voters with affiliations to the Liberal Party or the
New Democratic Party were discouraged from going to the polls in districts where
the Conservative candidate spent more on campaign advertising and canvassing etc.
If the Conservative spending – for whatever reason – is correlated with the robocall
indicator, estimates based on a model that does not include campaign finance data
would be biased upward.
For this reason, we reran our main specification with an interaction term that allows turnout to decline more in polling stations with a larger opposition vote share
as a function of campaign spending. The results are listed in Table 4. We see that
controlling for campaign spending of Conservative candidates leaves both the magnitude and the significance of the coefficient on the robocall indicator unaffected,
which is reassuring. There is also no detectable differential effect of spending on
how many (opposition-leaning) voters were discouraged from going to the polls.
The coefficient on the interaction term of the share of non-Conservative votes in
the 2008 and campaign spending is very small and not significantly different from
zero.101

3.4.3

Falsification Tests

Assuming that the alleged incidences of robocalling actually took place, it seems
likely that they were targeted in some way. Due to the district-specific fixed ef101 We

only report our baseline specification here, but this finding was very robust with regard to
various alternatives models.
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Table 3.5: Controlling for Campaign Intensity
Coefficient
Turnouti jt−1
Turnouti jt−2
Oppi jt−1
Oppi jt−1 × Robocall
Oppi jt−1 ×Cspending
District Fixed Effects
Number of Observations

0.575∗∗∗
0.279∗∗∗
−0.101∗∗∗
−0.067∗∗
−0.00002

Robust standard error
(.0150)
(.0146)
(.0159)
(.0316)
(.0007)
Yes
44,750

Note: The standard errors reported in parentheses are clustered at the district level. Superscripts
***, ** and * indicate significance at 1%, 5%, and 10% levels, respectively.

fects, our estimation strategy allows for the fact that whoever was behind the calls
could have been directing the misinformation towards (opposition) voters in particular districts. In principle, it also can accommodate a selection of targeted voters
that reside in particular polls within a district, provided that this selection was not
based on a poll-specific characteristic that is correlated with the error term. More
generally, our identification strategy provides an unbiased estimate of the treatment
effect only if in the absence of any robocall allegations, polling stations across all
districts would have experienced similar turnout changes as a function of their observed characteristics from the 2008 (and 2006) elections, relative to the district
average. One possibility that could invalidate this assumption is that polling stations were targeted based on characteristics correlated with turnout. For example,
suppose voters differ in their propensity to go to the polls on election day, and that
this characteristic varies across the electorate of different polling stations (e.g., because it varies across voters with different demographics). If the instigator of those
robocalls somehow targeted those polling stations,102 the robocall indicator would
pick up this effect - we would conclude that robocalls cause a drop in turnout rela102 During

the scandal, there were suggestions in the media that elderly people were specifically
targeted. See The Toronto Star from March 09, 2012, Robocalls: Older voters targeted by election
day phone calls, Elections Canada believes, retrieved April 11 2014.
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Table 3.6: Falsification Tests Using the 2008 and 2006 Elections
Coefficient

Robust standard Error

A. 2008 General Election
Turnouti jt−1
Turnouti jt−2
Oppi jt−1
Oppi jt−1 × Robocall

0.538∗∗∗
0.379∗∗∗
−0.084∗∗∗
0.007

District Fixed Effects

(.015)
(.014)
(.020)
(.086)
Yes

Number of Observations

45,183

B. 2006 General Election
Turnouti jt−1
Oppi jt−1
Oppi jt−1 × Robocall

0.696∗∗∗
0.056∗∗∗
0.054

District Fixed Effects
Number of Observations

(.011)
(.016)
(.039)
Yes
45,949

Note: The standard errors reported in parentheses are clustered at the district level. Superscripts
***, ** and * indicate significance at 1%, 5%, and 10% levels, respectively

tive to the district average, when in fact the drop would have occurred even in the
absence of robocalls because those polling stations happen to have an electorate
that is of the easily-to-demobilize kind, and they were selected for that very reason.
To gain some insight on whether or not our robocall variable may be correlated
with unobserved, time-invariant characteristics of polling stations (as opposed to
districts), we reran the baseline regression in Table 3.6, using turnout from the 2008
and 2006 general election as our main dependent variable as a falsification test. The
estimated coefficients are reported in Table 3.6.
The findings do not support evidence of a statistically significant relationship
between the turnout at specific polls and the robocall identifier in previous elections.
The robocall variable does not touch on statistical significance in either year and
the point estimate is positive in both years, suggesting that there are no systematic
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trends in voter turnout that are correlated with our main right-hand side variable of
interest. Separate regression relating changes in turnout from the 2008 to the 2011
election to the corresponding changes in turnout from the 2006 to the 2008 election
also indicate that there is no (time-invariant) time trend in turnout.103

3.5

Conclusion

This paper has investigated allegations of attempted voter demobilization in the
context of the Canadian 2011 federal election. In 27 of the 308 districts, voters allegedly received automated phone calls containing false information on the location
of their election site, or harassing them in the name of one of the contestants. The
results suggest that, on average, voter turnout in those districts affected by the demobilization efforts was significantly lower than in the districts where no automated
phone calls have been reported. The point estimate gives a decrease of 7 percentage
points in the number of opposition voters turning out. While this may be a reasonable estimate of the effect of misinformation in the 2011 Canadian federal election,
care should be interpreted in applying the specific value to other contexts, because
the effectiveness of voter misinformation is strongly negatively related to the degree
to which voters expect it (Barton, 2011).
On the other hand, we believe the method outlined in this paper for detecting these effects has broad applicability to other contexts and other violations of
democratic norms, provided that elections are contested in small districts, poll level
103 See

our discussion paper for a more in-depth discussion as well as additional robustness checks
using alternate control groups determined by propensity score matching. In summary, the estimated
effects are not fully robust to the details of the matching procedure, and the pre-selection of the
sample. The main problems with matching estimators in our context are that a) our sample of
only 27 affected districts out of 306 is quite small, implying that whether a particular observation
is included (matched) or excluded (not matched) can change the coefficient and standard errors
significantly, and b) we do not observe “treatment” with certainty. The latter means that if we use
a binary variable — whether or not a district appears on a list of robocalled electoral districts that
was published early in the scandal – as a proxy for actual treatment, the probit regressions we use
to calculate a district’s propensity score provide an alternative estimate of the probability of being
treated.
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results are available and useful, there is a benchmark of past election results to compare to, and there is sufficient spatial and temporal variation in reports of norms
violations. We also believe that electoral malfeasance is likely to shift away from
poll-specific technologies (e.g. ballot stuffing) to more geographically diffuse ones,
such as robocalls. This is because automated methods such as robocalls or false
information spread by viral marketing campaigns are cheaper, require fewer people
to participate in the manipulation, and are more difficult to trace back to their instigator. The technique that we lay out in this chapter points to a way forward for
estimating the effects of these types of manipulations.
However, this does not imply that fraud can be determined automatically, or on
the basis of a rule. Care must be taken to evaluate reports of violations, and discard
those that are not credible or that were made in response to media attention about
the violations instead of the violations themselves; a failure to do this in our case
would have led to a null finding. Researchers must also have detailed information
about the specific example they are investigating. In our case, our results depend
on a constant treatment probability among opposition voters within treated districts
(a plausible assumption when voters are contacted by phone), but other violations
may have a different distribution of treatment. However, if researchers understand
what these impacts are likely to be, it should be possible to tailor our method to
other circumstances.
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Figure 3.2: The District of London North, ON
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Appendix A
Effects on Recipient Volume
This section repeats the same exercise for recipient volume as the dependent variable that was done for recipient sentiment in Section 1.5.
These results are important for two reasons. First, they present suggestive evidence as to the reasons that Twitter users participate on the social network, and why
those reasons may have been misunderstood in the public discourse around Twitter.
Second, they are needed to calculate how sensitive Twitter users are to a positive
shock to external sentiment.
OLS Regressions
Table A.1 presents OLS results for a regression of recipient volume on sender sentiment and sender volume. Recipient volume is positively associated with sender
volume. Recipient volume is negatively related to sender sentiment. In the simplest
specification, (1), a shift of 10% of the sender messages from neutral to positive
decreases recipient tweets by 2%. This is consistent with the aphorism “if it bleeds,
it leads”: people are more active on Twitter when the general climate is less positive
Table A.2 presents IV results for a regression of recipient volume on sender
sentiment. Relative to the OLS results, the sign is reversed. Recipients are more
likely to send messages when they receive positive messages. The estimated coefficients are always positive and strongly statistically significant. They are also
larger in magnitude than the OLS estimates. In the preferred specification, (4), a
shift of 10% of the messages from neutral to positive increases recipient tweets by
90%. This specification is preferred to maintain consistency with the regressions
of sentiment on sentiment. It implies that while users are more active on Twitter
132

Appendix A. Effects on Recipient Volume

Table A.1: OLS: Recipient Volume on Feed Sentiment and Feed Volume
(1)
(2)
(3)
(4)
nrt
nrt
nrt
nrt
FSentrt (Imp)
-0.0921∗∗∗ 0.0259∗∗∗ -0.1227∗∗∗ -0.0094∗∗∗
(0.00)
(0.00)
(0.01)
(0.00)
FVolrt
0.0602∗∗∗ 0.0365∗∗∗ 0.0591∗∗∗ 0.0517∗∗∗
(0.00)
(0.00)
(0.00)
(0.00)
Observations
17214831 17214831 17214831 17214831
User Fixed Effects
X
X
Time Fixed Effects
X
X
Linear regression of recipient sentiment on feed sentiment and feed volume. FSent Imp. is the
average sentiment in the feed of each user at the current time, where missing periods are imputed
using the most recent available lag. FSize is the average of the log of number of tweets plus one
from each sender.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time fixed effects are included and user fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.

at times when less positive sentiments are expressed, they respond more to positive
sentiment. It also suggests that part of the reason users participate on Twitter is that
they are looking for emotional stimulus.
IV Regressions
Table A.3 presents IV results for a regression of recipient volume on sender volume.
The estimated coefficients are always positive and strongly statistically significant.
They are also larger in magnitude than the OLS estimates. In the preferred specification, (2), an increase in sender tweets of 20% increases recipient tweets by 22%.
This specification is preferred to maintain consistency with the regressions of sentiment on sentiment. The OLS estimates may be larger than the IV estimates because
of measurement error - when the instrument predicts that people are tweeting more,
they are putting more effort into the tweets they do send, and the observed measure
of volume does not capture this increase in the volume of information.
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Table A.2: IV: Recipient Volume on Feed Sentiment
(1)
(2)
(3)
(4)
nrt
nrt
nrt
nrt
∗
∗
∗∗∗
FSentrt (Imp)
0.9659
0.7576
0.3912
0.9238∗
(0.45)
(0.37)
(0.04)
(0.46)
∗
∗∗∗
FLightESentrt
-0.1403
0.1320
-0.0961
0.0632
(0.16)
(0.06)
(0.02)
(0.06)
∗∗∗
F∆Sentrt
-0.1824
-0.1787
-0.1349
-0.3567∗
(0.10)
(0.10)
(0.01)
(0.14)
Avg. FVol
0.0905
-0.3691∗∗∗ 0.0763∗∗∗
0.0116
(0.05)
(0.07)
(0.00)
(0.06)
RcpLightrt
0.0025
-0.0089∗∗∗ -0.0047∗∗∗ -0.0059∗∗∗
(0.01)
(0.00)
(0.00)
(0.00)
∗∗∗
∗∗∗
Rcp. Avg Volume
1.0245
0.0000
0.9993
(0.01)
(.)
(0.00)
Observations
17214568 17214568 17214568 17214568
IV AR stat.
5.14
4.41
108.80
4.35
Rcv. TOD Dummies
X
X
X
X
User Fixed Effects
X
X
Time Fixed Effects
X
X
2SLS regression of recipient volume, nrt on feed sentiment, FSentrt using the interaction of sender
light and sender long-run average sentiment,FLightSentrt , as the instrument.
Controls: FELightESentrt is average feed light multiplied by average feed sentiment. F∆Sentst is
the shock to the sentiment of the recipient’s feed at time t. RcpLightrt is the recipient light level and
RcpESentr is the average sentiment of the recipient. Rcp. TOD Dummies are controls for the local
time of the recipient and sender time-zone controls. AR Chi Squared reports the Anderson-Rubin
weak instrument-robust Chi Squared statistic.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time fixed effects are included and user fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Table A.3: IV: Recipient Volume on Sender Volume
(1)
(2)
(3)
(4)
nrt
nrt
nrt
nrt
∗∗∗
∗∗∗
∗∗∗
FVolrt
0.2334
0.2236
0.5674
0.4872∗∗∗
(0.02)
(0.02)
(0.03)
(0.09)
∗∗∗
∗∗∗
∗∗∗
FSentrt
0.0503
0.0377
0.0501
0.0196∗
(0.01)
(0.00)
(0.00)
(0.01)
RcpLightrt
-0.0023∗
-0.0026∗ -0.0060∗∗∗ -0.0060∗∗
(0.00)
(0.00)
(0.00)
(0.00)
Rcp. Avg Volume
1.0201∗∗∗
0.0000
1.0698∗∗∗
(0.00)
(.)
(0.00)
Observations
13610625 13610625 13610625 13610625
IV AR stat.
105.31
104.21
918.20
43.05
Rcv. TOD Dummies
X
X
X
X
User Fixed Effects
X
X
Time Fixed Effects
X
X
2SLS regression of recipient sentiment, nrt on feed volume, FVolrt using average light experienced
by the senders in the feed at time t, FLightrt , as the instrument.
Controls: F∆Sentst is the shock to the sentiment of the recipient’s feed at time t, FSentst is the
sentiment of the recipient’s feed at time t, RcpLightrt is the recipient light level and RcpESentr
is the average sentiment of the recipient. Rcp. TOD Dummies are controls for the local time of
the recipient and sender time-zone controls. AR Chi Squared reports the Anderson-Rubin weak
instrument-robust Chi Squared statistic.
***, **, and *: significance at 0.1%, 1%, and 5% levels, respectively. Errors are clustered at the
user level unless time fixed effects are included and user fixed effects are not. In this case they are
clustered at the datetime-bin level. Standard errors are in parentheses. For convenience, all variables
are defined and explained in Table 1.1.
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Appendix B
Proof of Consistency of Corrected
Estimator
I would like to run “regular” two stage least-squares. I proceed by looking for a Krt
such that if Zrto Krt is chosen as the instrument, and Xrto Krt is the explanatory variable,
we can consistently estimate β . By construction,

−1

−1

−1
0
0
0
0
0
0
0
0
o
o
o
o
o
o
β̂ = Krt Xrt Krt Zrt Krt Zrt Krt Zrt
Krt Zrt Krt Xrt
Krt Xrto Krt Zrto Krt Zrto Krt Zrto
Krt Zrto Yrt
Since Krt is a scalar, this is equivalent to:

 0 −1 0 −1 0 0  0 −1 0
0 o0
o
Zrto Krt−1Yrt
β̂ = Xrt Zrt Zrto Zrto
Zrto Xrto
Xrto Zrto Zrto Zrto
I need to split apart Yrt :
Yrt = β Xrto Srto + β Xrtu Srtu + εrt
Yrt = β Xrto Srto + β (δ1 Zrtu Srtu + µrtu Srtu ) + εrt
o
u
u u
Yrt = β Xrto Srto + β (δ
 1 (α1 Zrt ) Srt + µrt Srt ) + εrt


Su
Yrt = β Xrto Srto + β α1 (Xrto Srto − µrto Srto ) Srto + µrtu Srtu + εrt
rt


u
Srt
u
u
o
o
o
o
o
o
Yrt = β Xrt Srt + β α1 (Xrt Srt − µrt Srt ) So + µrt Srt + εrt
rt

Yrt = β (Srto + α1 Srtu ) Xrto + β (α1 µrto Srtu + µrtu Srtu ) + εrt
Plugging this into X, we get:

 0 −1 0 −1 0 0  0 −1 0
0 o0
0
o
Zrto Krt−1 Zrto (β0 (Srto + α1 Srtu ) Xrto )
β̂ = Xrt Zrt Zrto Zrto
Xrto Zrto Zrto Zrto
Zrto Xrto
+β (α1 µrto Srtu + µrtu Srtu ) + εrt
If K = (Srto + α1 Srtu ),
β̂ = β + D̂−1 β (α1 µrto Srtu + µrtu Srtu ) + εrt
All terms but the first go to zero by the assumptions made in equation 2.26.
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Nonlinear Model Results
Variables

Table C.1: Nonlinear Model Results
Robocall

Margin of Victory 2008
Opposition Vote Share 2008, %, 2008
Turnout 2008, %
log(Con. Expenses), 2011
Pop. 65 and over, %
Unemployment Rate, %
Post-secondary Education, %
Home ownership, %
Median Income
St. Dev. of Income
Distance to Robocalled District

-3.06e-05
(2.55e-05)
0.0347***
(0.0134)
-0.0743
(0.0504)
1.299**
(0.603)
0.175***
(0.0510)
0.0648
(0.0564)
-0.0336
(0.0315)
-0.0382***
(0.0123)
0.000178***
(5.22e-05)
-2.62e-05
(0.000171)
-0.448***
(0.0995)

Observations
306
Province Fixed Effects
No
Robust standard errors in parentheses
*** p<0.01, ** p<0.05, * p<0.1

Robocall
-2.31e-05
(2.61e-05)
0.0378**
(0.0188)
0.000239
(0.0829)
1.950**
(0.852)
0.144**
(0.0633)
0.0338
(0.0919)
-0.0361
(0.0396)
-0.0491***
(0.0188)
0.000162***
(6.09e-05)
-1.21e-05
(0.000192)
-0.149
(0.183)
135
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Appendix D
Matching
As a final robustness test of our findings, we also ran our main specification regressions using alternate control groups. The objective was to to determine whether the
results still hold when we mandate that the control group be as similar as possible
to the treatment group, where ‘similar’ was determined by a propensity score. The
latter was created with the k-nearest neighbour matching method, using on a rich
set of controls to predict the incidence of robocalls, including the winning margin,
turnout, and opposition vote share in the previous election, as well as conservative
campaign spending, district population statistics based on income, age structure,
and education, and a leave-one-out estimator of the distance to the nearest robocalled district. Varying k = 1, 2, 3, we then reran the main regression in Table 3.3,
effectively reweighing the untreated observations with the weights assigned to them
by the propensity score. In summary, while we find substantial common support for
the treated group (robocalled ridings) and the matched untreated group (ridings not
our list), the estimated effects are not fully robust to the details of the matching
procedure, and the pre-selection of the sample. If we use the full sample of 279
untreated ridings to create the matched control group, the point estimates for our
primary parameter of interest range is between -0.002 (standard error = 0.044, for
k = 2) to -0.098 (standard error = 0.050, for k = 1). If we restrict the matching
to Ontario, estimates remain negative but are not statistically significant, consistent
with the Ontario-only results without matching in Table 3.
There are two main problems with matching estimators in our context. First, our
sample of only 27 affected ridings out of 306 is quite small. Because of small sample size, whether a particular observation is included (matched) or excluded (not
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matched) can change the coefficient and standard errors significantly. Second, and
perhaps more importantly, we do not observe “treatment” with certainty. Instead,
we use a binary variable — whether or not a riding appears on a list of robocalled
electoral districts that was published early in the scandal – as a proxy for actual
treatment, i.e., the exposure to misleading phone calls. If the latter were deliberately targeted, the probit regressions we use to calculate a riding’s propensity score
provide an alternative estimate of the probability of being treated, which is based on
a wide range of observable variables, including some that are highly significant in
the regression (such as spending by the Conservative candidate and the fraction of
the population over 65). It is quite possible, then, that the propensity score provides
additional information regarding actual treatment, and may even predict the probability of actual exposure to robocalls better than the binary measure of treatment
we employ. In this case, of course, the main identifying assumption of matching
estimators would be violated.

139

Appendix E
Electoral District Lists
List of 27 electoral districts where Elections Canada received reports of false or
misleading phone calls during the 2011 General Election, as released by interim
Liberal Party leader Bob Rae on February 26 2012.104
1. Sydney-Victoria (N.S.): Winner: Liberals; Margin of victory: 765 votes
2. Egmont (P.E.I.): Winner: Conservatives; Margin of victory: 4,470 votes
3. Eglinton-Lawrence (Ont.): Winner: Conservatives; Margin of victory: 4,062
votes
4. Etobicoke Centre (Ont.): Winner: Conservatives; Margin of victory: 26 votes
5. Guelph (Ont.): Winner: Liberals; Margin of victory: 6,236 votes
6. Cambridge (Ont.): Winner: Conservatives; Margin of victory: 14,156 votes
7. Hamilton East-Stoney Creek (Ont.): Winner: NDP; Margin of victory: 4,364
votes
8. Haldimand-Norfolk (Ont.): Winner: Conservatives; Margin of victory: 13,106
votes
9. Kitchener-Conestoga (Ont.): Winner: Conservatives; Margin of victory: 17,237
votes
10. Kitchener-Waterloo (Ont.): Winner: Conservatives; Margin of victory: 2,144
votes
11. London North Centre (Ont.): Winner: Conservatives; Margin of victory:
1,665 votes
104 Source:

Yahoo news.
See
http://ca.news.yahoo.com/blogs/canada-politics/
robocall-scandal-could-lead-elections-202108363.html
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12. London West (Ont.): Winner: Conservatives; Margin of victory: 11,023 votes
13. Mississauga East-Cooksville (Ont.): Winner: Conservatives; Margin of victory: 676 votes
14. Niagara Falls (Ont.): Winner: Conservatives; Margin of victory: 16,067 votes
15. Oakville (Ont.): Winner: Conservatives; Margin of victory: 12,178 votes
16. Ottawa Orleans (Ont.): Winner: Conservatives; Margin of victory: 3,935
votes
17. Ottawa West-Nepean (Ont.): Winner: Conservatives; Margin of victory: 7,436
votes
18. Parkdale-High Park (Ont.): Winner: NDP; Margin of victory: 7,289 votes
19. Perth-Wellington (Ont.): Winner: Conservatives; Margin of victory: 15,420
votes
20. Simcoe-Grey (Ont.): Winner: Conservatives; Margin of victory: 20,599 votes
21. St. Catharines (Ont.): Winner: Conservatives; Margin of victory: 13,598
votes
22. St. Paul’s (Ont.): Winner: Liberals; Margin of victory: 4,545 votes
23. Sudbury (Ont.): Winner: NDP; Margin of victory: 9,803 votes
24. Wellington-Halton Hills (Ont.): Winner: Conservatives; Margin of victory:
26,098 votes
25. Willowdale (Ont.): Winner: Conservatives; Margin of victory: 932 votes
26. Saint Boniface (Man.): Winner: Conservatives; Margin of victory: 8,423
votes
27. Winnipeg South Centre (Man.): Winner: Conservatives; Margin of victory:
8,544 votes
List of 102 electoral districts with some additional information where according
to media sources and reports from the Liberal Party of Canada or the New Democratic Party of Canada, voters received misleading or harassing phone calls during
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the 2011 General Election. Dated March 29, 2012.105
1. Ajax–Pickerin, reported by Hill Times.
2. Ancaster-Dundas-Flamborough, reported by National Post.
3. Barrie, reported by National Post (calls impersonating Elections Canada and
directing voters to bogus polling locations).
4. Bas-Richelieu-Nicolet-Becancour, reported by National Post.
5. Beaches–East York, reported by Globe & Mail.
6. Beausejour, reported by CBC.
7. Brampton West, reported by National Post
8. Burnaby-Douglas, reported by Burnaby Now (calls impersonated Elections
Canada and misdirected voters).
9. Burnaby-New Westminster, reported by Burnaby Now.
10. Calgary Centre, reported by Hill Times.
11. Cambridge, reported by private citizen (Postmedia: "harassing phone calls").
12. Cariboo–Prince George, reported by Prince George Citizen (harassment calls).
13. Chilliwack-Fraser Canyon, reported by National Post.
14. Davenport, reported by NDP.
15. Don Valley East, reported by National Post.
16. Dufferin–Caledon, reported by Orangeville Banner.
17. Edmonton Centre, reported by NDP (CBC: phone calls misdirected voters to
wrong polling stations).
18. Edmonton East, reported by NDP (fake live calls impersonating Elections
Canada, misdirecting voters. Postmedia: some live calls originally claimed
to be from Elections Canada, then when pressed, said they were actually
from a Conservative call centre.)
19. Eglinton-Lawrence,reported by Liberals (Fake Liberal calls targeted Jewish
voters on Saturdays, and even accidentally phoned the Liberal riding phone
105 Source:

The Sixth Estate. See http://sixthestate.net/?p=3646
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bank, which has sworn out an affidavit.)
20. Egmont, reported by Liberals (Postmedia: live callers pretended to represent
Liberal candidate, but mispronounced his name).
21. Elmwood-Transcona, reported by NDP (A formal complaint has been sent to
Elections Canada over phone calls claiming voting locations had changed.)
22. Esquimalt-Juan de Fuca, reported by campaign volunteer to Sixth Estate (overnight
calls impersonating the Liberal Party).
23. Essex, reported by NDP (National Post: robocalls misdirected voters).
24. Etobicoke Centre, reported by Liberals (a court case will begin in April to
hear allegations that Conservatvies temporarily shut down a polling station
and harassed Liberal voters. See also Global News).
25. Fredericton, reported by private citizen (CBC: Phone number connected to
the Conservative Party attempted to misdirect voters to wrong polling station).
26. Guelph, reported by Liberals. Guelph is the centre of most of the allegations;
this riding received widespread reports of both hoax night-time phone calls
claiming to be Liberals, and election-day calls claiming voting locations had
changed.)
27. Haldimand-Norfolk reported by Liberals (Postmedia: harassing overnight
calls impersonated the Liberal Party)
28. Haliburton–Kawartha Lakes–Brock, reported by Liberal candidate.
29. Halton, reported by Elections Canada: election-day robocalls misdirected
voters.
30. Hamilton Centre, reported by NDP.
31. Hamilton East-Stoney Creek, reported by Liberals
32. Kelowna-Lake Country, reported by Conservatives
33. Kingston and the Islands, reported by Liberals (CBC: Callers impersonating
Liberal Party misdirected voters to wrong voting locations on election day.)
34. Kitchener Centre, reported by voting officer ("a lot" of electors were called
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and told their polling stations had changed).
35. Kitchener Waterloo, reported by Elections Canada
36. Kitchener-Conestoga, reported by private citizen (election-day robocalls misdirected voters).
37. Lac Saint Louis, reported by Liberals (Cyberpresse: Voters received misdirection calls.)
38. Lanark-Frontenac-Lennox and Addington, reported by National Post.
39. London North Centre, reported by Liberals (Postmedia: Telephone campaign
falsely informed listeners that the Liberal candidate spent half of each year in
Africa).
40. London West, reported by Liberals (Local radio: MP3 recording of an alleged
hoax robocall attempting to misdirect a voter).
41. Malpeque, reported by PEI Guardian (misleading calls).
42. Markham-Unionville, reported by NDP, reported by National Post.
43. Mississauga East-Cooksville, reported by Liberals
44. Mississauga-Streetsville, reported by National Post.
45. Mount Royal, reported by Liberals. CBC (election-day robocalls misdirected
voters).
46. Nanaimo-Alberni, reported by NDP (Parksville News: phone calls misdirected voters).
47. Nanaimo-Cowichan, reported by Sixth Estate (calls misdirecting voters).
48. New Westminster-Coquitlam, reported by Royal City Record.
49. Niagara Falls, reported by Liberals (Postmedia: overnight callers impersonated Liberal Party)
50. Nipissing Timiskaming, reported by Liberals (CBC: Calls impersonating Elections Canada misdirected voters to the wrong locations.)
51. North Vancouver, reported by private citizen (Postmedia: election-day robocalls misdirected voters.)
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52. Northumberland-Quinte West, reported by Trentonian (misleading and harassing calls).
53. Oak Ridges-Markham, reported by National Post.
54. Oakville, reported by Liberals (Postmedia: callers with "fake accents" pretended to represent Liberal candidate.)
55. Ottawa Centre, reported by NDP.
56. Ottawa Orleans, reported by Liberals (OpenFile: election-day robocalls impersonated Elections Canada and misdirected voters. Ottawa Citizen: fake
callers misdirected voters.)
57. Ottawa-Vanier, reported by CBC (misdirection calls and harassment calls).
58. Ottawa West-Nepean, reported by Liberals (Postmedia: election-day calls
misdirected voters).
59. Outremont, reported by Sixth Estate.
60. Parkdale-High Park, reported by Liberals and by NDP IPostmedia: overnight
callers impersonated the Liberal Party. National Post: robocalls misdirected
voters).
61. Perth-Wellington, reported by Liberals.
62. Peterborough, reported by Conservatives.
63. Pierrefonds-Dollard, reported by Liberals (CBC: Election-day calls misdirected voters).
64. Pitt Meadows-Maple Ridge-Coquitlam, reported by private citizen (CBC:
Conservative call centre contacted a woman who had previously told them
she would be voting NDP, and told her that her polling station had changed.)
65. Prince George–Peace River, reported by Elections Canada (election-day robocalls misdirected voters).
66. Regina-Lumsden-Lake Centre, reported by private citizen (election-day calls
misdirected voters).
67. Richmond Hill, reported by Liberal Party (misdirection calls).
68. Saanich-Gulf Islands, reported by Greens (See also Maclean’s. Toronto Star:
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election-day live calls misdirected voters.)
69. Saint Boniface, reported by Liberals (Postmedia: callers impersonated the
Liberal Party).
70. Saint John, reported by private citizen (CBC: calls impersonated Elections
Canada and misdirected voters).
71. Sarnia-Lambton, reported by Sun Media (RMG telephone calls misdirected
voters to the wrong polling station)
72. Saskatoon-Rosetown-Biggar, reported by Council of Canadians.
73. Sault Ste Marie, reported by National Post.
74. Scarborough Southwest, reported by National Post.
75. Scarborough-Rouge River, voting irregularities reported by Conservative Party.
76. Simcoe-Grey, reported by Liberals.
77. South Shore-St. Margaret’s, reported by NDP (Chronicle-Herald: electionday robocalls misdirected voters).
78. St. Catharines Conservatives by 8822 Conservatives by 13,598 Reported by
Liberals. National Post: alleges live calls misdirect voters.
79. St. Paul’s, reported by Liberals (National Post: robocalls misdirect voters).
80. Sudbury, reported by Liberals and NDP.
81. Sydney-Victoria, reported by Liberals (Chronicle Herald: fake Liberals and
anonymous robocallers misdirected voters).
82. Timmins-James Bay, reported by private citizen.
83. Trinity-Spadina, reported by National Post.
84. Thunder Bay-Superior North (CBC: calls misdirect voters to wrong polling
stations).
85. Toronto-Danforth, reported by CBC (misleading calls).
86. Vancouver Centre, reported by private citizen (misleading call).
87. Vancouver East, reported by NDP to Elections Canada in June 2011.
88. Vancouver Island North, reported by CHEK TV (election-day calls misdi-
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rected self-identified NDP and other voters).
89. Vancouver Kingsway, reported by National Post
90. Vancouver Quadra, reported by Liberals Postmedia: Late-night phone calls
impersonated Liberal Party.
91. Vancouver South, reported by Liberals (CBC: overnight phone calls)
92. Vaughan, reported by iPolitics.ca (financial misconducted and campaign irregularities).
93. Wascana, reported by Liberals (Global News: overnight live calls).
94. West Nova, reported by CBC (election-day calls misdirected voters to nonexistent polling locations).
95. Willowdale, reported by Liberals (CBC: Calls impersonated Liberal Party).
96. Windsor West, reported by Liberals (Windsor Star: "similar" phone calls to
other ridings).
97. Windsor-Tecumseh, reported by NDP.
98. Winnipeg Centre, reported by private citizens (Winnipeg Free Press: election
day robocalls misdirected voters).
99. Winnipeg South, reported by NDP.
100. Winnipeg-South Centre, reported by Liberals (National Post: robocalls and
live calls misdirected voters).
101. York Centre, reported by National Post (misleading calls).
102. Yukon, reported by CBC (calls with false information about polling stations).
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