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Abstract
Three applications of inverse problems relating to fluid imaging and image
deblurring are presented. The first two, tomographic reconstruction of dye
concentration fields from multi-view video and deblurring of photographs,
are addressed by a stochastic optimization scheme that allows a wide variety of priors to be incorporated into the reconstruction process within a
straightforward framework. The third, estimation of fluid velocities from
volumetric dye concentration fields, highlights a previously unexplored connection between fluid simulation and proximal algorithms from convex optimization. This connection allows several classical imaging inverse problems
to be investigated in the context of fluids, including optical flow, denoising and deconvolution. The connection also allows inverse problems to be
incorporated into fluid simulation for the purposes of physically-based regularization of optical flow and for stylistic modifications of fluid captures.
Through both methods and all three applications the importance of incorporating domain-specific priors into inverse problems for fluids and imaging
is highlighted.
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Preface
The content of this thesis is based upon three publications:
• [68] Gregson, J., Krimerman, M., Hullin, M. B., Heidrich, W., Stochastic Tomography and its Applications in 3D imaging of Mixing Fluids, ACM Transactions on Graphics (Proceedings SIGGRAPH 2012),
31(4), 2012
• [66] Gregson, J., Heide, F., Hullin, M. B., Rouf, M., Heidrich, W.,
Stochastic Deconvolution, IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2013
• [67] Gregson, J., Ihrke, I., Thuerey, N., Heidrich, W., From Capture
to Simulation - Connecting Forward and Inverse Problems in Fluids, ACM Transactions on Graphics (Proceedings SIGGRAPH 2014),
33(4), 2014
Chapter 3 is based upon [68], with text and notation heavily adapted for
the thesis. I developed the original Stochastic Tomography algorithm, wrote
the initial draft of the paper and helped with revisions of the final text. I
also extended and re-implemented the calibration procedure as well as the
firmware for the camera and strobe controllers. Mike Krimerman captured
most of the datasets (with my assistance) and processed the videos into
frames. Matthias Hullin helped with the paper revisions, provided suggestions during the course of the research, generated most of the renderings in
the paper as well as created the submission video. Wolfgang Heidrich provided guidance during the course of the research, did the majority of editing
of the final submission and jointly conceived of the idea of image-based regularization with me.
Chapter 4 is based upon [66], also heavily adapted for this thesis. I implemented the stochastic deconvolution algorithm based loosely on a proofof-concept MATLAB implementation by Felix Heide. Felix conceived of
the idea of applying the stochastic random walk framework to deconvolution problems and generated results from several of the competing methods.
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Preface
I conceived of and implemented the gamma and content-dependent priors
and implemented/tested the saturation and boundary framework conceived
of by Wolfgang Heidrich as well as the spatially varying deblurring framework (I don’t recall whose idea this was originally), wrote an initial draft of
the paper and helped in subsequent edits for resubmission. Matthias Hullin
generated the per-pixel PSF input data and helped with editing the final
paper while Mushfiqur Rouf performed a parameter study and generated
the final submission video.
Chapter 5 is based upon [67], again, heavily adapted for the thesis. I
realized the connection between proximal operators and pressure projection
and developed/implemented the fluid tracking algorithm, proposed/implemented the fluid analogues to imaging denoising and deconvolution problems
and introduced forward simulation into the reconstruction loop. Ivo Ihrke
provided suggestions on inverse problems and performed much of the synthetic quantitative analysis as well as contributed to editing the paper. Nils
Thuerey provided helpful guidance on fluid simulation, ran many of the final results and contributed to the writing and editing of the final paper.
Wolfgang Heidrich provided guidance on inverse problems and did much of
the paper writing and editing.

iv

Table of Contents
Abstract

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

ii

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

iii

Table of Contents . . . . . . . . . . . . . . . . . . . . . . . . . . . .

v

Preface

List of Tables

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . viii

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

ix

Acknowledgements . . . . . . . . . . . . . . . . . . . . . . . . . . .

xi

Dedication

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xii

1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2 Background and Related Work . . .
2.1 Classes of Inverse Problem . . . . .
2.1.1 Tomographic Reconstruction
2.1.2 Image Deblurring . . . . . .
2.1.3 Velocity Estimation . . . . .
2.2 Prior Classes . . . . . . . . . . . . .
2.2.1 L2 Priors . . . . . . . . . . .
2.2.2 L1 Priors . . . . . . . . . . .
2.2.3 Non-Convex Priors . . . . .
2.2.4 Other Prior Classes . . . . .
2.3 Solution Methods . . . . . . . . . .
2.3.1 Smooth Methods . . . . . .
2.3.2 Non-Smooth Methods . . . .
2.4 Discussion . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

1
5
7
7
13
15
18
20
22
25
26
26
27
31
36

v

Table of Contents
3 Tomography of Mixing Fluids . . . . . .
3.1 Introduction . . . . . . . . . . . . . . .
3.2 Visible Light Computed Tomography .
3.3 Stochastic Tomography Algorithm . . .
3.3.1 Random Walk Algorithm . . . .
3.3.2 Regularization . . . . . . . . . .
3.3.3 Discussion . . . . . . . . . . . .
3.4 Experimental Setup and Implementation
3.5 Reconstruction Results . . . . . . . . .
3.5.1 2D Synthetic Results . . . . . .
3.5.2 3D Capture of Mixing Fluids . .
3.6 Conclusions . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

38
38
40
42
44
49
52
53
56
56
58
64

.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

66
66
67
71
71
73
74
75
75
86

5 Fluid Velocity Estimation . . . . . . . . . . .
5.1 Introduction . . . . . . . . . . . . . . . . . .
5.2 Overview of Incompressible Fluid Simulation
5.3 Pressure Projection as a Proximal Operator
5.4 Divergence-free Optical Flow using ADMM .
5.4.1 Solution with ADMM . . . . . . . . .
5.4.2 Extension to multiscale . . . . . . . .
5.5 Fluid Tracking . . . . . . . . . . . . . . . . .
5.6 Fluid Tracking Results . . . . . . . . . . . .
5.6.1 Tracking Validation . . . . . . . . . .
5.7 Stylistic Modifications . . . . . . . . . . . . .
5.8 Implementation . . . . . . . . . . . . . . . .
5.9 Limitations . . . . . . . . . . . . . . . . . . .
5.10 Conclusions . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

88
88
90
91
92
95
97
99
101
102
110
118
119
120

.
.
.
.

4 Image Deblurring . . . . . . . . . . . . . . .
4.1 Introduction . . . . . . . . . . . . . . . .
4.2 Stochastic Deconvolution . . . . . . . . .
4.2.1 Mutation Strategy . . . . . . . . .
4.2.2 Regularization . . . . . . . . . . .
4.2.3 Boundary Conditions & Saturation
4.2.4 Non-Uniform Blur Kernels . . . .
4.3 Implementation . . . . . . . . . . . . . .
4.4 Results . . . . . . . . . . . . . . . . . . .
4.5 Conclusions . . . . . . . . . . . . . . . . .

.
.
.
.

6 Conclusions and Future Work . . . . . . . . . . . . . . . . . . 122
vi

Table of Contents
Bibliography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

vii

List of Tables
2.1

Common proximal operators

. . . . . . . . . . . . . . . . . .

35

5.1

Optimization parameters for ground-truth comparisons . . . . 105

viii

List of Figures
2.1
2.2
2.3
2.4

Computed tomography forward model . . . .
Discretization stencil of tomography problems
Visible light tomography setup . . . . . . . .
The deconvolution imaging model . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

8
10
12
13

3.1
3.2
3.3
3.4
3.5
3.6
3.7
3.8
3.9
3.10
3.11
3.12
3.13

Visible light tomography capture setup . . . . . . . . . . . .
Illustration of tomography forward model . . . . . . . . . .
Depiction of sample evaluation . . . . . . . . . . . . . . . .
Depiction of a sampling chain . . . . . . . . . . . . . . . . .
Evaluation of regularizers . . . . . . . . . . . . . . . . . . .
Illustration of two-plane and radiometric calibration . . . .
Synthetic comparison of Stochastic Tomography and SART
Reconstruction of ’tube’ dataset . . . . . . . . . . . . . . . .
Reconstruction progress over time . . . . . . . . . . . . . .
Comparison of photo and reconstruction for ’smoke’ dataset
Frames of ’smoke’ dataset . . . . . . . . . . . . . . . . . . .
Frames of ’bloom’ dataset . . . . . . . . . . . . . . . . . . .
Comparison of regularization approaches . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

40
41
47
49
51
54
57
59
60
61
62
63
64

4.1
4.2
4.3
4.4
4.5
4.6
4.7
4.8
4.9
4.10
4.11
4.12

Algorithm progress over time . . . . . . . . . . . .
Depiction of boundary and saturation handling . .
Comparison of ’train’ image with Raskar et. al. . .
Comparison of ’white car’ image with Raskar et al.
Comparison of ’fountain’ image with Fergus et. al.
Comparison of ’roma’ image with Xu & Jia . . . .
Boundary and saturation results . . . . . . . . . .
Convergence history and sample histogram . . . .
Deconvolution of defocus blur . . . . . . . . . . . .
Deconvolution of colour images . . . . . . . . . . .
Deblurring with spatially varying kernel . . . . . .
Illustration of a data-dependent prior . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.

68
74
76
77
79
80
81
82
83
84
85
86

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

ix

List of Figures
5.1
5.2
5.3
5.4
5.5
5.6
5.7
5.8
5.9
5.10

Visual comparison of velocity reconstruction . . . . . . . . . .
Grount-truth comparison for a 3D simulation . . . . . . . . .
Fluid tracking for a flow with a solid obstacle . . . . . . . . .
Passive advection of densities . . . . . . . . . . . . . . . . . .
Simulations initialized from states estimated by fluid tracking
Comparison of resolution enhancement methods (smoke) . . .
Comparison of resolution enhancement methods (bloom) . . .
Restarted capture in a modified domain . . . . . . . . . . . .
Mapping of flow from one domain to another . . . . . . . . .
Fluid guiding results . . . . . . . . . . . . . . . . . . . . . . .

103
105
106
107
109
111
112
114
115
118

x

Acknowledgements
I’d like to thank my supervisor, Wolfgang Heidrich, for his many suggestions on the technical and practical aspects of these projects as well as for
introducing me to inverse problems in the first place.
I would also like to thank Felix Heide and Lei Xiao for many helpful
discussions on inverse problems and optimization.

xi

Dedication
To Christine, for her patience and support.

xii

Chapter 1

Introduction
This thesis concerns applications of inverse problems to problems in fluids
and imaging, specifically as they relate to computer graphics. In the past,
inverse problems have been largely confined to industrial or medical applications, however, over time, more and more applications have arisen in new
areas. Applications of inverse problems are now widespread and range from
reconstructing medical images to removing blur from astronomical images
to modelling mineral/oil deposits or mapping the velocities of the earth’s
crust.
Recently, inverse problems have started to be applied to solving problems in computer graphics. A (small) subset of examples from the past ten
years includes: tomographic scanning of transparent objects [149], gases [8],
flames [84], flowers [86], using tomography [157] or matrix factorization [104]
to optimize for content on multi-layered displays, using deconvolution and
matrix-factorization for super-resolution projection [74], for mesh denoising [73, 126], using optical flow to track texture in facial performance capture [25] and background distortions in refractive gas scanning [8] as well as
specifically formulated inverse problems for transient imaging [75].
These works highlight a long-term trend in computer graphics of drawing on methods from other areas to combine and extend them in new ways.
Other examples of this are the work of Baraff in bringing rigid body simulation to graphics [10, 12, 11] or Foster & Metaxas [59] in adapting computational fluid dynamics to graphics.
This thesis attempts to continue this trend of applying inverse problems
to graphics, focusing on fluids and imaging. Three separate but related
applications are presented: the first is the reconstruction of mixing fluids
from multi-view video, the second is the problem of removing blur from photographs and the third is estimating fluid velocities. These three problems
represent computer graphics adaptations of three classical imaging inverse
problems: computed tomography, image deconvolution and optical flow, respectively. The first two applications share a novel optimization approach
that allows prior knowledge to be introduced into inverse problems. The
third shows a connection between problems in fluids and imaging that al1

Chapter 1. Introduction
lows forward simulation and inverse problems to be intermixed. This lets
state of the art methods from convex optimization be applied to problems
in fluid dynamics.
Through these three applications and two algorithms, this thesis shows
that simple methods can be applied to solve difficult inverse problems in
imaging and that there is a previously unexplored connection between fluids
and classical imaging inverse problems. The examples in this thesis also
highlight the importance of regularization, incorporating domain-specific
knowledge into the reconstruction process, to solving inverse problems in
graphics. This point in particular arises in all three of the applications
considered here.
Beyond reinforcing the previous points, this thesis also makes the following, specific contributions:
• A stochastic reconstruction algorithm is developed that allows nearlyarbitrary priors to be introduced into linear inverse problems. The
stochastic method is applied to fluid capture and image deblurring
where it demonstrates state of the art results by making use of several
new priors that are well adapted to problems in graphics.
• An equivalence between key operations used in fluid simulation and
convex optimization is shown. This equivalence allows fluid velocities
to be estimated with vastly improved accuracy compared to standard
techniques, allows fluid capture and simulation to be intermixed and
shows that many inverse problems in imaging have unexplored interpretations as fluid problems.
• It is demonstrated that volumetric, full-state and fluid imaging using
off-the-shelf hardware can be practical. This allows not only the concentration fields of mixing fluids but also plausible velocity fields to be
estimated for complex flow scenarios.
In the remainder of this thesis, Chapter 2 introduces some background
information on what inverse problems are as well as the three inverse problems considered by this thesis. It then discusses some of the issues that arise
when solving inverse problems, including introducing regularizers or priors
and the change in structure introduced by those priors. Chapter 2 concludes
with a discussion of the algorithms that can be applied to solve regularized
inverse problems along with the benefits and limitations of these methods.
Chapter 3 next introduces the problem of reconstructing volumetric concentration fields of mixing fluids from multi-view video using computed tomography. One of the key challenges in this topic is regularization, since
2
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the reconstruction problem is severely under-constrained. This is addressed
by a stochastic reconstruction algorithm that allows nearly arbitrary priors
to be incorporated into the reconstruction problem easily. By introducing
these priors, high-quality reconstructions of volumetric density fields can be
obtained from data captured using off-the-shelf cameras.
The ability to capture and reconstruct fluid phenomena has vast potential not only within graphics, but throughout many scientific fields. Applications are as varied as industrial mixing, microfluidics, weather prediction
and aerodynamics, in part because fluid dynamics are notoriously difficult
to simulate accurately even for relatively simple flows such as steam rising from a kettle. Approximations made in deriving the physical models,
the specific discretizations used to express those physical models, as well
as the mesh structure, resolution and time-advance algorithms chosen all
effect the results of even the simplest of simulations. Adding to the litany of
challenges is an extreme sensitivity to initial conditions, unknown or underspecified physical models (particularly in the case of turbulent or chaotic
flows) and many flows of interest being inherently unstable with fine-scale
perturbations producing large-scale, long-lasting flow features.
Fluid capture has the potential to sidestep many of these issues by directly imaging the flow of interest. This avoids many of the issues related
to flow modeling since all relevant physics is necessarily present in the flow.
Imaging has a long history in experimental fluids, ranging from simple photographs to Schlieren imaging to flash X-ray and optical tomography but is
accompanied by its own set of challenges: namely capturing enough data, at
sufficient resolution with an imaging mode that is capable of measuring or
inferring useful information about the flow. Chapter 3 builds upon previous
work in fluid capture by introducing a practical method for fluid reconstruction that allows priors to be introduced into the reconstruction problem to
allow better reconstructions to be inferred from relatively few views of a
flow. This directly helps to address the issue of the cost and complexity of
fluid capture hardware, one of the main limiting factors in fluid imaging.
Chapter 4 takes the stochastic reconstruction algorithm and applies it to
a new application, image deblurring, to show that the stochastic approach
can be adapted to other areas. Numerous priors (including several new priors) are implemented in the stochastic framework and are shown to produce
state-of-the-art results when regularizing deblurring problems. The extension to deblurring addresses several issues that are commonly encountered in
real-world deconvolution and deblurring, specifically spatially varying blurs,
a lack of reliable measurements near image boundaries and at saturated
measurements as well as difficulties in incorporating prior expectations on
3
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the solution in an efficient and straightforward manner.
Chapter 5 then returns to the subject of fluid scanning, building on the
results from Chapter 3 by estimating dense volumetric velocity fields from
tomographically reconstructed concentration fields. This produces the first,
to my knowledge, fully passive volumetric captures of unstable 3D fluid flows
including not only concentration distributions but plausible velocity fields
estimates as well. The algorithm employed to do this draws on a previously
unexplored relationship between pressure-projection used in incompressible
fluid simulation and proximal operators used in convex optimization. This
relationship is exploited to show that several imaging inverse problems have
analogues in fluid dynamics, with the resulting algorithms blurring the lines
between forward simulation and inverse problems in fluids.
The method and results in Chapter 5 represent a significant advance
in passive fluid capture. Results are presented for simulations initialized
from the fluid states (concentration and velocity fields) computed from passively imaged fluids. These simulations reproduce many salient features of
the captured flows, implying that the states inferred from both the tomographic captures of Chapter 3 and velocities estimated in Chapter 5 have
some physical validity, in spite of being obtained from highly incomplete
data. I attribute this in large part to the inclusion of sparsity priors in the
tomography problem and to the coupling of simulation and velocity estimation and feel that this connection can be exploited further by applying
convex optimization techniques to a variety of fluids problems.
The thesis concludes with some closing remarks in Chapter 6 including
some speculation on avenues for future work and improvements.

4

Chapter 2

Background and Related
Work
Inverse problems are the process of inferring the state of a system given a
set of measurements obtained from the system and a mathematical forward
model that models the system. Inverse problems arise in a number of different areas ranging from photography to oil-exploration to medical imaging
and are consequently important topics of research.
In the applications considered by this thesis, the system state, p, is the
weight vector for a discretization of a scalar or vector field, p(~x), defined over
a domain, Ω. The measurements are a set of discrete values, q, obtained,
for example, as the pixel values in a digital photograph. The measurements
themselves may or may not represent physical fields. The forward model,
F , is a vector-valued function that maps the system state to the measurements as in Equation 2.1, effectively acting as a simulation of the physical
measurement process.
q = F (p)
(2.1)
The inverse problem associated with Equation 2.1 attempts to determine the
inverse of the forward model, F , and apply it to the known measurements,
q, in order to obtain an estimate of the unknown solution state, p, as in
Equation 2.2.
p ≈ F −1 (q)
(2.2)
Generally the process of inverting the forward model can be performed only
approximately. There are several reasons why this can occur including:
• The number of independent measurements is often smaller than the
number of unknowns in the system. This makes the system of equations under-determined so that the inverse of F does not exist.
• The forward model may be known only approximately, e.g. due to
calibration error causing the system of equations to be inconsistent.
• The forward model is not deterministic, e.g. sensors capturing measurements may introduce noise to the measurements.
5
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All three of these issues may affect measurements taken from a given physical system and may interact in undesirable ways. For instance, when the
system is under-determined there may be many system states that will exactly reproduce the measurements but very few that represent a realistic
physical configuration. Further introducing noise to the measurements can
subsequently result in solutions that exactly satisfy the forward model in
Equation 2.1 but have severe, non-physical artefacts.
In order to obtain reasonable estimates of the unknown state, it is common to require that the system state only reproduce the measurements to
reasonable accuracy while remaining plausible. Plausible, in this case, means
that the solution has certain properties that are expected based on the system being measured. These may include expectations such as smoothness
or some form of simplicity. A common way to modify Equation 2.2 in order
to include these properties is to restate the problem as finding the minimizer
of the weighted sum of a data term that penalizes error in reproducing the
observed measurements with a prior or regularizer function, Γ(p), that penalizes deviation from expected solution properties. This alteration is shown
in Equation 2.3 for the very common least-squares data term that is used
for the applications in this thesis:
1
p∗ = arg min kq − F (p)k22 + γΓ(p)
p
|2
{z
} | {z }
prior
data term

(2.3)

Much of the difficulty in solving inverse problems concerns choosing a prior
function, Γ(p), that restricts the solutions to a set of physically plausible
configurations while keeping the optimization problem from Equation 2.3
tractable. The choice is often application specific, with some priors outperforming others in certain areas. Unfortunately, many of the most effective
choices of prior alter the mathematical structure of Equation 2.3 to make
it more difficult to solve. As a result, new priors frequently require custom
solvers to be derived in order to efficiently minimize Equation 2.3, although
in recent years effective solvers for some common classes of priors have become available.
In the remainder of this chapter, Section 2.1 introduces the three applications considered in this thesis: reconstruction of mixing fluids, deblurring
of images and fluid velocity estimation. These are all expressed as inverse
problems in the form of Equation 2.3. Section 2.2 then describes some prior
classes that are commonly used when solving inverse problems, the difficulties that are encountered when optimizing for them and relates these to
6
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previous work in each of the applications. Section 2.3 concludes with a selection of commonly used methods for solving inverse problems, including
specialized methods that have been adapted for specific prior classes.

2.1

Classes of Inverse Problem

The following sections introduce the three inverse problems considered in
this thesis. All three can be framed in the form of Equation 2.3 but have
domain-specific features that must be considered. Discussion of the priors
and optimization approaches that are used for each problem type is deferred
to Section 2.2 which discusses the priors and Section 2.3 where solution
methods are introduced.

2.1.1

Tomographic Reconstruction

The first of the three applications considered is the reconstruction of mixing
fluids from multiview video. For restricted classes of fluids this can be framed
as a computed tomography (CT) problem. Tomography is the process of
inferring the content of a scene from lower-dimensional projections of that
scene and is used extensively in medical imaging, geophysical imaging and
more recently, in computer graphics. Different applications can have different forward models, common examples include x-ray attenuation in medical
CT [140, 93], detection of decay of radioisotopes in medical position emission tomography [141, 9], per-path electrical conductivity effects [20, 41, 79],
per-path discrepancies in seismic measurements [119, 62, 27] and doppler
tomography [40, 155]. Seismic and doppler tomography are particularly
interesting as they have imaging modes that can recover structure and/or
velocity data, although they have restrictive application domains.
One of the primary ways in which these applications differ is in how a
signal is propagated through the imaged medium. This is related to the
underlying physics being exploited for imaging purposes.
For idealized x-ray tomography, x-rays travel in straight paths from an
x-ray source to any one of a set of x-ray detectors oriented at multiple
angles (see Figure 2.1), losing energy proportional to the spatially varying
attenuation coefficient of the imaged scene. This same principle is used in an
optical setting in Chapter 3 to image fluids where, under fairly reasonable
assumptions, ray paths are also straight lines and attenuating (or emissive)
image formation also apply.
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(a) acquisition

(b) measurement formation

Figure 2.1: Computed tomography forward model. Left: X-rays travel along
straight ray paths from a source (not pictured) to sets of detectors oriented
at multiple angles that measure projections of the subject. Right: Each
measurement is a line integral over the unknown solution.

Tomographic Image Formation Model
The image formation model for x-ray tomography consists of an x-ray
source which emits x-rays at unit intensity towards the object to be imaged,
after which is placed a set of x-ray detectors. Each of the detectors records
one component, qi , of the measurement vector, q. Assuming an ideal attenuating image formation model with no scattering, the intensity measured at
each detector can be modelled by the Beer-Lambert equations:
−

qi = e

R
Ωi

p(~
x)dΩi

(2.4)

where Ωi is the straight ray-path between the source and the ith detector
and p(~x) is the spatially varying attenuation coefficient for the domain, see
Figure 2.1. A linear image formation model for the measurement qi can be
recovered by taking the log of both sides of Equation 2.4 to get Equation 2.5,
which relates the measurement qi to the attenuation coefficient.
Z
p(~x)dΩi = − log qi
(2.5)
Ωi

Discretizing the attenuation coefficient, p(~x), on a voxel or pixel basis allows
the log of each measurement qi to be expressed as a linear combination of
8
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unknown values pj as in Equation 2.6:
X
fi,j pj = − log qi

(2.6)

j

Many such measurements can then be stacked into a linear system to form
a linear forward model q0 = Fp by defining q0 = − log q. Seeking a solution that minimizes the squared errors in reproducing the measurements
subject to a prior (discussed in Section 2.2) then allows the the tomographic
reconstruction problem to be posed as the minimization problem shown in
Equation 2.7.
1
p∗ = arg min kq0 − Fpk22 + γΓ(p)
(2.7)
2
p
Assuming that the prior function, Γ, is convex, finding the p∗ that minimizes
Equation 2.7 gives an approximation to the spatially varying attenuation coefficient field p(~x) that best balances reproducing the observed measurement
vector q with the prior expectations on the solution properties imposed by
the regularization function Γ. Implicit in this formulation are assumptions
that the image is formed by pure attenuation with no scattering, that the
ray paths Ωi for each measurement qi are known accurately and that the
choice of discretization of p(~x) is appropriate. These are all potential sources
of error that can contribute to non-physical artefacts. Such artefacts are ideally suppressed by the prior, although it is often the case that the prior also
involves assumptions that may not be satisfied perfectly for a given scene.
It possible to slightly modify Equation 2.7 to function with purely emissive domains where light is emitted isotropically based on a spatially varying
emissivity coefficient. In the purely emissive case, instead of following the
Beer-Lambert law from Equation 2.4, each measurement qi is formed by the
ray-integral of p(~x) (now representing a spatially varying emissivity) along
the ray Ωi , as in Equation 2.8.
Z
qi =
p(~x)dΩi
(2.8)
Ωi

Equation 2.8 is linear, so discretization and stacking of the equations for
multiple measurements can be performed to obtain an identical result as
Equation 2.7, except with q0 replaced by q.

9
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Properties of Tomography Problems
Neglecting the prior, the minimization in Equation 2.7 appears straightforward since it is a simple linear-least-squares problem. In spite of this,
there are a few challenging aspects of tomography problems.

(a) PDE discretization

(b) tomography

Figure 2.2: Discretization stencil of tomography problems. Tomography
results in much denser systems than discretizations of partial differential
equations. Left: Each equation in a PDE typically has a fixed small number
of non-zero entries, √
e.g. the Laplace stencil shown. Right:
√ In contrast,
tomography uses O( N ) non-zeros per row in 2D and O( 3 N ) non-zeros
per row in 3D.
The first is the scale of the problem. Each measurement in q is obtained
by the ray-integral of the unknown solution, p(~x), over the ray Ωi corresponding to the measurement. Although the data matrix is sparse (since
each unknown pj does not interact with every measurement qi ) if a 2D
domain √
Ω is discretized with N voxels each row of the data matrix Fi will
have O( N ) entries, as shown in Figure 2.2. Even very coarse discretizations with only 100 or so mesh divisions per axis lead to each row of the
data matrix having several hundred non-zero components. The data matrix
for such a discretization can easily reach tens of gigabytes, depending on the
number of measurements.
This contrasts strongly with discretizations of partial differential equa10
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tions (PDEs) that, on uniform grids, generally have a stencil with size independent of the mesh resolution. The significantly higher storage required
for the systems produced by tomography problems means that tomography problems must generally be solved with matrix-free methods. This
restriction limits preconditioning strategies and solver choices. A number of
matrix-free methods are discussed in Section 2.3.
However, for some applications such as medical CT, the data collection
can be performed in structured manner that allows highly efficient solvers
to be used. In particular, medical CT usually acquires (or rearranges and
resamples) data as one-dimensional orthogonal projections of individual two
dimensional slices. When data is captured in this manner, a single large-scale
3D problem is reduced to a collection of much smaller 2D sub-problems. Fast
solvers based on the Fourier slice theorem can then be used (see Section 2.3)
to solve each of these sub-problems independently.
Order-of-magnitude estimates of the rank of the data matrix can be
computed based on the chosen discretization, number of images (angles)
recorded and resolution of each image. A 2D domain discretized into a
2562 image from which 1D projections that each contain 256 measurements
would consequently need 256 angles to have a unique minimizer of Equation 2.7. Since scan time, machine cost and radiation dose of the patient
(or all three) increase with number of angles it would seem reasonable to
increase the resolution of the imagers. This only works to a point since the
resulting measurements become increasingly linearly dependent so the rank
of the data matrix F may not increase proportionally to the resolution of the
sensors. This can be understood in an intuitive fashion when considering
that a single, arbitrarily high-resolution projection will not contain any information about the distribution of the solution along each ray even though
it may fully encode the frequency content perpendicular to the projection
axis. Consequently, tomography must balance the number of projections
with the resolution of the projections to maximize image quality.
There are strong time, economic and safety pressures with tomography that have spurred research into performing reconstructions from reduced numbers of angles [51, 22, 60, 32, 31], with restricted regions of interest [165, 162, 163, 49] or with reduced radiation dosage [116, 154, 160, 105].
These have arisen in the context of non-destructive testing, where physical
constraints prevent all angles from being acquired, and in medical settings
where concern over radiation doses associated with medical imaging has increased. This research has recently been largely focused on the role of the
priors Γ in obtaining good reconstructions from limited data and is discussed
in Section 2.2.
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Visible Light Computed Tomography
The image formation model for either attenuating or emissive CT also
applies for light in the visible spectrum. This allows data to be captured
with consumer cameras after geometric calibration of the ray paths, Ωi , and
radiometric calibration of the camera response curves. Unfortunately it is
not possible to collect data with orthographic projections in this case without expensive collimation optics or very long baselines. Since the measurement rays define a frustum (Figure 2.3), it is also not possible to resample
captured data into approximately orthographic projections. Consequently,
visible light tomography generally cannot use solvers based on the Fourier
slice theorem. Furthermore, consumer cameras tend to be relatively expensive and capture at high-resolution. This often leads to the wrong balance
between number of projections and projection resolution needed to maximize image quality. Often there are less than two dozen cameras, each at
megapixel or higher resolution.

Figure 2.3: Visible light tomography setup. Capturing visible light tomography datasets with perspective cameras prevents resampling into orthographic projections due to convergence of ray paths in two axes (left) and
interactions of multiple cameras (right). This is unlike the fan-beam methods for slice-based 2D tomography, e.g. as described in [93]
.
In spite of this, visible light tomography has been applied to a number of
graphically relevant cases, including scanning of transparent objects [149],
flames [84] and refractive transparent gas flows [8], where it offers the possibility to reconstruct dynamic phenomena with rapidly changing topology.
Such phenomena are challenging to interpret from individual projections
alone.
12
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Recent research into priors and associated solvers has started to make
high-quality reconstructions possible from visible light tomography setups.
These often have 20 or fewer cameras and can be under-determined by factors of ten or more.

2.1.2

Image Deblurring

The second application considered in this thesis is image deblurring & deconvolution. These are closely related inverse problems that occur frequently
in imaging. Deconvolution models the formation of a blurry image in an
optical system as the convolution of a sharp intrinsic image by a spatially
invariant blur kernel, see Figure 2.4. Deblurring is similar, but allows the
blur kernel to vary in space due to optical variations/aberrations and scene
depth.

Figure 2.4: The deconvolution imaging model expresses the formation of a
blurry measured image as the convolution of a blur kernel, representing the
capture optics, with a sharp intrinsic image.
In the non-blind deconvolution problem, the goal is to recover an estimate
of the sharp intrinsic image given the blurry image and blur kernel. The blind
deconvolution problem seeks an estimate of the sharp image and blur-kernel
given only the blurry image. The method presented in Chapter 4 directly
applies only to the non-blind. However, methods for blind deconvolution
often alternate between kernel estimation and non-blind deconvolution, so
the method has applications in both problems.
Like tomography, deblurring occurs in a number of different contexts,
including microscopy [111, 142, 139, 55], astronomy [138, 87, 45, 130], photography [102, 30, 101, 143] or anywhere that a signal is measured but is
13
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corrupted by a known (or calibrated/assumed) filter.
Image Formation Model
Denoting the known, spatially invariant blur-kernel as f , the measured
blurry image by q and the sharp intrinsic image to be estimated as p, the
forward model for deconvolution is simply convolution of the intrinsic image
by the filter, as shown in Equation 2.9.
q = f ⊗p

(2.9)

Using this definition, it is possible to write the objective function for the deconvolution problem as Equation 2.10 by introducing a least-squares penalty
on the forward model and adding a prior function Γ.
1
p∗ = arg min kq − f ⊗pk22 + γΓ(p)
2
p

(2.10)

Since convolution is a linear operation, it is possible to rewrite Equation 2.10
by expressing the blur kernel, f , as a Toeplitz matrix, F. This is shown in
Equation 2.11.
1
p∗ = arg min kq − Fpk22 + γΓ(p)
(2.11)
2
p
Equation 2.11 is equivalent to Equation 2.10 except that the images q and
p are now interpreted as vectors. This is the same form as the general form
in Equation 2.3, except the data term is linear as in the tomography case.
Equation 2.11 is also the form that is used for deblurring problems except
that F is no longer a Toeplitz matrix since its coefficients and zero-pattern
vary with the blur kernel.
Properties of Deconvolution/Deblurring Problems
The sparsity of the blur operation in deconvolution depends on the physical size of the optical point-spread function relative to the pixel pitch of the
sensor. Images captured at high resolution with large blurs can consequently
lead to systems with comparable density as tomography, e.g. a 20 × 20 pixel
blur kernel leads to 400 non-zero entries per row of F. Consequently, like
tomography, deconvolution tends to use matrix-free solvers, except for very
small problem instances.
The quality of intrinsic image estimates, p, that can be obtained in
deconvolution depends largely on the blur kernel, f . Better results are generally obtained when the blur kernel preserves some high-frequency content
14
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compared to those that behave like low-pass filters. Consequently, vastly
better reconstructions can usually be obtained from motion blur kernels,
which tend to average over curved paths, than equivalently sized defocus
blur kernels which average over areas. This can be attributed to the motion
blur kernels preserving more of the intrinsic image frequency content.
This is similar to the case of tomography, where it is desirable to balance
the number and resolution of projection images obtained in order to preserve
high-frequency content. Crude estimates of the rank of the system matrix
in deconvolution problems are more difficult to obtain since the number
of equations and unknowns is typically equal: deconvolution problems are
rank-deficient due to the blur kernel attenuating certain frequencies to zero
magnitude.
As in tomography, it is desirable to obtain high-quality reconstructions
even when cost or capture conditions are adverse. This has led to extensive
research into effective priors for reconstructing natural images that have
been corrupted by noise and blurs. These are reviewed in Section 2.2. Freely
available image databases (e.g. [156, 134, 57, 109]) and the general simplicity
of working with images has allowed this research to proceed very quickly.

2.1.3

Velocity Estimation

Computing the correspondences between pairs of images is a common task
in computer vision. Applications of correspondence estimation include photometric stereo reconstruction [61], navigation [167, 77] and feature tracking/matching [108, 95, 15] among others.
Optical flow is a common approach to computing image correspondences
that has seen considerable research over the past 30 years (e.g. [80, 13, 28,
29, 145]). Optical flow assumes that that there is a warping that can be
applied to one image in order to reproduce the second image to a good
approximation. This warping is related to the velocity of points in the scene
if the two images are taken from the same location but at different times.
This thesis refers to this problem as velocity estimation since Chapter 5
focuses on estimating the velocities of captured fluid concentration fields.
Forward Model
Velocity estimation has been approached in several different ways. A
very general statement of the problem under the constraint of constant
brightness [80] is shown in Equation 2.12 in which IA and IB are images of
the scene at different times tA & tB , ~u = [u(~x), v(~x)]T is the velocity field
15
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to be estimated and ~x is a spatial coordinate:


Z tB
IB (~x) − IA ~x −
~udt = 0

(2.12)

tA

Equation 2.12 should be satisfied for all spatial coordinates ~x but is nonlinear due to the warping in the second term. When only the final pixel
offsets that register one image with the other are required it is common
to approximate the path integral as ∆t~u, which simplifies Equation 2.12
substantially:
IB (~x) − IA (~x − ∆t~u) = 0
(2.13)
When velocities are small with respect to the pixel pitch, Equation 2.13 can
be simplified by linearizing IA with respect to ~u in Equation 2.13. This
results in a partial differential equation (PDE) form of optical flow, shown
in Equation 2.14
IB (~x) − IA (~x) + ∆t∇~x IA (~x)T ~u = 0

(2.14)

where ∇~x denotes the gradient of a field with respect to the spatial coordinate ~x. Discretizing the images IA , IB and the velocity field ~u on a pixel
basis then allows Equation 2.14 to be written for each pixel centre ~xi and
stacked as a linear system of equations.
I B − I A + ∆t [∇~x I A ] ~u = 0

(2.15)

Here the images have been redefined as their pixelized equivalents, [∇~x I A ] is
the sparse matrix defined by stacking the image spatial gradients as rows and
~u is the vector of pixel velocities. Defining the data matrix F = −∆t [∇~x I A ]
and q = I B − I A allows finding the discretized velocity field ~u∗ that best
satisfies Equation 2.15 for all pixels to be put into the familiar regularized
least-squares form from Sections 2.1.1 & 2.1.2 and is shown in Equation 2.16.
1
~u∗ = arg min kq − F~uk22 + γΓ(~u)
2
~
u

(2.16)

The one distinction of the minimization in Equation 2.16 is that the solved
variable ~u∗ is a discretization of a vector field rather than a scalar field.
This influences the choices and definition of the prior function Γ as will be
seen in Chapter 5 but is otherwise a trivial change. The rank of optical
flow problems is also affected: in 2D, each pixel has two degrees of freedom
(velocity components), but only one equation. This increases dependence
on the prior to obtain good solutions.
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Properties of Velocity Estimation Problems
When viewed in the context of machine vision, Equation 2.12 only holds
when the brightness of corresponding pixels in IA and IB is constant between
times tA and tB . This condition is referred to as the brightness constancy
assumption and can often be violated by changes in lighting, dynamic adjustment of camera settings and scene occlusions. Numerous methods have
been developed to work with scenes in which brightness constancy does not
hold as well as to improve robustness of variational optical flow methods, a
thorough evaluation is provided by [145].
On the other hand, when viewed from a fluids context, Equation 2.12
holds exactly for the physical case of pure advection of a scalar field. In
this case the linearization in Equation 2.14 is a discrete-time version of the
passive advection PDE (Equation 2.17) from the Navier-Stokes equations,
which models the transport of a passively advected scalar I over time.
∂I(~x)
= −∇~x I(~x) · ~u
∂t

(2.17)

Consequently, although the reduction to PDE form is due to simplifying
assumptions in the context of machine vision, it actually represents a discretization of the governing equations when considered from a fluids perspective.
The PDE in Equation 2.17 represents a forward model (simulation) for
evolution of passively advected quantities. However, the linearization introduced in Equation 2.16 only holds for motions smaller than the pixel pitch
since it is based on a Taylor expansion around each pixel. This limitation
is analogous to the Courant, Friedrichs and Lewy condition [48] for explicit
timestepping in forward simulation. This conditions requires that the difference scheme used to discretize the simulation contains the characteristic
lines of the PDE. For advection with a fixed velocity field, the characteristic lines are the velocity field itself so this sets a lower bound on the mesh
spacing for a given timestep or an upper bound on the timestep for a given
mesh spacing.
In forward simulation this does not pose a problem, since the timestep
used in evolving the advected quantity can be arbitrarily chosen to meet this
requirement. However this restriction is quite limiting for velocity estimation
since frames are typically provided at a fixed timestep but have motions
significantly larger than the pixel pitch. A common solution is to use a scale
space that estimates motions from coarse to fine scales on down-sampled
17

2.2. Prior Classes
versions of the input images. Working on down-sampled images allows the
motions computed at a given scale to be kept smaller than the pixel pitch.
Motions estimated at coarse scales are then used to warp the images at the
next finest scale. A common example of such a method is [113] which allows
large motions to be recovered while representing each individual scale as a
linear inverse problem.
Finally, the data term used in PDE based optical flow is only able to
estimate motion when the dot product of the image intensity gradient with
the velocity field is non-zero. This means that there must be image gradient
components in the direction of the velocity vector otherwise the corresponding row contributes no information to the velocity estimation problem.
This behaviour means that velocity estimations problems are usually
highly under-determined since the input images, IA and IB , often have only
isolated regions of texture at material/occlusion boundaries. As a result, the
data term only constrains the flow vectors in the vicinity of image edges and
strong texture while providing no information in other areas. This problem
is commonly addressed through the prior, Γ, introduced in Equation 2.16
which serves to interpolate and extrapolate velocities from textured regions
to untextured ones.
Consequently, velocity estimation problems are under-determined in a
content-dependent fashion. This is one of the features that distinguishes
them from other inverse problems. In both tomography and deconvolution
the matrix, F, is not influenced by the values of the measurements. Deblurring with spatially varying blur-kernels, however, is another example of a
content dependent problem since the blur kernel can have a dependence on
the scene depth.
Another way that velocity estimation differs from tomography or deconvolution problems is that the data matrix, F, is typically very sparse.
Since the forward model is simply a discretization of a PDE (Equation 2.17),
the number of non-zeros per row is constant and independent of resolution.
This means that it is often not necessary to use matrix-free solvers and that
sophisticated linear solvers can be applied.

2.2

Prior Classes

The three inverse problems introduced in Sections 2.1.1-2.1.3 all have forward models that can be represented (at least within a scale) as the product
of a data matrix, F, with the unknowns, p. Since they are all generally
under-determined and may have calibration errors or noisy measurements,
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solutions are only required to reproduce the measurements in a least-squares
sense (via the data-term) subject to assumptions on the solution properties.
These properties are enforced via the prior or regularizer function, Γ(p).
This leads to the minimization problem shown in Equation 2.18.
1
p∗ = arg min kq − Fpk22 + γΓ(p)
p
|2
{z
} | {z }
prior
data term

(2.18)

Section 2.1 defined the data-term for the three problem classes but did not
discuss the prior function Γ. This section does the reverse, concentrating on
different types of priors that can be applied under the assumption that the
data term is defined as in Equation 2.18.
Typically the definition of the prior involves penalizing variation of the
solution from classes of solutions with specific properties. These properties
can include smoothness, having values within a physically realizable range
(e.g. having non-negative emissivity), possessing certain statistics or simply
being a member of a set of valid configurations. Each of these properties
must be described mathematically in order to define the prior function, Γ,
and it is common for priors to change the mathematical structure of the
problem. Depending on the prior, the resulting objective function can be
non-smooth, non-convex or even discontinuous. The altered structure makes
the resulting minimization in Equation 2.18 more difficult to solve and this
is generally the main challenge encountered in solving inverse problems.
Often customized solvers need to be developed for specific prior classes,
some examples are discussed more in Section 2.3.
One particularly useful family of prior functions involves applying a cost
function or loss function, C, to the product of a linear operator, G, with the
estimated solution p. The cost function takes a vector argument (the product Gp) and produces a scalar indicating how undesirable or implausible
the current solution configuration is. The resulting regularizer is defined in
Equation 2.19.
Γ(p) = C(Gp)
(2.19)
The family of regularizers defined by Equation 2.19 includes some of the
most widely used and most successful priors for inverse problems. Different
choices of the cost function C and prior matrix G imply different assumptions
on the solution properties. This section reviews several common examples
from this class of priors.
When the unknown solution is a vector field (e.g. in optical flow when
solving for velocity field ~u), priors are frequently applied independently to
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each vector field component. In other cases, the prior couples components
of the vector field together, allowing information from one component to be
incorporated into the others.

2.2.1

L2 Priors

When the cost function in Equation 2.19 is chosen to be the 2-norm the
prior acts as a Tikhonov regularizer for the data term in Equation 2.18.
The resulting prior (Equation 2.20) penalizes the squared Euclidean length
of the product Gp. This disproportionately penalizes solutions that produce
large components of Gp.
Γ(p) = kGpk22
(2.20)
The advantage of choosing priors in this form is that the optimal solution,
p∗ , to Equation 2.18 can be written in closed form by setting the gradient
of Equation 2.18 to zero and simplifying to obtain Equation 2.21.
−1 T
p∗ = FT F + 2γGT G
F q
(2.21)
With minor assumptions on the data term and prior matrix G (specifically
strict convexity of Equation 2.18), p∗ is the unique minimizer of Equation 2.18 which can computed by solving a system of linear equations. This
makes L2 priors some of the easiest to incorporate into an inverse problem since the resulting objective functions are smooth and convex quadratic
forms that can be solved using standard methods. Different choices of the
prior matrix, G, imply different assumptions about the solution which are
discussed below.
Minimum-norm solutions
Choosing G = I, where I is the identity matrix, penalizes the squared
Euclidean length of the solution vector, resulting in Equation 2.22.
Γ(p) = kpk22

(2.22)

Equation 2.22 is a classic form of Tikhonov regularization that is commonly
used for under-determined linear systems. In looking for a minimum 2norm solution, this prior seeks solutions that favour many low-amplitude
components over those having large components. This is known as ridgeregression when applied to model fitting [72].
A disadvantage of this particular prior on imaging problems is that unless
the solution is expressed in a basis with spatial structure (e.g. the Fourier
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or wavelet bases), pixel values are treated independently so low-magnitude
but noisy solutions may still result. However, one useful example is in fluid
velocity estimation, where (assuming constant density flows) minimum 2norm solutions correspond to solutions with minimum kinetic energy.
Smooth solutions
Choosing G = ∇~x , where ∇~x is a matrix that computes per-pixel spatial
gradients, penalizes solutions with high-gradients and is referred to as an L2
smoothness prior. The prior function is shown in Equation 2.23.
Γ(p) = k∇~x pk22
= pT ∇~Tx ∇~x p
= pT ∇~2x p

(2.23)

A minimum of Equation 2.23 can be found by setting its gradient to zero,
which produces the Laplace equation, ∇~2x p = 0. Optimal solutions with respect to the prior consequently satisfy the Laplace equation, which implies
smoothness. It is worth noting that this is at best a heuristic: many smooth
solutions may not satisfy the Laplace equation and there is little reason to
suspect that the solution to an arbitrary inverse problem should. Again,
an exception of sorts occurs for estimating the velocity of fluids, where viscous effects are modelled by the Laplace operator applied to each velocity
component.
When solutions are expected to be even smoother than what results from
Equation 2.23, the prior function can be defined to penalize the 2-norm of
the second derivatives of the solution. This results in an L2 curvature prior,
shown in Equation 2.24.
Γ(p) = k∇~2x pk22
(2.24)
The smoothness priors in Equation 2.23 & 2.24 are effective for suppressing high-frequency oscillations in the solutions and are particularly useful
when the unknown solution is expected to be smooth. Variants of smoothness priors have been used in microscopy [127], tomography [81, 82], deconvolution [99, 42, 90] and in optical flow, where using the prior shown in
Equation 2.23 in a PDE optical flow formulation results in the ubiquitous
Horn-Schunk method [80].
The disadvantage of using L2 priors when the solution is not expected to
be smooth (or only piecewise smooth) is that although they can effectively
filter high-frequency artefacts they strongly penalize areas where the solution
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is non-smooth. This often manifests as low-frequency ringing or blurring
artefacts near (what should be) discontinuities. This limitation has led to
interest in so-called sparse priors which are able to handle piecewise smooth
solutions more naturally.

2.2.2

L1 Priors

A limitation of the L2 smoothness priors discussed in the previous section
is that they tend to over-smooth sharp features in reconstructed images.
There is strong interest in priors that regularize inverse problems by imposing smoothness or simplicity assumptions but which also preserve discontinuities. The reason for this is that discontinuites play a major role in
the structure and appearance of medical images, photos and motions, where
they distinguish tissue/material types and object boundaries.
Such priors are often referred to as sparse which indicates that the solution, when represented in a suitable basis, consists of predominately zero
components with only a small subset of non-zero components. Incorporating sparsity as a constraint is challenging since it requires minimizing the
number of non-zero entries (the 0-norm) in the solution vector. This results
in a NP-hard combinatorial optimization problem that can only be solved
by exhaustive search in the general case [35].
However it has been empirically known for several decades that using
the 1-norm as a cost function results in sparser solutions than the 2-norm,
but results in a continuous and convex optimization unlike the 0-norm. Results from compressed sensing have subsequently shown that exact solutions
to under-determined inverse problems can be found when the solutions are
known a priori to be sparse in some basis and measurement is performed
suitably [34], i.e. solutions that solve the 0-norm problem exactly without
resorting to exhaustive search in specific cases. These results have been
extended to include certain inverse problems regularized by total variation
priors (see below) as well [33, 118]. Unfortunately, the results rely on restrictive classes of sampling matrices that do not apply to the applications in
this thesis. Regardless, the use of L1 priors for improving reconstruction of
discontinuities has been well established. Minimizers of identical objective
functions can be interpreted as MAP solution estimates under the assumption that solution components follow a Laplace distribution, see e.g. [121].
The definition of sparsity is often relaxed somewhat to include sparsely
distributed image gradients or curvatures, i.e. that images are piecewise
constant or linear, respectively. An example of this is ROF or total-variation
denoising [131], which minimizes the sum of gradient magnitudes, rather
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than the sum of squared gradient magnitudes (the L2 smoothness prior), in
order to faithfully reproduce sharp edges.
The first of the sparsity inducing priors considered are L1 priors of the
form in Equation 2.25. These choose the loss function as the 1-norm of the
product Gp. By using the 1-norm, these priors decrease the penalty incurred
by large solution components compared with the 2-norm and consequently
favours solutions where the product Gp is sparse, meaning that Gp has a
relatively small number of non-zero components.
Γ(p) = kGpk1

(2.25)

The advantage of using L1 priors is that they encourage sparser solutions
than the L2 priors from Section 2.2.1 but unlike the zero norm loss function
the prior functions themselves are continuous and convex. When combined
with an appropriate convex data term (such as the least-squares data term
from Equation 2.18), this results in a convex objective function with a single
global minimum. Such functions are preferred over non-convex functions
since it removes the possibility of the optimization algorithm becoming stuck
in a local minimum of the function.
However the disadvantage of using L1 priors is that the the resulting
problems are significantly more difficult to solve than problems regularized
with the smooth and quadratic L2 priors. Only recently have efficient solvers
been developed for general classes of L1 priors, some are discussed in Section 2.3.
As in the case for the L2 priors in Section 2.2.1, the choice of G affects
what the corresponding assumptions are on the solution. Some common
choices for the prior matrix G are described below.
Minimum 1-Norm Solutions
Choosing G = I results in the prior shown in Equation 2.26. The combined problem of the minimization in Equation 2.18 with the prior defined
by Equation 2.26 is commonly referred to as basis-pursuit denoising when
used in an inverse problem context [39] or, in a slightly modified but equivalent form, as a LASSO (least absolute shrinkage and selection operator)
problem [72] when used for sparse regression.
Γ(p) = kpk1

(2.26)

When solving inverse problems, defining the prior as in Equation 2.26 is
most common when the solution is represented in an orthogonal basis where
23

2.2. Prior Classes
sparsity corresponds to some idea of simplicity. Some examples include the
Fourier or wavelet bases [50]. Even when the solution is not represented in
a sparse basis, it is possible to modify the data term by defining the data
matrix as the product F = F0 B, where B transforms from the sparse basis
to the frame in which the data term is most naturally defined and F0 is the
original data matrix [16].
Sparse Derivatives & Curvatures
Analogous priors to the L2 smoothness and curvature priors in Equations 2.23 & 2.24 can also be defined for the 1-norm as shown in Equation 2.27 and 2.28. As before, these penalize solution gradients and second
derivatives, except that the penalty on regions of high-gradient or curvature
is reduced relative to the L2 priors. Since solutions with sparse gradients are
obtained, these priors favour piecewise constant or smooth solutions with
mostly zero gradients or curvatures, respectively.
Γ(p) = k∇~x pk1

(2.27)

k∇~2x pk1

(2.28)

Γ(p) =
Total Variation Prior

A closely related prior to the sparse derivatives prior is the total variation (TV), defined in Equation 2.29 for the discrete setting by denoting the
spatial solution gradient vector at pixel i as ∇~x i p.
X
Γ(p) =
k∇~x i pk2
(2.29)
i

The total variation prior is an isotropic variant of the sparse derivatives
prior that has the advantage of reducing blocky artefacts in reconstructions
since it is rotationally invariant. This change means that it no longer fits
the form Γ(p) = kGpk1 , however the resulting prior is convex and can be
solved for efficiently, e.g. as in [37].
The total-variation prior has seen widespread use in inverse problems
(e.g. [153, 38, 120, 28, 166, 37]) for its ability to reconstruct solutions that
are piecewise constant. This important class of images can include images consisting of discrete tissues types in medical imaging or the motion
of individual objects in optical flow. It is often used in deconvolution and
deblurring as well, where images tend to be piecewise smooth.
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However, in some cases the distribution of gradients produced by the
total-variation prior from Equation 2.29 or from the class defined by Equation 2.25 is not as sparse as what is observed in real-world data. The statistics of natural images shows this to be true for deblurring/deconvolution
and has motivated the development of priors that encourage even sparser
distributions of gradients and curvatures.

2.2.3

Non-Convex Priors

Sparser distributions than can be obtained from an L1 loss function can be
obtained by looking for sparser penalties than the 1-norm. Such penalties
are often referred to as fractional norms although they don’t satisfy the
triangle inequality.
P
A common example of a sparser cost function is C(v) = j |vj |α . Denoting the j’th row of G by Gj and choosing α ∈ [0, 1), this leads to the
prior in Equation 2.30.
X
Γ(p) =
|Gj · p|α
(2.30)
j

Choosing α > 0 results in a continuous, but non-smooth and non-convex
problem while choosing α = 0 results in an NP-hard combinatorial problem
that is rarely used in practice, although it is sometimes approximated via
reweighting schemes [35].
The advantages of the non-convex priors is that they can theoretically
provide sparser gradient distributions than L1 priors [101]. A major disadvantage is that the problems are no longer convex, so solution algorithms
can become stuck in local minima of the objective function, or, in the case
of the L0 loss function, require exhaustive enumeration to solve in the general case. This also makes them more sensitive to starting conditions and
parameter selection than other methods.
In spite of the difficulties, non-convex priors have seen widespread use in
denoising, where the statistical distribution of gradients in so-called natural
images are sparser than those produced by L1 priors. Sparser priors have
consequently been used in deblurring and deconvolution, where they are
intended to effect a compromise between improving the mathematical model
of the problem while remaining solvable in practice.
Non-convex sparse gradients priors are widely used in image deconvolution, e.g. [107, 101, 91, 106], since the exponent α can be tuned to the
distribution of gradients observed in natural images. In some cases, such
as [101], these can be motivated as MAP estimates of an imaging model
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that introduces Gaussian-distributed errors with prior assumption that image gradients follow a hyper-Laplacian distribution.

2.2.4

Other Prior Classes

The priors presented so far in this section have been fairly simple in the
sense that they impose common assumptions, such as solutions being lowmagnitude, (piecewise) smooth or being sparse. However it is often possible
to incorporate additional information about the system into the reconstruction process in the form of additional priors and, by doing so, obtain improved results.
Some examples of this include introducing priors that couple image channels together to compensate for chromatic blur kernels [76] or that regularize
images in a gamma-corrected space since images are often captured in a linear space but only viewed once gamma corrected [66].
Other priors make higher level assumptions about content than simply
assuming statistical distributions of the solution. This can include assuming
that images have only a finite set of colors either globally [66] or locally [91].
More common recently is to attempt to learn models from images and then
penalize deviation from these models [43, 88, 96]. Still other priors can be
generalized to restricting the solution to a set of admissible solutions with
zero penalty and inadmissible solutions with infinite penalty. This penalty
function is discontinous but specialized methods for solving it are discussed
in Section 2.3 and then applied in Chapter 5 to the problem of fluid velocity
estimation.
Introducing more detailed assumptions can frequently improve the quality of reconstructions, however the priors that result from these assumptions
may be any combination of non-convex, non-smooth and discontinuous. This
often means that incorporating a new prior involves developing an entirely
new solver designed specifically to optimize for the resulting objective function.
The stochastic method used in Chapters 3 and 4 is intended to simplify
this process, allowing priors to be tested in a common framework before
investing the effort of developing customized solvers.

2.3

Solution Methods

Section 2.2 introduced several common prior classes that are used to regularize inverse problems. However, it did not discuss how the resulting
optimization problems are solved, except to state that it is often required
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that the solvers be matrix-free due to the scale of typical imaging problems.
This is extremely important for tomography and deconvolution/deblurring
where, if the system were stored explicitly as a sparse matrix, each of the
(typically several million rows) can have several hundred non-zeros. The
scale of such systems precludes many traditional linear-algebra approaches
such as direct solvers or factorization-based preconditioners on consumer
computers.
Solution methods can generally be grouped into algorithms for smooth
objective functions which are discussed in Section 2.3.1 and those for nonsmooth objective functions, introduced in Section 2.3.2.

2.3.1

Smooth Methods

Standard methods from optimization can be applied when the objective
function for a regularized inverse problem is smooth, provided that they
can operate in a matrix-free fashion. When the objective function is nonsmooth more sophisticated techniques must be used. However, in many
cases, methods designed for non-smooth objectives involve solving one or
more smooth sub-problems, each of which can use the methods from this
section.
In some cases, structure of the problem allows specialized methods to be
developed. These are similar to the spectral methods used to solve PDEs
with periodic boundary conditions, in that they are extremely efficient but
only apply in certain circumstances. Two such approaches are discussed in
Section 2.3.1, one for tomography (which unfortunately does not apply well
to graphics problems) and one for deconvolution that is further discussed in
Chapter 5.
In the discussion that follows, the regularized inverse problem from Equation 2.3 will be represented by a function E(p), defined in Equation 2.31.
1
E(p) = kq − Fpk22 + γΓ(p)
2

(2.31)

It is assumed, for the remainder of this section, that the prior is one of the
L2 priors discussed in Section 2.2.1 or is at least smooth and convex.
Gradient Descent and Related Methods
One of the simplest methods for minimizing a smooth function is gradient
descent. Given an objective function, E(p), taking a vector argument and
returning a scalar and denoting its gradient by ∇E(p), gradient descent
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consists of the steps shown in Listing 1 where k is an iteration index and τ
is a step size.
Algorithm 1 Gradient Desent
1:
2:
3:
4:
5:
6:
7:
8:

procedure GradientDescent( E, p(0) )
k←0
while k∇E(p(k) )k22 <  do
p(k+1) ← p(k) − τ (k) ∇E(p(k) )
k ←k+1
end while
return p(k)
end procedure

The choice of τ can either be set by a line search per iteration to minimize
the 1D auxillary function E(p(k−1) − τ ∇E(p(k−1) )), set statically based on
the Lipschitz constant of f or scheduled in accelerated gradients methods,
e.g. [16].
When the objective function in Equation 2.18 consists only of a leastsquares data-term E(p) = 12 kq − Fpk22 (i.e Γ(p) = 0 or γ = 0), the gradient
of the objective function is given by Equation 2.32:
∇E(p) = FT (q − Fp)

(2.32)

Gradient descent is often not used for standard optimization problems, such
as those involving PDEs, because it converges slowly. In spite of this it
is often applied, in various forms, to solving linear inverse problems since
i) the scale of the problems is such that more advanced methods are impractical, ii) uncertainty and systematic errors in the forward model mean
that solving beyond a modest level of accuracy is unnecessary and iii) due
to (ii) relatively few iterations of gradient descent are needed to reach this
level. Furthermore, the artefacts produced by gradient descent (e.g. streaks
in tomography or ringing in deconvolution) often have sufficiently different
structure from the underlying scene that the results can be still be interpreted even when solved without explicit regularization.
There are many variations on gradient descent that are commonly used
in inverse problems. Most involve performing gradient descent on subsets of
the measurements, with the differences lying primarily in how those subsets
are chosen. Stochastic gradient descent [21] performs gradient descent on
subsets of measurements (or single measurements) chosen uniformly at random. Each subset consequently provides an unbiased estimate of the true
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gradient so although individual steps may increase the objective the overall
method converges. Related methods improve convergence rates by incorporating a memory of previous gradient estimates [135] or by controlling the
error of gradient estimates as the optimization proceeds [136].
Related to stochastic gradient descent is the randomized Kaczmarz method
[144] which operates on the equation for single measurements chosen proportionally to the kFi k22 . This method is also known as the algebraic reconstruction technique (ART) in tomography. Performing weighted gradient descent
on subsets of measurements defined by each projection angle is known as the
simultaneous algebraic reconstruction technique (SART) [5]. An excellent
summary of such methods in the context of tomography is can be found
in [93].
Smooth priors can be easily incorporated into gradient descent solvers,
however L2 priors based upon spatial derivatives or curvatures (such as those
in Section 2.2.1) couple the data term to a PDE. This may make the combined problem harder to solve effectively with gradient descent. However,
when L2 priors are included, the combined problem in Equation 2.3 is usually convex. This allows quasi-Newton or conjugate gradient optimizations
to be performed.
(Quasi) Newton and Conjugate Gradient Methods
Limited memory quasi-Newton and conjugate gradient methods differ from
gradient descent by directly solving for a minimum of the objective function.
If the objective function is strictly convex (which is assumed via introducing
a suitable prior), this point is unique. When the prior is one of the L2 priors
introduced in Section 2.2.1, this corresponds to solving Equation 2.33.

∇E(p) = FT F + 2γGT G p − FT q = 0
(2.33)
Limited memory quasi-Newton methods solve this system by applying Newton’s method to an approximation to the Hessian matrix ∇2 E(p) (or inverse Hessian matrix) constructed in a matrix-free fashion at run-time using
a history of point-sampled gradient evaluations [159]. Conjugate gradient
methods use matrix-vector products with the parenthesized matrix in Equation 2.33 to solve in a Krylov subspace [133]. By representing these matrices
implicitly, e.g. by ray-tracing or convolution, these multiplications can be
performed without constructing or storing F or G.
This allows both methods to be applied in a matrix-free fashion and use
minimal storage but achieve much faster convergence than standard gradient descent. Consequently, L2 regularized inverse problems can be solved
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directly. These methods can also be used as the main computational blocks
for splitting and proximal methods, which are discussed in Section 2.3.2.
Specialized Fourier Methods
The structure of some inverse problems allows them to be solved extremely
efficiently in Fourier space. Deconvolution and tomography are two examples
that exploit the Fourier convolution theorem and the Fourier slice theorem,
respectively. These theorems allow Equation 2.31 to be expressed in Fourier
space and solved by pointwise operations. The solution can then be obtained by inverse Fourier transform. Similar ideas underlie the very popular
Filtered Backprojection Algorithm (FBP) [5] for tomography and Fourier
implementations of the classical Richarson Lucy algorithm [129] which is an
expectation maximization algorithm for deconvolution.
Several conditions must be met in order to apply these approaches, similar to the conditions required to apply spectral methods to solving partial
differential equations [36]. First the solution must be periodic. This is generally not a problem in tomography, where there is usually an ambient domain
with constant or known properties surrounding the subject. However, this
restriction can introduces artefacts near boundaries in deconvolution if not
handled correctly. A second restriction, in tomography, is that the input
data is obtained as, or resampled to, uniformly spaced orthographic projections. The perspective projections used in optical tomography generally do
not meet this restriction.
With suitable boundary handling, deconvolution can exploit Fourier
solvers provided the point spread function is spatially constant and that
any priors that are used can be expressed as convolutions. In this case, the
minimum for Equation 2.31 can can be found with Equation 2.34, where the
notation F(.) and F −1 (.) represent the forward and inverse Fourier transform, ∗ denotes the complex conjugate and all multiplication and division
is performed pointwise.


F(F)∗ F(q)
−1
p=F
(2.34)
F(F)∗ F(F) + γF(G)∗ F(G)
With known data and prior matrices, this can be implemented by transforming the measurements to the Fourier domain, performing some pointwise
operations and transforming the result back, giving asymptotic complexity
of O(n log n) in the number of pixels. However, Equation 2.34 can only be
applied when F and G represent convolutions and for L2 loss function on
the data term and prior.
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2.3.2

Non-Smooth Methods

Section 2.3.1 reviewed several optimization approaches for smooth objective
functions. These approaches work well for smooth functions, but poorly on
non-smooth functions since they are based upon Taylor expansion of the
objective function. In these cases, the Taylor expansion is a poor approximation to local function behaviour since gradients are not uniquely defined.
This means that methods designed for smooth functions usually converge
slowly if at all.
Non-differentiable objective functions, including the L1 norm, consequently pose a challenge. In spite of this, the theoretical properties of loss
functions like the L1 norm, with its robustness to outliers and noise, has
inspired considerably research into non-smooth optimization. A selection of
this is reviewed in the remaining sections of this chapter, starting with some
early methods and concluding with more modern methods.
Programming and Interior Point Methods
One of the most direct ways of solving L1 problems is to express them
as quadratic programs. Suppose the objective function E(p) is given by
Equation 2.35.
1
E(p) = kq − Fpk22 + γkpk1
(2.35)
2
This can be expressed as a quadratic program by splitting each unknown
−
±
into positive and negative components pi = p+
i − pi where pi ≥ 0, leading
to the quadratic program in Equation 2.36:
arg min
p+ ,p−

subject to

 

 p+
1
q − F −F
p−
2

2

+ γp+ + γp−
2

p+ ≥ 0
p− ≥ 0

(2.36)

Solutions to Equation 2.36 are clearly equivalent to solutions of the original
−
problem since if p+
i > 0, pi = 0 and vice versa. Otherwise the objective
−
function could be trivially decreased by subtracting min(p+
i , pi ) from both.
Other, much more general convex programming approaches exist for
solving a variety of non-smooth problems that are beyond the scope of this
review. These include second order cone programs and semi-definite programs [151]. Both the quadratic programming formulation described above
and these other approaches can be practically solved in polynomial time
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using interior-point methods and software is widely available, e.g. [63, 110,
147].
These approaches are very powerful but have several disadvantages.
Some of these include that they increase the number of unknowns or convert
an unconstrained problem into a constrained one. Another issue is that the
formulations tend to be specific to one class of problem or prior, making it
necessary to reformulate the problem when changing the prior. The last,
most severe, issue is that exploiting structure in the problems can be very
difficult. This makes scaling to very large problems challenging. Imaging
problems, which can have tens of millions of unknowns, often fall into this
class. The sheer scale of these problems and difficulties in solving them have
helped motivate the development of splitting and proximal methods, which
are discussed in the following section.
Splitting and Proximal Methods
One of the key difficulties in solving inverse problems with sparse priors is
that the priors alter the structure of the problem from a relatively straightforward smooth and convex problem to a much more challenging non-smooth
(and potentially non-convex problem). The previous section showed that the
non-smooth terms could be absorbed into a set of constraints, which can
be dealt with using quadratic, cone or semi-definite programming methods,
however the resulting problems do not scale well to the number of unknowns
common in imaging.
The splitting and proximal methods in this section avoid this by splitting
the difficult non-smooth problem into multiple coupled subproblems that are
solved in an alternating fashion. Fast solvers can then exploit structure in
each subproblem, since there is no requirement that each subproblem be
solved with the same method.
The splitting approach can be illustrated for the minimization of two
convex functions:
p = arg min f (p) + g(Gp)
(2.37)
p

This can be split into a constrained problem in two sets of unknown variables:
p, z = arg min

f (p) + g(z)

p,z

subject to

Gp = z

(2.38)

This splitting allows the alternating direction method of multipliers (ADMM)
to be applied. ADMM [23] is an augmented Lagrangian method that allows
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the optimization in Equation 2.38 to be solved iteratively as two coupled
subproblems and a (scaled) Lagrange multiplier update.
ρ
p(k+1) = arg min f (p) + kGp − z(k) + y(k) k22
(2.39)
2
p
ρ
z(k+1) = arg min g(z) + kGp(k+1) − z + y(k) k22
(2.40)
2
z
y(k+1) = y(k) + Gp(k+1) − z(k+1)

(2.41)

When f and g are convex, Equations 2.39-2.41 provably converge to a minimizer of the combined problem arg minp f (p) + g(Gp).
In the (common) case of the L1 prior Γ(p) = kGpk1 with a least squares
data term, the functions could be defined as f (p) = 21 kq − Fpk22 and g(z) =
γkzk1 , leading to the update formulas in Equations 2.42-2.44.
1
ρ
p(k+1) = arg min kq − Fpk22 + kGp − z(k) + y(k) k22
2
2
p
ρ
z(k+1) = arg min γkzk1 + kGp(k+1) − z + y(k) k22
2
z
y(k+1) = y(k) + Gp(k+1) − z(k+1)

(2.42)
(2.43)
(2.44)

The advantage of introducing the splitting can be seen by examining Equation 2.42 & 2.43. The first benefit is that the two functions f and g are now
separate minimizations due to the introduction of the splitting variables, z,
and so can be addressed by separate and specialized solvers. The second,
larger benefit is that by introducing the splitting variables the non-smooth
function g in Equation 2.43 decouples into a set of 1D L1 problems, one for
each entry of z. Each of these can be solved in parallel and have the form
shown in Equation 2.45.

2
(k+1)

zi

= arg min |zi | +
zi



ρ 
zi − Gp(k+1) − y(k) 

2γ 
|
{z
}i
vi

ρ
(zi − vi )2
= arg min |zi | +
2γ
zi

(2.45)

Equation 2.45 can be solved exactly in constant time by applying the softthreshold or shrinkage operator [50] shown in Equation 2.46.

γ
γ

vi − ρ vi > ρ
(k+1)
zi
= 0
(2.46)
|vi | ≤ γρ


γ
γ
vi + ρ vi < − ρ
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This example highlights the benefit of introducing the splitting in Equation 2.38. By splitting the two terms of the objective the resulting algorithm simply alternates between solving an unconstrained smooth minimization in the first sub-step (Equation 2.42), evaluating Equation 2.46 for each
component of the splitting variable z and performing some straightforward
matrix-vector operations to update the Lagrange multiplier vector, y. The
combined algorithm provably converges to the optimal value of the original
problem and eliminates issues caused by non-smooth minimization through
the splitting.
The ideas behind splitting methods can be generalized by defining the
proximal operator of a function and developing minimization algorithms for
compound objectives either partially, or wholly, in terms of the proximal
operators for each component.
The proximal operator of a function f is defined in Equation 2.47 and
is conceptually similar to a single step of a trust-region minimization of f .
The proximal operator returns the minimum of the sum of the function and
a penalty/regularization term that acts to keep the result close to the input
argument v.
1
proxλf (v) = arg min f (p) +
kp − vk22
(2.47)
2λ
p
Although very similar to the splitting approaches described earlier, the advantage of basing minimization algorithms on proximal operators is that
convergence theory for the algorithms can be derived based on the generic
properties of proximal operators rather than on the specific functions being
solved. Consequently proximal algorithms generalize well; it is possible to
change a prior simply by evaluating a different proximal operator. Similarly,
deriving the proximal operator for a new objective function allows existing
minimization algorithms to be applied directly.
The proximal framework is very powerful and proximal operators have
been derived for a wide range of common functions, including quadratic
forms, L1 norms, non-negativity/bound constraints and many more. Some
examples are shown in Table 2.1.
Once the proximal operators for the component functions of the objective have been defined, there are a number of algorithms that can be applied
including ADMM [122] and the primal-dual method of [37]. These methods
provably converge for convex functions and have been applied to numerous
inverse problems and machine learning problems with great success. Even
when the functions are non-convex it may still be possible to solve challenging problems via proximal methods, e.g. low-rank matrix factorization [122]
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Table 2.1: Common proximal operators. Many more examples can be found
in [122, 44]
f (p) =
proxλf (v) =
Notes
1
f (p)
arg minp f (p) + 2λ
kp − vk22 Arbitrary convex f
1 T
T
(I + λA)−1 (v − λc)
Quadratic form
2 p Ap + p c
−1
1
T
T
2
I + λF F
(v + λF q) Linear least squares
2 kFp − qk2

vi + λ, vi < −λ

kpk1
L1 norm (component0,
|vi | ≤ λ


wise shrinkage)
vi − λ, vi > λ
(
0, p ∈ C
ΠC (v)
Set membership (Eu∞, otherwise
clidean projection onto
C)
(
0, pi ∈ [a, b]
∞, otherwise

max(a, min(b, vi ))

g ∗ (p)

v − γprox 1 g (v/γ)
γ

Bound
constraints
(component-wise)
Convex conjugate (via
Moreau Decomposition)

In spite of their benefits, proximal methods do have some drawbacks.
The first is that the proximal operators must first be derived for the component functions of the objective function (which themselves should ideally
be convex). This can be challenging for many functions.
A second drawback is that proximal methods can have very high memory
requirements when a number of priors are needed. Consider the anisotropic
TV prior Γ(p) = k∇~x pk1 : the number of splitting variables and Lagrange
multipliers needed is the product of the number of unknowns in p and the
number of spatial dimensions. For 1D problems this corresponds to a memory footprint of 3X the memory needed for the solution alone, in 2D this
increases to 5X and in 3D it becomes 7X. This can become quite onerous
in practice: a 3D problem involving an L1 penalty on spatial gradients and
curvatures in 3D with non-negativity constraints on the variables that is discretized on a 5123 grid requires approximately 15 Gb of RAM when stored
in double precision and solved via a proximal method. That such a simple
choice of priors can result in such a large increase in memory usage is one
of the prime drawbacks of splitting methods.
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2.4

Discussion

This section has reviewed the three inverse problems considered in this thesis, computed tomography, image deconvolution/deblurring and optical flow.
These three inverse problems can all be expressed the common form of a convex prior/regularizer added to a least-squares data term, where the purpose
of the prior is encourage solutions with specific properties such as smoothness or simplicity.
The choice of the prior is often application dependent, however a very
common class consists of applying a loss function to the product of a linear
operator with the solution. The selection of the operator and cost function
determine the corresponding assumptions on the solution, typically either
that it has low magnitude, is smooth, or that it is sparse or has sparse
gradients and curvatures. These priors are often combined and added to
application specific priors that enforce more specific assumptions on the solution. Some of these were highlighted in Section 2.2.4, others are discussed
in Chapters 3-5.
Adding a prior to the reconstruction can allow vastly improved estimates of the unknown solution to be recovered but this improvement comes
at the price of a significantly harder optimization problem to solve. This
difficulty has led to the development of non-smooth optimization methods
that can efficiently solve for some classes of priors by splitting the objective
function into coupled subproblems that can be addressed in an alternating
fashion. Examples include the Alternating Direction Method of Multipliers [23], proximal methods [122] or the primal-dual method of Chambolle &
Pock [37]. These produce state of the art results for many prior classes, particularly for simple L1 priors such as the total variation prior. However, the
resulting methods can incur significant memory penalties on compound priors and require significant up-front effort to determine the correct splitting
and to develop solvers for the specific sub-problems.
In some cases, the problems that must be solved map well to existing
approaches. This is the case in Chapter 5, where an equivalence between
a key operation in fluid simulation with the proximal operator is exploited
to apply sparse reconstruction methods to problems in fluid dynamics. In
other cases, although the problem maps well, the memory overhead for the
chosen priors is impractical; this is particularly true for Chapter 5 where
compound priors are applied to volumetric data over hundreds of frames.
Finally, in other cases, non-convex priors are used that do not meet the
convexity requirements of splitting methods or which only have proximal
operators for specific parameter choices. An example of this is the non36
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convex hyper-Laplacian prior [101], where analytic solutions are only known
for specific parameter choices and the solutions must otherwise be approximated numerically. Rather than investing considerable effort up front in
developing new optimization schemes for untested priors it is preferable to
have a method in which new priors can be quickly evaluated. This saves the
effort of customizing solvers for those priors that yield improvements.
This has partially motivated the development of a stochastic reconstruction algorithm in Chapters 3 and 4 that solves regularized inverse problems
and allows nearly arbitrary priors to be introduced. The benefit of this approach is that priors can be quickly evaluated without needing to develop
customized solvers for each prior variation that is tested, all while working
in a straightforward framework.
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Chapter 3

Tomography of Mixing
Fluids
3.1

Introduction

The first application considered in this thesis is of the passive capture of mixing fluids. Interest in fluid capture has grown over the last decade and this
can be partly attributed to an increase in the capture of dynamic phenomena
in general. Recent years have seen computer graphics researchers capture
deforming bodies such as garments [26, 125], bodies & motions [53, 71] and
faces [52, 25, 18, 17] as well as of liquid surfaces [83], flames and gases [8, 84].
In work following the content presented in this chapter, Gu et al. have
also proposed an acquisition process [69] based on compressed sensing using structured light at 15 frames-per-second (FPS). For slow-moving flows,
this approach may well yield improved results over the method in this chapter, however many of the flows considered in this chapter change considerably between frames even when imaged at 60 FPS. Recently Alterman et
al. have also presented city-scale tomographic reconstructions of turbulence
strength [4] based on random variations of recorded images, which presents
an interesting approach to acquire local statistical properties of flows useful
in meteorology and turbine placement.
Fluid capture has to some extent lagged behind other areas. This is
partly due to the variety of fluid phenomena, the speed at which they occur and the technical challenges of reflection, refraction and scattering that
occur in many flows relevant to graphics and engineering. Due to limits on
reconstructing light paths in scenes with refractive or reflective events [103],
it is generally necessary to restrict attention to a single flow of interest and
flow conditions to cases that limit reflective or refractive light paths within
the capture volume.
This chapter focuses on the capture one such flow, that of an emissive
or attenuating tracer fluid mixing with a clear ambient fluid of equal refractive index. Flows of this type do not have interior refractive or reflective
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events and, for sufficiently low concentrations of tracer fluid, have little or
no scattering. In spite of this they are highly relevant since they can model
everyday phenomena using fluid similitude [158] which matches key dimensionless numbers (such as the Reynold’s number). This allows effects like
smoke stacks, rising smoke from a cigarette and the mixing that occurs when
one fluid is poured into another, e.g. milk into coffee, to be captured using
different fluids at different scales.
In this chapter, visible light computed tomography based on arrays of
off-the-shelf consumer cameras (similar to [8]) is used to capture multi-view
video of these flows. The captured data serves as input measurements for a
computed tomography problem. To solve the tomography problem, a novel
reconstruction algorithm named Stochastic Tomography (ST) is presented
that is inspired by the Metropolis-Hastings algorithm. Stochastic Tomography addresses several issues common in tomographic reconstruction from
arrays of consumer cameras, including:
• The method is both matrix-free and (by default) grid-free since it represents the solution as a set of point samples generated by a stochastic
random walk. This prevents having to impose a fixed discretization
before starting the reconstruction and results in very low memory usage.
• By using random walks, the algorithm automatically adapts to nonuniformly distributed fluids. This allows the algorithm to focus effort
in regions containing the tracer fluid and to largely ignore empty regions without requiring data-structures such as octrees [85].
• By representing the solution as point samples, the algorithm can reconstruct and re-render arbitrary views of captured data on-the-fly in
a streaming fashion, without ever storing volume data.
• The algorithm easily incorporates nearly arbitrary regularizers and
priors, including non-smooth priors, into the reconstruction process
when using an auxiliary grid. Although convergence of the method is
only guaranteed for smooth priors, in practice the method produces
high-quality reconstructions without requiring the significant memory overhead of splitting methods or incurring a significant runtime
penalty.
The following sections introduce the visible light computed tomography
problem as solved by Stochastic Tomography as well as some of the challenges
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3.2

Visible Light Computed Tomography

The problem of reconstructing an attenuating or emissive scene from projected data was introduced in Chapter 2 but is briefly summarised here for
a purely emissive scene observed by a number of cameras. Such a setup is
shown in Figure 3.1 which shows an array of consumer camcorders, each observing the capture volume from a different angle. Introducing an emissive
(glowing) or fluorescing dye to a clear ambient fluid results in complex fluid
flows that are observed from multiple angles by the cameras.

Figure 3.1: Visible light tomography capture setup featuring an array of
consumer camcorders observing a reconstruction volume from different angles. Dye can be introduced from the top of the domain by pouring or by
injection via the syringe to the base of the domain. A rotation stage under the reconstruction volume and calibration target (not pictured) allow
per-pixel ray mappings to be computed for each camera
Careful geometric calibration allows every pixel, i, in each camera to be
associated with a unique ray, Ωi , through the reconstruction volume [149],
see Figure 3.2(a). Similarly, careful radiometric calibration lets the pixel
values from one camera be related to those from another camera. Once
calibrated, each pixel in each camera can be treated as a measurement, qi ,
that is a function of the spatially varying tracer fluid emissivity, p(~x).
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(a) acquisition

(b) measurement formation

Figure 3.2: Illustration of tomography forward problem. Left: Geometric
calibration allows each pixel from each camera to be associated with a unique
ray through the reconstruction volume. Right: Each pixel value is then a
measurement of the ray integral of the unknown emissivity field along the
corresponding ray
Assuming a perfectly transparent ambient fluid and purely emissive
tracer fluid, these measurements are formed according to the physical model
shown in Equation 3.1 and Figure 3.2(b).
Z
qi =
p(~x)d~x
(3.1)
Ωi

Computed tomography algorithms typically attempt to solve this problem
by discretizing the unknown tracer concentration field with basis functions
(usually voxels or pixels). This results in a linear equation for each measurement i in terms of the discretization weights (components of) p. Each
of these equations has the form shown in Equation 3.2.
q i = Fi · p

(3.2)

Stacking many such equations results in a linear system q = Fp that
must be satisfied in order for the discretized field to reproduce the observed
measurements. In practice, for visible light computed tomography, linear dependence of the measurements and an insufficient number of cameras results
in a severely under-determined system. To remedy this and compensate for
calibration errors and noise in the capture process, a prior function, Γ(p),
can be introduced to favour more plausible solution. An estimate, p∗ , of the
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unknown state is then recovered via an optimization such as the one shown
in Equation 3.3.
1
p∗ = arg min kq − Fpk22 + γΓ(p)
2
p

(3.3)

A challenge with visible light computed tomography is that, by capturing
data with cameras having perspective projections, it is generally not possible
to acquire data in slices as is common in tomography for medical imaging.
This makes it necessary to solve for the entire domain at once rather than as
a sequence of 2D problems. A further difficulty is that the number of views
is usually small (10-20 cameras) so that the problems are severely under
determined and require strong priors be introduced. It is also common for
the tracer fluid to occupy a relatively small volume fraction of the domain
so that most degrees of freedom do not actually contribute to the reconstruction. This last issue can been addressed somewhat by using a visual
hull constraint [8] or spatially adaptive data structures [85], however these
can still include many redundant degrees of freedom or involve complex
data-structures, respectively.
The following section introduces the Stochastic Tomography algorithm
which is well suited to this type of reconstruction problem and which largely
eliminates these issues. The algorithm is based upon stochastically generated point samples that are adaptively placed within the domain. This
allows the algorithm to adapt sampling effort based on the spatial variation
of the tracer fluid automatically and without complex data structures. As
will be explained, it also allows tomographic projections to be re-rendered
on the fly without storing volume data. A final benefit is the ability to
optionally incorporate priors to improve reconstruction quality when the
system is under-determined.

3.3

Stochastic Tomography Algorithm

Rather than immediately discretize Equation 3.1 like existing computed tomography methods, Stochastic Tomography begins by defining measurement
residuals, r, as in Equation 3.4.
r(p(~x)) = q − F (p(~x))

(3.4)

Temporarily ignoring the prior function, these residuals are squared and
summed over all measurements to obtain an objective function E(p(~x)) for
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the reconstruction problem. This objective function, shown in Equation 3.5,
is equivalent to the data term in Equation 3.3.
1
E(p(~x)) = kr(p(~x))k22
2

(3.5)

Stochastic tomography iteratively makes randomized updates to the solution
to minimize this function. It expresses the solution recursively at iteration
k as p(~x)(k) = p(~x)(k−1) + (k) ∆p(k) (~x), where (k) is a weighting factor and
∆p(k) (~x) is the randomized update field.
Using this definition, the (negated) change in objective function due to
the update (k) ∆p(k) (~x) is given by Equation 3.6.






∆E (k) ∆p(~x)(k) = E p(~x)(k−1) − E p(~x)(k−1) + (k) ∆p(k) (~x) (3.6)

If ∆E (k) ∆p(~x)(k) is positive, the objective function decreases and the
update improves the fit of the current estimate of the solution to the data.
In this case the update is helpful and should be accepted, i.e. included in
the solution. Once accepted, the update is never modified. Otherwise, the
update has worsened the fit to the data and should be rejected or discarded
by setting (k) = 0, which has the effect of zeroing its effect on the reconstruction.
The advantage of this approach is that the when the forward model is
a linear operator, the algorithm can maintain the set of residuals up to the
k’th iteration instead of the full sequence of updates. These residuals are
also defined recursively in Equation 3.7.


r(k) = q − F p(~x)(k)


= q − F p(~x)(k−1) + (k) ∆p(k) (~x)




= q − F p(~x)(k−1) − F (k) ∆p(k) (~x)


(k−1)
(k)
(k)
= r
− F  ∆p (~x)
(3.7)
The recursive definition is beneficial when the chosen update has small spatial support since updates to the solution in a small spatial region only effect
a relatively small number of measurements. This in turn means that the second term of Equation 3.7 can be evaluated cheaply while r(k−1) (which is
cached and stored) encodes the effects of all previous 
updates, sinceupdates
are not modified once accepted. Consequently ∆E (k) ∆p(k) (~x) can be
evaluated cheaply for each update.
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Based on this, a minimization algorithm for 3.5 can be developed that
generates a sequence of updates that each reduce Equation 3.5.

3.3.1

Random Walk Algorithm

Stochastic Tomography exploits the ability to cheaply evaluate the effect
of compact local updates to the solution by generating randomized chains
of updates (hereafter referred to as samples or mutations) via a stochastic
sampling algorithm inspired by the Metropolis-Hastings algorithm [114]. A
key strength of the Metropolis-Hastings algorithm is that it locally explores
around highly profitable samples. When used for physically based rendering,
this leads to an ability to locate and refine around strong caustics or light
paths through complex sets of occluders [152].
Stochastic Tomography applies this idea in a tomography context where
the marker fluid may be distributed non-uniformly within the domain. This
occurs when scanning mixing fluids where the volume of marker dye may
only represent a minuscule fraction of the total volume but cover a large
spatial extent within the domain. The algorithm uses a Metropolis-Hastingslike heuristic generate proposed solution updates based on the success of
previous updates, resulting in an algorithm that is conceptually similar to
coordinate descent. However it is important to stress that the chain of
updates is not a Markov chain, and so the method can not be considered a
Markov chain Monte-Carlo method.
To apply this idea, the Stochastic Tomography algorithm represents the
solution as a set of samples s(k) that are generated as randomized chains.
Each sample, s(k) , is of the form s(k) = {±, ∆p(k) (~x)}, where  is a constant and is generated by mutating (perturbing) the next most recent sample, s(k−1) . The current sample, s(k) , is then probabilistically accepted
or rejected based upon the improvement to the objective function value,
∆E(s(k) ). Pseudo-code for the Stochastic Tomography algorithm is shown
in Algorithm 2.
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Algorithm 2 Stochastic Tomography algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

procedure StochasticTomography( N , E, p(~x)(0) , r(0) )
// initialization
k←0
s(0) ← uniform-random-sample()
// sampling loop
for k = 1 : N do
// generate a new sample
s(k) ← mutate(s(k−1) )
// probabilistically accept s(k) based
// on objective function improvement

a ← max 0, min 1, ∆E(s(k) )/∆E(s(k−1) )
if ∆E(s(k−) ) < 0 or uniform-random() ≤ a then
// sample accepted, walk
// continues from s(k)
if ∆E(s(k) ) > 0 then
// sample improves solution, update
// residual and solution p(~x)(k)
record(s(k) )
end if
else
// sample was rejected, keep exploring
// near previous sample
s(k) = s(k−1)
end if
end for
return p(~x)(k) , r(k)
end procedure

The Stochastic Tomography algorithm requires four functions to be defined that fully specify the problem. These are listed below:
• ∆E(s(k) ) evaluates the change in objective function due to the sam(k) which (for the data term) can be evaluated as ∆E(s(k) ) =
ple
s

 
1
(k−1) k2 − kr(k−1) − F (k) ∆p(k) (~
kr
x
)
k22 . Modifications needed
2
2
for regularization are discussed below.
• uniform-random-sample() generates a sample uniformly at random
within the domain and provides a starting point for the sampling chain.
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• mutate(s(k−1) ) takes the previous sample s(k−1) as input and perturbs
it to propose the current sample s(k)
• record(s(k) ) takes the current sample and updates the residuals r(k)
via Equation 3.7 as well as any volume images needed for output or
regularization (discussed in Section 3.3.2).
Multiple runs of the Stochastic Tomography algorithm of length N are
generated and continue until a user-specified sample budget is exhausted.
This helps to ensure ergodicity and is discussed further in the context of the
mutation strategy (the mutate(s(k−1) ) function).
Spatial Discretization
At this point, no spatial discretization has occurred and the only restriction is that the forward model is a linear operator. This restriction allows
contributions of the previous k − 1 to collected into the residuals vector rk−1
and cached.
Stochastic tomography defines the solution updates as a set of discrete
point samples and Dirac functions, s(k) = {±, δ(~x − ~x(k) )}, each of which
deposits  units of emissivity at its location ~x(k) via the Dirac (unit impulse)
function, δ. The selection of  is a user parameter that is related to the
number of samples, N , total number of sampling chains, M , total observed
emissivity, tot and sample acceptance rate, α. The sample acceptance rate
is typically 5-10% and the parameters are related by Equation 3.8. The
method is relatively insensitive to the sampling chain length, N , values from
1000 − 20000 have been successfully used so an arbitrary choice allows the
user to then select either  or the number of chains M with the unspecified
parameter determined by Equation 3.8.
tot
(3.8)

Since the vast majority of samples do not fall exactly on the rays corresponding to a discrete measurement, kernel density estimation [123] (or
splatting) is used to distribute the emissivity of a sample to adjacent measurements within the image of residuals for each camera. This is depicted in
Figure 3.3. Bilinear weights are used to distribute the emissivity, however
it is possible to use other kernels for this purpose, for example piece-wise
constant functions within pixels (as used in Chapter 4 in the context of image deblurring) or radial basis functions. The only restrictions are that the
forward model should remain linear and that the chosen kernels should have
αM N =
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relatively small spatial support so that changes to the objective function
∆E(s(k) ) can be evaluated cheaply.

Figure 3.3: Depiction of sample evaluation. A tentative sample s(k) is placed
at the dotted point. Due to compact support of the data term, only the
black dotted residuals are affected by s(k) , allowing ∆E(s(k) ) to be evaluated
cheaply. If the sum of squared errors decreases as a result of s(k) , the sample
is probabilistically accepted via Russian Roulette. Otherwise it is discarded.
The majority of the computation required for evaluating ∆E(s(k) ) lies
in computing the projection of ~x(k) onto the residual image stored for each
camera. Consequently, both signs of ± are considered when evaluating
∆E(s(k) ) and the one that produces the largest decrease in the objective is
kept. Another optimization is to reject any sample falling outside the visual
hull of the input data, similar to [8], since these samples cannot contribute
to the reconstruction and will only require subsequent effort to correct later
in the reconstruction.
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Mutation Strategy
The mutation strategy generates a proposed sample s(k) = {±, δ(~x −
~x(k) )} based on the previous sample s(k−1) = {±, δ(~x − ~x(k−1) )} and is
intended to favour samples that are more likely to improve the residual.
Since residuals tend to be spatially correlated, a reasonable heuristic is local
exploration in the neighbourhood of the last successful sample, s(k−1) .
A simple strategy to accomplish this is to use Gauss-distributed offsets
from the previous sample, i.e. ~x(k) = ~x(k−1) + [N (0, σ), N (0, σ), N (0, σ)]T ,
where N (0, σ) samples from a Gaussian distribution with mean zero and
standard deviation σ. The value of σ is a user-specified parameter usually
set to 5 − 10% of the reconstruction volume diagonal.
The Gaussian mutation strategy is symmetric and ergodic, meaning that
it selects every point in the domain with finite probability. This is an important property for the mutation strategy since it prevents the method from
not sampling areas of the domain in the limit of sample count. In contrast,
non-ergodic sampling strategies may never sample certain areas.
The sampling process is depicted in Figure 3.4 where black points connected by a line represent the sequence of accepted samples. The dotted
end point of the chain always serves as the central point of the mutation
strategy. White points, which increase rather than decrease the objective
function, are generated as the algorithm proceeds and discarded as they are
encountered.
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Figure 3.4: Depiction of a sampling chain. The sequence of accepted samples (connected black points) form a chain that terminates with the most
recently accepted sample (dotted centre). This sample forms the centre of
the distribution for proposing the next samples. White points represent
samples that are discarded during the sampling process. Most samples are
generated close to the most recently accepted sample, but by virtue of an
ergodic mutation scheme, large offsets occur occasionally.
Once generated, samples that improve the objective function are accepted or rejected based on Russian Roulette using the threshold probability
in Equation 3.9.



a ← max 0, min 1, ∆E(s(k) )/∆E(s(k−1) )
(3.9)
This process helps to ensure that the random-walks locally explore productive areas of the domain while occasionally jumping to new regions since
every point is sampled with finite probability.

3.3.2

Regularization

Regularization is often required when reconstructing fluids from multi-view
video since measurements are often acquired from as few as 10-20 cameras. The resulting tomography systems are consequently severely underdetermined which leads to streak artefacts or noise in the reconstructions
(see Figure 3.7). These artefacts may be acceptable when the goal is to
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render novel viewpoints of data, where averaging introduced by rendering
tends to smooth noise and mask streaks somewhat, but are undesirable when
inspecting slices of the domain.
Nearly arbitrary regularization terms can be incorporated into the Stochastic Tomography algorithm provided they have relatively compact spatial
support. Regularizers are evaluated via an auxiliary grid that approximates
either the current solution p(~x)(k) or a projection of the current solution.
Samples are applied to the auxiliary grid via splatting (kernel density estimation) using bilinear weights to maintain the current approximation to
the solution or its projection as samples are recorded. When using regularization, a slightly modified version of the objective function in Equation 3.5
is used that incorporates a prior function Γ(p(~x)). The modified objective
function is shown in Equation 3.10.
1
E(p(~x)) = kr(p(~x))k22 + γΓ(p(~x))
2

(3.10)

Evaluating the change in objective function ∆E(s(k) ) due to a sample s(k)
is performed identically to the unregularized case, except that changes to
the regularization function ∆Γ(s(k) ) need to be evaluated as well. The regularizer is evaluated with its stencil centred on the sample location, ~x(k)
(or its projection), and at positions whose stencil includes the sample location both before and after placing the sample. These points correspond
to a horizontally and vertically mirrored version of the stencil, as shown in
Figure 3.5. The difference between the (altered) portions of the objective
function computed before and after placing the sample is then weighted by
γ and added to the change in the data fitting term.
Volume Based Priors
When reconstructing 3D volumes, priors are incorporated by applying
kernel density estimation to an auxiliary volumetric grid on the fly during the
random walk. The resulting intermediate volume representation can then be
used to estimate how a new sample will effect the regularizer energy. Three
volumetric priors have been implemented, an L2 smoothness penalty, an L1
Sum-of-Absolute-Differences (SAD) prior and the L1 Total-Variation (TV)
prior.
The L2 prior is evaluated on a standard 5- or 7-point Laplacian stencil (for 2D and 3D respectively) and the result is squared. The TV prior
returns the magnitude of the solution gradient at the sample location, computed using first-order finite differences. The SAD regularizer sums absolute
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Figure 3.5: Evaluation of regularizers. The change in regularizer function is
evaluated at the sample position ~x(k) or its projection (dotted center) which
involves the stencil indicated by the black points. The regularizer is also
evaluated at all points that include ~x(k) (white points) corresponding to a
reflection of the stencil about ~x(k) . Note that ~x(k) need not be aligned to
the underlying grid.
differences between the centre point and its 26 neighboring stencil locations
in a 3x3x3 window. This last case, even after removing duplicate evaluations, would require 15 times the memory of simply storing the solution if
solved using a splitting method such as ADMM due to the 7 sets of splitting
variables and Lagrange multipliers needed in excess of the solution.
Image Based Priors
Storing and updating a volumetric image can be avoided entirely if the
goal is only to render novel viewpoints of the data. In this case, output
images can be accumulated via kernel density estimation and the regularizer
energy computed on these images. 2D variants of any of the regularizers
discussed above can then be used, summing the result over all output images.
The result of using image based priors is to bias the placement of samples
in such a manner as to improve the output image quality, e.g. that the
image have sparse gradients. This is distinct from simply filtering rendered
images since sample placement is determined by balancing the competing
objectives of having high-quality output images as well as good fit to the
measurements. Filtering as a post-process, in contrast, yields results that
are no longer consistent with the measurements.
The advantage of using image-based priors is that only the memory
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needed to store the input projections, a few samples and the output images
is needed. This is often only a few bytes more than the size of the input and
output data.
Experiments were performed to see if volumetric regularization could be
achieved by using image-based regularization of randomly generated projections. Unfortunately, even for a large number of projections, this approach
did not improve the quality of volume images.

3.3.3

Discussion

This section discusses the relationship of the proposed sampling scheme to
the Metropolis-Hastings algorithm as well as the outlines the convergence
behaviour of the method.
Relationship to Metropolis-Hastings Sampling
Although the random walk algorithm in Algoritihm 2 is very similar
to the Metropolis-Hastings sampling algorithm, there are several key differences that are important to point out. The primary difference is that
Stochastic Tomography does not produce a Markov chain. This is evident
since the sampling strategy is driven by ∆E(), which changes as samples
are introduced and reduce the objective function. Consequently each sample, s(k) , depends on the full sampling history rather than only the previous
sample, s(k−1) . A second important distinction is that Metropolis-Hastings
typically integrates a known probability distribution that can be evaluated to
within to a constant (e.g. pathwise light transport). In contrast, Stochastic
Tomography optimizes for an unknown function: the volume estimate p(~x)
being inferred.
Convergence
Convergence for the method on smooth and convex functions can be argued in a similar manner to coordinate descent by quantizing the continuous
sample positions s(k) to an arbitrarily fine voxel grid and taking the limit
of infinite sample budget and vanishing . Under these conditions i) every
voxel is sampled arbitrarily many times due to ergodicity, ii) the objective
function is strictly non-increasing and iii) a perturbation of at least one voxel
√
value is a descent direction unless |∇E(p(~x))| ≤ nL [100] (where n is the
number of voxels and L is the Lipschitz constant of E(p(~x))), which implies
convergence to a level determined by the magnitude of .
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Alternative convergence arguments hold when the function being optimized is non-smooth and separable but do not hold when the objective is
non-separable [150]. Most of the L1 priors discussed in Section 3.3.2 and in
Chapter 2 are non-separable. In spite of this, the method generally does well
on non-smooth and non-separable objectives in practice, as is demonstrated
in Section 3.5.
It is possible, however, to obtain a separable problem for many priors by
introducing splitting variables in a manner similar to the ADMM example
from Chapter 2. This results in a smooth subproblem (that may be solved
with Stochastic Tomography) and a set of 1D separable & non-differentiable
minimizations of the splitting variables. The disadvantage of this approach is
that the priors must be amenable to splitting and the splitting variables and
Lagrange multipliers can require considerable extra memory. This largely
offsets the benefits of using Stochastic Tomography in the first place.

3.4

Experimental Setup and Implementation

The experimental setup used to capture input data for subsequent reconstruction by the Stochastic Tomography algorithm consists of a cylindrical glass beaker (similar to the one used by Trifonov et al. [149] that is
mounted on a rotation stage. The beaker is observed by an array of between 5 and 15 Sony consumer camcorders. The reconstruction volume is
contained fully within the beaker and ray-pixel correspondences are computed using the two-plane approach of Trifonov et al. (see Figure 3.6), as
introduced by [117]. It is important to point out that, due to refraction of
rays at the air-beaker & beaker-water interfaces, this data cannot be resampled to form orthographic projections. Consequently, methods based on the
Fourier slice theorem cannot be used to reconstruct the volume data.
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Figure 3.6: Illustration of two-plane and radiometric calibration. Although
per-pixel light paths have refraction events at the beaker surface, they are
straight once inside the reconstruction volume. Per-pixel correspondences
from two planar targets in the reconstruction volume then fully parameterize the ray for each pixel. During calibration, a light-source rotates with the
domain to consistently illuminate the front plane for each camera. Correspondence points then allow camera responses to be normalized to a master
camera.
During the experiments, tap water was used as the clear ambient fluid
and typically either tap water or isopropyl alcohol mixed with fluorosceinsodium powder (a fluorescent dye) was used as a marker fluid. An exception
is one capture where the undissolved dye powder was introduced directly to
the reconstruction volume water surface.
Illumination
White LED strobe panels were used to illuminate the scene. These allow
the cameras to be optically synchronized in order to compensate for rolling
shutter artefacts as in [24]. For slow moving effects, constant illumination
from ultra-violet LEDS was used which offers higher contrast and reduced
stray light, but only has frame-level synchronization. In both cases, the
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image formation model consists of dye absorbing incident illumination and
isotropically re-emitting it. By neglecting re-absorbtion of the re-emitted
light along the path to the camera, the pure emission image formation model
of Equation 3.1 is obtained.
This is a simplification of the true physics, since both volumetric shadowing and distance from the light sources affects the incident illumination at
any point within the reconstruction volume. Consequently a unique global
mapping between intensity in the reconstructions and dye concentration is
not possible.
Radiometric Calibration
To compare measurements between camera views a straightforward radiometric calibration is performed. This procedure begins by lighting the
calibration target planes with a ’calibration headlight’ that is rigidly attached to the calibration target (see Figure 3.6). The headlight ensures
that lighting conditions are consistent when the target is rotated to face
each camera during geometric calibration. An inverse gamma curve is then
applied to the captured images and, after designating one camera as the
master, an exposure scaling factor is computed. This scaling factor minimizes the luminance discrepancy between a set of corresponding points in
the master image and each view. Each frame from each camera is then scaled
by these factors. Finally regions outside the calibrated area are zeroed and
a background frame subtracted to obtain the initial measurements vector,
q, for each captured frame.
Implementation
The algorithm was implemented using C++ using the CImg library internally for image manipulations. The VTK visualization library [137] was
used for loading and storing of 2D and 3D images and point sets while the
Eigen C++ linear algebra library was used for fitting interpolating polynomials to the ray pierce points during geometric calibration. The CalTag
library [7] was used to automatically generate correspondence points between self-identifying fiducial tags and the two plane positions used during
calibration. Sample datasets as well as a document describing their format
and the calibration procedures are available [64].
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3.5

Reconstruction Results

The following sections present results computed using the Stochastic Tomography algorithm for a standard tomography test case as well as for data
captured from the experimental setup described in Section 3.4.

3.5.1

2D Synthetic Results

A comparison between the Simultaneous Algebraic Reconstruction Technique (SART) [5] and Stochastic Tomography was performed to evaluate
the Stochastic Tomography algorithm. SART was chosen since it applies
to general camera models, produces reasonably high-quality reconstructions
and forms the basis of some more advanced methods such as [165].
Figure 3.7 showns the results for reconstructing the Shepp-Logan phantom (a standard tomography test case) from 16 orthographic projections on
a 2562 output grid. This is a challenging task for computed tomography
algorithms since the limited number of views causes the data term to be
severely under-determined (a factor of 16 in this case assuming linearly independent measurements). The parameters of Stochastic Tomography were
adjusted to have runtime less than or equal to the runtime of the SART
results in the interest of a fair comparison and the visual hull constraint
of [8] was incorporated into the SART algorithm, significantly improving
the SART results. The basic, unregularized Stochastic Tomography result
shown in Figure 3.7(c) shows artefacts that are structurally similar but more
pronounced than the SART results 3.7(b); SART selects a smoother solution
from the null-space of the linear system which is not surprising given the
averaging involved in backprojecting measurement residuals. Even so, the
RMS errors with respect to the ground truth are slightly decreased in the
Stochastic Tomography results.
Adding regularizers to the Stochastic Tomography algorithm improves
the comparison. The L2 prior removes most of the streak artefacts, but blurs
hard edges (Figure 3.7(d)) as expected. Incorporating the total-variation
(TV) prior allows the reconstruction to better preserve these edges while
simultaneously improving the fit to the data (Figure 3.7(e)), while the sumof-absolute-differences (SAD) regularizer (Figure 3.7(f)) performs the best,
both in terms of the appearance and errors with respect to ground truth.
RMS errors computed with respect to ground-truth indicate that, as
expected, Stochastic Tomography with the SAD regularizer performs the
best with an RMS error of 0.080 compared to the RMS errors of 0.090
and 0.104 for the unregularized Stochastic Tomography and SART results
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(a) Ground Truth

(b) SART, RMS 0.104

(c) ST, RMS 0.090

(d) ST-L2 , RMS 0.085

(e) ST-TV, RMS 0.085

(f) ST-SAD, RMS 0.080

Figure 3.7: Synthetic comparison of Stochastic Tomography and SART.
Reconstruction of the high-contrast Shepp-Logan phantom (a), a standard
medical imaging test case, from 16 orthographic views using SART (b) and
Stochastic Tomography (ST) (c)-(f) on a 256x256 output grid (ST results
accumulated with bi-linear kernel density estimation). All results are shown
on the same scale with runtimes between 47 and 55 seconds. RMS erros
with respect to ground truth are also provided.
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respectively. The discrepancy between unregularized SART and Stochastic
Tomography is somewhat surprising, although it may be related to errors
introduced between the polygonal visual hull and elliptical ground-truth.
Stochastic Tomography appears to be less sensitive to this issue and does
not produce the same artifacts.
Although it is possible to implement regularized version of the SART
algorithm, e.g. as done by Yu & Wang [165], it is worth noting that changing regularizers for these methods requires re-deriving and re-implementing
much of the solver. The splitting/proximal methods of Chapter 2 can also
be applied. However, applying these to the SAD regularizer in 3D requires
15 times the memory needed for the solution along. This quickly becomes
prohibitive, requiring over 16 GB of RAM at a resolution of 5123 in double
precision.
From these results it can be concluded that Stochastic Tomography is
a viable approach for performing regularized tomographic reconstruction.
This is further demonstrated in the 3D results presented in the next section.

3.5.2

3D Capture of Mixing Fluids

Several captures were undertaken using the experimental setup of Section 3.4.
A range of fluid interactions are demonstrated. These include a buoyant jet
undergoing laminar-to-turbulent transition, turbulent mixing during pouring and a thin-featured quasi-stable flow produced by a propagating vortex
ring. All reconstructions were performed on a single core of an Intel i7
desktop computer. Sample budgets and timings are reported in the figure
captions.
Figure 3.8 shows several timesteps of fluoroscein-sodium dropping approximately 1cm through a thin tube into still water. As the dyed fluid
enters the still water, a quasi-stable vortex ring is formed that propagates
downwards while slowing and developing a complex petal structure due to
a Kelvin-Helmholtz instability induced by shear at the material interface.
Stochastic Tomography is able to capture fine-scale, transient features of this
flow. The reconstruction of this dataset used 100 million sample mutations
with 65000 sampling chains from 16 cameras regularized with grid-based
SAD. In Figure 3.9 the reconstruction is shown at varying levels of completion to illustrate the placement of positive samples (blue) and negative
samples (red). The method begins by placing a large number of positive
samples, effectively ’roughing in’ the scene. This coarse approximation is
then refined by placing a mixture of positive and negative samples to reproduce fine-scale details. Note that this behaviour is not pre-specified; it
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(a) Photograph

(b) Reconstructed frames

Figure 3.8: Reconstruction of the ’tube’ dataset. Left: Example captured
frame of one of the cameras. Right: Reconstructions of an unsteady twophase flow at different points in time. Note how Stochastic Tomography
algorithm manages to capture the fine-scaled features in this challenging
dataset. Reconstruction parameters: SAD prior, 100M sample mutations
with 65000 sample chains, 6 min/frame.
occurs automatically from using the algorithm in Algorithm 2.
Figure 3.10 shows a comparison between one of the input images and a
grid-free re-rendering from a similar viewpoint of an isopropyl alcohol and
fluoroscein sodium dye mixture rising under buoyancy in still tap-water.
The dye was injected into the bottom of the reconstruction volume through
a syringe. Stochastic tomography captures much of the fine-scaled details
of the laminar-to-turbulent transition both spatially and over time. Such
turbulent details and dynamics are challenging to simulate realistically without careful adjustment and tuning of simulations, but can be captured easily
and subsequently integrated into simulations (see Chapter 5). A series of
renderings of this data from artificial viewpoints are shown in Figure 3.11.
Figure 3.11 also highlights a shortcoming of the capture setup: optical reflections of the emissive volume can occur on the back surface of the capture
volume (glass beaker). These reflections can be spuriously reconstructed by
the tomography where they introduce isolated and erroneous patches of dye,
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(a) 10%

(b) 30%

(c) 50%

(d) 70%

(e) 90%

Figure 3.9: Reconstruction progress over time. The previous 10,000 accepted
samples are shown as points: blue points represent positive samples and
red points denote negative samples. The algorithm initially places a large
number of positive samples to roughly reconstruct the scene, then refines
this coarse estimate with a mix of positive and negative samples
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(a)

(b)

Figure 3.10: Comparison of photo and reconstruction for ’smoke’ dataset.
95% isopropyl alcohol rising under buoyancy after injection into still tapwater. Camera view (left) and grid-free Stochastic Tomography reconstruction (right) from 15 views re-rendered from a similar viewpoint. Many finescaled features of the transition from laminar to turbulent flow are captured
by the rendering, however minor camera misalignments limit the reconstruction resolution. Reconstruction parameters: No prior, 200M sample mutations with 10000 sample chains, 14 min/frame
as shown in Figure 3.11(e).
Figure 3.12 shows novel viewpoints of a diluted fluoroscein-sodium solution being poured into still tap water. Small, high-energy eddies form
almost instantly and then diffuse and grow over time. Each frame was reconstructed using the Stochastic Tomography algorithm using 400 million
sample mutations/frame with the grid-based SAD regularizer on a 2003 grid.
An extreme example of a reconstruction from just 5 cameras is shown
in Figure 3.13. In this capture, fluoroscein-sodium dye powder was introduced at the water surface and allowed to mix and dissolve, sinking under
gravity. This dataset demonstrates the difference between regularized and
unregularized Stochastic Tomography, using a very coarse reconstruction to
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(a) frame 10

(b) frame 20

(c) frame 30

(d) frame 40

(e) frame 50

(f) frame 40

Figure 3.11: Frames of ’smoke’ dataset. Buoyancy-driven flow of fluorosceinsodium & alcohol solution in water. Reconstruction parameters: No prior,
200M sample mutations with 65000 sampling chains, 14 min/frame
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(a) frame 10

(b) frame 20

(d) frame 40

(c) frame 30

(e) frame 50

Figure 3.12: Frames of ’bloom’ dataset. Time-resolved reconstruction of
fluoroscein-sodium solution being poured into still tap-water. Complex vortices and eddies develop, diffuse and grow as the the flow progresses. Reconstruction parameters: SAD prior, 400M sample mutations, 10000 sampling
chains, 31 min/frame
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highlight the differences. The left image of Figure 3.13 shows the result
using the image-based SAD regularizer. The right column shows unregularized reconstructions (top), the grid-based SAD (middle) and image-based
SAD (bottom). The regularized results show a clear improvement in image
quality over the unregularized case, with minimal visual difference between
the grid-based and image-based priors. This allows high-quality regularized
renderings of volume data to be performed on the fly, without storing volume
data of any kind.

Figure 3.13: Comparison of regularization approaches for deliberately undersampled reconstruction of dye powder added to the surface of the capture
volume from only 5 cameras using image-based regularization (left). The
right column shows a comparison of regularization strategies. From top to
bottom: Unregularized result, regularized with volumetric SAD prior, and
finally image-based SAD prior. The image-based regularization produces
rendered results comparable to grid-based regularization but does not require volume data.

3.6

Conclusions

This chapter introduced Stochastic Tomography, a new random-walk algorithm for tomographic reconstruction of 3D volumes. The key advantage
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of this approach lies in avoiding a fixed spatial discretization which allows
the volume to be represented in a grid-free-fashion without a fixed resolution tradeoff. Further advantages are the (optional) ability to introduce
nearly arbitrary priors into the reconstruction process with little to no runtime overhead and the use of image-based priors for on-the-fly rendering.
This chapter also introduced a new image based prior for tomographic reconstruction when only rendered images are desired as output. Using the
image based prior allows volumes to be re-rendered on the fly, directly from
projection data, without storing volume data.
Although convergence in the general case of non-smooth & non-separable
priors cannot be guaranteed, the method performs quite well in practice.
Highly detailed reconstructions can be produced using relatively few cameras
while avoiding several drawbacks of common methods from sparse optimization. On the algorithmic side, Stochastic Tomography is intuitively similar
to a fixed step-length coordinate-descent method, in that convergence to the
neighborhood of a minimum can be guaranteed for smooth functions by the
inability to place a sample anywhere in the domain. This interpretation is
strengthened in Chapter 4 where a variation of the algorithm is applied to
the image deblurring problem.
This chapter also applied Stochastic Tomography to the detailed 3D
imaging of complex fluid mixing behaviours. As mentioned in Section 3.4,
the resulting reconstructions are qualitative rather than quantitative since
incident illumination, scattering and shadowing in the volume are not accounted for in the image formation model. Additional sources of error are
reflections in the capture domain that pollute the reconstructions. However,
as is shown in Chapter 5, even qualitative reconstructions are sufficient to
yield reasonable estimates of fluid velocities. The combined process of tomographically reconstructing concentration fields and estimating velocity fields
results in a fully-passive, volumetric fluid imaging approach that produces
estimates of the full fluid state. These estimates can subsequently be used
in simulation and applied to real-world problems in fluids.
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Chapter 4

Image Deblurring
4.1

Introduction

Chapter 3 introduced the Stochastic Tomography algorithm, a method for
solving regularized linear inverse problems based on stochastic random walks.
In this chapter, the stochastic random walk algorithm is adapted for use in
solving image deconvolution and deblurring problems. The resulting algorithm, referred to as Stochastic Deconvolution, amounts to a variant of
coordinate descent where search directions are chosen based on a random
walk algorithm that takes advantage of spatial coherence.
By solving the image deblurring problem in this fashion, Stochastic Deconvolution addresses several inherent issues with deconvolution algorithms:
• Ease of Implementation. Both the basic algorithm and the regularized variants are very straightforward to implement, relying on only
two simple operations: splatting of the point-spread-function (PSF)
and point evaluation of the data and regularization terms.
• Regularization Research. Due to the simplicity of implementing
new priors, Stochastic Deconvolution enables research into new regularization terms and priors through rapid iteration. This chapter
demonstrates that the method works well for a wide variety of regularization approaches, including smooth, non-smooth & convex, nonsmooth & non-convex, discontinuous and even data-dependent priors.
• Boundary Conditions. Blurry images necessarily include information from outside the image frame due to the spatial support of the
PSF. Deblurring algorithms must take this information into account
to avoid introducing artefacts around image boundaries. Stochastic
Deconvolution handles this in a natural framework that can also be
applied to saturated regions.
• Non-uniform PSFs. Stochastic Deconvolution naturally handles
deblurring problems with spatially varying kernels such as rotations
about the optical axis.
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4.2

Stochastic Deconvolution

The derivation of the Stochastic Deconvolution algorithm follows closely
to the derivation of the Stochastic Tomography algorithm in Chapter 3.
Denoting the blur kernel by f , the measured image as q and the estimate of
the intrinsic image as p, the image deconvolution problem can be expressed
as the minimization in Equation 4.1:
1
arg min kq − f ⊗pk22 + γΓ(p)
2
p

(4.1)

To solve Equation 4.1 using the same framework as Stochastic Tomgoraphy, the Stochastic Deconvolution algorithm maintains a residual image, r,
defined by Equation 4.2 in addition to the solution image, p.
r = q − f ⊗p

(4.2)

This residual image can be used to evaluate the data term of Equation 4.1.
This allows the minimization to be expressed in terms of the residuals, as
shown in Equation 4.3.
1
E(p) = krk22 + γΓ(p)
2

(4.3)

Like Stochastic Tomography, the Stochastic Deconvolution algorithm makes
a sequence of compact updates to the solution that are never changed once
applied. As before, the solution is defined recursively by Equation 4.4.
p(k) = p(k−1) + (k) ∆p(k)

(4.4)

Here (k) is a scalar and ∆p(k) is a solution update. Equation 4.4 allows
the residual image at the k’th update to be expressed in the form shown in
Equation 4.5 by exploiting the fact that convolution is a linear operator.
r(k) = q − f ⊗p(k)


= q − f ⊗ p(k−1) + (k) ∆p(k)
= q − f ⊗p(k−1) − f ⊗(k) ∆p(k)
= r(k−1) − f ⊗(k) ∆p(k)

(4.5)

When an individual component of p~xk is modified by adding or subtracting
(k) units from the pixel corresponding to ~x(k) , the resulting solution update can be expressed as ±(k) δ(~x(k) ). Here δ(~xk ) is the 2D discrete Dirac
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function for the pixel ~xk . The resulting change to the residual image is
∓(k) f ⊗δ(~x(k) ), meaning that only pixels that fall within the PSF centred
at ~x(k) are affected by the update. For motion blur or small defocus kernels,
this means that relatively few residuals are modified by the solution update.
This small support of individual points allows the same approach as was
used in the Stochastic Tomography algorithm from Chapter 3 to deconvolution problems since the effect of local updates to the solution can be
computed cheaply. Furthermore, since every pixel in a local region is usually blurred by the same or similar blur kernel, there is likely to be strong
spatial correlation between residuals. This means that the local exploration
property of the random walk algorithm is likely to find profitable locations
to modify. This is illustrated in Figure 4.1 where the sampling chains focus
effort around edges where high residuals are strongly correlated.

Figure 4.1: Algorithm progress over time showing stochastic random walks
that form the basis of Stochastic Deconvolution. Green points represent
energy added to the reconstruction while blue represent show energy subtracted. The algorithm automatically focuses sampling effort in regions
where fast improvement to the system objective function are obtained.
The random walk algorithm generates samples s(k) = {~x(k) , (k) } for
which the change in the data-term portion of Equation 4.3 can be evaluated
cheaply by combining Equations 4.3-4.5 to get Equation 4.6. Implementations of Equation 4.6 can take advantage of the fact that most components
(those outside of the PSF centred at ~x(k) ) of the residuals, r, do not change
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as a result of s(k) . Discussion of the regularizer is deferred until Section 4.2.2.
∆E(s(k) )

1 (k−1) 2 1 (k) 2
kr
k2 − kr k2 + γΓ(p(k−1) ) − γΓ(p(k) )
2
2
1 (k−1) 2 1 (k−1)
kr
k2 − kr
− f ⊗(k) δ(~x(k) )k22 . . .
=
2
2
. . . +γΓ(p(k−1) ) − γΓ(p(k) )
(4.6)
=

Although very similar, the Stochastic Deconvolution algorithm incorporates
a few modifications to the original Stochastic Tomography algorithm (Algorithm 2). The modified algorithm is shown in Algorithms 3 & 4.
Algorithm 3 Stochastic Deconvolution
1: procedure StochasticDeconvolutionSampling(M , N ,∗ ,min ,τ )
2:
m←0
3:
 ← ∗
4:
while m < M do
5:
a ← StochasticDeconvolutionSamplingChain(, N )
6:
if a < amin and τ  ≥ min then
7:
 ← τ
8:
end if
9:
end while
10: end procedure
A key difference between the original and modified algorithm is that
the Stochastic Deconvolution algorithm uses an adaptively sized  rather
than a fixed size as in the original Stochastic Tomography algorithm. This
improves the acceptance rate of samples. A second difference is that the
new algorithm automatically records any sample that improves the objective
function but only changes the base position for drawing the next mutation
when the original conditions are met. The new algorithm also randomly
resets the chain to a random point within the domain with a probability of
1%, which helps to ensure ergodicity of the sampling chains and to ensure
more uniform exploration of the domain when relatively few samples are
used.
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Algorithm 4 Stochastic Deconvolution Sampling Chain
1: procedure StochasticDeconvolutionSamplingChain(, N )
2:
// generate an initial sample
3:
s(0) ← {uniform-random-sample(), }
4:
k = 1, n = 0
5:
while k < N do
6:
// mutate the current sample or reset with 1% probability
7:
if uniform-random() ≤ 0.99 then
8:
s(k) ← mutate(s(k−1) )
9:
else
10:
s(k) ← {uniform-random-sample(), }
11:
end if
12:
13:
14:
15:
16:
17:

// record the sample if ∆E > 0
if ∆E(s(k) ) > 0 then
record(s(k) )
n←n+1
end if

18:
19:
20:
21:
22:
23:
24:

(k)
// probabilistically
accept

 s
∆E(s(k) )
a ← min 1.0, ∆E(s(k−1) )

if ∆E(s(k−1) > 0 and uniform-random() > a then
// Sample was rejected, continue from previous
s(k) = s(k−1)
end if

25:
26:
27:
28:
29:
30:
31:

// update iteration counter
k ←k+1
end while
// return the acceptance rate
return n/N
end procedure

These three changes improve the sample acceptance rate from 5 − 10%
to 30 − 40% on the examples in this chapter. Recording any sample that improves the objective function is based on the observation that some samples
yield improvements but were discarded by the original algorithm.
The new algorithm begins with a relatively high value of  = ∗ and
then reduces  as the sample acceptance rate falls below a threshold, amin =
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7.5%. This allows the algorithm to make rapid initial progress but make
smaller adjustments later as samples become harder to place. Setting a
floor, min , on the step size  ensures that the convergence arguments for
ergodic mutation strategies in the limit of sample count still hold since a
series of unlucky sampling chains could otherwise decrease  too rapidly.

4.2.1

Mutation Strategy

The mutation strategy used by Stochastic Deconvolution mirrors that used
by Stochastic Tomography by drawing the next sample from a Gaussian
distribution centred around the most recently accepted sample, i.e. ~x(k) =
~x(k−1) + [N (0, σ), N (0, σ)]T . N (µ, σ) is a 1D Gaussian centred at µ with
standard deviation σ. The standard deviation is chosen to be 50 − 100% of
the PSF width, with the specific choice not critical.
When generating a mutated sample it is important to ensure that the
sampler does not truncate the Gaussian: every point in the domain must
be sampled with finite probability from every other point. This condition
ensures that the mutation strategy is ergodic and does not miss portions of
the domain.

4.2.2

Regularization

Regularization is implemented in a similar manner to Stochastic Tomography: by evaluating the change in the prior Γ as a result of sample s(k)
(Equation 4.6). Sparsity of the prior stencil can be exploited by noting that
many priors have compact support involving only a few neighboring pixels.
In this case, computing the change in value is inexpensive since the regularizer only needs to be evaluated for pixels whose stencils include the modified
pixel.
Several priors were implemented in this work to show the flexibility of
the method to different regularization styles. These are discussed in the
remainder of the section.
Total Variation
As discussed in Chapter 2, Total variation (TV) priors enforce the assumption that the intrinsic image is piecewise constant, or equivalently, that
the image gradients are sparse. TV priors are one of the most popular priors
in use for linear inverse problems since they result in the sparsest gradient
distributions possible in a convex optimization problem. Three variants of
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TV prior were implemented in this chapter. Each uses one of the following
energies in which ∇~x p(~xj ) denotes the (discrete) gradient computed at pixel
~xj .
X
k∇~x p(~xj )k2
(4.7)
ΓT V (p) =
~
xj ∈Ω

ΓAT V (p) =

X

k∇~x p(~xj )k1

(4.8)

~
xj ∈Ω

ΓM T V (p) =

v
u 3
X uX

t
k∇~x pi (~xj )k22
~
xj ∈Ω

(4.9)

i=1

Equation 4.7 corresponds to the standard TV prior. Equation 4.8 is an
anisotropic variant that has the advantage that it fits the L1 prior definition
Γ(p) = kGpk1 from Chapter 2 and so can be solved with standard L1
solvers. Equation 4.9 is an adaptation to color images from [164], where the
sum over i corresponds to summation over the image channels. This color
image prior introduces an L1 penalty on the length of the per-pixel vector
whose components are defined by the magnitude of gradients of individual
channels. This has the effect of coupling the image channels together, as
opposed to simply applying TV independently to each channel.
Sparse 1st and 2nd Order Derivatives
Also implemented was a version of the sparse prior introduced by Levin
et al. [107] which includes priors on the image first and second derivatives
using a fractional 0.8 ’norm’ to enforce a heavy-tailed distribution of image
gradients and curvatures. Details can be found in [107].
Gamma-corrected Sum of Absolute Differences
A new prior that is introduced in this chapter is a gamma-corrected
prior, which originates from the observation that the forward model for
deconvolution must be expressed for linear light but the majority of images
are viewed after applying gamma correction (typically raising pixel values
to an exponent ≈ 2.2). Gamma correction amplifies intensity changes in
dark regions of the image and attenuates those in bright regions. With
traditional priors (such as the TV family), this makes artefacts in dark
regions more noticeable than in light regions. The result is lower image
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quality in dark regions. Increasing the prior weight improves dark regions
but over-regularizes lighter portions of the image.
This reduction in quality can be mitigated by performing regularization
on gamma-corrected pixel values in order to equalize the effect of the regularizer at all brightness levels. To achieve this, a gamma curve is applied
to the pixel values before evaluating a sum-of-absolute-differences prior (as
was found to be effective in Chapter 3) over a 3x3 window, W , centred at
~xj as shown in Equation 4.10.


X
X
1
1

Γ(p) =
|p(~xi ) 2.2 − p(~xj ) 2.2 |
(4.10)
~
xj ∈Ω

i∈W (~
xj )

This is a non-smooth and non-convex prior that is non-trivial to develop a
custom solver for and which introduces a significant memory penalty if the
splitting approaches of Chapter 2 are applied. However it is easily handled
by the Stochastic Deconvolution framework.
Discontinuous and Data-dependent Regularizers
The Stochastic Deconvolution approach also generalizes to data-dependent
and discontinuous regularizers. An example of this is shown in Section 4.4.

4.2.3

Boundary Conditions & Saturation

Capturing an out of focus image necessarily results in pixels near the image
boundary receiving contributions from outside the nominal image boundary
due to the effect of the point-spread function. Reconstructing boundary
pixels is consequently problematic since they depend on content from outside
the image, where there are no measurements.
Stochastic Deconvolution handles such cases by padding the image by
the PSF width and building a mask that indicates which pixels in the padded
image correspond to captured image pixels versus padding pixels. When performing the sampling process, samples are permitted to be placed anywhere
within the image interior or padding regions, but contributions to ∆E(s(k) )
from the data term are only included when the mask indicates they belong
to interior pixels. Consequently, in the padding region, ∆E(s(k) ) is simply
the change in the prior energy.
This process serves to disable the data term in regions without valid
captured measurements, but includes pixels in the padding regions in the
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reconstruction process, as illustrated in Figure 4.2. Consequently, the algorithm is able to adjust the content of padding regions to improve the
reconstruction in the interior pixels, synthesizing plausible content that improves the reconstruction quality.

Figure 4.2: Depiction of boundary and saturation handling. Boundaries
are handled by the algorithm by padding the image by the PSF width and
masking padding pixels (shaded border) from the objective function data
term. This allows content to be optimized in the padding regions to improve
image quality in interior regions. The same principle is applied to saturated
pixels (interior shaded region) to prevent ringing.
The same process can be applied to saturated pixels, which have inherently untrustworthy measurements. Simply excluding saturated pixels from
the mask causes the algorithm to plausibly inpaint saturated regions with
content that improves the reconstruction in unsaturated regions.
Boundary conditions and saturation are consequently handled quite naturally by the algorithm. This is unlike methods expressed in Fourier space
which cannot perform this type of data masking due to the requirement that
all operators be expressible as convolutions.

4.2.4

Non-Uniform Blur Kernels

Stochastic Deconvolution also handles non-uniform blur kernels in a natural
manner. Since the method is not based upon convolution operations in
Fourier space, it is straightforward to evaluate a different blur kernel for
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each pixel. In contrast, Fourier methods must approximate spatially varying
PSFs by breaking the image into tiles, where each tile is assumed to have
a constant blur kernel. Spatially varying blur kernels can be acquired using
either the method of Hirsch et al. [78] or by using the inertial measurement
units that are built into many cellphones [89].

4.3

Implementation

The Stochastic Deconvolution algorithm was implemented in C++ using the
CImg image processing library [1] for image input and output as well as for
some internal manipulations of images. A simplified and commented sample
implementation is available from the project website [65] that demonstrates
how to perform residual and image updates as well as evaluate the total
variation variation prior.

4.4

Results

This section compares results computed using different regularization strategies and objective functions as well as compares to existing methods. Runtimes vary based on the size & sparsity of the PSF as well as the image
size, but are typically only a few minutes. An example is a 0.7 megapixel
monochrome image with a 21x21 pixel PSF took 126 seconds using an unoptimized implementation.
Comparison to Existing Methods
Figures 4.3 and 4.4 show comparisons of Stochastic Deconvolution with
the Coded Exposure Photography method of Raskar et al. [128]. Stochastic
Deconvolution produces results with less noise and fewer chromatic artefacts by introducing priors into the deconvolution problem, although this is
expected since the original method is unregularized. Enlarged views of the
train image help to highlight the behaviour of the different priors, including
the total variation (TV) prior (Figure 4.3(c)), the sparse image derivatives
prior from Levin et al. [107] (Figure 4.3(d)) as well as the gamma prior from
Section 4.2.2 (Figure 4.3(e)).
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(a) Stochastic Deconvolution, Gamma prior, γ = 0.001

(b) Raskar et. al.

(c) SD, TV prior, γ = 0.00025

(d) SD, Levin prior, γ = 0.00025 (e) SD, Gamma prior, γ = 0.001

Figure 4.3: Comparison of ’train’ image with Raskar et. al. (left) vs.
Stochastic Deconvolution (right) using the regularizer of Levin et. al. Incorporation of the regularizer significantly reduces the noise in the reconstructed image while preserving image detail. Stochastic Deconvolution uses
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All three priors reduce noise and chromatic artefacts, however the two
non-convex priors shown in Figures 4.3(d) and 4.3(e) produce the smoothest
results. The gamma prior accomplishes its intended purpose of reducing
artefacts in dark regions. This highlights the flexibility of the Stochastic
Deconvolution framework where it is trivial to experiment with new priors,
unlike previous methods that must be customized for each prior.
Figure 4.4 shows a comparison between Raskar et al., and Stochastic
Deconvolution for the white car image. This comparison also uses the gamma
prior, resulting in reduced noise in dark regions of the image such as the
wheels and windows while also improving legibility of the text on the cab,
demonstrating that the gamma prior is effective for improving image quality
and details.

(a) Raskar et al.

(b) SD, gamma prior, γ = 0.0015

Figure 4.4: Comparison of ’white car’ image with Raskar et al. (top).
Stochastic Deconvolution (bottom). The addition of a prior helps to suppress noise and chromatic artefacts present in the original results while improving legibility of the text. Stochastic Deconvolution uses 100XNpixels
samples and σ = 32
Figure 4.5 shows a comparison between Fergus et al. [58] and Stochastic
Deconvolution. Stochastic Deconvolution produces sharper results with less
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ringing and is also able to reconstruct the image all the way to the boundary.
Figure 4.6 shows a comparison with the relatively new method of Xu and
Jia [161] using Stochastic Deconvolution with the prior of Levin et al. The
results are very comparable even on this challenging dataset: both methods
show minor artefacts throughout the image, however the results are very
similar in terms of overall quality.
Figure 4.7 shows the effects of the boundary condition handling for inpainting plausible content in boundary regions, including additional windows and staircase details. This content has been synthesized by the algorithm using information about the padding region that has been encoded
into interior image pixels as well as by the prior.
Empirical Convergence
As a variant of coordinate-descent, Stochastic Deconvolution has no
guarantee of convergence for general non-smooth objective functions. However, empirical tests were performed using the anisotropic TV prior and
the attained objective function values compared to the provably convergent
method of Chambolle & Pock [37]. For the blurred image in Figure 4.8, the
objective value computed by Stochastic Deconvolution after 300 × Npixels
mutations was 26.42, while the objective value for the primal-dual method
was 26.69. We attribute the minor discrepancy to differences in boundary
handling and termination criteria between the two methods. The objective
function history is also shown in Figure 4.8, showing fast initial convergence
rate that gradually flattens. However visual convergence is very quick in
practice: by iteration 50 the grey-values are being adjusted by only 0.08%
of the maximum range and are visually indistinguishable fro the results at
300 iterations without careful, pixel-level examination.
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(a) Fergus et al.

(b) SD, gamma prior, γ = 0.003

Figure 4.5: Comparison of ’fountain’ image with Fergus et al.(top). Stohastic Deconvolution (bottom) shows substantially reduced ringing as well
as much-improved handling of image boundaries due to the use of the
Stochastic Deconvolution boundary condition. Stochastic Deconvolution
uses 100XNpixels samples and σ = 32
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(a) inpuit

(b) Xu and Jia

(c) Method of Levin et al.

(d) SD, Levin prior, γ = 0.0005

Figure 4.6: Comparison of ’roma’ image with Xu and Jia (using kernels
estimated by Xu and Jia) for the Roma image. Stochastic Deconvolution
uses 100XNpixels samples and σ = 32
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(a) boundary inpainting

(c) Method of Levin et al.

(b) details

(d) SD, Levin prior, γ = 0.0001

Figure 4.7: Boundary and saturation results. Top row: inpainted details
from the Stochastic Deconvolution boundary condition: windows are added
to a building on the boundary (red outline) and staircase details outside
the image are introduces (yellow outline). Zoom in to the top-left image for
additional features. Bottom row: the method of Levin et al. rings for highly
saturated pixels, but masking these regions from the reconstruction allows
Stochastic Deconvolution to produce much smaller artifacts.
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(a) Blurred input

(b) Computed solution

(c) Convergence history

(d) Sample histogram

Figure 4.8: Convergence history and sample histogram of Stochastic Deconvolution down to  < 4 × 10−9 for the anisotropic TV prior with weight
γ = 10−3 . Each Stochastic Deconvolution iteration has approximately equal
computational cost to one gradient descent step using image-space convolutions but is able to focus sampling effort near details, as illustrated by the
sampling histogram.
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Defocus Blur and Lens Aberrations
Stochastic Deconvolution can also be applied to remove defocus blurs
and lens aberrations in images taken with standard SLR cameras. Results
comparing Stochastic Deconvolution using the Levin prior to the method of
Levin et al. are shown in Figure 4.9. The results are very similar due to
using the same prior.

(a) Blurred input

(b) Method of Levin et al.

(c) SD, Levin prior, γ = 1e − 3

Figure 4.9: Deconvolution of defocus blur. Comparison of the method of
Levin et al. with Stochastic Deconvolution for defocus blur captured using
a standard SLR, 100XNpixels samples.
Figure 4.10 shows a color image blurred by a synthetic, wavelength83
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dependent PSF. Deblurring using the MTV prior results in a sharper image
with reduced chromatic artefacts. Optimization for such priors has been the
focus of several papers [164, 19], but they are easily and quickly implemented
in the Stochastic Deconvolution framework.

(a) SD, TV prior

(b) SD, MTV prior

Figure 4.10: Deconvolution of colour images. Comparison of per-channel
TV (top) with the multichannel MTV prior (bottom) for a blur kernel with
chromatic aberrations. Image sharpness is improved and color artefacts
reduced around the tree branches

Spatially Varying PSFs
Figure 4.11 shows a synthetic example for deblurring results of a strong,
spatially varying motion blur with rotation about the optical axis. Existing
methods typically must break the input image into tiles to approximate such
blurs, but they can be expressed directly in Stochastic Deconvolution.
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Figure 4.11: Deblurring with a spatially varying kernel. Left: an image
blurred by a simulated spatially varying PSF consisting of strong motion
blur and rotation about the optical axis (centre) and the corresponding
result after deblurring with Stochastic Deconvolution (right). Stochastic
Deconvolution naturally adapts to spatially varying PSFs without resorting
to patch-based approximations.

Data Dependent Regularizers
Figure 4.12 shows an example of a simple, data-dependent regularizer.
An image known to consist of only five distinct but unknown colours is
blurred and corrupted with noise. Deblurring using the standard TV regularizer gives a PSNR value of 31.91 dB among all prior weights tested, however by clustering the image colors periodically and adding the L1 distance
to the nearest cluster this can be improved by 0.7 dB while simultaneously
decreasing the weight on the TV prior by an order of magnitude.
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(a) Blurred input

(b) TV, PSNR: 32.0 dB

(c) DD TV, PSNR: 32.7
dB

Figure 4.12: Illustration of a data-dependent prior comparing TV deblurring
versus a simple data-dependent regularizer that uses a TV prior plus the
minimum distance to one of five RGB clusters (computed by K-means).
The data dependent method improves the reconstruction by 0.7 dB over all
parameter values.
Although this is something of a contrived example, many applications
can exploit domain-specific information, for example, known image greyvalues for tissues in magnetic resonance imaging (MRI) for specific machine
settings. Exploiting this knowledge can reduce reliance on heuristics such
as gradient sparsity and yield improved reconstructions. However, such
discontinuous priors based on discrete choices can be difficult to implement
in conventional solvers based on gradients.

4.5

Conclusions

This chapter has presented Stochastic Deconvolution, a general-purpose
method for deconvolution and deblurring based on stochastic random walks.
Stochastic Deconvolution is straightforward to implement, easily incorporates state-of-the-art priors and produces high quality results.
The performance of the method is comparable to methods such as that of
Levin et al. [107], but not with methods that operate in the Fourier domain
or other highly optimized solvers. However the decrease in performance is
balanced by the ability to trivially incorporate nearly arbitrary priors, to
use spatially varying blur kernels and to correctly handle image boundaries
and saturation.
Stochastic Deconvolution consequently serves as an excellent test-bed
for new priors. Implementing custom regularizers in other methods often
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means deriving an entirely new solver, but many priors can be implemented
and first results obtained in a matter of minutes by using Stochastic Deconvolution. This makes Stochastic Deconvolution an excellent tool for experimenting with new regularization strategies.
This has been demonstrated by the results in this chapter, in which
two new priors were developed to address practical problems in deblurring.
The first, the gamma-corrected prior, addresses the issue of dark portions
of images being over-regularized by performing regularization on gammacorrected pixel values. The second is the data dependent prior which serves
as an example of how detailed assumptions on scene content can be incorporated into deconvolution problems. This chapter and Chapter 3 consequently serve to demonstrate that the stochastic random walk algorithm is
an effective tool for solving regularized inverse problems that easily adapts
to a wide variety of priors.
The next chapter returns to the problem of fluid scanning introduced in
Chapter 3 by investigating the problem of estimating fluid velocities from
scanned concentration fields. As in the Chapter 3 and this chapter, regularization is key to obtaining good velocity estimates. However Chapter 5
differs by introducing forward simulation as a regularizer for this challenging problem and by exploiting an equivalence between pressure correction in
fluid simulation and proximal operators in convex optimization. This equivalence allows many imaging inverse problems, including deconvolution, to
be applied in a fluids context.
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Chapter 5

Fluid Velocity Estimation
5.1

Introduction

This chapter now returns to the problem of passive fluid imaging. Chapter 3
presented a hardware setup and reconstruction algorithm that allows volumetric dye concentration fields to be tomographically reconstructed from
multiview video of mixing fluids. This is a powerful technique that enables
volumetric fluid imaging in a passive manner, however uses of the data are
limited since velocity information is not captured. Having only part of the
fluid state means that captures can be inspected, re-rendered from alternate
viewpoints and replayed but not modified.
Unfortunately, obtaining the full fluid state by direct scanning is extremely challenging except in a few, quite restrictive, cases such as [40, 62].
At meter scales, velocity cannot be directly imaged but must be inferred
from the motion of some visible quantity. This has been exploited in, for
example, particle image velocimetry (PIV) [3], which carefully seeds the flow
with particles that can be individually or collectively tracked in illuminated
sections. This can provide very accurate velocity measurements, but only
within the illuminated section. Volumetric extensions of PIV, e.g. [56], allow volumetric imaging based on tomographically reconstructing the seeding
particles, however the out-of-plane dimension is generally quite small due to
the need to resolve individual particles. This limits either domain thickness,
seeding density, reconstruction resolution or all three.
Instead this chapter investigates inferring the velocity fields of fluids from
passive observation of the motion of reconstructed dye concentration fields,
i.e. the fields that are reconstructed by Chapter 3. This is related to the
velocity estimation problem introduced in Section 2.1.3, however adapting
optical flow methods to fluids is challenging due to the physical constraints
that must be imposed: fluids are expected to satisfy the Navier-Stokes equations and additionally, for the incompressible flows considered here, have
velocity fields that are divergence free.
The key finding of this chapter is that the pressure solve employed by
many fluid simulators can be interpreted as a proximal operator for member88
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ship in the set of divergence-free flows. This allows the problem of estimating
divergence free velocities to be expressed very efficiently in a proximal framework. The Navier-Stokes equations are also introduced as an implicit prior
on the reconstruction via a predictor-corrector approach that looks for lowenergy corrections to velocity fields predicted by forward simulation. The
velocity fields estimated by this approach allow existing simulation techniques such as up-resing (super-resolution) to be applied to captured flows,
among other applications.
The resulting algorithm closely resembles the operator splitting approach
to time-stepping that is commonly used in fluid solvers to advance convective, diffusive and body forces separately. This viewpoint interprets lowenergy velocity corrections computed by velocity estimation as body-forces
integrated over a simulation timestep. By adopting this perspective, it is
possible to look for other forcing terms that can achieve a desired effect.
One example is demonstrated in the context of guiding fluids, where a body
force field is estimated that matches low spatial frequencies of a simulation
velocity field to an input guidance field. This problem can be expressed in
the proximal framework and demonstrates meaningful integration of inverseproblems into simulation as well as of captured data into simulation.
Based on these results, the specific contributions of this chapter are:
• establishing the equivalence between the pressure-solves used in many
fluid simulations and proximal operators used for constrained and regularized inverse problems.
• a practical, physically constrained, multi-scale tracking method for
concentration fields that reconstructs plausible and temporally coherent velocity fields
• re-simulation of the captured fluids for adding details or performing
domain modifications and
• initial results for solving other mixed forward and inverse problems in
fluids using the same proximal operator framework.
It is likely that many more such applications can be developed based
upon the same methodology of applying powerful methods from convex optimization to challenging fluids problems.

89

5.2. Overview of Incompressible Fluid Simulation

5.2

Overview of Incompressible Fluid Simulation

Incompressible fluid flow can be modelled by the incompressible NavierStokes equations (Equations 5.1 & 5.2). These equations describe the timeevolution of the fluid velocity ~u = [u(~x), v(~x), w(~x)] as a function of itself,
pressure P , mass density ρ, viscous stresses induced by the viscous stress
tensor τ as well as external body forces f~, all subject to the condition that
the flow be mass-conserving (divergence-free).
∇ · ~u = 0
~ut + ~u · ∇~u + ∇P/ρ = (∇ · τ )/ρ + f~

(5.1)
(5.2)

In a general flow, the transport of an observable scalar field φ based on a
velocity field ~u is given by the scalar transport equation (Equation 5.3).
φt = −∇ · (~uφ) − α∇2 φ + s

(5.3)

Here φ refers to the observable concentrations of a marker fluid such as dye
or smoke with approximately equal mass density to the ambient fluid, α is
the diffusivity and s is a source (production) term. In the common case of
negligible diffusivity over short time-scales (α ≈ 0), no production (s = 0)
and incompressibility (∇ · ~u = 0), this equation reduces to Equation 5.4,
which models pure advection of the quantity φ by the velocity field ~u.
φt + ~u · ∇φ = 0

(5.4)

Equation 5.4 is simply a continuous-time version of the partial differential
equation form of optical flow under the common brightness constancy constraint (see Section 2.1.3). This suggests that this form of optical flow can
serve as a forward model for the transport portion of fluid velocity estimation. It is also interesting to note that although brightness constancy
is an assumption that is violated in many optical flow applications due to
shadowing, changing illumination or non-Lambertian reflectance functions,
it holds under much milder assumptions in fluid dynamics for a wide range
of flow cases.
Equations 5.2 & 5.4, when combined with the incompressibility constraint of Equation 5.1, describe the time-evolution of a non-diffusive incompressible flow transporting a marker fluid of equal mass density. A challenge
in fluid simulation is how to advance these equations in time, since although
there are time-evolution equations for velocity ~u and scalar concentration φ,
there is no time-evolution equation for pressure P .
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The pressure field is interesting in incompressible fluid dynamics since
its main purpose is to enforce incompressibility. This can be seen via the
Helmholtz decomposition, which expresses an arbitrary vector field as the
sum of a divergence-free component (expressed as the curl of a vector potential ~a) and a curl-free component (expressed as the gradient of a scalar
potential P ), i.e.. ~u = −∇P + ∇ × ~a. The vector identities ∇ × (∇P ) = 0
and ∇ · (∇ × ~a) = 0 show that these components are orthogonal. This
means that the pressure gradient term in Equation 5.2 can only influence
divergent flow components introduced by the other terms. This has lead to
the widespread use of pressure projection methods for fluid simulation.
Pressure projection advances a simulation forward one timestep (∆t)
using all terms from Equations 5.2 except the pressure gradient term to
produce an intermediate velocity field ~u∗ . The resulting velocity fields will
generally not satisfy the incompressibility constraints so a correction step
computes the pressure field that exactly counteracts the introduced divergence. The gradient of this pressure field is then used to correct the intermediate velocity field to satisfy Equation 5.1 and affects only the divergent
component of velocity. These steps are typically implemented as shown in
Equation 5.5 & 5.6:
P

= (∇2 )−1 (∇ · ~u∗ )
∗

~u = ~u − ∆t∇P/ρ

5.3

(5.5)
(5.6)

Pressure Projection as a Proximal Operator

Applying the proximal methods of Section 2.3.2 to inverse problems in fluids
requires a proximal operator for the constraint that the computed velocity
fields be divergence free. This proximal operator can be expressed in terms
of a hard constraint g(~u) which is a discontinuous, extended-value penalty
as defined in Equation 5.7.
(
0, ∇ · ~u = 0
g(~u) =
(5.7)
∞, otherwise
The proximal operator for membership in the set of divergence-free flows is
then defined by Equation 5.8.
proxλg (~u∗ ) = arg min g(~u) +
~
u

= project(~u∗ )

1
k~u − ~u∗ k22
2λ
(5.8)
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The unique minimum of Equation 5.8 is the closest incompressible velocity
to the input argument ~u∗ , as measured by change in kinetic energy. This is
equivalent to the pressure projection scheme described in Section 5.2 since
the correction applied exactly cancels the divergent portions of the flow
without affecting the divergence-free portions. Since the divergence-free
and curl-free components of the Helmholtz decomposition are orthogonal
the update has minimal 2-norm and consequently minimizes Equation 5.8.
The result is that pressure-projection implements the proximal operator for
membership in the set of divergence-free flows.
This is the key observation of this chapter that enables all of the subsequent applications. It is important for several reasons. The first is that
it allows any convex function of flow velocities to be constrained by the
divergence-free condition and solved using the proximal methods of Chapter 2, without resulting in a monolithic constrained problem. The second is
that pressure projection requires solving an N × N Poisson problem (where
N is the number of voxels) rather than the original problem subject to an
N × 3N constraint matrix. This is beneficial since the problem size is reduced and because the Poisson problem can be solved very quickly using,
for example, multigrid or spectral methods.

5.4

Divergence-free Optical Flow using ADMM

With the equivalence between pressure projection and the proximal operator
for divergence-free flow established, it is possible to lay the groundwork for
the fluid tracking algorithm. The fluid tracking algorithm is conceptually
split into two components. The first component estimates divergence-free
velocity fields based on a PDE formulation of optical flow. Divergencefree or divergence-regularized flows have been estimated in the past using
a variety of methods, including div-curl regularization [70, 47, 46, 132] and
wavelets [54, 92] but these approaches result in monolithic problems that
tightly couple the constraints to the objective function. Instead, this chapter
exploits the equivalence of pressure projection with proximal operators to
apply proximal methods to the constrained optical flow problem.
The second component is a standard forward simulation which provides
the starting conditions for the optical flow problems. This incorporates the
prior knowledge that the observed flow is governed by the Navier-Stokes
equations so optical flow estimates should only correct minor discrepancies introduced by grid-effects and modelling assumptions. This is similar
to [132] which applied the same concept to 2D flows but used a different
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formulation that resulted in a large-scale finite element problem that would
be challenging to extend to 3D.
A key portion of the fluid tracking algorithm is consequently the solution to divergence-free optical flow problems. These are used to correct the
velocities predicted by forward simulation. Each optical flow problem is
formulated as a minimization for the velocity update ∆~u, shown in Equation 5.9, which is the sum of an optical-flow photo-consistency term, EP C ,
an L2 smoothness penalty ESM , an L2 kinetic energy penalty, EKE and a
hard constraint that the computed flows be divergence free EDIV .
arg min EP C (∆~u) + αESM (∆~u) + βEKE (∆~u) + EDIV (∆~u)
|
{z
} |
{z
}
∆~
u
f (∆~
u)

(5.9)

g(∆~
u)

The photo-consistency, smoothness and kinetic energy terms are collectively
referred to as the objective function, f , while the EDIV is the constraint
function g, mirroring their definitions from Section 2.3.2 where such objective functions were minimized using the ADMM algorithm. Each of these
terms is defined below.
Photo-consistency term, EP C
The photo-consistency term is defined by the standard PDE discretization of optical flow, extended to 3D. Equation 5.10 shows the definition in
continuous space and time.
1
EP C (∆~u) =
2

Z 
Ω

∂φ
+ ∆~u · ∇φ
∂t

2
dΩ

(5.10)

The velocity update ∆~u is discretized in space on a regular voxel grid and
the image gradient ∇~x φ is discretized with first-order finite differences and
stored component-wise in the row of the data matrix F corresponding to
each voxel. The time-derivative of the image is also discretized with first
order differences using the discrete frames given as input to the fluid tracking
problem. Applying both of these substitutions gives the discretized photoconsistency term in Equation 5.11.
EP C (∆~u) =
=

1 φ2 − φ1
k
+ F∆~uk22
2
∆t
1
φ − φ1
∆~uT FT F∆~u + ∆~uT FT 2
2
∆t

(5.11)
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Smoothness term, ESM
The smoothness term ESM is a standard L2 penalty on gradient magnitude for each velocity update component ∆uj , shown for continuous space
in Equation 5.12.
3

1X
ESM (∆~u) =
2
j=1

Z

k∇∆~uj k22 dΩ

(5.12)

Ω

The smoothness term is necessary to extrapolate velocities into regions
where spatial gradients of the input image vanish. In these regions, the
photo-consistency term EP C contributes no information to the reconstruction problem since the corresponding rows of F are all zero. The smoothness
term allows information from regions with non-zero gradients to be used in
these areas.
Once discretized, the smoothness term consists of the sum of three discrete Laplacian matrices Lj which each discretize the continuous Laplacian
operator ∇2 ∆uj = k∇∆uj k22 for the subscripted velocity component, resulting in the discretized smoothness term in Equation 5.13.
3

ESM (∆~u) =

1X
∆~uLj ∆~u
2

(5.13)

j=1

Kinetic energy term, EKE
The final term in the objective function F is the kinetic energy term
EKE . The purpose of this term is to favour minimally energetic velocity
updates ∆~u. Its definition in continuous space is shown in Equation 5.14.
Z
1
EKE (δ~u) =
δ~u2 dΩ
(5.14)
2 Ω
Equation 5.14 can be trivially discretized to form Equation 5.15.
1
EKE (∆~u) = ∆~uT ∆~u
2

(5.15)

By favouring minimally energetic update the kinetic energy term accomplishes two objectives. First, it penalizes deviations from the states predicted by forward simulation since the velocity update is computed with respect to these states. This implicitly introduces the Navier-Stokes equations
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as a prior on the velocity estimation procedure, even though Equation 5.2
does not appear directly in the objective function f . Consequently, the flow
estimation does not try to undo dynamics introduced by forward simulation.
The second effect of the kinetic energy term is to counteract the smoothness term. Although the smoothness term is necessary to extrapolate velocities into regions with no texture, it tends to do so too strongly, often
setting large volumes of fluid into motion in order to reduce streamline curvature by small amounts. Penalizing kinetic energy allows this effect to be
controlled and can have the counter-intuitive effect of producing flows that
appear more energetic near textured regions, but which have lower overall
kinetic energy due to having less total volume of fluid in motion.

5.4.1

Solution with ADMM

The equivalence of pressure-projection and the proximal operator for the
set of divergence-free velocity fields allows the ADMM algorithm to be used
to solve inverse problems in velocity subject to the constraint that the reconstructed velocity fields are divergence-free. The fluid-tracking algorithm
exploits this by using divergence-free optical flow based on ADMM to solve
for a low-energy update, ∆~u.
This problem is expressed as a minimization in the form of Equation 5.16
arg min f (∆~u) + g(∆~u)

(5.16)

∆~
u

where the functions f and g are convex functions, with f defining the data
term and g defining the divergence-free constraint. The data term f is
defined as the sum of the photo-consistency, smoothness and kinetic energy
terms, while the constraint g is defined as the indicator function for the set
of divergence free flows (Equation 5.7)
To solve Equation 5.16 using ADMM, a splitting variable, ẑ, is introduced to yield the constrained problem in Equation 5.17:
arg min

f (∆~u) + g(ẑ)

∆~
u,ẑ

such that:

∆~u = ẑ

(5.17)

Applying the ADMM algorithm to the minimization in Equation 5.17 yields
the proximal form of ADMM shown in Algorithm 5. The proximal form of
ADMM is convenient to work with since the functions f and g are accessed
only through their proximal operators.
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With the function f defined as in Equation 5.9 (and its individual terms
defined by Equations 5.11, 5.13 & 5.15), the proximal operator of f is found
as the proximal operator for a quadratic form from Table 2.1. At this point,
in anticipation of a reconstructing large-scale motions using a multi-scale
approach, the velocity update ∆~u is split into two components, the first
(∆~uin ) representing an estimate obtained from a coarse scale that is treated
as a fixed constant and the second (δ~u) serves as the active degrees of
freedom, giving Equation 5.18.
∆~u = ∆~uin + δ~u

(5.18)

The definition of the proximal operator of f is then given by Equation 5.19,
where the term related to the data matrix F and the constant coarse scale
estimate ∆~uin (crossed out in Equation 5.19) is omitted since this term
is handled by the multi-scale flow estimation procedure. This is necessary
since the photo-consistency EP C term in Equation 5.11 is only valid for
motions smaller than the voxel pitch. The multi-scale framework operates
in a coarse-to-fine manner and warps the concentration fields at each level
by velocities estimated at the next coarsest level. This roughly aligns the
concentration fields such that the relative motions computed at each level
are smaller than the voxel pitch, however the warping accounts for the effect
of the neglected term.
proxλf (~v) = (I + λA)−1 (~v − λb)
A = FT F + α

3
X

(5.19)

Lj + βI

j=1
3

b = FT

X

φ2 − φ1 XTX
X
X
−
F F∆~
uX
Lj ∆~uin − β∆~uin
in − α
∆t
j=1

Equation 5.19 is the solution to a symmetric positive definite system of linear
equations, allowing it to be solved using the Conjugate Gradient method together with a drop-tolerance incomplete Cholesky (ILDLTT) preconditioner.
The preconditioner is pre-computed once and cached whenever the proxλf
is evaluated. The Conjugate Gradient solver can also be warm-started at
every evaluation of proxλf .
The proximal operator of the divergence constraint g can also be defined
to take the splitting of the velocity update ∆~u into a fixed coarse estimate
∆~uin and active solution variables δ~u.
proxλg (~v) = Project(∆~uin + ~v) − ∆~uin

(5.20)
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The proximal operator for g simply re-uses the pressure-projection routine
for an existing fluid solver, offsetting the parameter by the initial update
∆~uin to account for the scale-splitting. The staggered discretization of
Ando et al. [6] was modified for voxel grids with trilinear basis functions
and used to implement the pressure solve. This pressure solver locates the
pressure degrees of freedom on the cell vertices and the velocities at the
cell center. This has the advantage of placing the velocities for the fluid
simulator at the same location as the optical flow code, unlike the standard
MAC discretization [59] which locates velocities on the cell faces. However
the disadvantage is that the memory required and density of the systems to
solve rises considerably when using this staggering on 3D voxel grids.
With the proximal operators defined, the ADMM algorithm is shown in
Algorithm 5, where the proximal operators proxλf and proxλg are defined
by Equations 5.19 & 5.20 respectively.
Algorithm 5 ADMM (proximal form)
1: procedure ADMM(proxλf ,proxλg )
2:
// Initialize velocity, splitting variable and multipliers
3:
δ~u(0) , z(0) , y(0) ← 0
4:
while k < kmax do
5:
// Update change in velocity δ~u
6:
δ~u(k+1) ← proxλf (ẑ(k) − y(k) )
7:
8:
9:

// Update splitting variable ẑ
ẑ(k+1) ← proxλg (δ~u(k+1) + y(k) )

10:
11:
12:

// Update Lagrange multipliers λ
y(k+1) ← y(k) + δ~u(k+1) − ẑ(k+1)

13:

k ←k+1
end while
16:
return δ~u(kmax )
17: end procedure
14:

15:

5.4.2

Extension to multiscale

The ADMM algorithm in Algorithm 5 and the proximal operators in Equation 5.19 & 5.20 can be used to recover divergence-free velocity vectors but is
only valid for motions comparable to the voxel pitch due to the linearization
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of the forward model. Since there is typically little control of the magnitude
of motions when capturing data, this condition is likely to be violated.
This limitation can be partially addressed by using a scale-space, which
estimates coarse motions on downsampled voxel grids such that the linearization holds and then warps by these estimated motions when estimating the
next coarsest scale.
Algorithm 6 Divergence-free Optical Flow using ADMM
1: procedure OpticalFlowADMM(φ1 ,φ2 ,∆t,l)
2:
if l < lmax then
3:
// Estimate correction at coarse scale and upsample
4:
φC
1 ← SmoothAndCubicDownsample(φ1 , η, σ)
5:
φC
2 ← SmoothAndCubicDownsample(φ2 , η, σ)
C
6:
∆~uC ← OpticalFlowADMM(φC
1 , φ2 , ∆t, l + 1)
7:
∆~uin ← η1 ∗ CubicUpsample(∆~uC , η1 )
8:
else
9:
// Coarsest scale, initialize correction to zero
10:
∆~uin ← 0
11:
end if
12:
// Align images using estimated correction
13:
φ∗2 ← Advect(φ2 , ∆~uin , −∆t)
14:
15:
16:
17:

// Update correction with ADMM algorithm
// Define proxλf & proxλg as in Equations 5.19 & 5.20
∆~u ← ∆~uin + ADMM(proxλF , proxλG )

18:

// Return computed update
return ∆~u
21: end procedure
19:

20:

The multi-scale extension relies on several auxiliary routines.
• SmoothAndCubicDownsample(φ, η, σ) - Cubicly downsamples φ by
eta after smoothing by a Gaussian filter with standard deviation σ.
• CubicUpsample(∆~u, η1 ) - Cubically upsamples φ by η1 .
• Advect(φ, ~u, ∆t) - Advects φ forward by ∆t units of time using velocity field ~u using BFECC [97] with 3rd order spatial interpolation and
min-/max-limiting.
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Conceptually the method works by warping the second image φ2 backwards in time by the coarsely estimated velocity field at the next coarser
level. This aligns the φ1 and φ∗2 to (ideally) within the voxel pitch such that
the Taylor expansion using in formulating the PDE form of optical flow
holds. This warping is the reason for the neglected term in Equation 5.19:
the neglected (linear) term is handled by the (non-linear) warping by the
coarse velocity field.
The multi-scale extension closely follows the multi-scale Horne-Schunck
framework of Meinhardt & Llopis [113], however several operations are performed differently in the adaptation to fluids, including solving using the
preconditioned Conjugate-Gradient method, introduction of the divergencefree constraint/ADMM and using higher-accuracy and limited fluid advection rather than straightforward warping. The method is also extended by
incorporating it into a higher-level fluid tracking framework intended to incorporate fluid dynamics and temporal coherence, described in the following
section.

5.5

Fluid Tracking

Section 5.4 describes a multi-scale optical flow algorithm capable of reconstructing divergence-free estimates of fluid motions passively from concentration fields. This algorithm is made possible by the equivalence of pressureprojection and the proximal operator for the set of divergence-free flows as
well as the equivalence between PDE optical flow under the assumption of
brightness-constancy and the advection equation. The non-linear large-scale
optical flow problem is solved as a sequence of convex linear minimizations
at progressively finer scales and is similar existing divergence-free velocity
estimation algorithms, e.g. [70, 47, 46].
However these methods (including Algorithm 6) do not yield satisfactory
results when applied to tomographically reconstructed concentration fields
directly. Such datasets typically have sparsely distributed texture that cause
the optical flow problem to be severely under-determined due to large regions
with zero concentration gradients. The resulting velocity reconstructions
have severe popping and are artificially smooth due to needing high prior
weights to suppress noise. These effects are illustrated in the comparisons
in Section 5.6, where both the classical Horn-Schunck and a divergencepenalized variant of Horn-Schunck are applied to the fluid tracking problem.
The underlying difficulty is a lack of dynamics information in the reconstruction problem: neither the divergence-free proximal operator nor the
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optical flow data term takes the momentum portion (Equation 5.2) of the
Navier-Stokes equations into account. Most methods estimate each velocity field connecting a pair of adjacent frames independently. Consequently
there is no reason to expect Equation 5.2 to be satisfied over time, since
the (unique) minimizer of the regularized optical flow problem is computed
without regard to temporal coherence or dynamics.
Although temporal coherence can be introduced into the reconstruction
process by jointly solving for the velocity fields at all frames simultaneously,
the non-linearity of Equation 5.2 makes it extremely challenging to incorporate as a prior. This is in turn made more difficult by the sheer scale of the
problem.
Instead, the approach presented here frames fluid tracking as the process
of perturbing a running simulation to match the input capture. This is similar in concept to [132] although their formulation differs significantly. The
resulting algorithm (Algorithm 7) can be expressed as a forward simulation
using the Navier-Stokes equations to which a data-dependent source term is
applied via operator splitting.
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Algorithm 7 Fluid Tracking Reconstruction Loop
1: procedure FluidTracking(φ1 , . . . , φkmax ,~
u0 )
2:
k←1
3:
while k < kmax do
4:
// predict next velocity & project to be div. free
˜ ∗ ← Advect(~uk−1 , ~uk−1 , ∆t)
~u
5:
k
˜ k ← Project(~u
˜∗)
~u
6:
k
7:
8:
9:

˜t
// warp φk+1 backwards based on ~u
˜
φ̃k ← Advect(φk+1 , ~uk , −∆t)

10:
11:
12:
13:

// compute correction ∆~uk to align
// φk and φ̃k such that ∇ · ∆~uk = 0
∆~uk ← OpticalFlowADMM(φk , φ̃k , ∆t, 0)

14:
15:
16:

// apply correction as source term
˜ k + ∆t ∆~uk
~uk ← ~u
∆t

17:

// update loop indices and current time
t ← t + ∆t
20:
k ←k+1
21:
end while
22: end procedure
18:
19:

The resulting algorithm is consequently a blend between optical flow
estimation and a fluid simulation. It uses the Navier-Stokes equations implicitly as a prior by looking for low-energy velocity corrections between
states predicted by simulation and the observed concentration fields. The
improvement that this offers in result quality is discussed in the next section
for both real and simulated data.

5.6

Fluid Tracking Results

This section provides evaluations of the performance of fluid tracking and
shows several applications that make use of data captured experimentally
using the optical tomography setup of Chapter 3. These datasets consist of
tomographically reconstructed dye concentration fields in mixing fluids and
are challenging for a number of reasons. First, they were acquired using
relatively few camera views which limits the level of texture in the interior
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of the flows. Second, as outlined in Chapter 3, the reconstructions have
self-shadowing and scattering artifacts due to a linearized approximation to
the physical forward model. This means that brightness constancy holds
only approximately and at short time scales. Finally, each frame was reconstructed independently, which causes temporal noise and flicker. Nonetheless
the data represents the current state of the art in volumetric fluid capture.

5.6.1

Tracking Validation

Validation of the fluid tracking algorithm was carried out in two ways. The
first was validation on simulated data for which there are known, groundtruth, velocity fields. This represents an idealized case for the tracking
since the input data is relatively free of artefacts introduced by tomographic
reconstruction.
The second way that the method was validated was through resimulation.
Here the captured tomographic data and estimated velocities using fluid
tracking were used as initial conditions for a forward simulation. Both of
these are discussed in the following section.
Synthetic Results
This section evaluates the fluid-tracking algorithm on synthetically generated flows. These flows have the benefit of providing ground-truth, known,
velocity fields. The fluid tracking algorithm is compared to two representative methods for estimating the motion between two frames. The first is a
multi-scale extension of the classical Horn-Schunck (H&S) technique that is
designed to recover large motions. This choice is motivated by the continued
competitiveness when implemented in a modern way [145]. The second is
an extension to the multi-scale Horn-Schunck method (H&S div. penalty)
that incorporates a penalty on the flow divergence. This is to mimic the
divergence-free performance of methods such as [46] and is included not so
much to show a specific method but the overall behaviour of the class of
divergence-free optical flow algorithms when applied naively to fluids. The
proposed fluid-tracking method is referred to as ’ADMM full’ and a version
omitting the kinetic energy constraint is referred to as ’ADMM no kin.’.
The validation experiment consisted of a simulated ground-truth sequence of a 3D incompressible flow (resolution 50x100x50), that transports
a buoyant fluid through a simple domain. The sequence has 118 frames
and a central slice through the simulated dye concentrations is shown in
Figure 5.1.
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Density

Horn&Schunck H&S Div.-Penalty ADMM full

Velocity Norm Error

6

0

Angular Error

90

0

Flow Velocities

Ground Truth

Figure 5.1: Visual comparison of velocity reconstruction between HornSchunck (H&S), divergence-penalized H&S and the proposed method. From
top to bottom: magnitude of vector difference w.r.t. ground truth, angular error, absolute HSV color-encoded direction plots. The figure shows a
central slice through the domain.
Two different error metrics adapted from the optical flow community
were used to evaluate the results. The velocity norm error measures the
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norm of the vector difference between the ground truth velocities and the
estimated velocities. The angular error measure the directional accuracy
of the motion. The angular error is weighted by the velocity norm to help
distinguish large-scale trends from finer features such as slight shifting of
eddies or the low-energy turbulence that was used as initial conditions. This
was done since such effects result in very high angular errors even though
the overall flow behaviour is consistent.
Figure 5.1 shows a visual comparison of the angular error, velocity norm
error and a color-coded visualization of the velocity vectors. All plots show
the same volume slice 25 and have a common scale. The proposed method
that tightly couples simulation and velocity estimation significantly outperforms the other two methods. The errors are significantly lower and fluid
tracking is the only method that successfully captures the overall structure
of the velocity field. This is even more apparent in videos of the reconstructions.
The temporal behaviour of the different algorithms is shown quantitatively in Figure 5.2. The Horn-Schunck techniques are susceptible to incoherent estimates whereas the proposed fluid-tracking method shows a smooth
error evolution that is due to cumulative error (left). The large angular errors at the beginning of the sequence correspond to the initial conditions of
isotropic turbulence (right): at the start of the sequence there is no dye in
the domain so the algorithm has no way of estimating these quantities. By
frame 60, the dye has reached the majority of the domain and the optical
flow reaches its highest angular accuracy. Although the Horn-Schunck estimates are nearly random, the fluid tracking algorithm produces reasonable
results.
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α
β
γ
ADMM iter.
ADMM λ

H&S
0.2
0.0
0.0
n.a.
n.a.

H&S div.
0.2
0.0
100.0
n.a.
n.a.

ADMM full
1e-4
1.0
h.c.
5
1.0

ADMM no kin.
1e-4
0.0
h.c.
5
1.0

Table 5.1: Optimization parameters for ground truth comparisons. ’n.a.’
stands for ’not applicable’, ’h.c.’ for ’hard constraint’. The H&S solvers
compute a solution to the linear system, corresponding to Eq. 5.9 with a
divergence penalty using CG, whereas ADMM uses the proposed algorithms.
The multi-scale parameters are common for all methods: 3 levels, σ =0.5,
η =0.65.
Horn & Schunck
H&S div-penalty
ADMM no kinetic
ADMM full

0.5

0

20

40

60

time frame

80

100

100

Angular Error (RMS)

Velocity Norm Error (RMS)

1.0

50

Horn & Schunck
H&S div-penalty
ADMM no kinetic
ADMM full
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60
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100

time frame

Figure 5.2: Ground-truth comparison for a 3D simulation for different methods. Velocity norm error (left) and norm-weighted angular error (right) are
shown. The Horn-Schunck based two-frame methods suffer from temporal
artefacts. The direction estimates of the flow vectors are unsatisfactory. In
contrast, the fluid-tracking method shows very good temporal coherence and
significantly improved direction estimates.
To test the effect of the kinetic energy prior, Figure 5.2 also includes
a version with this prior disabled, ”ADMM no kinetic”. The numerical
performance is worse than the full method for most of the sequence, however
once the simulation reaches the full domain, performance drops slightly due
to over-regularization. Adaptively setting this parameter, either globally or
locally, could potentially improve the results.
Comparisons were also performed for flows with solid obstacles and varying levels of data corruption. Input data was generated on a 100x200x100
voxel grid and consisted of a spherical dye inflow with randomized initial
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0.1

blur 0.0
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original

0.08
0.06

100

Angular Error (RMS)

velocity norm error (RMS)

velocities and a spherical obstacle that triggers turbulent mixing as shown in
Figure 5.3. The solid boundary conditions were enforced by the variational
approach of Batty et al. [14] in the pressure solve and as a penalty in the
velocity estimation subproblem.
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Figure 5.3: Fluid tracking for a flow with a solid obstacle. Top row: dye
enters from a spherical inflow and impinges on a solid sphere. A slice through
the domain shows dye concentration (contour color), ground-truth velocity
vectors (black) and reconstructed velocity vectors (white). Bottom row:
velocity norm and angular errors for native resolution (”original”) and halfresolution reconstructions with varying levels of blur (σblur = [0.0, 0.5, 1.0]
voxels) applied to the input density fields. α = 1e − 4, β = 1.0
The performance on this case was evaluated at the full-resolution and on
a half-resolution grid with varying levels of blur added to the input concentration fields. This was done to approximate the loss of data quality than
can arise when scanning using methods such as [68], which often produce
relatively low resolution reconstructions with strong filtering. The results
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show that the fluid-tracking method is capable of producing reasonable velocity predictions even in the presence of obstacles and for moderate blurs.
Strong spatial blur cause the reconstructions to diverge more quickly over
time in both metrics.
Resimulated Captures
Combining tomographically reconstructed dye concentration fields with velocity estimates obtained from the fluid tracking algorithm results in a passively obtained estimate of the full, volumetric fluid state. This allows simulations to be started directly from captured data, for the first time in our
knowledge.
An interesting question is how close this estimation & resimulation process can get to reality. Several sources of error already limit the capture
accuracy: relatively few views means that the detailed interior texture of
flows may not be reconstructed accurately by tomography and this is exacerbated by systematic errors introduced by linearizing the tomographic
forward model. The fluid tracking algorithm, as a combined fluid simulation and optical flow algorithm also introduces errors due to grid effects and
the priors needed to obtain a strictly convex problem; the previous section
shows that these are fairly accurate, but drift and smoothing introduced by
the simulation and priors increases over time.

Capture

H&S

H&S div.

ADMM

Figure 5.4: Passive advection of densities in a reconstructed time-varying
velocity field
One way of evaluating this is to passively advect dye concentration
through the computed velocity fields and compare the results to the cap107
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tured. Figure 5.4 shows this experiment for the capture concentrations, the
Horn-Schunck method and the divergence-penalized Horn-Schunck method.
The results show that the fluid tracking algorithm better captures the fine
and medium scales of the flow, as well as the relevant dynamics, even over
several seconds of turbulent mixing. The effect is even more apparent on
video, where the Horn-Schunck methods show severe popping and an overall
sludgy behaviour.
Another way to evaluate performance is to take a frame of the capture and its corresponding estimated velocity field as initial conditions for
a forward simulation and compare this to the captured data, as shown in
Figure 5.5. This is a much more challenging test than simply re-advecting
concentration fields passively, since it requires not only that the estimated
initial conditions be highly accurate but also that the simulations are appropriate. Furthermore, it is well known that turbulent flows exhibit considerable energy transfer between spatial scales in the velocity field, including
scales that are significantly smaller than can be resolved by either tomographic reconstruction or fluid tracking. Flows in which fine-scale motions
damp quickly are consequently expected to perform better in this evaluation than flows where fine-scaled features drive the dynamics, such as in
fluid instabilities.
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(a) bloom

(b) smoke

Figure 5.5: Simulations initialized from states estimated by fluid tracking. Resimulation of the bloom (left) and smoke (right) datasets at 10
frame intervals started from initial conditions obtained by tomography and
fluid tracking. Despite fine-scaled turbulent mixing, the simulations preserve many features of the bloom dataset for over a second. In contrast,
the smoke resimulation, with buoyancy induced instabilities results in more
rapid divergence from the capture.
This expectation is confirmed in the two test cases considered in Figure 5.5. In the ”bloom” capture (Figure 5.5(a) (which involves dye being poured into still water), fine-scaled turbulent eddies diffuse and decay
into larger-scaled features. These high-frequency details damp quickly after which the flow is dominated by large-scale features. Consequently, the
overall behaviour of the simulated flows matches that of the capture well for
over a second since the main features are well resolved by the grid.
The opposite effect can be seen in the ”smoke” capture (Figure 5.5(b)),
in which dye mixed with alcohol rises under the effects of buoyancy. Here
the buoyancy results in a fluid instability with relatively high-spatial frequency forcing terms driving the flow. In this case, the captured data is
under-resolved and systematic errors in the concentration fields result in this
forcing term being misrepresented in the simulation, which is itself underresolved for the very fine-scaled features that develop. Consequently the
simulation diverges more quickly from the capture.
These two examples demonstrate that using estimated velocities as initial
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conditions for a forward simulation does not necessarily reproduce the original flow. Variations of the type of flow, accuracy of the simulator and minor
modelling errors all contribute to divergence of the simulated flow from the
capture. This is a common problem not just with captured data, simply
modifying the resolution of a simulation can often give very different results
and in many cases it is not possible or practical to reach a grid-converged
result. This has been addressed in graphics simulations by synthesizing details (e.g. [98]). The same techniques can be applied to captured flows using
velocities estimated by fluid tracking.

5.7

Stylistic Modifications

Having a method to estimate plausible velocity fields for tomographically
captured concentration fields means that estimates of the full fluid state are
known. This allows captured data to be used in the standard visual effects
pipeline. Previously a lack of velocity information limited applications to
simple playback and re-rendering of captured scenes. The following sections
describe a number of ways that captured data can be applied to visual
effects, and in the process, demonstrate some of the potential applications
of combining fluid simulation and inverse problems.
Resolution Enhancement
Increasing the apparent resolution of captures can be achieved in two ways:
the first is to simply re-advect concentration fields through the estimated
velocities in order to remove regularization and temporal artefacts from captures, while the second is to apply simulation ’up-resing’ (super-resolution)
techniques. The first approach is demonstrated in Figure 5.4 in the context
of evaluating the tracking performance.
However this can be extended by re-rendering the resulting, re-advected
density fields in a novel fashion. Figure 5.6 shows this for the ’smoke’ capture
in the column labelled ”Passive Advection”. The results vastly increase the
apparent resolution of the captures, resulting in sharper material interfaces
and more details of the mixing process. Note that an exact match for the
densities is not achieved since the in-flow conditions cannot be matched. Figure 5.6 also highlights that captures of one phenomena can be re-interpreted
in a different context: here capture of a dye in water is re-rendered as smoke
in air. Figure 5.7 also shows the wavelet-turbulence method [98] applied
to the estimated velocity fields (as calculated by Mantaflow [124]). This

110

5.7. Stylistic Modifications

Passive Advection Super-resolved

Frame 97

Frame 65

Frame 40

Frame 16

Tomography

Figure 5.6: Comparison of resolution enhancement methods (smoke). Input
captures (left column), passively re-advected concentration fields (centre
column) and super-resolved flows using synthetic turbulence (right column)
for the smoke dataset. Fluid tracking parameters: α = 0.005, β = 2.5
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Passive Advection Super-resolved

Frame 175

Frame 160

Frame 145

Frame 130

Tomography

Figure 5.7: Comparison of resolution enhancement methods (bloom). Input
captures (left column), passively re-advected concentration fields (centre
column) and super-resolved flows using synthetic turbulence (right column)
for the bloom dataset. Fluid tracking parameters: α = 0.005, β = 2.5
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method allows details to be synthesized without changing the global behaviour of the captures. The same approaches are applied to the smoke
capture in Figure 5.6.
Domain Alteration
The domain of a capture can also be altered artistically once the full fluid
state has been estimated by running the capture up to a desired time-frame,
after which a simulation is restarted at that frame to dynamically interact
with the altered boundary conditions. This way the computed velocity field
can be used to transfer captures into modified domains. Figure 5.8 shows
the smoke capture being transferred into a domain with a synthetic obstacle
added: the switchover to simulation allows the smoke to interact realistically
with the new obstacle.
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Figure 5.8: Restarted capture in a modified domain. The ability to estimate
fluid velocities allows simulations to be restarted in modified domains, here
showing the ’smoke’ dataset restarted in a domain with an added spherical
obstacle.
When the boundary conditions of the domain change severely, the mapping from source to target domain may introduce popping, since pressureprojection in the first simulation step will seek the closest (in a kinetic energy
sense) incompressible field that satisfies the new, modified boundary conditions. This can weight empty regions of the domain more strongly than
visible regions with non-zero dye concentration.
This effect can be partially avoided by formulating the transfer process
as an inverse problem that can be solved using ADMM (Algorithm 5) by
simply re-defining the function f . The modified f expresses the desire to
map velocities to the new domain such that minimal changes are introduced
in dyed regions. This is shown in Equation 5.21, where W is a diagonal
weighting matrix indicating the relative cost of altering the the velocity at
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a given voxel
1
f (∆~u) = kW∆~uk22 + αESM (∆~u)
(5.21)
2
Solving Equation 5.21 with Algorithm 5 and adding ∆~u to the initial conditions for velocity yields a velocity field satisfying the new boundary conditions that is as close as possible in an importance-weighted kinetic-energy
metric to the original velocity field. This is the fluids analog to a weighted
version of a denoising problem, which is a classical inverse problem in imaging.
Figure 5.9 shows this approach applied to a flow in which a synthetic
obstacle is introduced and a weighting function combining dye concentration and proximity to the synthetic obstacle is used to apply the ADMM
algorithm to remapping the flow. Using this approach results in reduced
errors for visible regions of the flow.

Figure 5.9: Mapping of flow from one domain to another. Directly restarting the flow results in significant errors in velocity for the remapped flows.
Weighting by an importance function (inset) based on concentration and
distance to boundaries and solving via ADMM singificantly reduces these
errors in visible portions of the flow
The example shown in Figure 5.9 is an extreme example of domain
remapping that demonstrates how inverse problems can be put to use solving practical fluids problems. Note that this was not needed for Figure 5.8:
modifications to the domain must be very severe to see a visible improvement
over simply restarting as a simulation directly.
Guided Simulation
The link between inverse problems and fluids can be strengthened further
by examining the problem of guided simulation, which seeks to apply per115
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turbations to a simulation in order to achieve some target artistic effect.
This problem has been addressed before using adjoint methods [112, 148]
however these approaches involve non-linear formulations that must differentiate the entire fluid solver in order to determine partial derivatives of
the controlled variables with respect to the control parameters. Another
variant involves control particles within a smoothed particle hydrodynamics
framework [146], which also results in a non-linear formulation.
However, by adopting an inverse problems interpretation with perturbations applied via operator splitting in a manner similar to the fluid tracking
algorithm (Algorithm 7) it is possible to obtain a fully linear constrained
problem. In this approach, there is a target velocity field, ~uREF , that provides a set of desired coarse-scale velocities and the goal is to perturb a running simulation with an update, ∆~u, that causes the simulation to match
the large-scale behaviour of the target, while keeping some characteristics
of the original simulation.
The resulting simulation loop is only a slight modification of the fluid
tracking algorithm (Algorithm 7) and is shown in Algorithm 8. First a new
state is predicted by forward simulation. Next an update is computed to the
velocity field to improve the match with respect to the target field ~uREF .
Finally this update is applied as source term and the next simulation step
is taken.
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Algorithm 8 Guided Simulation Loop
1: procedure GuidedSimulation(~
uREF 1 , . . . , ~uREF kmax ,~u0 ,φ0 )
2:
k←1
3:
while k < kmax do
4:
// Use forward simulation to compute predicted
5:
// next velocity and concentration field
6:
φk ← Advect(~uk−1 , φk−1 , ∆t)
˜ ∗ ← Advect(~uk−1 , ~uk−1 , ∆t)
~u
7:
k
˜ k ← Project(~u
˜∗)
~u
8:
k
9:
10:
11:
12:
13:

// compute correction ∆~uk to match coarse scales
// of simulation to target velocity using
// Equation 5.23 for proxλf
∆~uk ← ADMM(proxλf , proxλg )

14:
15:
16:

// apply correction as source term
˜ k + ∆t ∆~uk
~uk ← ~u
∆t

17:

// update loop indices and current time
t ← t + ∆t
20:
k ←k+1
21:
end while
22: end procedure
18:
19:

Taking inspiration from imaging, this problem can be formulated as a
deconvolution problem by defining a circulant matrix B that implements a
low-pass filter and defining the objective function for the problem F as in
Equation 5.22.
1
f (∆~u) = kB ((~uREF − ~u) − ∆~u) k22 + αESM (∆~u) + βEKE (∆~u) (5.22)
2
Since both the matrix B and the stencils implied by the smoothness prior
ESM and kinetic energy prior EKE are circulant, the proximal operator for
F can be solved in Fourier space extremely efficiently via Equation 5.23.

proxλf (v) = F

−1



λF(B)∗ F(B)F(~uREF − ~u) + F(v)
λF(B)2 + αF(L) + β + 1


(5.23)

This example serves to highlight the benefits of splitting the constraint
function from the objective function. Solving Equation 5.22 subject to the
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divergence-free constraint is challenging due to the sheer scale of the objective function (B may have several thousand non-zeros per row) and constraint. However, by splitting the problem the objective function F can be
solved in O(n log n) time and the constraint can be solved in O(n) time per
iteration of ADMM. Generally very few iterations of ADMM are required
to get adequate solutions.

original simulation

guided simulation

target behavior

Figure 5.10: Fluid guiding results: curl-noise is added to a resimulation
of the smoke dataset to change its visual appearance. Without guiding the
resulting simulation quickly diverges from the capture (left). By introducing
the fluid guiding to constraint low-frequency components of the velocity field
to the original capture, the simulation tracks the original capture better,
but preserves the stylistic modifications. Blur radius: 2 voxels, λ = 1000,
α = 0.001, β = 0.0
This is illustrated in Figure 5.10, in which a resimulation of the smoke
capture is stylistically modified using curl-noise as a source term. The
perturbations cause the large-scale behaviour to quickly diverge from the
original capture. By introducing the ADMM-based fluid guiding approach
the simulation preserves the low-frequencies of the capture and the highfrequencies introduced by the curl-noise source term.

5.8

Implementation

The fluid-tracking, domain alteration and fluid guiding algorithms described
in the previous sections were implemented using C++ using the VTK visualization library [137] for volumetric image input and output and the CImg [1]
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image processing library as an internal data structure for manipulating volumetric data and performing forward/inverse fast Fourier transforms on
volumetric data. The GMM++ [2] library was used to solve the discretized
linear systems needed for optical flow and pressure projection. The Poisson systems needed for pressure projection were preconditioned using the
Incomplete Cholesky preconditioner as implemented in GMM++.
Advection was implemented using BFECC [97]. The pressure projection was implemented using the variational approach of [6], adapted to voxels using single-point integration of the discretized gradients as well as the
solid-fluid coupling scheme of [14]. This allows interior boundaries that are
not aligned to the grid axes as well as colocates the velocity vectors and
concentration fields which is beneficial since it avoids interpolating fields
from staggered to centred discretizations between the pressure projection
and data term proximal operators. A disadvantage is that the pressureprojection linear system becomes much more dense, having approximately
27 non-zeros per row rather than 7, which imposes a severe memory penalty
and limits the scale of the reconstructions. Future work could examine
alternative discretizations that require less memory than the current implementation.

5.9

Limitations

There are several limitations to the fluid tracking approach presented in this
chapter. The most significant is that the method depends on the presence
and motion of texture in the input data to infer plausible velocity fields.
Performance consequently degrades when the input data has little texture
which can occur when the spatial distribution of marker fluid is nearly static.
This limitation is inherited from the partial-differential equation formulation
of optical flow.
A second limitation is in determining appropriate boundary conditions
to apply at inflows and outflows when evaluating the pressure projection
and velocity estimation proximal operators. For the pressure projection in
particular, it is necessary to specify these conditions such that a divergencefree velocity field exists, however there is a difficulty in determining suitable,
consistent, conditions at fluid inflows, since the velocities at these locations is
not known from the experimental conditions. To avoid this issue, the implementation used enforces that exterior boundaries are treated as stationary
solids so that a divergence free flow exists. This leads to an incompatibility
with the velocity estimation term near these boundaries and prevents, in the
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current implementation, general inflows and outflows from being estimated
correctly. Future work could address this limitation by adding an additional
constraint requiring that the sum of inflows and outflows equal zero and free
inflow/outflow conditions on boundaries where fluid enters and exits.
A less severe limitation is that velocity fields for each frame must be
reconstructed in sequence due to posing the velocity estimation problem as
perturbing a running simulation. This prevents reconstructing the velocity
field for each frame in parallel, although the improvement in result quality
due to this choice seems to more than compensate for the limitation.
Finally the weights for the kinetic energy and smoothness priors must be
tuned for a given flow and capture setup to achieve a good balance between
reconstruction detail and noise levels. This is an inherent problem in inverse
problems. One principled method of addressing this could be to perform
captures of benchmark flows with known (or measured behaviour) and use
cross-validation to select regularization parameters for given flow cases.

5.10

Conclusions

This chapter showed that the pressure solve commonly used in incompressible flow solvers can be interpreted as a proximal operator for the set of
divergence-free flows. This equivalence allows a wide variety of practical
problems in fluid dynamics to be addressed using advanced methods from
convex optimization. The resulting algorithms can exploit structure in both
the objective and constraints, yielding modular and efficient algorithms.
There are many applications for this approach. This chapter introduced
a constrained form of optical flow that is appropriate for incompressible
flows, as well as a combined optical-flow & simulation framework for improving temporal coherence of the resulting reconstructions. The resulting
fluid tracking algorithm couples the Navier-Stokes equations into the reconstruction process, resulting in vastly improved velocity field estimates.
Several classical inverse problems are cast as problems in fluid dynamics
using the equivalence of pressure projection and the proximal operator for
divergence free flows: optical flow, suitably modified, is recast as fluid velocity estimation. Denoising is cast as the problem of transferring a flow from
one domain to another while preserving salient features of the flow. Finally
deconvolution is cast as the problem of guiding a running simulation, which
further demonstrates the relationship between inverse problems and fluids
problems. The final example, shown in Figure 5.10, involves three separate
inverse problems: tomography to reconstruct concentration fields, optical
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flow/fluid tracking to estimated velocities and deconvolution to use those
velocities to guide a running simulation.
There are likely many further applications. Using the proximal methods
framework it is possible to solve a wide variety of objective functions including some non-smooth and discontinuous functions. The approach could
potentially be used to implement non-smooth boundary conditions such as
the wall-separation condition of Batty et al. [14] (preliminary results indicate that the concept works) and the ADMM algorithm as applied to incompressible fluids is similar to Iterated Orthogonal Projection [115], which
splits volume and boundary condition portions of the pressure solve.
Finally, ADMM has been used to solve problems in machine learning
such as dictionary learning [94], which could enable the development of
data-driven models for fluids in a natural and efficient framework.
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Conclusions and Future
Work
This thesis addressed several applications of inverse problems in fluids and
imaging. Chapter 3 focused on tomographic reconstruction of dye concentration from optical tomography and proposed a stochastic method for performing these reconstructions. The resulting method is well suited to graphics
applications, having low memory and the ability to re-render captured data
on the fly. It also allows priors to be incorporated into the reconstruction
in a straightforward manner, allowing image and volume-based priors to be
used.
Chapter 4 then adapted this method to image deblurring. The flexibility
of the stochastic method also allows it to address several issues in image
deblurring, specifically spatially varying point-spread functions, saturation
and under-regularization of dark image regions. The stochastic method was
shown to produce state of the art results for a wide variety of priors in
the literature and two additional priors were proposed to address underregularization of dark regions and to demonstrate content dependent priors.
Chapter 5 then returned to the problem of scanning fluids and developed a fluid tracking algorithm to estimate temporally coherent velocity
fields from tomographically reconstructed concentration fields. This showed
a connection between fluid simulation and convex optimization that allowed
several imaging problems to be recast as fluids problems and solved with
standard methods. Chapter 5 also showed that challenging priors can be
integrated into the reconstruction process via the equivalence between proximal operators and pressure projection, and through implicit coupling with
the Navier-Stokes equations.
The three applications and two methods from Chapters 3-5 serve to
demonstrate the importance of regularization when applying inverse problems to graphics. Capture conditions are often adverse in graphics applications: there will rarely be as many cameras as needed, photos will often be
taken with blur and fluid flows will rarely have well-resolved, dense texture.
However, by carefully tailoring priors to the conditions, useful reconstruc122

Chapter 6. Conclusions and Future Work
tions can still often be obtained.
This thesis also shows that new approaches to well established problems can prove beneficial. The stochastic algorithm of Chapters 3 and 4 is
a surprisingly simple algorithm for solving inverse problems, but produces
good results without many of the drawbacks of other methods. The converse is also true: sometimes established methods prove highly effective in
unexpected areas, such as in the connection of proximal methods to fluid
simulation.
Rapidly increasing computational resources as well as recent theoretical
advances have combined to make solving inverse problems a viable approach
to problems in graphics, imaging and elsewhere. The limiting factor, in
my opinion, is the availability of effective priors for each problem type.
Priors help to dramatically reduce the set of possible solutions to a problem
(sometimes to a single, unique, solution) which can dramatically improve
the quality of reconstructions. However they can also significantly increase
the difficulty in solving the resulting optimization problems.
For inverse problems involving incompressible fluids, in particular, I feel
that the equivalence of pressure-projection with the proximal operator for
the indicator function of divergence-free flows has great potential. Introducing the incompressibility constraint has traditionally required solvers based
either on complex (sometimes non-linear) discretizations or monolithic constrained formulations that scale poorly. The equivalence of these operations
means that asymptotically optimal methods from convex optimization can
be directly applied to problems in fluids, resulting in iterative algorithms
that can exploit structure in subproblems to obtain efficient, practical methods. Work currently in submission investigates applying these methods to
non-smooth problems involving the pull-away condition proposed in [14] as
well as extending the guiding approach of Chapter 5. I suspect that further
improvements can be obtained in fluid reconstructions by exploiting more sophisticated machine-learning approaches such as Gaussian Mixture Models
or Dictionary Learning to build databases of fluid behavior. Early, unpublished, experiments indicate that truncated Singular Value Decompositions
of volumetric patches of simulated flows results in basis functions capturing
uniform, rotational and shear flows. This suggests that salient features of
fluid flows may be teased out by general purpose convex optimization approaches. I believe this structure can be exploited in compression of flow
results, regularization of inverse problems involving fluid flows as well as potentially being incorporated into optimization based simulations. The challenge however, is to ensure that reconstructions obtained using data-driven
or heuristic priors are actually accurate representations of the underlying
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phenomena: too heavy a reliance on priors will only reproduce what has
already been seen.
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