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Abstract
The unifying theme of this thesis is the design and analysis of adaptive procedures that are
aimed at learning the optimal decision in the presence of uncertainty.
The first part is devoted to strategic decision making involving multiple individuals with
conflicting interests. This is the subject of non-cooperative game theory. The proliferation of
social networks has led to new ways of sharing information. Individuals subscribe to social
groups, in which their experiences are shared. This new information patterns facilitate the
resolution of uncertainties. We present an adaptive learning algorithm that exploits these new
patterns. Despite its deceptive simplicity, if followed by all individuals, the emergent global
behavior resembles that obtained from fully rational considerations, namely, correlated equilibrium. Further, it responds to the random unpredictable changes in the environment by properly
tracking the evolving correlated equilibria set. Numerical evaluations verify these new information patterns can lead to improved adaptability of individuals and, hence, faster convergence to
correlated equilibrium. Motivated by the self-configuration feature of the game-theoretic design
and the prevalence of wireless-enabled electronics, the proposed adaptive learning procedure is
then employed to devise an energy-aware activation mechanism for wireless-enabled sensors
which are assigned a parameter estimation task. The proposed game-theoretic model trades-off
sensors’ contribution to the estimation task and the associated energy costs.
The second part considers the problem of a single decision maker who seeks the optimal
choice in the presence of uncertainty. This problem is mathematically formulated as a discrete
stochastic optimization. In many real-life systems, due to the unexplained randomness and
complexity involved, there typically exists no explicit relation between the performance measure
of interest and the decision variables. In such cases, computer simulations are used as models
of real systems to evaluate output responses. We present two simulation-based adaptive search
schemes and show that, by following these schemes, the global optimum can be properly tracked
as it undergoes random unpredictable jumps over time. Further, most of the simulation effort
is exhausted on the global optimizer. Numerical evaluations verify faster convergence and
improved efficiency as compared with existing random search, simulated annealing, and upper
confidence bound methods.
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“Someone told me that each equation I included in
the book would halve the sales.”—S. W. Hawking,
A Brief History of Time, 1988

The work presented in this thesis is based on the research conducted in the Statistical
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Introduction
“Not everything that can be counted counts, and not everything that counts can be counted.”—Albert Einstein

1.1

Overview

Many social and economic situations involve decision making under uncertainty. Notionally,
the simplest decision problems involve only one decision maker who has a choice between a
number of alternatives. In the presence of uncertainty, each decision may lead to different
outcomes with different probabilities. A rational decision maker seeks the alternative that
yields the most desirable outcome. Oftentimes, individual’s preferences on these outcomes are
represented mathematically by a utility or reward function. As a result, acting instrumentally
to satisfy best one’s preferences becomes equivalent to the utility maximizing behavior. In such
case, if the probabilities of outcomes are known, by maximizing the expected utility, one can
find the optimal decision. A simple example is gambling, where one must choose between a
number of possible lotteries, each one having different payoffs and winning probabilities. In
many other scenarios, however, individuals have to identify the optimal decision in the absence
of knowledge about such probabilities, solely through interaction and some limited feedback
from the environment.
The process of finding the optimal decision becomes even more complex when the decision
problem involves various self-interested individuals whose decisions affect one another—in the
sense that the outcome does not depend solely on the choice of a single actor, but the decisions
of all others. In such case, to learn the optimal choice, the decision maker has to decide between
two general types of decisions: do something which will ensure some known reward, or take the
risk and try something new. Of course, animals and humans do learn in this way. Through
imitation, exploration and reward signals, humans shape their behavior to achieve their goals,
and obtain their desired outcomes. In fact, such a learning behavior is of critical importance
as many decision problems are either too complex to comprehend, or the changes that they
undergo are too hard to predict.
The unifying theme of this thesis is to devise and study algorithms to learn and track the
1
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optimal decision in both interactive and non-interactive, uncertain, and possibly non-stationary
environments. The problem of finding the optimal decision in non-interactive situations is a
mathematical discrete stochastic optimization problem, and is an important concept in the
decision theory [42, 96]. The study of strategic decision making in an interactive environment,
however, is the subject of game theory, or as called by Robert J. Aumann1 in [26], interactive
decision theory.
The rest of this section is devoted to an overview of these subjects, however, in reverse
order of complexity, beginning with decision making in interactive environments. Although it
may seem counterintuitive, this order of presentation is chosen since, somewhat surprisingly,
our inspiration for the proposed adaptive search procedures for discrete stochastic optimization
problems, which are simpler in nature, originated from the study of game-theoretic learning
algorithms developed for decision making in interactive situations.

1.1.1

Interactive Decision Making

What economists call game theory psychologists call the theory of social situations, which is a
more accurate description of what game theory is about. The earliest example of a formal gametheoretic analysis is the study of a duopoly by Antoine Cournot in 1838. It was followed by a
formal theory of games suggested in 1921 by the mathematician Emile Borel, and the “theory
of parlor games” in 1928 by the mathematician John von Neumann. It was not, however, until
the 1944 publication of The Theory of Games and Economic Behaviour by John von Neumann
and Oskar Morgenstern [275] that game theory was born as a field on its own right. They
defined a game as any interaction between agents that is governed by a set of rules specifying
the possible moves for each participant, and a set of outcomes for each possible combination of
moves [138]. After thrilling a whole generation of post-1970 economists, it is spreading like a
bushfire through other disciplines. Examples include:
• Electrical engineering: Energy-aware sensor management in wireless sensor networks [120,
185], dynamic spectrum access in spectrum-agile cognitive radios [183, 210], interference
mitigation [18] and channel allocation in cognitive radio networks [117, 118, 222], and
autonomous demand-side management in smart grid [213].
• Computer science: Optimizing task scheduling involving selfish participants [223, 224],
design and improvement of e-commerce systems [277], and distributed artificial intelligence [161].
• Political science: Explaining the commitment of political candidates to ideologies preferred by the median voter [83], and peace among democracies [196].
1

Robert J. Aumann was awarded the Nobel Memorial Prize in Economics in 2005 for his work on conflict
and cooperation through game-theoretic analysis. He is the first to conduct a full-fledged formal analysis of the
so-called infinitely repeated games.
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• Psychology: Explaining human interactive decision making based on instrumental rationality assumption in game theory [75], and evolution in group-structured populations [262].
• Philosophy: Interpretation of justice, mutual aid, commitment, convention [257], and
explaining the rational origins of the social contract, the logic of nuclear deterrence, and
the theory of good habits [258].
• Biology: Explaining “limited war” in conflict among animals of the same species [260],
and the evolution of communication among animals [261].
Two prominent game-theorists, Robert J. Aumann and Sergiu Hart, explain the attraction of
game theory in [27] the following way:
“Game theory may be viewed as a sort of umbrella or ‘unified field’ theory for the
rational side of social science... [it] does not use different, ad hoc constructs... it
develops methodologies that apply in principle to all interactive situations.”
Game theory provides a mathematical tool to model and analyze the complex behavior
among interacting agents with possibly conflicting interests. Game-theoretic methods can derive rich dynamics through the interaction of simple components. It can be used either as a
descriptive tool, to predict the outcome of complex interactions by means of the game-theoretic
concept of equilibrium, or as a prescriptive tool, to design systems around interaction rules.
The essential goal of game theory is to describe the optimal outcome of a process involving
multiple decision makers, where the outcome of each individual’s decision is affected not only
by her own decision, but also by all others’ decisions. Solving the game, therefore, involves a
complex process of players guessing what each other will do, while revealing as little information
as possible about their own strategies [109].
There are two main branches of game theory: cooperative and non-cooperative game theory.
Cooperative game theory is concerned with interactions wherein multiple individuals cooperate
to reach a common goal. For instance, multiple airlines may form alliances to provide convenient
connections between as many airports as possible so as to increase profit [259]. Non-cooperative
game theory, in contrast, deals largely with how intelligent individuals interact with one another
in an effort to achieve their conflicting goals. For example, in oligopolistic markets, each firm’s
profits depend upon not only its own decisions over pricing and levels of production, but also
others’ in the market [99]. The latter is the branch of game theory that will be discussed in
the first part of this thesis. Each decision maker is treated as a player with a set of possible
actions and a utility for each action, which she wishes to maximize. The utility, however, is
also a function of others’ actions, which makes the maximization problem nontrivial.
The following scene of the movie “A Beautiful Mind,” based on the life of the Nobel laureate
in economics John Nash, explains the concept of a non-cooperative game very well. John Nash
3
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and his friends are sitting in a bar, where they confront a group of girls, with a stunning blonde
girl leading the group. They all find the blond girl attractive, but Nash realizes something and
says: “If we all go for the blonde and block each other, not a single one of us is going to get
her. So then we go for her friends, but they will all give us the cold shoulder because no one
likes to be second choice. But what if none of us goes for the blonde? We won’t get in each
other’s way and we won’t insult the other girls. It’s the only way to win.”
Non-ccoperative game theory has traditionally been used in economics and social sciences
with a focus on fully rational interactions where strong assumptions are made on the information
patterns available to individual agents. In many applications of practical interest, however, this
is simply not feasible. No agent in a community of reasonable complexity possesses a global
view of the entire agency. They, in fact, have only local views, goals and knowledge that may
interfere with, rather than support, other agents’ actions. Coordination is vital to prevent chaos
during such conflicts [195, 283].
The game-theoretic concept of equilibrium describes a condition of global coordination where
all decision makers are content with the social welfare realized as the consequence of their
chosen strategies. The prominent equilibrium notions in non-cooperative games include: Nash
equilibrium [218], correlated equilibrium [24, 25], and communication equilibrium [90, 140]. The
Nash equilibrium and its refinements are without doubt the most well-known game-theoretic
equilibrium notion. One can classify Nash equilibria as pure strategy Nash equilibria, where
all agents play a single action, and mixed strategy Nash equilibria, where at least one agent
employs a randomized strategy. The underlying assumption in Nash equilibrium is that agents
act independently. John F. Nash proved in his famous paper [218] that every game with a finite
set of players and actions has at least one mixed strategy Nash equilibrium. However, Robert J.
Aumann, who introduced the concept of correlated equilibrium, asserts in the following extract
from [25] that
“Nash equilibrium does make sense if one starts by assuming that, for some specified
reason, each player knows which strategies the other players are using.”
Evidently, this assumption is rather restrictive and, more importantly, is rarely true in any
strategic interactive situation. He adds:
“Far from being inconsistent with the Bayesian view of the world, the notion of
equilibrium is an unavoidable consequence of that view. It turns out, though, that
the appropriate equilibrium notion is not the ordinary mixed strategy equilibrium of
Nash (1951), but the more general notion of correlated equilibrium.”
This, indeed, is the very reason why correlated equilibrium [25] best suits and is central to the
analysis of strategic decision making in the first part of this thesis.
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The correlated equilibrium is a generalization of the Nash equilibrium, and describes a
condition of competitive optimality. There is much to be said about the correlated equilibrium:
It is realistic in multi-agent learning as the past history of agents’ decisions naturally correlates
agents’ future actions. In contrast, Nash equilibrium assumes agents act independently which
is rarely true in any learning scenario. It is structurally simpler, and hence simpler to compute,
as compared with the Nash equilibrium [219]. The coordination among agents in the correlated
equilibrium can further lead to potentially higher social welfare than if agents make decisions
independently as in Nash equilibrium [25]. Finally, there is no natural process that is known
to converge to a Nash equilibrium in a general non-cooperative game, which is not essentially
equivalent to exhaustive search. There are, however, natural processes that do converge to
correlated equilibrium under almost no structural assumption on the game model (e.g., [141,
143]).
The theory of learning in games formalizes the idea that equilibrium arises as a result
of players learning from experience. It further examines how and what kind of equilibrium
might arise as a consequence of a long process of adaptation and learning in an interactive
environment [108]. Learning dynamics in games can be typically classified into Bayesian learning [2, 65], adaptive learning [142], and evolutionary dynamics [152, 198]. The first part of
this thesis focuses on adaptive learning models in which decision makers try to maximize their
own welfare while simultaneously learning about others’ play. The question is then when selfinterested learning and adaptation will result in the emergence of equilibrium behavior. The
literature on game-theoretic learning has relied on the idea that learning rules should strike a
balance between performance and complexity [108]. That is, simple learning rules are expected
to perform well in simple environments, whereas larger and more complex environments call
for more sophisticated learning mechanisms.
Multi-Agent System Design and Analysis
The game-theoretic learning procedures have a self-organization feature, that is appealing in
many multi-agent systems of practical interest: Simple devices with limited awareness can be
equipped with configurable utility functions and adaptive routines. While each unit in these
systems is not capable of sophisticated behavior on its own, it is the interaction among the
constituents that leads to systems that are resilient to failure, and that are capable of adjusting
their behavior in response to changes in their environment [249]. By properly specifying the
utility functions, these units can be made to exhibit many desired equilibrium behaviors [209].
The game-theoretic design approach echoes natural systems: Insects have long since evolved
the proper procedures and utility preferences to accomplish collective tasks. The same can
be said of humans, who orient their utilities according to economics [297]. These discoveries
have motivated rigorous efforts towards a deeper understanding of information processing and
5
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game-theoretic learning over complex multi-agent systems.
The self-organizing feature of the game-theoretic design helps to realize decentralized autonomous systems. By spreading intelligence throughout the system, such systems can eliminate
the need to transport information to and from a central point, while still allowing local information exchange to any desired degree. Such decentralized structure brings about several benefits
as well as challenges. The benefits include robustness, scalability, self-configuration, low communication overhead, while the challenges include limited sensing capability and computational
intelligence of devices, and restrictive analytical assumptions [209].
Research Goals
In the first part of the thesis, the aim is to formulate a general game-theoretic framework that
incorporates the following two components into the standard non-cooperative game model:
1. a graph-theoretic model for the information flow among decision makers;
2. a regime switching model for the time variations underlying the interactive situations.
We then proceed to devise learning and adaptation methods suited to the proposed model.
More precisely, the aim is to answer the following question:
When agents are self-interested and possess limited sensing and communication
capabilities, can a network of such agents achieve sophisticated global behavior that
adapts to the random unpredictable changes underlying the environment?
To answer the above question, we focus on regret-based adaptive learning procedures [145] and
borrow techniques from the theories of stochastic approximation [40, 192], weak convergence [80,
192], Lyapunov stability of dynamical systems [179], and Markov switched systems [291, 293].
Among the above tools, the theory of stochastic approximation is perhaps the most well-known
in the signal processing community, and particularly in the area of adaptive signal processing.
In control/systems engineering too, stochastic approximation is the main paradigm for on-line
algorithms for system identification and adaptive control. Borkar explains in [50] that the
frequent use of stochastic approximation methods is not accidental:
“Stochastic approximation has several intrinsic traits that make it an attractive
framework for adaptive schemes. It is designed for uncertain (read ‘stochastic’)
environments, where it allows one to track the ‘average’ or ‘typical’ behaviour of
such an environment. It is incremental, i.e., it makes small changes in each step,
which ensures a graceful behaviour of the algorithm. This is a highly desirable
feature of any adaptive scheme. Furthermore, it usually has low computational and
memory requirements per iterate, another desirable feature of adaptive systems.
Finally, it conforms to our anthropomorphic notion of adaptation: It makes small
6
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adjustments so as to improve a certain performance criterion based on feedbacks
received from the environment.”
Motivated by the benefits of the game-theoretic design, the next goal is to examine this
adaptive learning procedure for autonomous energy-aware activation in a network of nodes,
which aim to solve an inference problem in a fully distributed manner. Nodes posses adaptation
and learning abilities and interact with each other through local in-network processing. Each
node is not only capable of experiencing the environment directly, but also receives information
through interactions with its neighbors, and processes this information to drive its learning
process. Such adaptive networks have been extensively studied in [248, 249] and shown to
improve the estimation performance, yet yield savings in computation, communication and
energy expenditure. The question that we pose is:
Can one make such adaptive networks even more power-efficient by allowing each
node to activate, sense the environment, and process local information only when
its contribution outweighs the associated energy costs?
The intertwined role of adaptation and learning, crucial to the self-configuration of nodes,
makes game-theoretic learning an appealing theoretical framework. The aim is to convey a
design guideline for self-configuration mechanisms in such multi-agent systems in situations
where agents cooperate to accomplish a global task while pursuing diverging local interests.

1.1.2

Stochastic Optimization With Discrete Decision Variables

The second part of this thesis is concerned with identifying the best decision among a set of
candidate decisions in the presence of uncertainty. In its simplest form, this problem can be
formulated mathematically as a discrete stochastic optimization of the form
max F (s) = E {f (s, xn (s))}
s∈S

where S denotes the set of available decisions, xn (s) is a stochastic process that represents
the uncertainty in the outcome observed by choosing s, and f is a deterministic function that
measures the “performance” of the decision. This topic has received tremendous attention from
the research community in several disciplines in the past two decades. Examples include:
• Electrical engineering: Finding the optimal spreading codes of users in a code-division
multiple-access system [186], selecting the optimal subset of antennas in a multipleinput multiple output system [41], topology control in mobile ad hoc networks [133], and
transmit diversity and relay selection for decode-and-forward cooperative multiple-input
multiple-output systems [74].
7
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• Supply chain management: Choosing the best supplier [82], finding the optimal inventory restocking policy [103, 267], and selecting among several supply chain configuration
designs [102].
• Logistics and Transportations Networks: Selecting the vehicle route for distribution of
products to customers [73], and allocating resources in a transportation network [207, 237].
• Manufacturing engineering: Finding the optimal machine quantity in a factory [274], and
vehicle allocation for an automated materials handling system [159].
• Management science: Project portfolio management [16, 17], and selecting among several
project activity alternatives [234].
• Operations research: Deciding on resources required for operating an emergency department of a hospital to reduce patient time in the system [3].
If the distribution of the random process xn (s) in (1.1) is known for each candidate decision
s, the expectation in the objective function can be evaluated analytically. Subsequently, the
optimal decision can be found using standard integer programming techniques. However, oftentimes little is known about the structure of the objective function in applications of practical
interest. For instance, the stochastic profile of the random elements that affect the problem
may be unknown, or the relation between the decision variable and the associated outcome
may be too complex that it cannot be formulated as a mathematical function. In such cases,
the decision maker has to probe different candidates with the hope of obtaining a somewhat
accurate estimate of their objective values. This is referred to as exploration. Discovering new
possibilities, conducting research, varying product lines, risk taking, and innovation all fall
under the realm of exploration.
These problems with unknown structure are particularly interesting because they address
optimization of the performance of complex systems that are realistically represented via simulation models. Of course, one can argue that the uncertainty underlying the decision problem
in such systems is eliminated by performing a large number of simulation runs at different
candidates to obtain an accurate estimate of the objective function. However, such simulations
are typically computationally expensive. Therefore, there are two difficulties involved in solving
these optimization problems with discrete decision variables: (i) the optimization problem itself
is NP-hard, and (ii) experimenting on a trial decision can be too (computationally) “expensive”
to be repeated numerous times.
In view of the above discussion and great practical significance of simulation-based discrete
optimization problems, it is of interest to devise adaptive search algorithms that enable localizing the globally optimal candidate with as little expense as possible. The second part of this
thesis is devoted to sampling-based random search solutions to the discrete stochastic optimization problem (1.1). The appeal of sampling-based methods is because they often approximate
well, with a relatively small number of samples, problems with a large number of scenarios;
see [55] and [199] for numerical reports. The random search methods are adaptive in the sense
8
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that they use information gathered during previous iterations to adaptively decide how to exhaust the simulation budget in the current iteration. A proper solution has to maintain an
appropriate balance between exploration, exploitation, and estimation. Exploration refers to
searching globally for promising candidates within the entire search space, exploitation involves
local search of promising subregions of the set of candidate solutions, and estimation refers to
obtaining more precise estimates at desirable candidates.
Research Goals
In the second part of the thesis, the aim is to study simulation-based discrete stochastic optimization problems with the following two extensions:
1. the data collected via simulation experiments (or feedback from the environment) is temporally correlated;
2. the problem is non-stationary and either the stochastic profile of the random elements or
the objective function evolves randomly over time.
We then proceed to devise sampling-based adaptive search algorithms that are both capable to
track the non-stationary global optimum, and efficient in the sense that they localize the optimum by taking and evaluating as few samples as possible from the search space. The resulting
algorithms can thus be deployed as online control mechanisms that enable self-configuration of
large-scale stochastic systems. To this end, we focus on sampling strategies that are inspired
by adaptive learning algorithms in game theory, and borrow techniques from the theories of
stochastic approximation [40, 192], Lyapunov stability of dynamical systems [179], Markov
switched systems [291, 293], and weak convergence methods [80, 192].

1.2

Main Contributions

This section briefly describes the major novel contributions of the chapters comprising this
thesis. These contributions fall into three general categories: novel modeling approaches, novel
adaptive learning algorithms, and the analytical approaches applied to evaluate the performance
of the proposed adaptive learning algorithms in each chapter. These contributions are reviewed
below for each chapter in the order that they appear in the thesis. A more detailed description
of the contributions of each chapter is described in individual chapters.

1.2.1

Interactive Decision Making in Changing Environments

Chapter 2 is inspired by the work of Hart & Mas-Colell in [141, 143], and focuses on learning
algorithms in interactive situations where decision makers form social groups and disclose information of their decisions only within their social groups. This new information flow pattern
9
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is motivated by the emergence of social networking services, such as Twitter, Google+, and
Facebook, which has led to new ways of sharing information within interested communities. It
calls for new adaptive learning methodologies to allow exploiting these valuable pieces of information to facilitate coordination of these units by speeding up the resolution of uncertainties.
Fast and unpredictable changes in trends also emphasize the intertwined role of adaptation and
learning, and asks for algorithms that are agile in responding to such changes based only on
limited communication with fellow group members and feedback from the environment.
The main contributions of Chapter 2 are summarized below:
1. A graph-theoretic neighborhood monitoring model that captures formation of social groups.
Each decision maker shares her decisions with her fellow group members only after they are
made, and is oblivious to the existence of others whose decisions may affect the outcome of
her decision.
2. A regime switching model that captures random evolution of parameters affecting the decision problem or the interactive environment (or both). The decision makers are oblivious to
the dynamics of such evolution, and only realize it through their interactions once a change
occurs. This model is mainly meant for trackability analysis of the devised adaptive learning
scheme.
3. A regret-matching type adaptive learning algorithm that prescribes how to make decision at
each stage based only on the realizations of the outcome of previous decisions, and exchange
of information within social group. The proposed rule-of-thumb learning strategy is simply
a non-linear adaptive filtering algorithm that seeks low internal regret [48]. The internal
regret compares the loss of a decision as compared with other available decisions—for example, “What would have your overall satisfaction been if every time you bought coffee from
Starbucks, you had bought from a local store?”
4. Performance analysis of the proposed adaptive learning algorithm. We prove that, if the
decision maker individually follows the proposed regret-based learning strategy and the random evolution of the parameters underlying the game occur on the same timescale as the
adaptation speed of the algorithm, she will experience a worst case regret of at most  (for a
small number ) after sufficient repeated plays of the game, and is able to keep it as the game
evolves. Further, if now all players start following the proposed adaptive learning algorithm
independently and parameters of the game evolve on a slower timescale than the adaptation
speed of the algorithm, their global behavior will track the regime switching set of correlated
equilibria. Differently put, decision makers can coordinate their strategies in a distributed
fashion so that the distribution of their joint behavior belongs to the correlated equilibria
set.
5. Numerical evaluation and comparison with adaptive variants of existing learning algorithms
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in the literature. Two scenarios are considered: static, and regime switching games. In the
static setting, the numerical studies illustrate that an order of magnitude faster coordination
can be obtained by exploiting the information disclosed within social groups, as compared
with the regret-matching reinforcement learning algorithm [143], in a small game comprising
of three players. In the regime switching setting, it is shown that the proposed learning rule
benefits from this excess information and yields faster adaptability as compared with the
regret-matching [143] and fictitious play [105] procedures.
These results set the stage for Chapter 3 to design an energy-aware activation control
mechanism and examine the benefits of the developed framework and the proposed adaptive
learning algorithm in an application that has recently attracted much attention in the signal
processing and machine learning societies.

1.2.2

Energy-Aware Sensing Over Adaptive Networks

Chapter 3 is inspired by the recent literature on cooperative diffusion strategies [204, 249, 250]
to solve global inference and optimization problems in a distributed fashion. It aims to provide
guidelines on the game-theoretic design process for multi-agent systems in which agents trade-off
their local interests with the contribution to the global task assigned to them. The application
we focus on is a distributed solution to a centralized parameter estimation task via the diffusion
least mean squares (LMS) filter proposed in [64, 204]. The diffusion protocol implements a
cooperation strategy among sensors by allowing each sensor to share its estimate of the true
parameter with its neighbors. These estimates are then fused and fed into an LMS-type adaptive
filter to combine it with sensor’s new measurements, and output the new estimate. Besides
the stabilizing effect on the network, this cooperation scheme has been proved to improve
the estimation performance, and yield savings in computation, communication and energy
expenditure [249].
The main contributions of Chapter 3 are summarized below:
1. An ordinary differential equation (ODE) approach for convergence analysis of diffusion LMS.
By properly rescaling the periods at which measurements and data fusion take place, the
diffusion LMS adaptive filter is reformulated as a classical stochastic approximation algorithm [192]. This new formulation allows us to use the ODE method, which is perhaps the
most powerful and versatile tool in the analysis of stochastic recursive algorithms, to obtain
simpler derivation of the known convergence results. Other advantages include: (i) one can
consider models with correlated noise in the measurements of sensors, and (ii) the weak
convergence methods [192] can be applied to analyze the tracking capability in the case of
time-varying true parameter.
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2. A game-theoretic formulation for energy-aware activation control problem. Sensors are enabled to periodically make decisions as whether to activate or sleep. Associated with each
decision, there corresponds a reward or penalty that captures the spatial-temporal correlation among sensors measurements, and trades-off sensor’s contribution to the estimation
task with the associated energy costs. This problem is formulated as a non-cooperative game
that is being repeatedly played among sensors.
3. An energy-aware diffusion LMS adaptive filter. A novel two timescale stochastic approximation algorithm is proposed that combines the diffusion LMS (slow timescale) with a
game-theoretic learning functionality (fast timescale) that, based on the adaptive learning
algorithm of Chapter 2, prescribes the sensor when to activate and run the diffusion LMS
adaptive filter. Existing game-theoretic treatments in sensor networks tend to focus on activities such as communication and routing [120, 185, 281]. To the best of our knowledge, this
is the first energy saving mechanism that directly interacts with the parameter estimation
algorithm.
4. Convergence analysis of the energy-aware diffusion LMS algorithm. We prove that if each
sensor individually follows the proposed energy-aware diffusion LMS algorithm, the local estimates converge to the true parameter across the network, yet the global activation behavior
along the way tracks the evolving set of correlated equilibria of the underlying activation
control game.
5. Numerical evaluation. Finally, simulation results verify theoretical findings and illustrate the
performance of the proposed scheme, in particular, the trade-off between the performance
metrics and energy savings.

1.2.3

Discrete Stochastic Optimization in Changing Environments

The second part of this thesis concerns finding the optimal decision in an uncertain, dynamic,
and non-interactive situations. Fast and unpredictable changes in trends in recent years asks
for adaptive algorithms that are capable to respond to such changes in a timely manner. When
little is known about the structure of such decision problems and the objectives cannot be
evaluated exactly, one has to experience each candidate decision several times so as to obtain a
somewhat accurate estimate of its objective value. In real life, however, some experiments may
be too expensive to be repeated numerous times. Many systems of practical interest are, also,
too complex, hence, simulating them numerous times at a candidate configuration to obtain
a more accurate estimate of its objective value is computationally prohibitive. Therefore, it
is of interest to design specialized search techniques that are both attracted to the globally
optimum candidate, and efficient, in the sense that they localize the optimum with as little
computational expense as possible.
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The adaptive search algorithms presented and analyzed in the second part are inspired by
adaptive learning algorithms in game theory. Chapter 4 introduces an adaptive search algorithm
that relies on a smooth best-response sampling strategy, and is inspired by fictitious play [106]
learning rules in game theory. The main contributions of Chapter 4 are summarized below:
1. A regime switching model that captures random evolution of parameters affecting the stochastic behavior of the elements underlying the discrete stochastic optimization problem or the
objective function (or both). The decision maker is oblivious to the dynamics of such evolution, and only realizes it through repeated observations of the outcome of her decisions.
This model is mainly meant for analyzing the tracking capability of the devised adaptive
search schemes.
2. A smooth best-response adaptive search scheme. Inspired by stochastic fictitious play learning rules in game theory [106], we propose a class of adaptive search algorithms that relies on
a smooth best-response sampling strategy. The proposed algorithm assumes no functional
properties such as sub-modularity, symmetry, or exchangeability on the objective function,
and relies only on the data collected via observations, measurements or simulation experiments. It further allows temporal correlation of the collected data, which is more realistic
in practice.
3. Performance analysis of the smooth best-response adaptive search algorithm. We prove that,
if the evolution of the parameters underlying the discrete stochastic optimization problem
occur on the same timescale as the updates of the adaptive search algorithm, it can properly
track the global optimum by showing that a regret measure can be made and kept arbitrarily
small infinitely often. Further, if now the time variations occur on a slower timescale than
the adaptation rate of the proposed algorithm, the most frequently sampled element of the
search space tracks the global optimum as it jumps over time. This in turn implies that the
proposed scheme exhausts most of its simulation budget on the global optimum.
4. Numerical evaluation and comparison with existing random search and upper confidence
bound methods. Two scenarios are considered: static, and regime switching discrete stochastic optimization. In the static setting, the numerical studies illustrate faster convergence
to the global optimum as compared with the random search [9] and the upper confidence
bound [22] algorithms. In the regime switching setting, the proposed scheme yields faster
adaptability as compared with the two adaptive variants of the random search and upper
confidence bound methods, presented in [290] and [115], respectively.
The sampling-based adaptive search scheme presented in Chapter 4 relies on a sampling
strategy that is of best-response type. That is, it keeps sampling the candidate which is,
thus far, conceived to guarantee the highest “performance.” This is an appealing feature as
one aims to localize the globally optimum candidate with as little computational expense as
13
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possible. Chapter 5 presents a class of regret-based adaptive search algorithms that is of betterreply type, and is inspired by the regret-matching adaptive learning rule presented in Chapter 2.
That is, it keeps sampling and evaluating all those candidates that the decision maker has found
promising based on the limited data collected thus far. Somewhat surprisingly, it will be shown
in Chapter 5 that, by properly choosing the potential function in the sampling strategy, this
algorithm exhibits the same performance characteristics as the smooth best-response adaptive
search algorithm of Chapter 4.
The main contributions of Chapter 5 are summarized below:
1. A regret-based adaptive search scheme. Inspired by the regret-matching learning rule in
Chapter 2, we propose a class of regret-based adaptive search algorithms that relies on a
potential-based sampling strategy. The proposed algorithm assumes no functional properties
such as sub-modularity, symmetry, or exchangeability on the objective function, and allows
correlation among the collected data, which is more realistic in practice.
2. Performance analysis of the regret-based adaptive search algorithm. We prove that, if the
evolution of the parameters underlying the discrete stochastic optimization problem occur
on the same timescale as the updates of the adaptive search algorithm, it can properly track
the global optimum by showing that a regret measure can be made and kept arbitrarily small
infinitely often. Further, if now the time variations occur on a slower timescale than the
adaptation rate of the proposed algorithm, the most frequently sampled candidate tracks the
global optimum as it jumps over time. Finally, the proportion of experiments completed in
a non-optimal candidate solution is inversely proportional to how far its associated objective
value is from the global optimum.
3. A discrete-event simulation optimization of an inventory management system. We run a
discrete-event simulation for a classic (s, S) inventory restocking policy to illustrate the
performance of the proposed algorithm in a practical application. Comparison against the
random search methods in [9, 290], the simulated annealing algorithm in [5], and the upper
confidence bound schemes of [22, 115] confirms faster convergence and superior efficiency.
Numerical studies further show that, although being different in nature of the sampling
strategy, the performance characteristics of the regret-based adaptive search is quite similar
to the adaptive search algorithm of Chapter 4.

1.3

Related Work

This section is devoted to the literature review of progress and advances in the fields and
subjects connected to the main chapters in the order that they appear in this thesis.
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1.3.1

Game-Theoretic Learning

The basic game-theoretic approach in this thesis is well documented in the mathematics and
economics literature. Comprehensive texts on the subject include [27, 28, 106, 229]. Parallel
to the growing interest in social networks, a new game-theoretic paradigm has been developed
to incorporate some aspects of social networks such as information exchange and influence
structure into a game formalism. One such example is the so-called graphical games, where
each player’s influence is restricted to his immediate neighbors [173, 174]. Early experimental
studies on these games indicate significant network effects. For instance, Kearns et al. present
in [175] the results of experiments in which human subjects solved a version of the vertex
coloring problem2 that was converted into a graphical game. Each participant had control of
a single vertex in the network. The task was to coordinate (indirectly) with neighbors so that
they all had the same color. The interested reader is further referred to [121, 184] for recent
advances in interactive sensing and decision making by social agents.
The correlated equilibrium arguably provides a natural way to capture conformity to social
norms [61]. It can be interpreted as a mediator instructing people to take actions according to
some commonly known probability distribution. Such a mediator can be thought of as a social
norm that assigns roles to individuals in a society [284]. If it is in the interests of each individual
to assume the role assigned to him by the norm, then the probability distribution over roles
is a correlated equilibrium [25, 81, 90]. The fact that actions are conditioned on signals or
roles indicates how conformity can lead to coordinated actions within social groups [167, 254].
Norms of behavior are important in various real-life behavioral situations such as public good
provision3 , resource allocation, and the assignment of property rights.
The works [62, 86] further report results from an experiment that explores the empirical
validity of correlated equilibrium. It is found in [86] that when the private recommendations
from the mediator are not available to the players, the global behavior is characterized well by
mixed-strategy Nash equilibrium. Their main finding, however, was that players follow recommendations from the third party only if those recommendations are drawn from a correlated
equilibrium that is “payoff-enhancing” relative to the available Nash equilibria.
Hart & Schmeidler provide an elementary proof of the non-emptiness of the set of correlated
equilibria in [146] using the minimax theorem. Several mechanisms have been proposed to
realize the correlated equilibrium, using either a central authority who recommends or verifies
proposed actions [24, 109, 193], or using a verification scheme among the players [29, 31, 35,
91, 131, 265].
2

The vertex coloring problem is an assignment of labels (colors) to the vertices of a graph such that no two
adjacent vertices share the same label. The model has applications in scheduling, register allocation, pattern
matching, and community identification in social networks [208, 264].
3
The public good game is a standard of experimental economics. In the basic game, players secretly choose
how many of their private tokens to put into a public pot and keep the rest. The tokens in this pot are multiplied
by a factor (greater than one) and this “public good” payoff is evenly divided among players.
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The simplest information flow model in a game is one in which players’ decisions can be
observed by all other players at the end of each round. The most well-known adaptive learning procedure for such setting, namely, fictitious play [241], was introduced in 1951 and has
been extensively studied later in [36, 105, 106, 151]. In fictitious play, the player behaves as
if she is Bayesian. That is, she believes that the opponents’ play corresponds to draws from
an unknown stationary distribution and simply best-responds to her belief about such a distribution4 . Another simple model, namely, stochastic fictitious play [106], forms beliefs as in
fictitious play, however, chooses actions according to a stochastic best-response function. This
new model brings about two advantages: (i) it avoids the discontinuity inherent in fictitious
play, where a small change in the belief can lead to an abrupt change in behavior; (ii) it is
Hannan-consistent [137]: its time average payoff is at least as good as maximizing against the
time-average of opponents’ play, which is not true for fictitious play. Hannan-consistent strategies have been obtained in several works; see, e.g., [92, 94, 98, 105]. Fudenberg & Kreps prove
in [104] that, in games with a unique mixed strategy Nash equilibrium, play under this learning
scheme converges to the Nash equilibrium. These results were then extended to a general class
of 2 × 2 games (2 players, 2 possible actions each) in [171], n × m games in which players have
identical payoff functions in [214], 2 × 2 games with countably many Nash equilibria, and several classes of n × 2 coordination and anti-coordination games in [37]. These works are further
closely connected to the literature on worst case analysis in computer science [89, 97, 200, 276].
Regret-matching [141–143, 145] as a strategy of play in long-run interactions has been known,
for over a decade, to guarantee convergence to the correlated equilibria set. The regret-based
adaptive procedure in [141] assumes the same information model as fictitious play, whereas
the regret-based reinforcement learning algorithm in [143] assumes a set of isolated players
who neither know the game, nor observe the decisions of other players, and rely only on their
realized payoffs. In the learning, experimental, and behavioral literature, there are various
models that are similar to the regret-matching procedure. Examples include [59, 88, 242, 255],
to name a few, with [88, 242] being the closest. Regret measures also feature in the recent
neuroeconomics literature on decision-making [60, 76], and have further been incorporated into
the utility functions to provide alternative theories of decision making under uncertainty [34,
202]. Another interesting aspect captured by the regret-matching procedure is the fact that
people stick to their actions for a disproportionately long time as in the “status quo bias” [245].
The evolutionary game theory also provides a rich framework for modeling the dynamics of
adaptive opponent strategies for large population of players. The interested reader is referred
to [152, 246] for recent surveys.
4
Obviously, if all players make decisions according to the fictitious play, the actual environment is not stationary, hence, players have the wrong model of the environment.
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1.3.2

Adaptive Networks

Adaptive networks are comprised of a collection of agents with adaptation and learning abilities,
which are linked together through a topology, and interact to solve inference and optimization
problems in a fully distributed and online manner. Adaptive networks are well-suited to model
several forms of complex behavior exhibited by biological [58, 170] and social networks [87, 164]
such as fish schooling [232], prey-predator maneuvers [136, 212], bird flight formations [162],
bee swarming [33, 165], bacteria motility [233, 282], and social and economic interactions [129].
These studies have brought forward notable examples of complex systems that derive their sophistication from coordination among simpler units, and from the aggregation and processing of
decentralized pieces of information. A comprehensive treatment of the adaptation and learning
capabilities of such networks can be found in [249].
The cooperation strategies, which enable fully distributed implementations of the global
inference or optimization task in such networks, can be classified as: (i) incremental strategies [43, 166, 203, 239], (ii) consensus strategies [44, 79, 228, 240, 268], and (iii) diffusion
strategies [64, 69, 70, 204, 251]. In the first class of strategies, information is passed from one
agent to the next over a cyclic path until all agents are visited. In contrast, in the latter two,
cooperation is enforced among multiple agents rather than between two adjacent neighbors. It
has been shown in [269] that diffusion strategies outperform consensus strategies. Therefore, we
concentrate on diffusion strategies to implement cooperation among agents in Chapter 3. The
diffusion strategies have been used previously for distributed estimation [64, 204], distributed
collaborative decision making [119, 270], and distributed Pareto optimization [70].
The literature on energy saving mechanisms for a distributed implementation of an estimation task mostly focuses on how to transmit information [205, 253, 288], rather than how
to sense the environment; see [281] for a survey. There are only few works [120, 185] that
propose game-theoretic methods for energy-efficient data acquisition. However, none explicitly take into account the diffusion of information and network connectivity structure to study
direct interaction of the game-theoretic activation mechanism with the parameter estimation
algorithm.

1.3.3

Simulation-Based Discrete Optimization

The research and practice in simulation-based discrete optimization have been summarized
in several review papers, see, e.g., [101, 227]. These papers also survey optimization addons for discrete-event simulation softwares, which have been undergoing fast development over
the past decade, e.g., OptQuestr5 and SIMUL8r6 . Andradóttir also presents a review on
simulation optimization techniques in [10], mainly focusing on gradient estimation, stochastic
5
6

OptQuestr is a registered trademark of OptTek Systems, Inc. (www.optquest.com).
www.simul8.com
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approximation, and random search methods.
If the number of candidate solutions is small, say less than 20, then ranking, selection, and
multiple comparisons procedures can be used [32, 147, 150, 158]. In [127], ranking and selection
and multiple comparison procedures are reviewed. Further details on how such procedures are
constructed, and a review of the key results that are useful in designing such procedures, are
given in [180]. The common feature of these methods is that at their termination they provide a
statistical guarantee regarding the quality of the chosen system. For high dimensional problems,
random search and ordinal optimization methods have been proposed, e.g., [149, 156, 285].
Additional references on the topic include [77, 78, 148].
Random search usually assumes very little about the topology of the underlying optimization problem and the objective function observations. Andradóttir provides an overview of the
random search methods in [12], and discusses their convergence and desirable features that
ensure attractive empirical performance. Some random search methods spend significant effort
to simulate each newly visited state at the initial stages to obtain an estimate of the objective
function. Then, deploying a deterministic optimization mechanism, they search for the global
optimum; see, e.g., [68, 153, 181, 244]. The adaptive search algorithms of Chapters 4 and 5 are
related to another class, namely, discrete stochastic approximation methods [192, 263], which
distributes the simulation effort through time, and proceeds cautiously based on the limited
information available at each time. Algorithms from this class primarily differ in the choice
of the strategy that prescribes how to sample candidates iteratively from the search space.
The sampling strategies can be classified as: i) point-based, leading to methods such as simulated annealing [5, 95, 116, 135, 238], tabu search [126], stochastic ruler [6, 7, 287], stochastic
comparison and descent algorithms [9, 11, 14, 290], ii) set-based, leading to methods such as
branch-and-bound [225, 226], nested partitions [236, 256], stochastic comparison and descent
algorithms [155], and iii) population-based, leading to methods such as genetic algorithms. The
random search method has further been applied to solve simulation optimization problems with
continuous decision variables [15].
Random search algorithms typically generate candidate solutions from the neighborhood
of a selected solution in each iteration. Some algorithms have a fixed neighborhood structure,
e.g., [5, 6, 8, 9, 130, 287]; Others change their neighborhood structure based on the information
gained through the optimization process, e.g., [236, 256]. Roughly speaking, they use a large
neighborhood at the beginning of the search when knowledge about the location of good solutions is limited, and the neighborhood shrinks as more and more information on the objective
function is collected. When good solutions are clustered together, which is often true in simulation, algorithms with an adaptive neighborhood structure work better than those with a fixed
neighborhood structure. With respect to the size of the feasible set, [6, 8] can solve problems
with a countably infinite number of feasible solutions, wile others are suited to problems with
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finite feasible sets.
The convergence properties of simulation-based discrete optimization algorithms can also
be divided into three categories: no guaranteed convergence, locally convergent, and globally
convergent. Most algorithms used in commercial softwares are heuristics, such as tabu search
and scatter search [125] in OptQuest, and provide no convergence guarantee. Random search
algorithms, e.g., [6, 9, 236, 256, 287] are globally convergent. Any globally convergent algorithm
that assumes no structure on the objective function requires visiting every feasible solution
infinitely often to guarantee convergence. However, when the computational budget is low,
requiring the algorithm to visit a large number of solutions, if not every solution, is unreasonable.
Therefore, [155] proposes a locally convergent scheme that focuses its sampling effort in the
current most promising region of the feasible set. In [154], a coordinate search method is
proposed that is also almost surely locally convergent, however, is not of random search type.
Although the traditional role of ranking and selection methods is to select the best system
among a small number of simulation alternatives, recently, they are embedded into random
search methods to tackle problems with large feasible sets. For instance, [49] suggest applying
their ranking and selection procedure to identify the best design from among “good” alternatives
identified by a random search method. In [236], the ranking and selection procedure is used
to aid the random search algorithm to make better moves more efficiently. More recently, [13]
has developed ranking and selection procedures that identify the system with the best primary
performance measure among a finite number of simulated systems in the presence of a stochastic
constraint on a single real-valued secondary performance measure.
The concept of regret, well-known in the decision theory, has also been introduced to the
realm of random sampling [84, 85]. These methods are of particular interest in the multi-armed
bandit literature [22, 23, 52, 252, 273], which is concerned with optimizing the cumulative
objective function values realized over a period of time [22, 23], and the pure exploration
problem [21, 53, 54, 110, 111], which involves finding the best arm after a given number of
arm pulls. In such problems, the regret value of a candidate arm measures the worst-case
consequence that might possibly result from selecting another arm. Such a regret is sought to
be minimized via devising random sampling schemes that establish a proper balance between
exploration and exploitation. These methods, similar to the random search methods, usually
assume that the problem is static in the sense that the arms’ reward distributions are fixed over
time, and exhibit reasonable efficiency mostly when the size of the search space is relatively
small. For upper confidence bound policies for non-stationary bandit problems, see [115].
This work also connects well with earlier efforts [114, 163], which view optimizing the performance of a system comprising several decision variables, each taking value in a finite set, as a
non-cooperative game with identical payoff functions, and propose heuristics based on fictitious
play to reach the Nash equilibrium.
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1.4

Thesis Outline

This rest of this thesis is divided into two parts and five chapters as outlined below:
Part I concerns interactive decision making in an uncertain and randomly changing environment, and is comprised of two chapters:
• Chapter 2 provides a review of the non-cooperative games and their well-known solution concepts. It then introduces a class of regime switching non-cooperative games with
neighborhood monitoring, and proposes a regret-based adaptive learning algorithm that
exploits the excess information received from fellow neighbors to facilitate global coordination. It is then shown that, under certain conditions on the speed of time variations,
the global behavior emerging from individual decision makers following the proposed algorithm can properly track the regime switching set of the correlated equilibria. This
chapter is concluded with a numerical example to illustrate and compare the performance
of the proposed adaptive learning scheme.
• Chapter 3 provides guidelines on the game-theoretic design of multi-agent systems that
can benefit form the framework and algorithm developed in Chapter 2. It starts with
the introduction of the diffusion least mean squares (LMS) algorithm that has recently
attracted attention in the signal processing community. The diffusion LMS is then reformulated as a classical stochastic approximation algorithm. This enables using the
well-known ODE approach for convergence analysis which leads to simpler derivation the
known results. It is then combined with a game-theoretic energy-aware activation mechanism based on the adaptive learning algorithm in Chapter 2. Finally, the performance of
the proposed energy-aware diffusion LMS is analyzed, and numerical results are provided
to substantiate the theoretical findings.
Part II concerns the problem of a single decision maker who seeks the optimal choice in the
presence of uncertainty and non-stationarities underlying the environment.
• Chapter 4 introduces a class of regime switching discrete stochastic optimization problems, whose objective functions have unknown structure. An adaptive search algorithm
is proposed that relies on a smooth best-response sampling strategy. Subsequently, it is
shown that the proposed algorithm is globally convergent, and efficiency guarantees are
provided. This chapter is concluded with numerical examples that illustrate and compare
the proposed scheme with existing methods in terms of both convergence and efficiency.
• Chapter 5 presents a regret-based adaptive search algorithm, that is inspired by the
regret-matching adaptive learning algorithm of Chapter 2. The algorithm differs form the
smooth best-response adaptive search in Chapter 4 in that it relies on a novel potentialbased sampling strategy that is of better-reply type. Subsequently, it is shown that the
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proposed algorithm is globally convergent and some efficiency guarantees are provided.
This chapter is concluded with two numerical examples that illustrate the performance
and efficiency of the proposed algorithm. In the second example, the algorithm is tested
in a discrete-event simulation optimization of an inventory management system.
Finally, Chapter 6 briefly summarizes the results, provides concluding remarks, and comments on the future directions for research in the areas related to the material presented in this
thesis.
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Adaptation and Learning in
Non-Cooperative Games
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2

Adaptive Learning in Regime
Switching Non-Cooperative Games
“Rational behavior requires theory. Reactive behavior requires only reflex action.”—W. Edwards Deming

2.1

Introduction

This chapter focuses on the decision problems involving multiple self-interested individuals
whose decisions affect one another. The study of strategic decision making in such interactive
situations is the subject of non-cooperative game theory, which characterizes the optimal solution by an equilibrium state. The game-theoretic concept of equilibrium describes a condition
of global coordination where all decision makers are content with the social welfare realized as
the consequence of their choices. Reaching an equilibrium, however, involves a complex process
of individuals guessing what each other will do. The question is then if and what local learning
strategies will lead to the global equilibrium behavior.
Among the two prominent equilibrium notions in non-cooperative game theory, namely,
Nash equilibrium [218] and correlated equilibrium [25], this chapter focuses on the latter. The
set of correlated equilibria describes a condition of competitive optimality among decision makers, and is arguably the most natural attractive set for adaptive learning algorithms. Several
advantages makes correlated equilibrium more appealing: It is realistic in multi-agent learning
as the past history of individuals’ decisions naturally correlates their future actions. In contrast, Nash equilibrium assumes agents act independently which is rarely true in any learning
scenario. It is structurally and computationally simpler than the Nash equilibrium [219]. The
coordination among agents in the correlated equilibrium can further lead to potentially higher
social welfare than if agents make decisions independently, as in Nash equilibrium [25]. Finally,
there is no general procedure that is known to converge to a Nash equilibrium in non-cooperative
games, which is not essentially equivalent to exhaustive search. In contrast, there exist adaptive
learning algorithms that converge to correlated equilibrium under almost no assumption on the
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game model. Indeed, Hart and Mas-Colell observe, while describing such adaptive algorithms
in [141], that:
“At this point a question may arise: Can one actually guarantee that the smaller
set of Nash equilibria is always reached? The answer is definitely “no.” On the one
hand, in our procedure, as in most others, there is a natural coordination device:
the common history, observed by all players. It is thus not reasonable to expect
that, at the end, independence among players will not obtain. On the other hand,
the set of Nash equilibria is a mathematically complex set (a set of fixed-points;
by comparison, the set of correlated equilibria is a convex polytope), and simple
adaptive procedures cannot be expected to guarantee the global convergence to
such a set.”

2.1.1

Learning in Non-Cooperative Games

The theory of learning in games formalizes the idea that equilibrium arises as a result of players
learning from experience. This chapter focuses on adaptive learning models in which individuals try to increase their own payoffs while simultaneously learning about others’ strategies.
Regret-matching [141, 143] is one such adaptive procedure, and has been known to guarantee convergence to the correlated equilibria set [25]. The regret-matching adaptive procedure
in [141] assumes that all individuals share their decisions once they are made. This procedure
is viewed as particularly simple and intuitive as no sophisticated updating, prediction, or fully
rational behavior is essential on the part of agents. The procedure can be simply described as
follows: At each period, an individual may either continue with the same action as the previous
period, or switch to other actions, with probabilities that are proportional to a “regret measure.” Willingness to proceed with the previous decision mimics the “inertia” that is existent
in human’s decision making process.
Assuming that each decision maker is capable to observe the decisions of all others is rather
impractical and unrealistic. It, however, sheds light and provides insight on the grounds of
the decision making process, and how it can be deployed in interactive situations with more
complex patterns of information flow. The reinforcement learning procedure in [143] assumes
that decision makers are isolated, and can only observe the outcome of their decisions via a
feedback from the environment. The disadvantages of relying only on the realized outcomes
are very low convergence speed, and convergence to an approximate correlated equilibrium,
namely, correlated -equilibrium.

2.1.2

Chapter Goal

Motivated by social networking services, such as Twitter, Google+, and Facebook, and wirelessenabled electronics, in this chapter, we focus on scenarios where self-interested decision makers
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subscribe to social groups within which they share information about their past experiences.
Individuals are in fact oblivious to the existence of other actors, except their fellow group
members, whose decisions affect the outcome of their choices. The question that this chapter
poses and answers is then:
Can one devise an adaptive learning algorithm that captures the emerging information flow patterns to ensure faster coordination among agents’ strategies, and
adaptability to the regime switching underlying the decision problem?
To answer this question, we focus on regret-matching adaptive procedures and take our inspiration from Hart & Mas-Colell’s works [141, 143]. The literature on learning in games verifies the
balance between the complexity of the learning rules and the decision problem: Simple learning
rules are expected to perform well in simple environments, whereas larger and more complex
environments call for more sophisticated learning procedures.

2.1.3

Main Results

The main results in this chapter are summarized below:
1. A graph-theoretic neighborhood monitoring model that captures formation of social groups,
and a regime switching model that captures random and unpredictable evolution of parameters affecting the decision problem or the interactive environment (or both).
2. A regret-matching type adaptive learning algorithm that prescribes how to make decision at
each stage based only on the realizations of the outcome of previous decisions, and exchange
of information within social group. The proposed rule-of-thumb learning strategy is simply
a non-linear adaptive filtering algorithm that seeks low internal regret [48].
3. Performance analysis of the proposed adaptive learning algorithm. We prove that, if the
decision maker individually follows the proposed regret-based learning strategy and the random evolution of the parameters underlying the game occur on the same timescale as the
adaptation speed of the algorithm, she will experience a worst case regret of at most  after
sufficient repeated plays of the game, and is able to keep it as the game evolves. Further,
if now all players start following the proposed adaptive learning algorithm and parameters
of the game evolve on a slower timescale than the adaptation speed of the algorithm, their
global behavior will track the regime switching set of correlated -equilibria.
4. Numerical evaluation and comparison with existing schemes in the literature. Two scenarios
are considered: static, and regime switching games. In the static setting, the numerical studies illustrate that an order of magnitude faster coordination can be obtained by exploiting
the information disclosed within social groups, as compared with the regret-matching reinforcement learning algorithm [143], even for a small game comprising of three players. In the
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regime switching setting, it is shown that the proposed learning rule benefits from this excess
information, and yields faster adaptability as compared with the regret-matching [143] and
fictitious play [105] procedures.
It is well known in the theory of stochastic approximations that, if the underlying parameters change too drastically, there is no chance one can track the time-varying properties via
an adaptive algorithm. Such a phenomenon is known as trackability; see [40] for related discussions. On the other hand, if the parameters evolve on a slower timescale as compared to
the stochastic approximation algorithm, they remain constant in the fast timescale and their
variation can be asymptotically ignored. The performance analysis in this chapter considers
the non-trivial and more challenging case where the random evolution of the non-cooperative
game model occurs on the same timescale as the updates of the adaptive learning algorithm.
In contrast to the standard treatment of stochastic approximation algorithms, where a limit
mean ordinary differential equation (ODE) captures the dynamics of the discrete-time iterates,
the limiting dynamical system will be shown to follow a switched differential inclusion in this
case. Differential inclusions are generalizations of ODEs, and arise naturally in game-theoretic
learning since the strategies according to which others play are unknown.
The performance analysis proceeds as follows: First, by a combined use of an updated treatment on stochastic approximation [192], and Markov-switched systems [291, 293], we show that
the limiting behavior of the discrete-time iterates of the adaptive learning algorithm converges
weakly to a system of interconnected differential inclusions modulated by a continuous-time
Markov chain. Next, using Lyapunov function methods [197], it is shown that the limiting
dynamical system is globally asymptotically stable almost surely, and its global attractors are
characterized. Up to this point, we have shown that each agent asymptotically experiences at
most  regret by following the proposed adaptive learning scheme. In the final step, it will be
shown that the global behavior emergent from such limit individual dynamics in the game is
attracted to the correlated -equilibria set when the game evolves on a slower timescale.

2.1.4

Chapter Organization

The rest of this chapter is organized as follows: Section 2.2 introduce a class of regime switching non-cooperative games with neighborhood monitoring after reviewing the standard noncooperative game theory. It further introduces the two prominent solution concepts and elaborates on their distinct properties. Section 2.3 then presents the proposed adaptive learning
procedure and highlights its characteristics. Subsequently, the local and global behavior emerging from individuals following the proposed adaptive learning scheme is characterized in Section 2.4. A step-by-step proof of the main results is summarized in Section 2.5. The case of
the slowly regime switching game is analyzed in Section 2.6. Finally, numerical examples are
provided in Section 2.7 followed by the closing remarks in Section 2.8. The proofs are relegated
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to Section 2.9 for clarity of presentation.

2.2

Non-Cooperative Game Theory

This section starts with introducing the standard representation of non-cooperative games in
Section 2.2.1. We then proceed to introduce and elaborate on two prominent solution concepts
of such games in Section 2.2.2. Finally, Section 2.2.3 presents the regime switching game model.

2.2.1

Strategic Form Non-Cooperative Games

The initial step in performing a non-cooperative game-theoretic analysis is to frame the situation
in terms of all conceivable actions of agents and their associated payoffs. The standard representation of a non-cooperative game G, known as normal form or strategic form game [215, 229],
is comprised of three elements:




G = K, Ak k∈K , U k k∈K .

(2.1)

Each element is described below:
1.

Player Set: K = {1, · · · , K}. A player essentially models an entity that is entitled

to making decisions, and whose decisions affect others’ decisions. Players may be people,
organizations, firms, etc., and are indexed by k ∈ K.
2. Action Set:


Ak = 1, · · · , Ak . It denotes the set of actions, also referred to as pure

strategies, available to player k at each decision point. A generic action taken by player k is
denoted by ak . The actions of players may range from deciding to establish or abolish links
with other agents [30] to choosing among different products/technologies [295].
A generic joint action profile of all players is denoted by
a = (a1 , · · · , aK ) ∈ AK ,

where AK = A1 × · · · × AK

and × denotes the Cartesian product. Following the common notation in game theory, one can
rearrange the action profile as

a = ak , a−k ,

where a−k = a1 , · · · , ak−1 , ak+1 , · · · , aK



denotes the action profile of all players excluding player k.
3. Payoff Function:

U k : AK → R. It is a bounded function that determines the payoff

to player k as a function of the action profile a taken by all players. The interpretation of
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such a payoff is the aggregated rewards and costs associated with the chosen action as the
outcome of the interaction. The payoff function can be quite general. For instance, it could
reflect reputation or privacy, using the models in [134, 217], or benefits and costs associated
with maintaining links in a social network, using the model in [30, 294]. It could also reflect
benefits of consumption and the costs of production, download, and upload in content production and sharing over peer-to-peer networks [128, 231], or the capacity available to users in
communication networks [168, 194].
In contrast to the pure strategy that specifies a possible decision or action, a mixed strategy
is a probability distribution that assigns to each available action in the action set a likelihood
of being selected. More precisely, a mixed strategy for player k is of the form

pk = pk1 , · · · , pkAk ,

where 0 ≤ pki ≤ 1, and

P

i∈Ak

pki = 1.

(2.2)

A mixed strategy can be interpreted as how frequently each action is to be played in a repeated
game. Note that, even if the set of pure strategies is finite, there are infinitely many mixed
strategies. The set of all mixed strategies available to player k forms an Ak -simplex
o
n
P
k
∆Ak = p ∈ RA ; 0 ≤ pi ≤ 1, i∈Ak pi = 1 .

(2.3)

A player uses a mixed strategy only when: (i) she is indifferent between several pure strategies;
(ii) keeping the opponent guessing is desirable, i.e., the opponent can benefit from knowing
the next move; or (iii) the player needs to experiment in order to learn her optimal strategy.
The significance of mixed strategies becomes more clear when existence of Nash equilibrium is
discussed in Section 2.2.2.
In framing the game-theoretic analysis, another important issue is the information available
to individuals at each decision point. This essentially has bearing on the timing of interactions
and is ascertained via answering the following questions:
• Are the interactions repeated? Repeated games refer to a situation where the same base
game, referred to as stage game, is repeatedly played at successive decision points. For instance, suppliers and buyers make deals repeatedly, nations engage in ongoing trades, bosses
try to motivate workers on an ongoing basis, etc. Repeated interaction allows for socially
beneficial outcomes, essentially substituting for the ability to make binding agreements. It
further allows learning as the outcome of each interaction conveys information about actions
and preferences of other players.
• Do players make decisions simultaneously or sequentially? Simultaneous move
games arise when players make decisions simultaneously, without being aware of the choices
and preferences of others. For instance, two firms independently decide whether to develop
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and market a new product, or individuals independently make a choice as which social club
to join. In contrast, moving after another player in sequential games gives the advantage of
knowing and accounting for the previous players’ actions prior to taking an action.
• What does each player realize/observe once the interaction is concluded? Embodied in the answer to this question is the social knowledge of each player. With the
prevalence of social networks, individuals may obtain information about the preferences and
choices of (some of) other decision makers in addition to the payoffs that they realize as the
outcome of making choices. A particular choice made by a self-interested rational player is
understood to be a best-response to his limited perception of the outside world. Observing
such choices, other players could adjust their strategies so as to maximize their payoffs via
decreasing others.
In this chapter, we concentrate on simultaneous move non-cooperative games that are infinitely repeated. The simplest model for the information flow and social knowledge of players
is one where agents observe the past decisions of all other agents playing the same game. This
chapter focuses on a more sophisticated model where agents form social groups within which
share their past experiences.

2.2.2

Solution Concepts: Correlated vs. Nash Equilibrium

Having framed the interactions as a non-cooperative game, one can then make predictions about
the behavior of decision makers. Strategic dominance is the most powerful analytical tool to
make behavioral predictions. A dominant strategy is one that ensures the highest payoff for an
agent irrespective of the action profile of other players. A more precise definition is provided
below.
Definition 2.1 (Dominant Strategy). An action akd ∈ Ak is a dominant strategy for player k

if for all other actions ak ∈ Ak − akd :


U k akd , a−k > U k ak , a−k ,

∀a−k ∈ A−k .

(2.4)

Dominant strategies make game-theoretic analysis relatively easy. They are also powerful
from the decision makers perspective since no prediction of others’ behavior is required. However, such strategies do not always exist, hence, one needs to resort to equilibrium notions in
order to make behavioral predictions.
The Nash equilibrium [218] and its refinements are without doubt the most well-known
game-theoretic equilibrium notions in both economics and engineering literature. One can
classify Nash equilibrium into two types:
(i) Pure strategy Nash equilibrium, where all agents are playing pure strategies;
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(ii) Mixed strategy Nash equilibrium, where at least one agent is playing a mixed strategy.
The underlying assumption in Nash equilibrium is that players act independently. That is, the
probability distribution on the action profiles is a product measure. More precisely,


1

K

p i1 , · · · , iK := P a = i1 , · · · , a



= iK =

K
Y

pk (ik )

(2.5)

k=1

where pk (ik ) denotes the probability of agent k playing action ik .
A Nash equilibrium is a strategy profile with the property that no single player can benefit
by deviating unilaterally to another strategy; see below for precise definitions.

Definition 2.2 (Nash Equilibrium). An action profile a = ak , a−k is a pure strategy Nash
equilibrium if


ak , a−k , ∀b
ak ∈ Ak , ∀k ∈ K.
(2.6)
U k ak , a−k ≥ U k b

A profile of mixed strategies p = p1 , · · · , pK forms a mixed strategy Nash equilibrium if, for
b k ∈ ∆Ak (see (2.3)) and k ∈ K,
all p


b k , p−k
U k pk , p−k ≥ U k p

(2.7)

where p−k is the joint mixed strategy of all players excluding player k (see (2.5)), and
X


U k pk , p−k =
pk (ak )p−k (a−k )U k ak , a−k .
ak ,a−k

John Nash proved in his famous paper [218] that every game with a finite set of players
and actions has at least one mixed strategy Nash equilibrium. However, Robert Aumann,
who introduced the concept of correlated equilibrium, asserts in [25] that Nash equilibrium
makes sense only in situations where, for some specified reason, each player knows others’
strategies. Evidently, this assumption is rather restrictive and, more importantly, is rarely true
in any strategic interactive situation. Aumann further justifies in [25] that, from the Bayesian
rationality viewpoint, the appropriate equilibrium notion is not the ordinary mixed strategy
Nash equilibrium, but the more general notion of correlated equilibrium. This, indeed, is the
very reason why correlated equilibrium [25] is adopted as the solution concept in this chapter.
Aumann also noted in [24] that every mixed strategy Nash equilibrium induces a correlated
equilibrium. This also implies that for every game there are correlated equilibria. However,
Hart and Schmeidler noted in [146] that correlated equilibria are defined by a finite set of linear
inequalities, and showed (without using Nash’s result) that the feasible set induced by these
inequalities is non-empty for all games. Their result also deals with games with an infinite
number of players, for which there is no Nash equilibrium in general.
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Correlated equilibrium is a generalization of the well-known Nash equilibrium and describes
a condition of competitive optimality. It can most naturally be viewed as imposing equilibrium
conditions on the joint action profile of agents (rather than on individual actions as in Nash
equilibrium). An intuitive interpretation of correlated equilibrium is coordination in decisionmaking as described by the following example.
Example 2.1. Consider a traffic game where two drivers meet at an intersection and have to
decide whether to “go” or “wait”. If they simultaneously decide to go, they will crash and both
incur large losses. If one waits and the other one goes, the one that passes the intersection
receives positive utility, whereas the one who waits receives zero utility. Finally, if they both
decide to wait, they both will receive small negative utilities due to wasting their time. The
natural solution is the traffic light. In game-theoretic terminology, the traffic light serves as
a fair randomizing device that recommends actions to the agents—signals one of the cars to
go and the other one to wait; it is fair in the sense that at different times it makes different
recommendations.
In light of the above example, suppose that a mediator is observing a non-cooperative game
being repeatedly played among a number of agents. The mediator, at each round of the game,
gives private recommendations as what action to choose to each agent. The recommendations
are correlated as the mediator draws them from a joint probability distribution on the action
profile of all agents; however, each agent is only given recommendations about her own action.
Each agent can freely interpret the recommendations and decide if to follow. A correlated
equilibrium results if neither of agents wants to deviate from the provided recommendation.
That is, in correlated equilibrium, agents’ decisions are coordinated as if there exists a global
coordinating device that all agents trust to follow.
Let us now formally define the set of correlated equilibria for the game G, defined in Section 2.2.1.
Definition 2.3 (Correlated Equilibrium). Let p denote a probability distribution on the space
of action profiles AK , i.e.,
0 ≤ p(a) ≤ 1, ∀a ∈ AK , and

P

a p(a)

= 1.

(2.8)

The set of correlated -equilibria is the convex polytope
(
C =

p:

X

pk(i,a−k )

h

i
U k j, a−k − U k i, a−k ≤ , ∀i, j ∈ Ak , k ∈ K

)
(2.9)

a−k

where pk(i,a−k ) denotes the probability of player k playing action i and the rest playing a−k . If
 = 0, the convex polytope represents the set of correlated equilibria, and is denoted by C.
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Correlated equilibrium is viewed as the result of Bayesian rationality [24, 25]. Some advantages that make it even more appealing include:
• Realistic. Correlated equilibrium is realistic in multi-agent learning. Indeed, Hart and
Mas-Colell observe in [143] that for most simple adaptive procedures, “. . . there is a natural
coordination device: the common history, observed by all players. It is thus reasonable to
expect that, at the end, independence among players will not obtain.” In contrast, Nash
equilibrium assumes agents act independently which is rarely true in any learning scenario.
• Structural Simplicity. The correlated equilibria set constitutes a compact convex polyhedron, whereas the Nash equilibria are isolated points at the extrema of this set [219].
• Computational Simplicity. Computing correlated equilibrium requires solving a linear
feasibility problem (linear program with null objective function) that can be done in polynomial time, whereas computing Nash equilibrium requires finding fixed points.
• Payoff Gains. The coordination among agents in the correlated equilibrium can lead to
potentially higher payoffs than if agents take their actions independently (as required by
Nash equilibrium) [25].
• Learning. There is no natural process that is known to converge to a Nash equilibrium in a
general non-cooperative game that is not essentially equivalent to exhaustive search. There
exist, however, simple procedures that do converge to correlated equilibria (the so-called law
of conservation of coordination [144]) under almost no structural assumption on the game
model, e.g., regret-matching [141].
Existence of a centralized coordinating device neglects the distributed essence of many applications of practical interest. Limited information at each agent (about the strategies of
others) further complicates the process of computing correlated equilibrium. In fact, even if
agents could compute correlated equilibria, they would need a mechanism that facilitates coordinating on the same equilibrium state in the presence of multiple equilibria—each describing,
for instance, a stable coordinated behavior of manufacturers on targeting influential nodes in
the competitive diffusion process [272]. This highlights the significance of adaptive learning
algorithms that, through repeated interactive play and simple strategy adjustments by agents,
ensure reaching correlated equilibrium. The most well-known of such algorithms, fictitious play,
was first introduced in 1951 [241], and is extensively treated in [106]. It, however, requires monitoring the behavior of all other agents that contradicts the information exchange structure in
real-life applications.
The focus of this chapter is on the more recent regret-matching learning algorithms [39,
56, 141, 143]. We use tools from stochastic approximation [192], to adapt these algorithms
to the information exchange structure in social networks, and Markov-switched systems [291,
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293], to track time-varying equilibria under random evolution of the parameters underlying the
environment, e.g., market trends in adopting new technologies.
Figure 2.1 illustrates how the various notions of equilibrium are related in terms of their
relative size and inclusion in other equilibria sets. As discussed earlier in this subsection, dominant strategies and pure strategy Nash equilibria do not always exist—the game of “Matching
Pennies” being a simple example. Every finite game, however, has at least one mixed strategy
Nash equilibrium. Therefore, the “nonexistence critique” does not apply to any notion that
generalizes the mixed strategy Nash equilibrium in Figure 2.1. A Hannan consistent strategy
(also known as universally consistent strategies [105]) is one that ensures, no matter what other
players do, the player’s average payoff is asymptotically no worse than if she were to play any
constant strategy in all previous periods. Hannan consistent strategies guarantee no asymptotic external regrets and lead to the so-called coarse correlated equilibrium [216] notion that
generalizes the Aumann’s correlated equilibrium.

2.2.3

Regime Switching Non-Cooperative Games

Motivated by applications in cognitive networks [122, 185, 210], the non-cooperative game
model, formulated in Section 2.2.1, may evolve with time due to: (i) agents joining or leaving the
game, and (ii) changes in agents’ incentives (payoffs). Suppose that all time-varying parameters
are finite-state, and absorbed to a vector. For simplicity, we index these vectors by Q =
{1, . . . , Θ} and work with the indices instead. Evolution of the underlying parameters can then
be captured by an integer-valued process θ[n] ∈ Q. It is assumed that θ[n], n = 1, 2, . . ., is
unobservable with unknown dynamics.
For better exposition, let us assume that the payoff functions of players vary with the process
θ[n] in the rest of this chapter. More precisely, the payoff function for each agent k takes the
form

U k ak , a−k , θ[n] : Ak × A−k × Q → R.

(2.10)

The main assumption here is that agents do not observe θ[n], nor are they aware of its dynamics.
Agents however may realize time-dependency of the payoff functions as taking the same action
profile at different time instants may result in different payoffs.
As the payoff functions evolve with time following the jumps of θ[n], so does the correlated
equilibria set as illustrated in Figure 2.2. Definition 2.3 thus has to be modified in such a
way that the dependence of the payoff function on the underlying time-varying parameter is
properly captured.
Definition 2.4 (Regime-Switching Correlated Equilibrium). Let p denote a probability distribution on the space of action profiles AK . The set of correlated -equilibria of the regimeswitching game is the convex polytope
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(
C (θ[n]) =

p:

)
X

pk(i,a−k ) U k




j, a−k , θ[n] − U k i, a−k , θ[n] ≤ , ∀i, j ∈ Ak , ∀k ∈ K

(2.11)

a−k

where pk(i,a−k ) denotes the probability of agent k picking action i and the rest playing a−k . If
 = 0, the convex polytope represents the regime-switching set of correlated equilibria, and is
denoted by C(θ[n]).
In the rest of this chapter, the theory of stochastic approximation [40, 192] and Markovswitched systems [291, 293] will be used to devise an adaptive learning algorithm based on the
regret-matching procedures in [141–143] that ensures reaching and tracking such non-stationary
equilibria.

2.3

Regret-Based Local Adaptation and Learning

This section presents an adaptive decision-making procedure that, if locally followed by every
individual decision maker, leads to a sophisticated rational global behavior. The global behavior
captures the decision strategies of all individuals taking part in the decision-making process,
and will be defined precisely in the next section. This procedure is viewed as particularly simple
and intuitive as no sophisticated updating, prediction, or fully rational behavior is essential on
the part of agents. The procedure can be simply described as follows: At each period, an agent
may either continue with the same action as the previous period, or switch to other actions,
with probabilities that are proportional to a “regret measure” [145]. Willingness to proceed
with the previous decision mimics the “inertia” that is existent in human’s decision-making
process.
In what follows, we define a simple and intuitive regret measure that allows the decision
strategies to track the time variations underlying the game. Subsequently, an adaptive learning
algorithm is presented that uses the theory of stochastic approximation to prescribe individuals
how to update their regrets and, therefore, their decision strategies. The presented algorithm
is largely dependent on the communication among agents and, hence, their level of “social
knowledge,” which can naturally be captured by a connectivity graph . Below, the connectivity
graph and the associated neighborhood structure are formally defined.
Definition 2.5. The connectivity graph is a simple1 graph G = (E, K), where agents form
1

A simple graph, also called a strict graph [271], is an unweighted, undirected graph containing no self loops
or multiple edges [124, p. 2].
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Hannan
Consistent
Strategies

Correlated
Equilibria

Mixed Strategy
Nash Equilibria

Pure Strategy
Nash Equilibria

Dominant
Strategies

Figure 2.1: Equilibrium notions in non-cooperative games. Enlarging the equilibria set weakens
the behavioral sophistication on the player’s part in order to reach equilibrium through repeated
plays of the game.

θ[ ]=3

θ[ ]=2

θ[ ]=1
time

Figure 2.2: Polytope of correlated equilibria C(θ[n]) randomly evolving with time according to
an unobserved process θ[n]. Tracking such regime switching equilibria is attainable by each
agent individually following the regret-based adaptive learning algorithm presented in Section 2.3 if the correlated equilibria set evolves on a timescale that is slower than that determined
by the adaptation rate of the adaptive learning algorithm.
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vertices of the graph, and
agents k and l exchange decisions,
(k, l) ∈ E ⇔

ak [n] and al [n], respectively,
at the end of period n.

The open and closed neighborhoods of each agent k are, respectively, defined by
N k := {l ∈ K; (k, l) ∈ E} , and Nck := N k ∪ {k} .

(2.12)

The above communication protocol allows agents to exchange information only with neighbors (e.g. subscribers of the same social group), and will be referred to as neighborhood monitoring [123]. This generalizes the perfect monitoring assumption, standard in the game theory
literature [142]. Perfect monitoring constitutes the highest level of social knowledge, and can
be described as follows: Once a decision is made by an agent, it can be observed by all other
agents2,3 . More precisely,
The graph G is complete4 and Nck = K.

(2.13)

Hart and Mas-Colell proposed an adaptive regret-matching procedure in [141] as a strategy of
play in long-run interactions. They proved that, under the perfect monitoring assumption, if
every decision maker follows the proposed procedure, their collective behavior converges to the
set of correlated equilibria in static non-cooperative games.

2.3.1

Regret-Matching With Neighborhood Monitoring

A natural extension to the perfect monitoring assumption, which is quite restrictive and impractical in real-life applications, is to devise a regret-based adaptive learning procedure that relies
on the neighborhood monitoring model introduced above. Agents only share their past decisions
with their fellow social group members. They are, in fact, oblivious to the existence of other
agents except their neighbors on the connectivity graph G (see Definition 2.5), nor are they
aware of the dependence of the outcome of their decisions on those of other individuals outside
their social group. In the rest of this section, we present and elaborate on a regret-matching
2

Note that sharing actions differs from exchanging strategies according to which the decisions are made.
The latter is more cumbersome and less realistic, however, conveys information about the payoff functions of
opponents, hence, can lead to faster coordination.
3
In certain situations, the aggregate decisions of all agents affects individual agent’s strategy update, e.g.,
proportion of neighbors adopting a new technology, or proportion of neighboring sensors that have chosen to
activate. Therefore, one can assume that this aggregate information is available to each agent instead of individual
decisions at the end of each period.
4
A simple graph is complete if every pair of distinct vertices is connected by a unique edge [45].
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adaptive learning algorithm in the presence of such social groups.
Social groups are characterized by the coalition of agents that perform the same localized
task and interact locally. However, not only does the payoff of each agent depend on her
local interaction and contribution to carrying out the local tasks, but also it is affected by the
inherent interaction with those outside her social group. In particular, the payoff that each
agent receives as the outcome of her decision comprises of two terms:
1. Local payoff, which is associated to the ‘local interaction’ (e.g., performing a localization
task) within social groups;
2. Global payoff, which pertains to the implicit strategic ‘global interaction’ with agents
outside social group.
More precisely, the payoff function can be expressed as [123]



k
k
U k ak , a−k , θ[n] := ULk ak , aN , θ[n] + UGk ak , aS , θ[n] .

(2.14)

where θ[n] is the integer-valued process that captures the time variations underlying the game
model introduced in Section 2.2.3. Recall the open N k and closed Nck neighborhoods from
Definition 2.5, and let S k = K − Nck denote the set of non-neighbors of agent k. In (2.14), the
action profile of all decision makers excluding agent k, denoted by a−k , has been rearranged
k

k

and grouped into two vectors aN and aS that, respectively, represent the joint action profile
of neighbors and non-neighboring agents of agent k.
Now, suppose the game G, defined in Section 2.2.3, with payoff function (2.14) is being
repeatedly played over time. At each time n = 1, 2, . . ., each agent k makes a decision ak [n]
according to a probability distribution pk [n], and receives a payoff


Unk ak [n] := U k ak [n], a−k [n], θ[n] .

(2.15)

The realized payoff is in fact non-stationary partly due to the non-stationarity inherent in the
game model and partly due to the other agents’ action profile a−k [n] changing with time. Now,
suppose that agents know their local payoff functions at each time n. Since the non-stationarity
underlying the game model is unobservable, we define
k
UL,n
ak , aN

k




k
:= ULk ak , aN , θ[n]

(2.16)

k is known to agent k at each time n. Therefore, knowing the action profile
and assume that UL,n

of neighbors, agents are able to evaluate their local stage payoffs. In contrast, even if agents
know their global payoff functions, they could not directly compute global payoffs as they do
not acquire the action profile of agents outside their social groups. It is, however, possible to
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evaluate the realized global payoffs via



k
k
k
UG,n
ak [n] := Unk ak [n] − UL,n
ak [n], aN [n] .

(2.17)

k are defined in (2.15) and (2.16), respectively.
where Unk and UL,n

The regret-matching procedure that is adapted to the neighborhood monitoring model then
L,k
proceeds as follows [123]: Define the local regret matrix RL,k [n], where each element rij
[n] is

defined as
h

i

k
k
L,k
k
k
rij
[n] = (1 − µ)n−1 UL,1
j, aN [1] − UL,1
ak [1], aN [1] I ak [1] = i
h

i

P
k
k
k
k
+ µ 2≤τ ≤n (1 − µ)n−τ UL,τ
j, aN [τ ] − UL,τ
ak [τ ], aN [τ ] I ak [τ ] = i

(2.18)

and is updated recursively via
L,k
L,k
rij
[n] = rij
[n − 1] + µ

h



i

k
k
L,k
k
k
UL,n
j, aN [n] − UL,n
i, aN [n] · I ak [n] = i − rij
[n − 1] .

(2.19)

In both (2.18) and (2.19), 0 < µ  1 is a small parameter that represents the adaptation rate
of the revised regret-matching procedure, and I(X) denotes the indicator operator: I(X) = 1
if X is true and 0 otherwise. The second term on the r.h.s. of (2.19) is the instantaneous local
regret as it evaluates the losses in local payoff for not choosing action j instead of the presently
picked action i. The expression (2.18) has a clear interpretation as the discounted average local
regret for not having played action j in exactly those periods when action i was picked. At
each time n, the losses experienced in m < n periods before are weighted by µ(1 − µ)m . This
particular choice of the weighting factor allows to obtain the recursive updating rule (2.19) in
the form of a classical stochastic approximation algorithm, which in turn qualifies employing
the powerful ordinary differential equation (ODE) approach [40, 192] for the tracking analysis
in Section 2.5.
In contrast, since agent k knows neither her global payoff function nor the decisions of those
outside her social group, she is unable to perform the thought experiment to evaluate global
payoffs for alternative actions as she does in (2.18). The global regret matrix RG,k [n] is thus
defined based only on the realizations of the global payoffs, defined in (2.17). Each element
G,k
rij
[n] of the regret matrix is recursively updated via
G,k
rij
[n]

=

G,k
rij
[n


− 1] + µ

pki [n] k
U
pkj [n] G,n



ak [n] · I ak [n] = j




G,k
k
− UG,n
ak [n] · I ak [n] = i − rij
[n − 1]

(2.20)

where 0 < µ  1 is the same adaptation rate as in (2.19). Here, the third term on the r.h.s. is
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similar to the third term on the r.h.s. of (2.19), and is simply the realized global payoff if action
i is picked. The second term, roughly speaking, estimates the global payoff if action j replaced
action i in the same period5 . To this end, it only uses realized payoffs of those periods when
action j was actually played. The normalization factor pki [n]/pkj [n], intuitively speaking, makes
G,k
the lengths of the respective periods comparable [143]. Each element rij
[n] can be defined

non-recursively by
G,k
rij
[n]

= (1 −
+µ

µ)n−1

P



pki [1] k
U
pkj [1] G,1

2≤τ ≤n (1

ak [1]

− µ)n−τ





·I

ak [1]

pki [τ ] k
U
pkj [τ ] G,τ



=j −

k
UG,1

ak [1]



·I

ak [1]



k
ak [τ ] · I ak [τ ] = j − UG,τ





(2.21)



k
k
a [τ ] · I a [τ ] = i .
=i

Here, pki [τ ] denotes the probability of choosing action i by agent k at period τ . In view of
G,k
the above discussion, rij
[n] can be interpreted as the discounted average global regret for not

having picked action j, every time action i was picked in the past.
At each time n, the agent makes a decision ak [n] according to a decision strategy

pk [n] = pk1 [n], · · · , pkAk [n]
which combines the local and global regrets as follows:

pki [n] = P ak [n] = i ak [n − 1] = j



 (1 − δ) min 1 rL,k [n] + rG,k [n] + , 1 +
ji
ρk ji
Ak
=
P

k
1 − `6=i p` [n],

δ
,
Ak

i 6= j,

(2.22)

i = j.

Here, |x|+ = max{0, x}, ρk > 0 is a large enough number to ensure pk [n] is a valid probability
distribution6 , and Ak represents the cardinality of agent k’s action space. Further, 0 < δ < 1
is the parameter which determines the relative weight of exploration versus exploitation. Note
in (2.22) that j represents the decision made in period n − 1 and, therefore, is known at period
n. The regret-matching procedure is illustrated in a block diagram in Figure 2.3.
Intuitively speaking, the regret-matching procedure governs the decision-making process by
propensities to depart from the current decision. It is natural to postulate that, if a decision
maker decides to switch her action, it should be to actions that are perceived as being more
rewarding. The regret-matching procedure assigns positive probabilities to all such better
5
Strictly speaking, the limit sets of the process (2.19) and the true global regret updates if agents were
able to observe the action profile of non-neighboring agents coincide. The details are discussed in Section 2.5.1.
Alternatively, one can show that the conditional expectation of the difference between the global regret estimates
and the true global regrets is zero; see [143] for further details.
6
k
k
k
k
It suffices to let ρk > Ak Umax
− Umin
, where Umax
and Umin
represent the upper and lower bounds on the
k
k
payoff function U , respectively, and A denotes the cardinality of the action space for agent k.
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choices. In particular, the more rewarding an alternative action seems, the higher will be the
probability of choosing it next time. The probabilities of switching to different actions are thus
proportional to their regrets relative to the current action, hence the name ‘regret-matching’.
Let 1S denote an S × 1 vector of ones. The regret-matching procedure with neighborhood
monitoring is summarized below in Algorithm 2.1. This procedure is to be executed independently by individual agents, and is expressed for a generic agent k in Algorithm 2.1.

2.3.2

Discussion and Intuition

This subsection elaborates on the distinct properties of the regret-matching procedure with
neighborhood monitoring.
Decision Strategy. The randomized strategy (2.22) is simply a weighted average of two probability vectors: The first term, with weight 1 − δ, is proportional to the positive part of the
combined regrets. Taking the minimum with 1/Ak guarantees that pk [n] is a valid probability
P
distribution, i.e., i pki [n] = 1. The second term, with weight δ, is just a uniform distribution
over the action space [123, 143].
Adaptive Behavior. In (2.24) and (2.25), µ essentially introduces an exponential forgetting
of the experienced regrets in the past and facilitates adaptivity to the evolution of the noncooperative game model over time. As agents successively take actions, the effect of the old
experiences on their current decisions vanishes. As will be shown later in Section 2.4, this enables
tracking time variations on a timescale that is as fast as the adaptation rate of Algorithm 2.1.
Inertia: The choice of ρk guarantees that there is always a positive probability of playing the
same action as the last period. Therefore, ρk can be viewed as an “inertia” parameter: A higher
ρk yields switching with lower probabilities. It plays a significant role in breaking away from
bad cycles. Clearly, the speed of convergence to the correlated equilibria set will be closely
related to this inertia parameter. This indeed is the very reason that makes convergence to the
correlated equilibria set possible under (almost) no structural assumptions on the underlying
game [141].
Better-response vs. Best-response: In light of the above discussion, the most distinctive feature
of the regret-matching procedure, that differentiates it from other works such as [93, 106, 107],
is that it implements a better-response rather than a best-response strategy7 . The inertia
assigns positive probabilities to any action that is just better. Indeed, the behavior of a regretmatching decision maker is very far from that of a rational decision maker that makes optimal
7

This has the additional effect of making the behavior continuous, without need for approximations [141].
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Figure 2.3: Regret-based local adaptation and learning. Individuals update regrets after observing the outcome of the previous decisions and, accordingly, make next decisions. These new
decisions will then be shared within social groups characterized by the connectivity graph.

Algorithm 2.1 Local Adaptation and Learning for Decision Makers Forming Social Groups
Initialization: Set the tunable exploration factor 0 < δ < 1, and inertia parameter ρk >
k
k
k
k
Ak Umax
− Umin
, where Umax
and Umin
denote the upper and lower bounds on agent k’ payoff
k
function U , respectively. Set 0 < µ  1, and initialize
pk [0] =

1
Ak

· 1Ak , and RL,k [0] = RG,k [0] = 0.

Step 1: Action Selection. Choose ak [n] ∼ pk [n] = (pk1 [n], · · · , pkAk [n]), where
(
pki [n]

=

o
n
+
L,k
G,k
[n] + rji
[n] , A1k +
(1 − δ) min ρ1k rji
P
1 − j6=i pkj [n],

δ
,
Ak

ak [n − 1] = j 6= i
ak [n − 1] = i

(2.23)

where |x|+ = max{0, x}.
Step 2: Local Information Exchange. Share decisions ak [n] with neighbors N k .
Step 3: Local Regret Update.
h
i

k
RL,k [n + 1] = RL,k [n] + µ B L,k ak [n], aN [n], n − RL,k [n]
(2.24)
h
i






k
k
L,k k
Nk
k
k
I ak [n] = i
B L,k = bL,k
[n], n = UL,n
j, aN − UL,n
ak [n], aN
ij , where bij a [n], a
Step 3: Global Regret Update.

B G,k

h
i
RG,k [n + 1] = RG,k [n] + µ B G,k (a[n], n) − RG,k [n]
(2.25)


 G,k 




pki [n] k
G,k
k
k
k
k
k
= bij , where bij (a[n], n) = pk [n] UG,n a [n] I a [n] = j − UG,n a [n] I a [n] = i
j

Recursion. Set n ← n + 1, and go Step 1.

41

2.3. Regret-Based Local Adaptation and Learning

1

Social Groups’ Decisions

a1

a1 , a 2 , a 4
Realized
Payoff

Adaptive
Filter

a2
a5

2

5

a4

3
4

Regret-Matching
Decision-Making Process

Information Exchange
Within Social Group

Figure 2.4: Game-theoretic learning with neighborhood monitoring. Agent 5 discloses decision
with her social group members N 5 = {1, 2, 4}. The exchanged decisions, together with her
realized payoff, are then fed into a regret-matching adaptive filter to prescribe the next action.
decisions given his (more or less well-formed) beliefs about the environment. Instead, it resembles the model of a reflex-oriented individual that reinforces decisions with “pleasurable”
consequences [143].
Computational Complexity:

The computational burden (in terms of calculations per iteration)

of the regret-matching procedure is small. It does not grow with the number of agents, hence,
is scalable. At each iteration, each agent needs to execute two multiplications, two additions,
one comparison and two table lookups (assuming random numbers are stored in a table) to
calculate the next decision. It is therefore suitable for implementation in many applications of
practical interest such as unattended ground sensor networks, where individual agents posses
limited local computational capability.
Decentralized Adaptive Filtering: As will be shown later in Section 2.4, if every agent follows
Algorithm 2.1, the global behavior tracks the set of correlated equilibria. Theoretically, finding
a correlated equilibrium in a game is equivalent to solving a linear feasibility problem; see (2.9).
Algorithm 2.1 is thus an adaptive filtering algorithm for solving this problem, which is quite
interesting due to its decentralized nature.
Reinforcement Learning of Isolated Agents.

Assuming that no player is willing to form a social

group, the above revised regret-matching procedure simply implements a reinforcement learning
scheme that only requires the realized payoff to prescribe the next decision. The probability
of choosing a particular action i at time n + 1 gets “reinforced” by picking i at time n, while
the probabilities of other actions j 6= i decrease. In fact, the higher the payoff realized as the
consequence of choosing i at time n, the greater will be this reinforcement [143].
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Exploration vs. Exploitation. The second term, with weight δ, simply forces every action to be
played with some minimal frequency (strictly speaking, with probability δ/Ak ). The exploration
factor δ is essential to be able to estimate the contingent payoffs using only the realized payoffs;
it can, as well, be interpreted as exogenous statistical “noise.” As will be discussed later, larger
δ will lead to the convergence of the global behavior to a larger -distance of the correlated
equilibria set.
Markov Chain Construction.

The sequence
n
o
ak [n], RL,k [n], RG,k [n]

is a Markov chain with state space Ak , and transition probability matrix


Pr ak [n] = j ak [n − 1] = i = Pij RL,k [n], RG,k [n]
The transition matrix of the Markov chain thus depends on the local and global regret matrices.
It is continuous in both variables RL,k and RG,k . It is also primitive and aperiodic for each
pair (RL,k , RG,k ). The primitiveness is essentially due to the exploration present in the decision
strategy (2.23): at each time, a small probability of δ/Ak is placed on picking each action in the
action set. It can be easily verified that Pijm (RL,k , RG,k ) ≥ δ m /Ak for all i, j ∈ Ak and m ≥ 1
in the transition matrix (2.26). The aperiodicity is further due to the inertia existent in the
decision strategy. The parameter ρk in (2.23) ensures that the sum of non-diagonal elements of
the transition matrix remains strictly less than one at each time; therefore, Piim (RL,k , RG,k ) > 0
for all m ≥ 1.
The above Markov chain is (conditionally) independent of the action profile of neighbors
and non-neighbors; however, these profiles may be correlated. More precisely, let
h[n] =



a[τ ]



n
,
τ =1


k
k
where a[τ ] = ak [τ ], aN [τ ], aS [τ ]

denote the history of decisions made by all agents up to time n. Then,


k
k
P ak [n] = i, aN [n] = a, aS [n] = a h[n − 1]

  k
k
= P ak [n] = i h[n − 1] P aN [n] = a, aS [n] = a h[n − 1]

  k
k
= Pak [n−1]i RL,k [n], RG,k [n] P aN [n] = a, aS [n] = a h[n − 1] .

(2.26)


The sample path of this Markov chain ak [n] is fed back into the stochastic approximation
algorithms that update RL,k [n] and RG,k [n], which in turn affect its transition matrix. This
interpretation will be used in Section 2.9 when deriving the limit dynamical system representing
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the behavior of Algorithm 2.1.
Noise Corrupted Payoff Observations. If an agent’s observations of realized payoffs are perturbed by noise, the learning procedure summarized in Algorithm 2.1 still yields the convergence
properties that will be discussed next in Section 2.4 so long as the observations satisfy a weak
b k (a, θ)} denote the sequence of noisy observations
law of large numbers. More precisely, let {U
n
of agent k’s payoff U k (a, θ) for a particular joint action profile a when θ[n] = θ is held fixed.
(Recall from Section 2.2.1 that a = (ak , a−k ).) Then, the convergence results of Section 2.4
remain valid if, for all a ∈ AK and θ ∈ Q,
N +`−1 n
o
1 X
bnk (a, θ) → U k (a, θ)
E U
N

in probability as N → ∞.

n=`

2.4

Emergence of Rational Global Behavior

This section characterizes the global behavior emerging from individuals following the local
adaption and learning algorithm presented in Section 2.3. Section 2.4.1 provides a formal
definition for the global behavior of agents. Section 2.4.2 then postulates a hyper-model for
the random unpredictable changes that the game model undergoes. Finally, Section 2.4.3
presents the main theorem of this chapter that shows the local and global behavior manifested
as the consequence of following the regret-matching algorithm with neighborhood monitoring
can properly track the regime switching in the game model.

2.4.1

Global Behavior

The global behavior z[n] at each time n is defined as the discounted empirical frequency of joint
play of all agents up to period n. Formally,
z[n] = (1 − µ)n−1 ea[1] + µ

X

(1 − µ)k−τ ea[τ ]

(2.27)

2≤τ ≤n

where ea[τ ] is a unit vector on the space of all possible action profiles AK with the element
corresponding to the joint play a[τ ] being equal to one. The small parameter 0 < µ  1 is the
same as the adaptation rate of the regret-matching algorithm in Section 2.3. It introduces an
exponential forgetting of the past decision profiles to enable adaptivity to the evolution of the
game model. That is, the effect of the old game model on the decisions of individuals vanishes
as agents repeatedly take actions. Given z[n], the average payoff accrued by each agent can be
straightforwardly evaluated, hence the name global behavior. It is more convenient to define
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z[n] via the stochastic approximation recursion


z[n] = z[n − 1] + µ ea[n] − z[n − 1] .

(2.28)

The global behavior z[n] is a system “diagnostic” and is only used for the analysis of the
emergent collective behavior of agents. That is, it does not need to be computed by individual
agents. In real-life application such as smart sensor networks, however, a network controller
can monitor z[n], and use it to adjust agents’ payoff functions to achieve the desired global
behavior [210].

2.4.2

Hyper-Model for Regime Switching in the Game Model

A typical method for analyzing the performance of an adaptive algorithm is to postulate a
hyper-model for the underlying time variations [40]. Here, we assume that dynamics of θ[n]
in (2.10) follow a discrete-time Markov chain with infrequent jumps. The following assumption
formally characterizes the hyper-model.
Assumption 2.1. Let {θ[n]} be a discrete-time Markov chain with finite state space Q =
{1, 2, . . . , Θ} and transition probability matrix
P ε := IΘ + εQ

(2.29)

where ε > 0 is a small parameter, IΘ denotes the Θ × Θ identity matrix, and Q = [qij ] is
irreducible and represents the generator of a continuous-time Markov chain satisfying8
qij ≥ 0 for i 6= j,
|qij | ≤ 1 for all i, j ∈ Q,

(2.30)

Q1Θ = 0Θ .
It is important to emphasize that the above Markovian hyper-model is not used in implementation of Algorithm 2.1 since it cannot be observed by agents. It is only used in this and
the next section to analyze how well these algorithms can track regime switching in the game.
Choosing ε small enough in (2.29) ensures that the entries of P ε are all non-negative. Due
to the dominating identity matrix in (2.29), the transition probability matrix is “close” to the
identity matrix, hence, θ[n] varies slowly with time.
8
Note that this is no loss of generality. Given an arbitrary non-truly absorbing Markov chain with transition
probability matrix P µ = I + %Q, one can form

Q=

1
· Q,
qmax

where qmax = max |q ii |.
i∈Ms

To ensure that the two Markov chains generated by Q and Q evolve on the same time scale, ε = % · qmax .
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The small adaptation rate µ in Algorithm 2.1 defines how fast the regrets are updated. The
impact of the switching rate of the hyper-model θ[n] on convergence properties of the proposed
regret-matching scheme is captured by the relationship between µ and ε in the transition
probability matrix (2.29). If 0 < ε  µ, the game rarely changes and the correlated equilibria
set is essentially fixed during the transient interval of the regret-matching algorithm. We thus
practically deal with a static game model. On the other hand, if ε  µ, the game changes too
drastically, and there is no chance one can track the regime switching correlated equilibria set
via an adaptive stochastic approximation algorithm. In this chapter, we consider the following
no-trivial and more challenging case.
Assumption 2.2 (Matching Speed). ε = O(µ) in the transition probability matrix P ε in
Assumption 2.1.
The above condition states that the time-varying parameters underlying the game model
evolve with time on a scale that is commensurate with that determined by the step-sizes µ
in Algorithm 2.1. This leads to an asymptotic behavior that is fundamentally different as
compared with the case 0 < ε  µ, and will be discussed in Section 2.5.

2.4.3

Asymptotic Local and Global Behavior

In what follows, the main theorem of this chapter is presented that reveals both the local and
global behavior emerging from each agent individually following the regret-matching procedure
with neighborhood monitoring. The regret matrices RL,k [n] and RG,k [n] in Algorithm 2.1 and
z[n] will be used as indicatives of agent’s local and global experience, respectively.
We use the so-called ordinary differential equation (ODE) method, which is perhaps the
most powerful and versatile tool in the analysis of stochastic recursive algorithms, in order to
characterize the asymptotic behavior of Algorithm 2.1. The ODE methods was first introduced
by Ljung in [201] and extensively developed in several later works [189, 190, 192]. The basic
idea is that, via a ‘local’ analysis, the noise effects in the stochastic algorithm is averaged
out so that the asymptotic behavior is determined by that of a ‘mean’ ODE or an ordinary
differential inclusion [38, 188]. To get the limit mean dynamical system, in lieu of working with
the discrete iterates directly, one works with continuous-time interpolations of the iterates.
Accordingly, define by
RL,k,µ (t) = RL,k [n], RG,k,µ (t) = RG,k [n], zµ (t) = z[n] for t ∈ [nµ, (n + 1)µ)

(2.31)

the piecewise constant interpolations of the discrete-time iterates associated with the regretmatching procedure in Section 2.3.1. The main theorem that follows uses these interpolated
processes to characterize the asymptotic local and global behavior of the Algorithm 2.1.
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The following theorem simply asserts that, if an agent individually follows the Algorithm 2.1,
she will experience regret of at most  after sufficient repeated plays of the game. Indeed, 
can be made and kept arbitrarily small by properly choosing the exploration parameter δ in
Algorithm 2.1. This theorem further states that if, now, all agents start following Algorithm 2.1
independently, the global behavior tracks the regime switching correlated equilibria set if the
random unpredictable regime switching underlying the game occurs sufficiently slowly. Differently put, agents can coordinate their strategies in a distributed fashion so that the distribution
of their joint behavior belongs to the correlated equilibria set. From the game-theoretic point
of view, we show non-fully rational local behavior of individuals—due to utilizing a “betterresponse” rather than a “best-response” strategy—can lead to the manifestation of globally
sophisticated and rational behavior.
In the following theorem, with slight abuse of notation, denote by RL,k [n] and RG,k [n] the
regret matrices rearranged as vectors of length (Ak )2 —rather than Ak × Ak matrices—and let
RL,k,µ (·) and RG,k,µ (·) represent the associated interpolated vector processes; see (2.31). Let
further k · k denote the Euclidean norm, and R− represent the negative orthant in the Euclidean
space of appropriate dimension.
Theorem 2.1. Suppose the regime switching game G, defined in Section 2.2.3, is being repeatedly played, and Assumptions 2.1 and 2.2 hold. Consider the neighborhood monitoring model
in Section 2.3.1. Let tµ be any sequence of real numbers satisfying tµ → ∞ as µ → 0. Then,
b on the exploration parameter δ such that, if every
for each , there exists an upper bound δ()
b
agent follows Algorithm 2.1 with δ < δ(),
as µ → 0, the following results hold:
(i) Under Assumption 2.2, the combined local and global regrets RL,k,µ (·+tµ )+RG,k,µ (·+tµ )
converges weakly to an -distance of the negative orthant. That is, for any β > 0,




lim P dist RL,k,µ (· + tµ ) + RG,k,µ (· + tµ ), R− −  > β = 0

µ→0

(2.32)

where dist[·, ·] denotes the usual distance function.
(ii) Suppose Assumption 2.2 is replaced with 0 < ε  µ. Then, zµ (· + tµ ) converges in
probability to the correlated -equilibria set C (θ) for each θ ∈ Q in the sense that


dist zµ (· + tµ ), C (θ) = inf kzµ (· + tµ ) − zk → 0 in probability.
z∈C (θ)

(2.33)

Proof. See Section 2.5 and 2.6 for detailed proof.
Note in the above theorem that the convergence arguments are to a set rather than a
particular point in that set. In fact, once z[n] is inside the regime switching polytope of
correlated equilibria C (θ[n]), it can move around until the hyper-model θ[n] jumps, which may
push z[n] outside the correlated equilibria set of the new game model.
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Remark 2.1 (Static Games). In the case of a static game, i.e., when θ[n] = θ is held fixed,
Algorithm 2.1 can be modified as follows:
 The constant step-size µ is replaced with a decreasing step-size µ[n] = 1/n and the
constant exploration parameter δ is replaced with 1/nα , where 0 < α < 1/4.
With the above modifications, Algorithm 2.1 reduces to the reinforcement learning procedure
proposed in [143] if no agent is willing to form a social group. It is proved in [143] that, if
E = ∅ in the connectivity graph in Definition 2.5 and all agents follow this algorithm, the global
behavior converges almost surely to the set of correlated -equilibria. Although not being the
focus of this chapter, one can in fact use the results of [143] to show that, if all agents follow
Algorithm 2.1 with E =
6 ∅ and the above modifications, the global behavior still converges
almost surely to the set of correlated -equilibria. It will be shown in Section 2.7 that allowing
information exchange among decision makers forming social groups can lead to an order of
magnitude faster convergence as compared to the regret-matching procedure proposed in [143].
Note that the above modifications result in achieving stronger convergence results in the
sense that one can now prove almost sure convergence rather than weak convergence. More
precisely, there exists with probability one N () > 0 such that for n > N (), one can find a
correlated equilibrium distribution at most at -distance of z[n] [141]. However, this will be
achieved with the price that the agents can no longer respond to time variations in the game
model.
Remark 2.2. The main assumption in this chapter is that θ[n] cannot be observed by decision makers, yet their global behavior can track the time-varying polytope of correlated equilibrium. Assuming that agents observe θ[n] leads to the less challenging case: they can
form RL,k,θ [n] and RG,k,θ [n] and run Algorithm 2.1 with the modifications described above
separately for each θ ∈ Q. In such settings, in view of Remark 2.1, one can show that agents’
collective behavior almost surely converges to C (θ) for each θ ∈ Q.
Remark 2.3 (Generalized Regret-Matching Decision Strategies). The decision strategy (2.22)
can be generalized similar to [139, Section 10.3]. Define a continuously differentiable and
nonnegative potential function

V RL,k , RG,k : Rr × Rr → R,

where r = Ak × Ak

such that:

1. V RL,k , RG,k = 0 if and only if RL,k + RG,k ∈ Rr− , where Rr− represents the negative
orthant in r-dimensional Euclidean space;

2. ∇V RL,k , RG,k ≥ 0;
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3. ∇V RL,k , RG,k , RL,k + RG,k
∇ij V =

∂V
∂rL,k (i,j)

+

∂V
∂rG,k (i,j)

F

> 0 if RL,k + RG,k ∈
/ Rr− , where ∇V = [∇ij V ] such that

and h·, ·iF denotes the Frobenius inner product.

Then, if any agent employs of a decision strategy of the form
pk [n] = (1 − δ)ϕk [n] +

δ
Ak

· 1Ak

(2.34)

in lieu of (2.22), where ϕk [n] is a probability distribution on the action space of agent k, and
is a solution to the set of linear feasibility constraints
X

X


ϕkj [n]∇ji V RL,k [n], RG,k [n] = ϕki [n]

j∈Ak −{i}


∇ij V RL,k [n], RG,k [n] , for all i, j ∈ Ak

j∈Ak −{i}

then the statements of Theorem 2.1 still hold.

2.5

Analysis of the Adaptive Learning Algorithm

This section is devoted to the proof of the main results summarized in Theorem 2.1. For better
readability, details for each step of the proof are postponed to Section 2.9. The convergence
analysis is based on [39] and is organized into three steps as follows: First, it will be shown in
Section 2.5.1 that the limit system for the discrete time iterates of Algorithm 2.1 is a regime
switching system of interconnected differential inclusions. Differential inclusions arise naturally
in game-theoretic learning, since the strategies according to which others play are unknown.
Next, using multiple Lyapunov function methods [197], stability of the limit dynamical system is
studied in Section 2.5.2, and its set of global attractors is characterized. Accordingly, asymptotic
stability of the interpolated processes associated with the discrete-time iterates is proved. Up
to this point, we have shown that each agent asymptotically experiences at most  regret by
following Algorithm 2.1, which is the first result in Theorem 2.1. Section 2.6 will then show
that the global behavior emergent from such limit individual dynamics in a slowly switching
game is attracted to the correlated -equilibria set.

2.5.1

Characterization of the Limit Individual Behavior

The first step in the proof uses weak convergence methods to characterize the limit individual
behavior of agents following Algorithm 2.1 as a regime switching dynamical system represented
by a system of interconnected differential inclusions. Differential inclusions are generalizations
of the ODEs [20]. Below, we provide a precise definition.
Definition 2.6. A differential inclusion is a dynamical system of the form
d
X ∈ F (X)
dt

(2.35)
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where X ∈ Rr and F : Rr → Rr is a Marchaud map [19]. That is:
1. The graph and domain of F are nonempty and closed.
2. The values F (X) are convex.
3. The growth of F is linear. That is, there exists C > 0 such that, for every X ∈ Rr ,
sup kY k ≤ C (1 + kXk)

(2.36)

Y ∈F (X)

where k · k denotes any norm on Rr .
We borrow techniques from the theory of stochastic approximations [192] and work with
the piecewise constant continuous-time interpolations of the discrete-time iterates of regrets.
The regret matrices incorporate all information recorded in the global behavior vector z[n],
however, translated based on each agent’s payoff function. Since it is more convenient to work
with the regrets matrices, we derive the limiting process associated with these regret matrices
in what follows.
Different from the usual approach of stochastic approximation [40], where ε = o(µ), Assumption 2.1 supposes ε = O(µ). In this case, the standard ODE method cannot be carried over
due to the fact that the game is now non-stationary, and the adaptation rate of the algorithm
is the same as that of the timescale of the time variations underlying the game. By a combined use of the updated treatment on stochastic approximations [192] and Markov-switched
systems [291, 292], it will be shown that one can still obtain a limit system. However, very
different from the existing literature, the limit system is no longer a single ODE, but a system of
interconnected ordinary differential inclusions modulated by a continuous-time Markov chain.
Hence, the limit is not deterministic, but stochastic.
Before proceeding with the proof, we shall study properties of the sequence of decisions
made according to Algorithm 2.1. Recall from Section 2.3.1 that the sequence of decisions
{ak [n]} simply forms a finite-state Markov chain. Standard results on Markov chains show that
the transition probabilities in (2.22) admit (at least) one invariant measure, denoted by σ k .
The following lemma characterizes the properties of such an invariant measure.
Lemma 2.1. The invariant measure σ k (RL,k , RG,k ) of the transition probabilities (2.22) takes
the form


σ k RL,k , RG,k = (1 − δ)χk RL,k , RG,k +

δ
Ak

·1

(2.37)

where χk (RL,k , RG,k ) satisfies
X
j6=i

L,k
G,k
χkj rji
+ rji

+

= χki

X

L,k
G,k
rij
+ rij

+

(2.38)

j6=i

and |x|+ = max{x, 0}.
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Proof. Suppose χk is the invariant measure of the transition probabilities (2.22) when δ = 0.
Then,

χki

=

χki

1 −

L,k
G,k
X rij
+ rij
j6=i

= χki −

+

+

ρk

χki X L,k
G,k
rij + rij
ρk
j6=i


X

χkj

L,k
G,k
rji
+ rji

j6=i
+

+

+

ρk

1 X k L,k
G,k
χj rji + rji
ρk

+

j6=i

Canceling out χki on both sides, and multiplying by ρk , (2.38) follows. Now, if δ > 0, the
strategy (2.22) randomizes uniformly over the action space with probability δ, and with the
remaining probability 1 − δ chooses the next action according to regrets. The invariant measure
inherits the same property and, hence, it takes the form of (2.37).
Note that (2.38) together with

P k k
=1
χk Rk ≥ 0, and
i χi R

forms a linear feasibility problem (null objective function). Existence of χk Rk can alternatively be proved using strong duality; see [51, Section 5.8.2] for details.
Before proceeding with the theorem, a few definitions and notation are in order. Let us first
define weak convergence that is a generalization of convergence in distribution to a function
space, and is central to the tracking analysis9 .
Definition 2.7 (Weak Convergence). Let Z[n] and Z be Rr -valued random vectors. Z[n]
converges weakly to Z, denoted by Z[n] ⇒ Z, if for any bounded and continuous function Ω(·),
EΩ(Z[n]) → EΩ(Z) as n → ∞.
Let nk denote a probability measure over the joint action space of the open neighborhood
k

of agent k, and denote by ∆AN the simplex of all such measures. The expected local payoff
to agent k given the joint strategy nk is then defined by


P
k
ULk ak , nk := aN k nk aN ULk ak , a−k
where nk aN

k



(2.39)
k

denotes the probability of all neighbors of agent k jointly picking aN . It is

now time to present the theorem that characterizes the limit system associated with the regret
iterates in Algorithm 2.1.
9

The interested reader is referred to [192, Chapter 7] for further details on weak convergence and related
matters.
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Theorem 2.2. Consider the interpolated processes RL,k,ε (·) and RG,k,ε (·) defined in (2.31).
Then, under Assumptions 2.1 and 2.2, as µ → 0,
(RL,k,µ (·), RG,k,µ (·), θµ (·)) ⇒ (RL,k (·), RG,k (·), θ(·))
where (RL,k (·), RG,k (·)) is a solution of the system of interconnected differential inclusions
(

dRL,k
dt
dRG,k
dt


∈ H L,k RL,k , RG,k , θ(t) − RL,k

= H G,k RL,k , RG,k , θ(t) − RG,k

and

(2.40)

n
o





k
L,k
H L,k = hL,k
ULk j, nk , θ(t) − ULk i, nk , θ(t) σik RL,k , RG,k ; nk ∈ ∆AN
ij , hij :=
h
i



k
k
k
L,k
H G,k = hG,k
, hG,k
, RG,k .
ij
ij := UG,t (j, θ(t)) − UG,t (i, θ(t)) σi R

k (·) is the interpolated process of the global payoffs accrued from the game, θ(t) is a
Here, UG,t

continuous-time Markov chain with the same generator matrix Q as in Assumption 2.1, and
the strategy σ k is given in (2.37).
Proof. See Section 2.9.
The asymptotics of a stochastic approximation algorithm is typically captured by an ODE,
which is in contrast to the limit system obtained in (2.40). An intuitive argument to justify this
k

difference is as follows: Although agents observe aN , they are oblivious to the strategies nk
k

from which aN has been drawn, which may in fact vary over time. Different strategies nk form
different trajectories of RL,k [n]. The interpolated process RL,k,µ (·) thus follows the trajectory
of a differential inclusion rather than an ODE . The same argument holds for RG,k,µ (·) except
that the limit dynamics follow an ODE. This is due to agents being oblivious to the facts: (i)
non-neighbors exist, and (ii) global payoffs are affected by non-neighbors’ decisions. However,
k
they realize the time-dependency of UG,n
as taking the same action at various times results in

different payoffs. The interconnection of the dynamics in (2.40) is hidden in σ k (RL,k , RG,k ).
Note further in the above theorem that, since the r.h.s. in (2.40) is a compact convex set, the
linear growth condition (2.36) in Definition 2.6 is trivially satisfied.
k

The Case of Observing aS [n].

Suppose agent k knows the function

k
UG,n
ak , aS

k




k
= UGk ak , aS , θ[n]

at each time n and, in contrast to the neighborhood monitoring assumption in Section 2.3.1,
k

the non-neighbors’ joint action profile aS [n] is revealed to agent k. In lieu of (2.25), agent k
can then use a stochastic approximation algorithm similar to (2.24) to update global regrets.
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More precisely, the global regret matrix is updated recursively via

b G,k
B

h
i

bG,k [n + 1] = R
bG,k [n] + µ B
b G,k ak [n], aS k [n], n − R
bG,k [n]
R
(2.41)
h
i




k
k
k
k
k
= bbG,k
, where bbG,k
ak [n], aS [n], n = UG,n
j, aS − UG,n
ak [n], aS
I ak [n] = i
ij
ij

b k [n] of the form (2.22), in which RG,k [n] is now replaced
Suppose agent k employs a strategy p
bG,k [n]. Then, similar to Theorem 2.2, it can be shown that the limit dynamical system
with R
bG,k [n]) can be expressed as
representing the iterates (RL,k [n], R
(

dRL,k
dt
bG,k
dR
dt


bG,k , θ(t) − RL,k
∈ H L,k RL,k , R

bG,k , θ(t) − R
bG,k
∈ H G,k RL,k , R

where

(2.42)

n
o





L,k
bG,k ; nk ∈ ∆AN k
H L,k = hL,k
ULk j, nk , θ(t) − ULk i, nk , θ(t) σik RL,k , R
ij , hij :=
o
n



 k L,k G,k  k
G,k
Sk
k
k
k
k
b
;
s
∈
∆A
.
H G,k = hG,k
,
h
:=
U
j,
s
,
θ(t)
−
U
i,
s
,
θ(t)
σ
R
,
R
G
G
i
ij
ij

Here, nk and sk denote probability measures over the joint action space of all agent k’s neighbors
k

k

AN and non-neighbors AS , respectively. The simplex of all such measures are further denoted
k

k

by ∆AN and ∆AS , respectively. The expected local and global payoffs, given the probability
measures nk and sk , are defined similar to (2.39). The invariant measure σ k also possesses the
properties discussed in Lemma 2.1.
Recall that

k
k
UG,n
(i) = UGk i, aS [n], θ[n]
k

and knowing aS [n] only affects the ability to compute it. Therefore,
n
o

k
k
UG,n
(i) ∈ UGk i, sk , θ[n] ; sk ∈ ∆AS
and (2.42) represents the same continuous-time dynamics as (2.40). That is, (RL,k [n], RG,k [n])
bG,k [n]) are stochastic approximations of the same differential inclusion (2.42).
and (RL,k [n], R
This property allows us to invoke Theorem 2.3 below, which proves that the strategy pk , defined
in (2.22), induces the same asymptotic behavior for the pair processes (RL,k [n], RG,k [n]) and
bG,k [n]).
(RL,k [n], R
Theorem 2.3. Using the decision strategy pk , defined in (2.22), the limit sets of the pair
bG,k [n]) coincide.
processes (RL,k [n], RG,k [n]) and (RL,k [n], R
Proof. See Section 2.9.
k (ak [τ ]) provides
The above theorem simply asserts that realizing stage global payoffs UG,τ
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bG,k [n]; hence, the two processes
sufficient information to construct an unbiased estimator of R
(RL,k [n], RG,k [n])

and

bG,k [n])
(RL,k [n], R

exhibit the same asymptotic behavior. This result will be used in Section 2.6 to prove convergence of the global behavior to the polytope of correlated -equilibia.

2.5.2

Stability Analysis of the Limit Dynamical System

This step examines stability of the limit system that has been shown to represent the local
behavior of agents in Section 2.5.1. The set of global attractors of this limit system is then
shown to comprise an -neighborhood of the negative orthant (see Figure 2.5a). Therefore,
agents asymptotically experience at most  regret via the simple local behavior prescribed by
Algorithm 2.1.
We start by defining stability of switched dynamical systems; see [67] and [293, Chapter 9]
for further details. In what follows, dist[·, ·] denotes the usual distance function.
Definition 2.8. Consider the switched system
ẋ(t) = f (x(t), θ(t))
x[0] = x0 , θ[0] = θ0 , x(t) ∈ Rr , θ(t) ∈ Q,

(2.43)

where θ(t) is the switching signal, and f : Rr × Q → Rr is locally Lipschitz for all θ ∈ Q. A
closed and bounded set H ⊂ Rr × Q is
1. stable in probability if for any η > 0 and γ > 0, there is a γ > 0 such that

P supt≥0 dist [(x(t), θ(t)), H] < γ ≥ 1 − η,

whenever dist [(x0 , θ0 ), H] < γ;

2. asymptotically stable in probability if it is stable in probability and

P limt→∞ dist[(x(t), θ(t)), H] = 0 → 1,

as dist[(x0 , θ0 ), H] → 0;

3. asymptotically stable almost surely if
limt→∞ dist [(x(t), θ(t)), H] = 0 almost surely.
To obtain the stability results, we unfold the regret matrices and rearrange their elements
as a vector. With a slight abuse of notation, we continue to use the same notation for these
regret vectors. The following theorem examines the stability of the deterministic subsystems
pertaining to each θ when θ(t) = θ is held fixed in (2.40). The slow switching condition then
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allows us to apply the method of multiple Lyapunov functions [197, Chapter 3] to analyze
stability of the switched limit dynamical systems.
Theorem 2.4. Consider the limit dynamical system (2.41) associated with the discrete-time
iterates of Algorithm 2.1. Let
n
k 2
k 2
R− = (x, y) ∈ R(A ) × R(A ) ; x + y

+

o
≤ 1 .

(2.44)

Let further


RL,k (0), RG,k (0) = R0L,k , R0G,k and θ(0) = θ0 .
Then, for each  ≥ 0, there exists δb () ≥ 0 such that if δ ≤ δb () in (2.37) (or equivalently in
the decision strategy (2.22)), the following results hold:
(i) If θ(t) = θ is held fixed, the set R− is globally asymptotically stable for the deterministic
system associated with each θ ∈ Q, and
lim dist

t→∞

h

i

RL,k (t), RG,k (t) , R− = 0.

(2.45)

(ii) The set R− × Q is globally asymptotically stable almost surely for the Markovian switched
system. More precisely,



a) P ∀η > 0, ∃γ(η) > 0 s.t. dist (R0L,k , R0G,k ), R− ≤ γ(η)



⇒ supt≥0 dist (RL,k (t), RG,k (t)), R− < η = 1



b) P ∀γ, η 0 > 0, ∃T (γ, η 0 ) ≥ 0 s.t. dist (R0L,k , R0G,k ), R− ≤ γ



⇒ supt≥T (γ,η0 ) dist (RL,k (t), RG,k (t)), R− < η 0 = 1.
Proof. See Section 2.9.
The above theorem states that the set of global attractors of the limit Markovian switched
dynamical system (2.40) is the same as that for all non-switching subsystems—when θ(t) = θ is
held fixed—and constitutes R− . This sets the stage for Section 2.6 where the global attractor
sets (in regret space) are proved to represent the correlated -equilibria polytope (in strategy
space).
In Theorem 2.2, we considered µ small and n large, but µn remained bounded. This gives a
limit Markovian switched system of differential inclusions for the sequence of interest as µ → 0.
The next step is to study asymptotic stability. It will be established that the limit points of the
Markovian switched system of differential inclusions (2.40) and the stochastic approximation
iterates (2.24)–(2.25) coincide as t → ∞. We thus consider the case where µ → 0 and n → ∞,
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however, µn → ∞ now. Nevertheless, instead of considering a two-stage limit by first letting
µ → 0 and then t → ∞, we study
RL,k,µ (t + tµ ), RG,k,µ (t + tµ )



and require tµ → ∞ as µ → 0. The following corollary asserts that the results of Theorem 2.4
also hold for the interpolated processes. Hence, the interpolated regret processes also converge
to the set of global attractors of the associated limit dynamical system.
Corollary 2.1. Denote by {tµ } any sequence of real numbers satisfying tµ → ∞ as µ → 0.
Suppose {RL,k [n], RG,k [n] : µ > 0, n < ∞} is tight or bounded in probability. Then, for each
 ≥ 0, there exists δb () ≥ 0 such that if δ ≤ δb () in (2.22),
(RL,k,µ (· + tµ ), RG,k,µ (· + tµ )) → R−

in probability

where R− is defined in (2.44).
Proof. See Section 2.9.
Remark 2.4. It is well known that the asymptotic covariance of the limit dynamics provides
information about the rate of convergence of stochastic recursive algorithms; see [192, Chapter
10]. This approach, however, is not applicable in our analysis of Algorithm 2.1 since the limit
dynamical system is a differential inclusion rather than an ordinary differential equation—
see (2.40). That is, for each initial condition, the sample path of regrets belongs to a set, and
independent runs of the algorithm result in different sample paths. This prohibits deriving
an analytical rate of convergence, though it is obvious that convergence rate degrades as the
cardinality of the player set increases.

2.6

The Case of Slow Regime Switching

This section is devoted to the proof of the second result in Theorem 2.1, and concerns the
asymptotic behavior of Algorithm 2.1 when the random evolution of the parameters underlying
the game occurs on a timescale that is much slower than that determined by the step-size µ.
More precisely, we replace Assumption 2.2 with the following assumption.
Assumption 2.3. 0 < ε  µ in the transition probability matrix P ε in Assumption 2.1.
The above assumption introduces a different timescale to Algorithm 2.1, which leads to an
asymptotic behavior that is fundamentally different as compared with the case ε = O(µ) that we
analyzed in Section 2.5. Under Assumption 2.3, θ(·) is the slow component and (RL,k (·), RG,k (·))
is the fast transient in (2.40). It is well-known that, in such two timescale systems, the slow
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component is quasi-static—remains almost constant—while analyzing the behavior of the fast
timescale. Recall from (2.31) the interpolated processes associated with the regret matrices.
The weak convergence argument then shows that
(RL,k,µ (t)(·), RG,k,µ (t)(·), θµ (·)) ⇒ ((RL,k (·), RG,k (·)), θ)
as µ → 0 such that the limit (RL,k (·), RG,k (·)) is a solution to
(



H L,k = hL,k
ij ,


H G,k = hG,k
,
ij

dRL,k
dt
dRG,k
dt


∈ H L,k RL,k , RG,k , θ − RL,k

where
= H G,k RL,k , RG,k , θ − RG,k
n
o

 k L,k G,k  k
L,k
k
k
k
k
Nk
hij := UL j, n , θ − UL i, n , θ σi R , R
; n ∈ ∆A
h
i

k
k
k
L,k
hG,k
, RG,k .
ij := UG,t (j, θ) − UG,t (i, θ) σi R

(2.46)

k

Here, as before, nk denotes the joint strategy of agent k’s neighbors, and ∆AN represents the
simplex of all such strategies. Further, σ k is the stationary distribution of agent k’s decision
strategy, which is characterized in Lemma 2.1. Technical details are omitted for brevity; see [192,
Chapter 8] for details.
The first result in Theorem 2.4 shows that the set R− is globally asymptotically stable for
each θ ∈ Q. Subsequently, Corollary 2.1 shows that for each  > 0, there exists δb () > 0 such
that if δ ≤ δb () in (2.22),
(RL,k,µ (· + tµ ), RG,k,µ (· + tµ )) → R−

in probability as µ → 0

where {tµ } is any sequence of real numbers satisfying tµ → 0 as µ → 0.
Under Assumption 2.3, one can further show that, if all agents follow the proposed adaptive
learning algorithm, the global behavior tracks the regime switching polytope of correlated equilibria. The following theorem shows that the regrets of individual agents converging to
an -neighborhood of the negative orthant provides the necessary and sufficient condition for
convergence of global behavior to the correlated -equilibria set; see Figure 2.5.
Theorem 2.5. Recall the interpolated processes for global behavior zµ (·) and the local and global
regrets (RL,k,µ (·), RG,k,µ (·)), defined in (2.31). Then,
zµ (·) → C (θ)

in probability

if and only if
(RL,k,µ (·), RG,k,µ (·)) → R−

in probability for all decision makers k ∈ K

where R− is defined in (2.44).
57

2.6. The Case of Slow Regime Switching
Proof. The proof relies on how the ‘regrets’ are defined. Associated with the discrete-time
iterates (2.41), define the piecewise constant interpolated process
bG,k,µ (t) = R
bG,k [n] for t ∈ [nµ, (n + 1)µ).
R
Recall further from (2.31), the interpolated processes for local regret matrix RL,k,µ (·) and the
global behavior zµ (·). Then, assuming that θ[τ ] = θ is held fixed for τ ≥ 0,
h

i

k
k
L,k,ε
G,k,ε
rij
(t) + rbij
(t) = (1 − µ)n−1 ULk j, aN [1], θ − ULk i, aN [1], θ I ak [1] = i
h

i

P
k
k
+ µ 2≤τ ≤n (1 − µ)n−τ ULk j, aN [τ ], θ − ULk i, aN [τ ], θ I ak [τ ] = i
h

i

k
k
+ (1 − µ)n−1 UGk j, aS [1], θ − UGk i, aS [1], θ I ak [1] = i
h


i
P
k
k
+ µ 2≤τ ≤n (1 − µ)n−τ UGk j, aS [τ ], θ − UGk i, aS [τ ], θ I ak [τ ] = i
h



i
P
k,µ
k j, aN k , θ − U k i, aN k , θ + U k j, aS k , θ − U k i, aS k , θ
(t)
U
= a−k z(i,a
−k )
L
L
G
G
 k


P
k,µ
= a−k z(i,a−k ) (t) U j, a−k , θ − U k i, a−k , θ
(2.47)
k,µ
where z(i,a
−k ) (t) denotes the interpolated empirical distribution of the joint action profile in
k

k

which agent k chooses action i and the rest play a−k , and a−k = (aN , aS ). On any convergent
subsequence {z[n0 ]}n0 ≥0 → π, with slight abuse of notation, let
bG,k,µ (t) = R
bG,k [n0 ] for t ∈ [n0 µ, n0 µ + µ).
zµ (t) = z[n0 ], RL,k,µ (t) = RL,k [n0 ], and R
Consequently,
L,k,µ
G,k,µ
lim rij
(t) + rbij
(t) =

t→∞

X

h

i
k
k
j, a−k , θ − U k i, a−k , θ
π(i,a
−k ) U

(2.48)

a−k

k
−k . By
where π(i,a
−k ) denotes the probability of agent k choosing action i and the rest playing a

virtue of Theorem 2.3, and using (2.48), we obtain
L,k,µ
G,k,µ
L,k,µ
G,k,µ
limt→∞ rij
(t) + rij
(t) = lim rij
(t) + rbij
(t)
t→∞
 k


P
k
= a−k π(i,a
j, a−k , θ − U k i, a−k , θ
−k ) U

(2.49)

Finally, combining (2.49) with Corollary 2.1, and comparing the result with (2.11) completes
the proof.
The above theorem, together with Corollary 2.1, completes the proof for the second result
in Theorem 2.1.
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U3

U2

Regret
Space

U1
(a)

(b)

Figure 2.5: Local and global behavior of agents. (a) Regrets converge to the negative orthant
locally. (b) A typical correlated equilibria polytope in a three-player game. The red line
depicts the trajectory of average payoffs accrued by all agents. It represents the global behavior
of agents and converges to the correlated equilibria polytope.

2.7

Numerical Study

This section illustrates the performance of the proposed adaptive learning algorithm with a
numerical example. Consider game G, defined in (2.1), and suppose
K = {1, 2, 3} , and Ak = {0, 1} , for all k ∈ K.
The connectivity graph is given by
G = (E, K), where E = {(1, 2), (2, 1)}.
The Markov chain θ[n] representing the random unpredictable jumps in the parameters of the
game is further defined as follows:
"
Q = {1, 2}, and P ρ = I + ρQ, where Q =

−0.5

0.5

0.5

−0.5

#
.

Agents’ local and global payoffs are given in normal form in Table 2.1.
As benchmarks to compare the performance of Algorithm 2.1, we consider the following two
algorithms which, to the best of our knowledge, are the only algorithms proved to converge to
correlated -equilibria set in scenarios where not all agents exchange their past decisions:
1. Regret-based reinforcement learning [143].

Agents only observe the stream of pay-

offs, and rely on these perceived payoffs to extract information of other agents’ behavior.
P
In [143], it is proved that, for decreasing step-size µ[n] = 1/n, any limit point of n1 τ ≤n ea[τ ]
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Table 2.1: Agents’ payoffs in normal form.

Ul1 , Ul2 , θ[n] = 1

Local Payoffs:


Ul1 , Ul2 , θ[n] = 2

S2 : 0

S2 : 1

S2 : 0

S2 : 1

S1 : 0

(−1, 3)

(2, −1)

(1, −1)

(0, 3)

S1 : 1

(1, −1)

(1, 4)

(3, 3)

(−1, 0)


Global Payoffs: Ug1 , Ug2 , Ug3 , θ[n] = 1
S2 : 0

S2 : 1

S2 : 0

S2 : 1

S1 : 0

(−1, 3, 1)

(2, −1, 3)

(1, −1, 3)

(0, 3, 1)

S1 : 1

(1, −1, 3)

(1, 4, 1)

(3, 3, 1)

(−1, 0, 3)

S3 : 0

S3 : 1


Global Payoffs: Ug1 , Ug2 , Ug3 , θ[n] = 2
S2 : 0

S2 : 1

S2 : 0

S2 : 1

S1 : 0

(0, 6, 2)

(2, −4, 6)

(2, −2, 4)

(−4, 4, 10)

S1 : 1

(4, 0, 8)

(−2, 6, 6)

(0, 2, 10)

(4, −2, 4)

S3 : 0

S3 : 1

Algorithm 2.2 Unobserved Conditional Smooth Fictitious Play
k

Initialization: Set λ. Initialize U [0] = 0Ak ×Ak .
Step 1: Action Selection. Pick action ak [n] ∼ pk [n] = (pk1 [n], . . . , pkAk [n]): If ak [n − 1] = j,
h
1

1
i
k
k
.
exp
U
[n]
,
.
.
.
,
exp
U
k [n]

j1
jA
1 k
λ
λ
i exp λ U ji [n]

pk [n] = P

1

Step 2: Average Utility Update. For all i, j ∈ Ak ,
"
#

pki [n] k k 
k
k
k
U ij [n] = U ij [n − 1] + µ k Un a [n] I ak [n] = i − U ij [n − 1]
pj [n]

(2.50)

(2.51)


where Unk ak [n] denotes the realized payoff by agent k at time n.
Recursion. Set n ← n + 1, and go Step 1.
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is a correlated -equilibrium of the stage game. For constant step-size µ, similar techniques as
in [192] can be used to establish weak convergence of the discounted empirical frequency z[n],
defined in (3.38), to the set of correlated -equilibria.
2. Unobserved conditional smooth fictitious play. Standard fictitious play requires each
agent to record and update the empirical frequency of actions taken by other agents through
time and best-respond to it; see [106] for an extensive treatment. Here, since agents do not
observe the actions of non-neighbors, we present a variant which relies only on the realizations of
the agents’ payoffs. The procedure is summarized above in Algorithm 2.2. It is proved in [107]
that the conditional smooth fictitious play is -conditionally consistent. The authors in [106]
also prove that -conditional consistency is equivalent to reaching correlated -equilibrium when
|Ak | = 2 for all k ∈ K.
The above procedures make no use of the information disclosed within social groups. Throughout this section, we set µ = 0.001 and δ = 0.1 in Algorithm 2.1, and λ = 1 in Algorithm 2.2
above. Figure 2.6 illustrates how the distance to the correlated -equilibrium polytope decreases
with n in the static game G when θ[n] = 1 is held fixed for n ≥ 1. The distance diminishes
for both algorithms as the learning proceeds. However, comparing the slopes of the lines in
Figure 2.6, m1 = −0.182 for Algorithm 2.1 and m2 = −0.346 for regret-based reinforcement
learning [143], shows that exploiting information disclosed within social groups can lead to an
order of magnitude faster convergence to the polytope of correlated -equilibrium in a small
game involving three players.
Figure 2.7 considers a slowly switching game where the payoffs undergo a jump from θ = 1
to θ = 2 at n = 250. Each point on the graphs is an average over 100 independent runs of the
algorithms. Figure 2.7 illustrates the sample paths of the average payoffs of agents. As shown,
all algorithms respond to the jump of the Markov chain. However, Algorithm 2.1 outperforms
the others as it approaches faster to the expected payoffs in correlated equilibrium.
Figures 2.8 and 2.9 illustrate the proportion of time that each algorithm spends out of the
polytope of correlated -equilibrium, which is a measure of the expected time taken to adapt to
the random jumps in payoffs. Figure 2.8 shows the proportion of the iterations spent out of the
correlated -equilibria set when ε = 0.001. As can be seen, both algorithms spend more time in
the switching correlated -equilibria polytope as time goes by. However, Algorithm 2.1 exhibits
superior performance for both small and large n. Figure 2.9 also illustrates the time spent out
of the correlated -equilibria set for different values of ε when µ = 0.001. As expected, the
performance of both algorithms degrade as the speed of the Markovian jumps increases. This
is typical in stochastic approximation algorithms since dynamics of the Markov chain is not
accounted for in the algorithm.
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Figure 2.6: Distance to correlated equilibrium in a static game: θ[n] = 1, for n ≥ 1.
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Figure 2.7: Average overall payoff in a slowly switching game. The blue, red, and black lines
illustrate the sample paths of average payoffs for agents 1, 2, and 3, respectively. The dashed
lines represent the expected payoffs in correlated equilibrium.
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Figure 2.8: Proportion of iterations spent out of the correlated -equilibria set for ε = 10−3 .
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Figure 2.9: Proportion of iterations spent out of the correlated -equilibria set versus the
switching speed ε of the hyper-model.
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2.8

Closing Remarks

This chapter considered devising and analysis of an adaptive learning algorithm that is suited
to the information flow patterns emerging as a consequence of the recent popularity of social
networking services. The proposed adaptive learning strategy was based on a natural measure
of regret which, intuitively, evaluates the possible increase in the welfare of the decision maker
had one chosen a different course of decisions in the past. The regret was used to determine
individual’s propensity to switch to a different action the next time she faces the same decision
problem, and as such, embodies commonly used rules of behavior. Despite its deceptive simplicity, the adaptive learning algorithm leads to a behavior that is similar to that obtained from
fully rational considerations, namely, correlated equilibria, in the long run. Further, it is capable
to respond to the random and unpredictable changes occurring in the environment by properly
tracking the evolving correlated -equilibria. Finally, the numerical examples confirmed that, as
one would expect, the more decision maker share information of their past decisions with each
other, the faster will be their coordination and, hence, convergence to correlated equilibria.
It is then natural to ask whether it is possible to use variants of the adaptive learning
algorithm to guarantee convergence to and tracking of Nash equilibria. The answer seems to
be negative. The reason for the failure turns out to be quite instructive as summarized in the
following extract form [145]:
“[The reason for failure] is not due to some aspect of the adaptive property, but
rather to one aspect of the simplicity property: namely, that in the strategies under
consideration players do not make use of the payoffs of the other players. While
the actions of the other players may be observable, their objectives and reasons for
playing those actions are not known (and at best can only be inferred). This simple
informational restriction—which we call uncoupledness—is the key property that
makes Nash equilibria very hard if not impossible to reach.”
The game-theoretic learning procedures have a self-organization feature, that is appealing
in many multi-agent systems of practical interest. Motivated by the development of wirelessenabled sensors, the results obtained thus far sets the stage for the next chapter, which provides
guidelines on the game-theoretic design process for multi-agent systems where agents trade-off
local interests with the contribution to the global task assigned to them. The particular application of interest is a fully decentralized solution to a centralized parameter estimation task via
a network of wireless-enabled sensors which cooperate by exchanging and combining local estimates. Each sensor has limited sensing and communication capabilities. The adaptive learning
algorithm proposed in this chapter is then deployed to devise an autonomous energy-aware
activation mechanism for sensors that captures the spatial-temporal correlation among their
measurements. The coordinated activation behavior of sensors then allows fast and successful
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estimation of the common parameter of interest at each sensor.

2.9
2.9.1

Proofs of Results
Proof of Theorems 2.2

Here, we consider a general setting where the limit system of the pair of two processes (x[n], y[n])
constitutes a regime switching system of interconnected differential inclusions. Theorem 2.2 can
be considered as a special case where the limit dynamics associated with y[n] forms an ODE.
Consider the pair (x[n], y[n]) ∈ Rr × Rr defined by


x[n + 1] = X[n] + µ U 1 (Φ[n], Ψ[n], θ[n]) − X[n] ,


y[n + 1] = Y [n] + µ U 2 (Φ[n], Ξ[n], θ[n]) − Y [n] ,

(2.52)

Φ[n], Ψ[n], Ξ[n] ∈ M = {1, . . . , m}, and θ[n] ∈ Q = {1, . . . , Θ}
where θ[n] is the discrete-time Markov chain in Assumption 2.1. For simplicity, and without
loss of generality, it is assumed that Φ[n], Ψ[n], and θ[n] all take values from the sets of the
same cardinality. It is further assumed that the initial data x[0] and y[0] are independent of
the step-size µ. Suppose that {x[n], y[n], Φ[n − 1]} is a Markov chain such that the transition
matrix is given by
P (Φn = j|Φn−1 = i, x[n] = X, y[n] = Y ) = Pij (X, Y ) .

(2.53)

Let P (X, Y ) = [Pij (X, Y )] ∈ Rm×m denote the (X, Y )-dependent transition matrix of this
Markov chain. Such a case is referred to as state-dependent noise in [192, p. 185]. To proceed,
we make the following assumptions:
Assumption 2.4. The transition matrix P (X, Y ) possesses the following properties:
1. It is continuous in both variables.
2. For each (X, Y ), it is irreducible and aperiodic.
The second statement in the above assumption ensures the Markov chain is ergodic in the
sense that there is a unique stationary distribution
ϕ(X, Y ) = (ϕ1 (X, Y ), . . . , ϕm (X, Y ))
such that
[P (X, Y )]n → 1M ϕ(X, Y )

as n → ∞

(2.54)

which is a matrix with identical rows consisting of the stationary distribution. The convergence
in fact takes place exponentially fast.
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Assumption 2.5. {Ψ[n]} and {Ξ[n]} are sequences of bounded real-valued random variables
that are independent of {Φ[n]} such that, for each i ∈ M and θ ∈ Q, there exist two sets
H1 (i, θ) and H2 (i, θ) such that
#
n+m−1
 1
1 X
1
dist
Em U (i, Ψ[`], θ) , H (i, θ) → 0 in probability
n
`=m
#
" n+m−1
 2
1 X
Em U (i, Ξ[`], i0 ) , H2 (i, θ) → 0 in probability.
dist
n
"

(2.55)

`=m

Here, dist[·, ·] denotes the usual distance function, and Em represents conditional expectation
given the σ-algebra generated by {x[`], y[`], Φ[` − 1], Ψ[` − 1], Ξ[` − 1] : ` ≤ m}. Assume further
that θ[n] is independent of Φ[n], Ψ[n], and Ξ[n].
Assumption 2.6. Consider the sets H1 (i, θ) and H2 (i, θ) in (2.55). The sets
1

P

2

P

H (X, Y, θ) =
H (X, Y, θ) =

i∈M ϕi (X, Y

)H1 (i, θ)

(2.56)

2
i∈M ϕi (X, Y )H (i, θ)

are closed, convex, and upper semi-continuous (see [192, pp.108-109]), where ϕ(X, Y ) is the
stationary distribution defined in (2.54).
We shall now interpret the above assumptions in terms of the setup in Algorithms 2.1. In
Assumption 2.5, H1 (i, θ) and H2 (i, θ) are the convex hulls corresponding to the mean of local
and global regrets associated to various sample paths of neighbors and non-neighbors action
profiles, respectively, conditioned on agent k picking ak [`] = i. More precisely, H1 (i, θ) is a
set-valued Ak × Ak matrix with elements
o
( n


k q, nk , θ − U k i, nk , θ ; nk ∈ ∆AN k
U
p = i,
L
L
1
Hpq
(i, θ) =
0
p=
6 i.
One can similarly define H2 (i, θ) by replacing the local payoff function with the global payoff
1

2

function. In Assumption 2.6, H (X, Y, θ) and H (X, Y, θ) are the convex hulls corresponding to
the mean (no conditioning on ak [`] = i) of local and global regrets associated to various sample
1

paths of neighbors and non-neighbors action profiles, respectively. More precisely, H (X, Y, θ)
is the convex combination of the sets H1 (i, θ) such that the ij-th element is given by
n
o


k
1
Hij (X, Y, θ) = [ULk j, nk , θ − ULk i, nk , θ ]ϕi (X, Y ); nk ∈ ∆AN .
2

Similarly, H (X, Y, θ) can be defined by replacing the local payoff function with the global
payoff function.
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Before proceeding with the theorem, a few definition and notations are in order.
Definition 2.9. Let Z[n] be an Rr -valued random vector. We say the sequence {Z[n]} is tight
if for each η > 0, there exists a compact set Kη such that P (Z[n] ∈ Kη ) ≥ 1 − η for all n.
The definitions of weak convergence (see Definition 2.7) and tightness extend to random
elements in more general metric spaces. On a complete separable metric space, tightness is
equivalent to relative compactness, which is known as Prohorov’s Theorem [46]. By virtue
of this theorem, we can extract convergent subsequences when tightness is verified. In what
follows, we use a martingale problem formulation to establish the desired weak convergence.
To this end, we first prove tightness. The limit process is then characterized using a certain
operator related to the limit martingale problem. We refer the reader to [192, Chapter 7] for
further details on weak convergence and related matters.
Define the piecewise constant interpolated processes
xµ (t) = x[n], yµ (t) = y[n]

on t ∈ [nµ, nµ + µ) .

Similarly, define the piecewise constant interpolated process for the hyper-parameter
θµ (t) = θ[n]

on t ∈ [nµ, nµ + µ) .

The following theorem characterizes the limit dynamical system associated with (2.52).
Theorem 2.6. Suppose Assumptions 2.4–2.6 hold. Then, ((xµ (·), yµ (·)), θµ (·)) is tight in
D([0, ∞) : R2r × Q), and any convergent sequence has limit ((x(·), y(·)), θ(·)) that is a solution
to

(

ẋ ∈ H(x, y, θ(t)) − x,
ẏ ∈ H(x, y, θ(t)) − y.

(2.57)

Here, θ(·) is a continuous-time Markov chain with generator Q, defined in Assumption 2.1.
Proof. The proof involves two steps:
Step 1. Tightness of ((xµ (·), yµ (·)), θµ (·)).

Consider (2.52) for the sequence of R2r -valued

vectors {(x[n], y[n])}. Noting the boundedness of {U 1 (Φ[n], Ψ[n], θ[n])} and {U 2 (Φ[n], Ξ[n], θ[n])},
and using Hölder’s and Gronwall’s inequalities, for any 0 < T < ∞, we obtain
sup E
n≤T /µ

x[n]
y[n]

!

2

< ∞,

(2.58)

where in the above and hereafter t/µ is understood to be the integer part of t/µ for each t > 0,
and k · k represents the Euclidean norm. Next, considering (xµ (·), yµ (·)), for any t, s > 0, δ > 0,
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and s < δ, it is fairly easy to verify that


xµ (t + s)



yµ (t + s)


−

xµ (t)
yµ (t)


=

µ

P(t+s)/µ−1

µ

P(t+s)/µ−1

τ =t/µ
τ =t/µ

[U 1 (Φ[τ ], Ψ[τ ], θ[τ ]) − x[τ ]
[U 2 (Ξ[τ ], Ψ[τ ], θ[τ ]) − y[τ ]

!
.

(2.59)

By virtue of the tightness criteria [190, Theorem 3, p. 47] or [192, Chapter 7], it suffices to
verify
lim lim sup E

δ→0

µ→0




sup Eµt

0≤s≤δ

xµ (t

+ s)

yµ (t

+ s)

!
−

xµ (t)

! 2


yµ (t)



=0

(2.60)

where Eµt denotes conditional expectation given the σ-algebra generated by the µ-dependent
past data up to time t. Noting the boundedness of U 1 (·, ·, θ) and U 2 (·, ·, θ) for all θ ∈ Q, it can
be shown that
Eµt

µ

P(t+s)/µ−1

[U 1 (Φ[τ ], Ψ[τ ], θ[τ ]) − x[τ ]

τ =t/µ
P(t+s)/µ−1 2
µ τ =t/µ
[U (Ξ[τ ], Ψ[τ ], θ[τ ])

− y[τ ]

!

2
2

≤ Cµ



t+s
t
−
µ
µ

2

= O(s2 ).

(2.61)

Combining (2.59) and (2.61), the tightness criteria (2.60) is verified; therefore, (x[n], y[n]) is
tight in D([0, ∞) : R2r ). Here, D([0, ∞) : R2r ) denotes the space of functions that are defined in
[0, ∞) taking values in R2r , and that are right continuous and have left limits (namely, Càdlàg
functions) with Skorohod topology (see [192, p. 228]). In view of [290, Proposition 4.4], θµ (·)
is also tight and θµ (·) ⇒ θ(·) such that θ(·) is a continuous time Markov chain with generator
Q (see Assumption 2.1). Therefore, ((xµ (·), yµ (·)), θµ (·)) is tight in D([0, ∞] : R2r × Q).
2. Characterization of the limit process. By virtue of the Prohorov theorem [192], one
can extract a convergent subsequence. For notational simplicity, we still denote the subsequence
by (xµ (·), yµ (·)) with limit (x(·), y(·)). Thus, (xµ (·), yµ (·)) converges weakly to (x(·), y(·)).
Using the Skorohod representation theorem [192], with a slight abuse of notation, one can
assume (xµ (·), yµ (·)) → (x(·), y(·)) in the sense of w.p.1 and the convergence is uniform on any
finite interval. We now proceed to characterize the limit (x(·), y(·)) using martingale averaging
methods.
To obtain the desired limit, it will be proved that the limit ((x(·), y(·)), θ(·)) is the solution
of the martingale problem with operator L defined as follows: For all i ∈ Q,
h
i
1
H
(x,
y,
i)
−
x
Lf (x, y, i) = ∇>
f
(x,
y,
i)
x
h
i
2
+ ∇>
f
(x,
y,
i)
H
(x,
y,
i)
−
y
+ Qf (x, y, ·)(i),
y
P
Qf (x, y, ·)(i) = j∈Q qij f (x, y, j),

(2.62)

and, for each i ∈ Q, f (·, ·, i) : Rr × Rr 7→ R with f (·, ·, i) ∈ C01 (C 1 function with compact
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>
support). Further, ∇>
x f (x, y, i) and ∇y f (x, y, i) denote the gradients of f (x, y, i) with respect
1

2

to x and y, respectively. H (x, y, i) and H (x, y, i) are also defined in (2.56). Using an argument
similar to [291, Lemma 7.18], one can show that the martingale problem associated with the
operator L has a unique solution. Thus, it remains to prove that the limit (x(·), y(·), θ(·)) is
the solution of the martingale problem. To this end, it suffices to show that, for any positive
arbitrary integer κ0 , and for any t, u > 0, 0 < tι ≤ t for all ι ≤ κ0 , and any bounded continuous
function h(·, ·, i) for all i ∈ Q,
Eh(x(tι ), y(tι ), θ(tι ) : ι ≤ κ0 )
h
× f (x(t + s), y(t + s), θ(t + s)) − f (x(t), y(t), θ(t))
i
R t+s
− t Lf (x(u), y(u), θ(u)du) = 0.

(2.63)

To verify (2.63), we work with (xµ (·), yµ (·), θµ (·)) and prove that the above equation holds as
µ → 0.
By the weak convergence of (xµ (·), yµ (·), θµ (·)) to (x(·), y(·), θ(·)) and Skorohod representation, it can be seen that
Eh (xµ (tι ), yµ (tι ), θµ (tι ) : ι ≤ κ0 ) [(xµ (t + s), yµ (t + s), θµ (t + s)) − (xµ (t), yµ (t), θµ (t))]
→ Eh (x(tι ), y(tι ), θ(tι ) : ι ≤ κ0 ) [(x(t + s), y(t + s), θ(t + s)) − (x(t), y(t), θ(t))] .
Now, choose a sequence of integers {nµ } such that nµ → ∞ as µ → 0, but δµ = µnµ → 0, and
partition [t, t + s] into subintervals of length δµ . Then,
f (xµ (t + s), yµ (t + s), θµ (t + s)) − f (xµ (t), yµ (t), θµ (t))
h
i
Pt+s
f
(x[`n
+
n
],
y[`n
+
n
],
θ[`n
+
n
])
−
f
(x[`n
],
y[]`n
],
θ[`n
])
= `:`δ
µ
µ
µ
µ
µ
µ
µ
µ
µ
µ =t
h
i
Pt+s
= `:`δµ =t f (x[`nµ + nµ ], y[`nµ + nµ ], θ[`nµ + nµ ]) − f (x[`nµ ], y[`nµ ], θ[`nµ + nµ ])
h
i
Pt+s
+ `:`δ
f
(x[`n
],
y[`n
],
θ[`n
+
n
])
−
f
(x[`n
],
y[`n
],
θ[`n
])
(2.64)
µ
µ
µ
µ
µ
µ
µ
µ =t
where

Pt+s

`:`δµ =t

denotes the sum over ` in the range t ≤ `δµ ≤ t + s.
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First, we consider the second term on the r.h.s. of (2.64):
limµ→0 Eh(xµ (tι ), yµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
h
ii
t+s
×
f
(x[`n
],
y[`n
],
θ[`n
+
µ])
−
f
(x[`n
],
y[`n
],
θ[`n
])
µ
µ
µ
µ
µ
µ
`:`δµ =t

= limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι ) : ι ≤ κ0
hP
PΘ PΘ P`nµ +nµ −1 h
t+s
f (x[`nµ ], y[`nµ ], j0 )P (θ[τ + 1] = j0 |θ[τ ] = i0 )
×
j0 =1
i0 =1
`:`δµ =t
k=`nµ
i
i
− f (x[`nµ ], y[`nµ ], i0 ) I (θ[τ ] = i0 )
i
 hR t+s
= Eh x(tι ), y(tι ), θ(tι ) : ι ≤ κ0
Qf
(x(u),
y(u),
θ(u))du
.
(2.65)
t
Concerning the first term on the r.h.s. of (2.64), we obtain:

limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
hP
h
ii
t+s
×
f
(x[`n
+
n
],
y[`n
+
n
],
θ[`n
+
n
])
−
f
(x[`n
],
y[`n
],
θ[`n
+
n
])
µ
µ
µ
µ
µ
µ
µ
µ
µ
µ
`:`δµ =t

= limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
hP
h
ii
t+s
×
f
(x[`n
+
n
],
y[`n
+
n
],
θ[`n
])
−
f
(x[`n
],
y[`n
],
θ[`n
])
µ
µ
µ
µ
µ
µ
µ
µ
`:`δµ =t

µ
= limµ→0 Eh x (tι ), yµ (tι ), θµ (tι )
hP
i
t+s
> [x[`n + n ] − x[`n ]] + ∇ f > [y[`n + n ] − y[`n ]]
×
∇
f
x
µ
µ
µ
y
µ
µ
µ
`:`δµ =t

µ
= limµ→0 Eh x (tι ), yµ (tι ), θµ (tι )
(2.66)
hP
 P

t+s
m P`nµ +nµ −1 1
1 P`nµ +nµ −1
> 1
×
δ
∇
f
U
(j,
Ψ[τ
],
θ[τ
])I
(Φ[τ
]
=
j)
−
x[τ
]
µ
x
j=1
`:`δµ =t
τ =`nµ
τ =`nµ
nµ
nµ
 P
i
Pt+s
P
P
`n
+n
−1
`nµ +nµ −1
m
µ
µ
2 (j, Ξ[τ ], θ[τ ])I (Φ[τ ] = j) − 1
U
y[τ
]
+ `:`δµ =t δµ ∇y f > n1µ j=1 τ =`n
τ =`nµ
nµ
µ
where ∇x f and ∇y f denote the gradient vectors with respect to x and y, respectively. For notational simplicity, we denote ∇x f (x[`nµ ], y[`nµ ], θ[`nµ ) and ∇y f (x[`nµ ], y[`nµ ], θ[`nµ ]) simply
by ∇x f and ∇y f , respectively.

limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
i
hP
P
t+s
m
1 P`nµ +nµ −1 1
>
δ
∇
f
U
(j,
Ψ[τ
],
θ[τ
])I
(Φ[τ
]
=
j)
×
`:`δµ =t µ x
j=1 nµ
τ =`nµ
hP
P

PΘ Pm 1
t+s
Θ
>
= limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
δ
∇
f
(2.67)
`:`δµ =t µ x
i1 =1
i0 =1
j=1 nµ
hP
ii
 1
`nµ +nµ −1
U
(j,
Ψ[τ
],
i
)
E
{I
(θ[τ
]
=
i
)
|I
(θ[`n
]
=
i
)}
E
{I
(Φ[τ
]
=
j)}
.
×
E
1
1
µ
0
`n
`n
`n
µ
µ
µ
τ =`nµ
We will concentrate on the term involving the Markov chain θ[τ ]. In view of Assumption 2.1,
and by virtue of [290, Proposition 4.4], for large τ with `nµ ≤ τ ≤ `nµ + nµ and τ − `nµ → ∞,
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and some τb > 0,
(I + εQ)τ −`nµ = Z((τ − `nµ )ε) + O(ε + exp(−b
τ (τ − `nµ )),
dZ(t)
dt

= Z(t)Q, Z(0) = I.

(2.68)

For `nµ ≤ τ ≤ `nµ + nµ , ε = O(µ) yields that (τ − `nµ )ε → 0 as µ → 0. For such τ ,
Z((τ − `nµ )ε) → I. Therefore, by the boundedness of U 1 (·, ·, i1 ) for all i1 ∈ Q, it follows that,
as µ → 0,
1
nµ

P`nµ +nµ −1
τ =`nµ


E`nµ U 1 (j, Ψ[τ ], i1 ) · E`nµ {I (Φ[τ ] = j)}

× E`nµ I (θ[τ ] = i1 ) I (θ[`nµ ] = i0 ) − I (θ[`nµ ] = i0 ) → 0.

(2.69)

Therefore, the limit in the first line of (2.67) can eb replaced by

limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
hP
P
i
t+s
m
1 P`nµ +nµ −1 1
>
×
δ
∇
f
U
(j,
Ψ[τ
],
θ[τ
])I
(Φ[τ
]
=
j)
µ
x
`:`δµ =t
j=1 nµ
τ =`nµ
P
hP

Pm 1
Θ
t+s
>
δ
∇
f
= limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
µ
x
i0 =1
j=1 nµ
`δµ =t
hP
ii
 1
`nµ +nµ −1
×
E
U
(j,
Ψ[τ
],
i
)
E
{I
(Φ[τ
]
=
j)}
I
(θ[`n
]
=
i
)
0
µ
0
`n
`n
µ
µ
τ =`nµ

µ
= limµ→0 Eh x (tι ), yµ (tι ), θµ (tι )
hP
P
Pm 1 P`nµ +nµ −1 Pm
t+s
Θ
>
×
j0 =1 I (Φ[`nµ ] = j0 )
`δµ =t δµ ∇x f
i0 =1
j=1 nµ
τ =`nµ
h

 1
(2.70)
× E`nµ U (j, Ψ[τ ], i0 ) ϕj (x[`nµ ], y[`nµ ]) − E`nµ U 1 (j, Ψ[τ ], i0 )

i
i
(τ −`n )
× Pj0 j µ (x[`nµ ], y[`nµ ]) − ϕj (x[`nµ ], y[`nµ ]) I (θ[`nµ ] = i0 ) .
Here, P (τ −`nµ ) (x, y) represents the (τ − `nµ )-step transition probability matrix. Except the
indicator function on the l.h.s. of (2.71), the rest of the terms in the summand are independent
of j0 . Therefore,
Pm


(Φ[`nµ ] = j0 ) E`nµ U 1 (j, Ψ[τ ], i0 ) ϕj (x[`nµ ], y[`nµ ])

= E`nµ U 1 (j, Ψ[τ ], i0 ) ϕj (x[`nµ ], y[`nµ ]).

j0 =1 I

(2.71)

By virtue of Assumption 2.4, regardless of the choice of j0 , as µ → 0 and τ − `nµ → ∞, for each
(τ −`nµ )

fixed (X, Y ), Pj0 j

(X, Y ) − ϕj (X, Y ) → 0 exponentially fast. Thus, the last line in (2.70)
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converges in probability to 0 as µ → 0, and

limµ→0 Eh xµ (tι ), yµ (tι ), θµ (tι )
i
hP
P
t+s
m
1 P`nµ +nµ −1 1
>
U
(j,
Ψ[τ
],
θ[τ
])I
(Φ[τ
]
=
j)
δ
∇
f
×
µ
x
`:`δµ =t
j=1 nµ
τ =`nµ

µ
µ
µ
= limµ→0 Eh x (tι ), y (tι ), θ (tι )
hP
P
Pm 1 P`nµ +nµ −1 Pm
t+s
Θ
>
δ
∇
f
(2.72)
×
µ
x
j=1 nµ
`δµ =t
i0 =1
j0 =1 I (Φ[`nµ ] = j0 )
τ =`nµ
h
ii
 1
× E`nµ U (j, Ψ[τ ], i0 ) ϕj (x[`nµ ], y[`nµ ])I (θ[`nµ ] = i0 )
.
Note that θ[`nµ ] = θµ (µ`nµ ). By the weak convergence of θµ (·) to θ(·), the Skorohod representation, using µ`nµ → u and Assumption 2.5, it can be shown that
limµ→0 dist

h

1
nµ

P`nµ +nµ −1
τ =`nµ

i

E`nµ U 1 (j, Ψ[τ ], i0 )I (θµ (µ`nµ ) = i0 ) , H1 (j, i0 )I (θ(u) = i0 ) = 0.
(2.73)

By using the technique of stochastic approximation (see, e.g., [192, Chapter 8]), we also have
Eh xµ (tι ), yµ (tι ), θµ (tι ) : ι ≤ κ0

h Pt+s

→ Eh x(tι ), y(tι ), θµ (tι ) : ι ≤ κ0

>
`:`δµ =t δµ ∇x f

 hR t+s
t



1
nµ

P`nµ +nµ −1
τ =`nµ

x[τ ]

i

i
[∇x f (x(u), y(u), θ(u))]> x(u)du as µ → 0.

(2.74)

In view of Assumption 2.6, combining (2.72)–(2.74) yields
1

x(t) ∈ H (x(t), y(t), θ(t)) − x(t).

(2.75)

The limit of yµ (·) can be derived similarly. The details are omitted.

2.9.2

Proof of Theorem 2.3

Recall from Section 2.5.1 that
(RL,k [n], RG,k [n])

and

bG,k [n])
(RL,k [n], R

form discrete time stochastic approximation iterates of the same differential inclusion (2.42).
Assuming that agent k adopts a strategy pk of the form (2.22), we look at the coupled systems
(RL,k (t), RG,k (t))

and

bG,k (t)).
(RL,k (t), R

It has to be emphasized that both systems apply the same strategy pk , which uses RG,k [n],
bG,k [n]. That is, the following two scenarios are run in parallel and compared: (i)
and not R
The decision maker is oblivious to the existence of agents outside its neighborhood, as in

72

2.9. Proofs of Results
Section 2.3.1, and only realizes its global payoff after making her decision. The agent employs
a decision strategy pk , which is updated via Algorithm 2.1. (ii) The decision maker knows the
global payoff function and observes the decisions of non-neighbors, hence, updates its global
regret matrix via (2.41). However, the strategy pk in the former case prescribes how to make
the next decision.
In what follows, we use a similar approach as in [39, Section 7] to show that both scenarios
induce the same asymptotic behavior. Let
bG,k (t) − RG,k (t) .
D(t) = R
Then, for all 0 ≤ λ ≤ 1,
bG,k (t + λ) − RG,k (t + λ)
D(t + λ) = R
bG,k (t) + λ · d R
bG,k (t) − RG,k (t) − λ · d β k (t) + o(λ)
= R
dt
dt
h
i
bG,k (t) − RG,k (t)
= (1 − λ) R

 

d bG,k
G,k
G,k
G,k
b
R (t) − R (t) + R (t) − R (t) + o(λ)
+λ
dt


d
bG,k (t) − RG,k (t) + R
bG,k (t) − RG,k (t) + o(λ).
R
≤ (1 − λ)D(t) + λ dt

(2.76)

bG,k /dt and dRG,k /dt, the second term on the r.h.s. of (2.76)
Substituting from (2.42) for dR
vanishes. Therefore,
D(t + λ) ≤ (1 − λ)D(t) + o (λ) .
Consequently,

d
D(t) ≤ −D(t)
dt

for almost every t, which yields
D(−t)e−t ≥ D (0)

(2.77)

bG,k (t) and RG,k (t) are bounded due to
for all t ≥ 0. Note that D(t) is bounded since both R
the boundedness of the global payoff function. Finally, since
lim D(−t)e−t = 0,

t→∞

and D(t) ≥ 0

one can conclude from (2.77) that
D(t) = D(0) = 0.
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Therefore, the limit sets coincide.

2.9.3

Proof of Theorem 2.4

Define the Lyapunov function
h
 

2 P
L,k
G,k
V RL,k , RG,k = dist RL,k + RG,k , R−
= i,j∈Ak rij
+ rij

i
+ 2

.

(2.78)

Taking the time-derivative of (2.78) yields
d
dt V


P
L,k
G,k
+ rij
RL,k , RG,k = 2 i,j∈Ak rij

+

·

h

d L,k
dt rij

+

d G,k
dt rij

i

.

L,k
G,k
Next, replacing for drij
/dt and drij
/dt from (2.40), we obtain


P
d
L,k
G,k +
+ rij
V RL,k , RG,k = 2 i,j∈Ak rij
dt
h


× ULk j, nk , θ − ULk i, nk , θ σik
i
 k

 L,k
G,k 
k
.
+ UG,t
(j, θ) − UG,t
(i, θ) σik − rij
+ rij

(2.79)

Substituting for σ k from (2.37) in (2.79) yields

d
V RL,k , RG,k
dt
h



i
P
L,k
G,k +
k (j, θ) − U k i, nk , θ + U k (i, θ) χk
= 2(1 − δ) i,j∈Ak rij
+ rij
ULk j, nk , θ + UG,t
i
L
G,t
i
h




P
+
L,k
G,k
k (j, θ) − U k i, nk , θ + U k (i, θ)
+ A2δk i,j∈Ak rij + rij
(2.80)
ULk j, nk , θ + UG,t
L
G,t
h
i
P
L,k
G,k +
L,k
G,k
− 2 i,j∈Ak rij
+ rij
rij
+ rij
.
First, we focus on the first term on the r.h.s. of (2.80):
h

 k

i k
k
k
k
k
k
+
UL j, n , θ + UG,t (j, θ) − UL i, n , θ + UG,t (i, θ) χi
i,j∈Ak


P
L,k
G,k +  k
k (j, θ) χk
= i,j∈Ak rij
+ rij
UL j, nk , θ + UG,t
i

 k
P
L,k
G,k +  k
k
k
− i,j∈Ak rij + rij
UL i, n , θ + UG,t (i, θ) χi



P
+
L,k
G,k
k (i, θ) χk
= j,i∈Ak rji
+ rji
ULk i, nk , θ + UG,t
j

 k
P
L,k
G,k +  k
k
k
− i,j∈Ak rij + rij
UL i, n , θ + UG,t (i, θ) χi
 k


P
k (i, θ)
= i∈Ak UL i, nk , θ + UG,t
i
hP
P
L,k
G,k +
k r L,k + r G,k + − χk
×
χ
r
+
r
.
(2.81)
k
k
j ji
i
j∈A
j∈A
ji
ij
ij

P

L,k
rij

G,k +
rij

In the forth line, we applied

P

i,j

aij =

P

j,i aji

only to the first term. In the last line, we
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changed the order of summation in the first term. Note further in (2.81) that
+

L,k
G,k
rii
+ rii

for all i ∈ Ak .

= 0,

(2.82)

Combining (2.81), (2.82), and (2.38) shows that the first term on the r.h.s. of (2.80) is zero.
Subsequently, applying
P

i,j∈Ak

L,k
G,k
rij
+ rij

+

h
i P
h
L,k
G,k
L,k
G,k
+ rij
rij
+ rij
= i,j∈Ak rij

i
+ 2

to the rest of the terms in (2.80), we obtain
d
dt V



RL,k , RG,k = −2V RL,k , RG,k
h



i
P
L,k
G,k +
k (j, θ) − U k i, nk , θ + U k (i, θ) .
+ rij
ULk j, nk , θ + UG,t
+ A2δk i,j∈Ak rij
L
G,t


k (·, θ) payoff functions are bounded for
Finally, noting that both local ULk ·, ·, θ and global UG,t
all θ ∈ Q, one can find a constant α(θ) such that
d
dt V


RL,k , RG,k ≤

2c(θ)δ
Ak

P

i,j∈Ak

L,k
G,k
rij
+ rij

+


− 2V RL,k , RG,k .

(2.83)

In (2.83), c(θ) > 0 depends on the differences in payoffs for different actions i and j and can
be specified based on the particular choice of the payoff function and state of the underlying
time variations. In this proof, however, we only require existence of such a bound, which is
guaranteed since the payoff functions are bounded.
Now, suppose
L,k
G,k
rij
+ rij

+

>>0

for all i, j ∈ Ak .

Then, one can choose δ small enough (δ < Ak /2c(θ)) such that
L,k
G,k
2c(θ)δ/Ak − rij
+ rij

and, hence,

+

<0



d
V RL,k , RG,k ≤ −V RL,k , RG,k .
dt

(2.84)

This proves global asymptotic stability of each limit subsystem in (2.40) when θ(t) = θ is held
fixed. Therefore,
h
i
lim dist RL,k (t) + RG,k (t), R−
 = 0.

t→∞

(2.85)

Next, we proceed to study the stability of the Markovian switched limit dynamical system.
We use the above Lyapunov function to extend [67, Corollary 12] and prove global asymptotic
stability w.p.1 for the switching system (2.40). Before proceeding with the theorem, we shall
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define the K∞ -class functions.
Definition 2.10. A continuous function a : R+ → R+ is class K∞ if: (i) it is strictly increasing, (ii) a(0) = 0, and (iii) a(x) → ∞ as x → ∞.
Theorem 2.7 ([67, Corollary 12]). Consider the system (2.43) in Definition 2.8, where θ(t) is
the state of a continuous time Markov chain with generator Q and state space Q = {1, . . . , Θ}.
Define
q := max |qθθ |
θ∈Mθ

and

qe := max
qθθ0 .
0
θ,θ ∈Mθ

Suppose there exist continuously differentiable functions Vθ : Rr → R+ , for each θ ∈ Q, two
class K∞ function a1 , a2 , and a real number v > 1 such that the following hold:
1. a1 (dist[x, S]) ≤ Vθ (x) ≤ a2 (dist[x, S]), ∀x ∈ Rr , θ ∈ Q,
2.

∂Vθ
∂x fθ (x)

≤ −λVθ (x), ∀x ∈ Rr , ∀θ ∈ Q,

3. Vθ (x) ≤ vVθ0 (x), ∀x ∈ Rr , θ, θ0 ∈ Q,
4. (λ + qe)/q > v.
Then, the switched system (2.43) is globally asymptotically stable almost surely.
Since we use quadratic Lyapunov function in (2.78), hypothesis 2 in Theorem 2.7 is trivially
satisfied. Further, since the Lyapunov functions are the same for each subsystem θ ∈ Q,
existence of v > 1 in hypothesis 3 is automatically guaranteed. Given that λ = 1 in hypothesis 2
(see (2.84)), it remains to ensure that the generator of Markov chain Q satisfies hypothesis 4.
This is trivially satisfied since, by (2.30), |qθθ0 | ≤ 1, for all θ, θ0 ∈ Q. This completes the proof.

2.9.4

Proof of Corollary 2.5

We only give an outline of the proof, which essentially follows from Theorems 2.2 and 2.4.
The proof for the first result follows similarly.
Define
bL,k,µ (·) = Rk,µ (· + tµ ) and R
bG,k,µ (·) = RG,k,µ (· + tµ ).
R
bL,k,µ (·), R
bG,k,µ (·)) is tight. For any T1 < ∞, take a weakly
Then, it can be shown that (R
convergent subsequence of
n
o
bL,k,µ (·), R
bL,k,µ (· − T1 ), R
bG,k,µ (·), R
bG,k,µ (· − T1 ) .
R

bL,k (·), R
bL,k (·), R
bG,k (·), R
bG,k (·) . Note that
Denote the limit by R
T1
T1
bL,k (0) = R
bL,k (T1 ) and R
bG,k (0) = R
bG,k (T1 ).
R
T1
T1
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 L,k
bG,k (0) may be unknown, but the set of all possible values (over all
b (0), R
The values of R
T1
T1
T1 and convergent subsequences) belong to a tight set. Using this, the stability condition and
Theorems 2.2, for any η > 0 there is a Tη < ∞ such that for all T1 > Tη ,

i
h
bG,k (T1 ) , R ≥ 1 − η.
bL,k (T1 ), R
dist R
−
T1
T1
This implies that
dist

h


i
bL,k (0), R
bG,k (0) , R− ≥ 1 − η
R

which establishes the desired result.
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3

Energy-Aware Sensing Over
Adaptive Networks
“Exactly what the computer provides is the ability not to
be rigid and unthinking but, rather, to behave conditionally. That is what it means to apply knowledge to action:
It means to let the action taken reflect knowledge of the
situation, to be sometimes this way, sometimes that, as
appropriate.”—Allen Newell [220]

3.1

Introduction

Building upon the non-cooperative game-theoretic model and adaptive learning algorithm of
Chapter 2, this chapter proposes an autonomous energy-aware mechanism for activation of sensors which collaborate to solve a global parameter estimation problem. Consider a network of
sensors observing temporal data of a common vector parameter of interest from different spatial
sources with possibly different statistical profiles. In a centralized approach to the parameter
estimation problem, the data or local estimates from all nodes would be communicated to a
central processor where they would be fused. Such an approach calls for sufficient communication and energy resources to transmit the data back and forth between the sensors and
the central processor. An alternative approach is a decentralized implementation where each
node runs an adaptive filter for the estimation function and locally exchanges and fuses the
neighboring estimates. Such distributed estimation algorithms have appealing features such as
scalability, robustness, and low power consumption. They are useful in a wide range of applications including environmental monitoring, event detection, resource monitoring, and target
tracking [251].

3.1.1

Distributed Parameter Estimation Over Adaptive Networks

Adaptive networks are well-suited to perform decentralized estimation tasks. They consist of
a collection of agents with processing and learning abilities, which are linked together through
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a connection topology, and cooperate with each other through local interactions. This chapter
focuses on an adaptive network of sensors which aims to solve a parameter estimation task.
Each sensor takes measurements repeatedly and runs an LMS-type adaptive filter to update its
estimate. Since the nodes have a common objective, it is natural to expect their collaboration
to be beneficial in general. The cooperation among individual nodes is implemented via a
diffusion strategy. Diffusion strategies have been shown to outperform consensus strategies
in [269], which have been widely used for implementing cooperation among agents that are
assigned the same task. The resulting adaptive filter, namely, diffusion LMS [64, 204], can be
described as follows: At successive times, each node:
(i) exchanges estimates with neighbors and fuses the collected data via a pre-specified combiner function;
(ii) uses the fused data and its temporal measurements to refine its estimate via an LMS-type
adaptive filter
The estimates are thus diffused among neighboring nodes so that the estimate at each node is
a function of both its temporal data as well as the spatial data across the neighbors. In doing
so, an adaptive network structure is obtained where the network as a whole is able to respond
in real-time to the temporal and spatial variations in the statistical profile of the data [63].
Due to measurement noise suppression through ensemble averaging, such diffusion LMS
schemes improve the estimation performance, yet yield savings in computation, communication
and energy expenditure. The interested reader is referred to [64, 204] for detailed mathematical
model and performance study of the diffusion LMS adaptive filter.

3.1.2

Chapter Goal

In the literature, energy conservation arguments and error variance analysis are widely used to
prove stability for diffusion LMS adaptive filter and its generalizations; see [248] for an exposition. The first goal of this chapter is derive a classical stochastic approximation formulation
for the diffusion LMS so as to analyze its stability and consistency via an ODE approach. This
enables simpler derivation of the known stability results for the diffusion LMS adaptive filter,
and allows using weak convergence methods in the case that the parameter of interest evolves
with time.
We then tackle the question:
Can one make such adaptive networks even more power-efficient by allowing each
node to activate, sense the environment, and process local information only when
its contribution outweighs the associated energy costs?
Consistent with the decentralized essence of the diffusion LMS, the goal is to develop a distributed activation mechanism whereby nodes autonomously make activation decision based on
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optimizing a utility function. This utility function has to capture the trade-off between the
“value” of the new measurement and the costs associated with sensor activation. Benefits from
developing such smart data sensing protocols are three-fold: Staying sleep yields savings in energy, communication, and computational resources. Naturally, there exists a trade-off between
the convergence rate and how aggressively nodes activate and take measurements. This allows
the network controller to adjust nodes’ utilities such that the desired estimation/convergence
expectations, suited to the particular application of interest, are met.

3.1.3

Main Results

We favor a game-theoretic approach due to the interdependence of individual nodes activity.
The channel quality, required packet transmission energy and usefulness of a sensor’s information all depend on the activity of other sensors in the network. As a result, each node
must observe and react to other sensors’ behavior in an optimal fashion. The intertwined
role of adaptation and learning, crucial to the self-configuration of nodes, further makes gametheoretic learning an appealing theoretical framework. The adaptive learning algorithm in
Chapter 2 then helps to devise an energy-aware diffusion LMS adaptive filter that allows nodes
to autonomously make activation decisions.
The main results in this chapter are summarized below:
1. Simpler derivation of the stability results for diffusion LMS Adaptive filter. By properly
rescaling the periods at which measurements and data fusion take place, the diffusion LMS
is reformulated as a classical stochastic approximation algorithm, which in turn enables using
the ODE method [50, 192] for its analysis. This leads to simpler derivation of the known
stability and consistency results.
2. A non-cooperative game-theoretic model for the energy-aware activation control problem.
Associated with each activation decision, there corresponds a reward or penalty that captures
the spatial-temporal correlation among sensors measurements, and trades-off each sensor’s
contribution to the estimation task and the energy costs associated with it.
3. An energy-aware diffusion LMS adaptive filter. A novel two time-scale adaptive filtering algorithm is proposed that combines the diffusion LMS (slow timescale) with a game-theoretic
learning functionality (fast timescale), which prescribes the sensors when to activate and run
the diffusion LMS adaptive filter. To the best of our knowledge, the proposed algorithm is
the first that considers direct interaction of the adaptive filter, that performs the estimation
task, and the activation mechanism, that concerns local efficiency.
4. Performance analysis of the proposed energy-aware diffusion LMS algorithm. We prove that
if each sensor individually follows the proposed energy-aware diffusion LMS algorithm, the
local estimates converge to the true parameter across the network, yet the global activation
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behavior along the way tracks the evolving set of correlated equilibria of the underlying
energy-aware activation control game.
5. Numerical evaluation. Simulation results verify theoretical findings and illustrate the performance of the proposed scheme, in particular, the trade-off between the performance metrics
and energy saving.
The game-theoretic formulation and activation mechanism that will be discussed in this
chapter conveys a design guideline: by carefully specifying the utility functions, a multi-agent
system can be designed to exhibit many desired sophisticated behaviors by individual agents
performing simple local behavior. Nature also provides abundance of such sophisticated global
behavior as the consequence of localized interactions among agents with limited sensing capabilities. For example, in bee swarms, about 5% of bees are informed, and this small fraction is
able to guide the entire swarm to their new hive [33].

3.1.4

Chapter Organization

The rest of this chapter is organized as follows: Section 3.2 formulates the parameter estimation problem, presents the diffusion LMS, and provides a convergence analysis via the ODE
method. Section 3.3 then provides an overview of the design principles for an energy-aware
diffusion LMS, formulates the activation control game, and presents and elaborates on the
proposed energy-aware diffusion LMS algorithm. The global network performance metrics are
subsequently defined in Section 3.4, and used to characterize the globally sophisticated behavior emerging by nodes individually following the proposed algorithm. Section 3.5 provides a
detailed performance analysis for the energy-aware diffusion LMS algorithm. Finally, numerical
examples are provided in Section 3.6 before the closing remarks in Section 3.7.

3.2

Diffusion Least Mean Squares

This section describes parameter estimation via diffusion LMS. We start by formulating the
centralized parameter estimation problem in Section 3.2.1. The standard diffusion LMS algorithm, proposed in [204], is then described in Section 3.2.2 as a decentralized solution to this
centralized problem. Section 3.2.3 elaborates on how to revise the diffusion protocol in the
standard diffusion LMS so as to be able to rewrite it as a classical stochastic approximation
algorithm. This new formulation sets the stage for Section 3.2.4 that uses the powerful ODE
method [40, 192] to obtain a simpler (and much shorter) derivation of the known consistency
results.
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3.2.1

Centralized Parameter Estimation Problem

Consider a set of K nodes K = {1, . . . , K} spread over some geographic region with the common
objective to estimate an M × 1 unknown parameter vector ψ o via noisy measurements
y k [n] = uk [n]ψ o + v k [n],

k = 1, . . . , K.

(3.1)

Here, {uk [n]} and {v k [n]} denote the sequences of 1×M random regressor vectors and zero-mean
local measurement noises, respectively. Such linear models are well-suited to approximate inputoutput relations for many practical applications [247]. The centralized parameter estimation
problem in the linear least mean square (LMS) sense can then be formulated as follows: Let

U c [n] := col u1 [n], . . . , uK [n] (K × M )

y c [n] := col y 1 [n], . . . , y K [n]
(K × 1)
The network of sensors then seeks to solve
min E y c [n] − U c [n]ψ

2

ψ

(3.2)

where E and k · k denote the expectation and Euclidean norm operators, respectively. Note here

k := E uk [n]> uk [n] is allowed to vary across sensors.
that the second-order moment Ru
Define the correlation and cross-correlation by

c := E U c [n]> U c [n]
Ru

c := E U c [n]> y c
Ryu
n

(M × M )
(M × 1)

respectively1 . It is well-known that the optimal solution ψ o satisfies the orthogonality condition
E

n
o
U c [n]> (U c [n]ψ o − y[n]) = 0

which can also be expressed by the solution to the normal equations [247]
c o
c
Ru
ψ = Ryu
.

(3.3)

The goal is to develop a distributed stochastic approximation algorithm for parameter estimation
that ensures the sequence of parameter estimates ψ k [n] converge to (or track) the true parameter
ψ o (ψ o [n] if it is evolving with time).
The diffusion least mean square (LMS) [204] is one such algorithm that adopts a peer-topeer diffusion protocol to implement cooperation among individual sensors. This cooperation
1

For complex-valued signals, (·)> is replaced with (·)∗ that denotes complex conjugate-transpose.
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leads to savings in communications and energy resources and enables the network to respond in
real-time to the temporal and spatial variations in the statistical profile of the data [248–250].
We thus focus on diffusion LMS as a decentralized solution to the approximate ψ o in (3.3) in
the rest of this chapter.

3.2.2

Standard Diffusion LMS

It is instructive to start with the standard diffusion LMS algorithm proposed in [204]. Before proceeding with the details of the algorithm, we spell out the conditions imposed on the
measurement model (3.1) in [204]:

Assumption 3.1. The sequence uk [n], v k [n] is temporally white and spatially independent.
More precisely,
n
o
k
E uk [n]> ul [n0 ] = Ru
· δnn0 · δkl
n
o
2
E v k [n]v l [n0 ] = σv,k
· δnn0 · δkl

(3.4)

k is positive-definite and δ
where Ru
ij is the Kronecker delta function: δij = 1 if i = j, and

0 otherwise. The noise sequence {v k [n]} is further uncorrelated with the regressor sequence
{ul [n0 ]}. That is, for all n, n0 , k, and l,
n
o
E ul [n0 ]> v k [n] = 0.

(3.5)

The diffusion LMS algorithm can be simply described as an LMS-type adaptive filter with
a cooperation strategy based on a peer-to-peer diffusion protocol. Sensors form social groups
within which estimates are exchanged. Sensors then fuse the collected data and combine it with
the local measurements to refine their estimates. Due to limited communication capabilities,
each node k can only communicate with neighbors determined by the connectivity graph of the
network.
Definition 3.1. The connectivity graph G = (E, K) is a simple graph, where nodes constitute
vertices of the graph, and
(k, l) ∈ E if there exists a link between nodes k and l.

(3.6)

The open N k and closed neighborhoods Nck are then defined as in (2.12).
Remark 3.1. For simplicity of presentation, we assume the connectivity graph G is fixed
and strongly connected, i.e., there exists a path between each pair of nodes. Intermittent
link/node failures can be captured by a random graph model where the probability that two
nodes are connected is simply the probability of successful transmission times the indicator
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function that shows the two nodes are neighbors in the underlying fixed graph. This makes
the problem more realistic in large-scale networks since inexpensive nodes are bound to fail
at random times. Motivated by wireless sensor network applications, the link failures can be
further spatially correlated (due to the interference among wireless communication channels),
however, are independent over time. In such cases, mean connectedness of the random graph
is sufficient. That is, it is sufficient to ensure that
λ2 (L) > 0,

where L := E {L[n]} .

Here, {L[n]} denotes the sequence of Laplacians of the random graph process, and λ2 (L) represents the second largest eigenvalue of L. For a comprehensive treatment of this matter, we
refer the reader to [172].
Define a stochastic weight matrix W = [wij ] with the following properties:
0 ≤ wkl ≤ 1, for all k, l ∈ K, W 1K = 1K , and W > = W

(3.7)

where 1K denotes a K × 1 vector of ones. The peer-to-peer diffusion protocol can then be
described as follows: At each period n, each node k exchanges estimate ψ k [n] with neighbors
over the graph G. The local estimates ψ l [n], l ∈ Nck , are then fused by means of a linear
combiner with weights that are provided by the kth row of the weight matrix W . More precisely,
the fused local estimate for each node k can be expressed as
k

ψ [n] =

P

l∈Nck

wkl ψ l [n].

(3.8)

Since each node k has a different neighborhood, the above fusion rule helps fuse estimates across
the network into the estimate at node k.
The standard diffusion LMS algorithm [204] integrates the above diffusion protocol with an
LMS filter. It requires each node to iteratively update estimates via a two step recursion as
follows:
i
h
k
k
1. ψ k [n + 1] = ψ [n] + εk uk [n]> y k [n] − uk [n]ψ [n]
X
k
2. ψ [n + 1] =
wkl ψ l [n + 1]

(3.9)

l∈Nck

with local step-size 0 < εk < 1. In general, the step-size εk could vary across nodes. However,
for simplicity of presentation and with no loss of generality, we assume that the local step-sizes
are all the same and equal to ε across the network in the rest of this chapter. In light of (3.9),
the estimate at each node is a function of both its temporal measurements as well as the spatial
data across the neighbors. This enables the adaptive network to respond in real-time to the
84

3.2. Diffusion Least Mean Squares
temporal and spatial variations in the statistical profile of the data [204]. It is well-known that,
to ensure mean-square stability, the step-size in (3.9) must be sufficiently small and satisfy
k ) [64, 204, 248]. Making the step-size too small, however, results in data
0 < ε < 2/λmax (Ru

assimilation and fusion of neighboring estimates being performed on different timescales. If
0 < ε  1, assimilation of local measurements constitutes the slow timescale, and the data
fusion is performed on the fast timescale.
The local updates (3.9) together give rise to a global state-space representation as follows:
Define

v[n] := col v 1 [n], . . . , v K [n]
o

o

(K × 1)

o

Ψ := col (IM ψ , . . . , IM ψ )
U [n] := diag

u1 [n], . . . , uK [n]

(KM × 1)


(K × KM )

where IM denotes the M × M identity matrix. Then, the linear measurement model (3.1) can
be written as
y[n] = U [n]Ψo + v[n].

(3.10)

Further, let

Ψ[n] := col ψ 1 [n], . . . , ψ K [n]
W := W ⊗ IM

(KM × 1)
(KM × KM )

where ⊗ denotes the Kronecker product, and W is the weight matrix defined in (3.7). The
global diffusion LMS update across the network can then be expressed in a more compact
state-space form as

Ψ[n] = W Ψ[n − 1] + εIKM U [n]> y[n] − U [n]W Ψ[n − 1] .

(3.11)

A classical stochastic approximation algorithm is of the form
Ψ[n] = Ψ[n − 1] + εg(Ψ[n − 1], v[n]),

0<µ1

(3.12)

where v[n] denotes a noise sequence and ε is the step-size [40, 192]. Clearly, the global recursion (3.11) for diffusion LMS is not in such form unless W = I, which corresponds to the case
where no data fusion is being performed on local estimates.

3.2.3

Revised Diffusion LMS

Here, the objective is to derive an equivalent diffusion strategy that allows to express the
global diffusion LMS update rule (3.11) as a classical stochastic approximation recursion of the
form (3.12). The advantages of this new formulation are threefold:
1. Both data assimilation and fusion takes place on the same timescale and, hence, one can
deal with correlated sequences {uk [n]} and {v k [n]} in the measurement model.
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2. Simpler derivation of the known results can be obtained by employing the powerful ordinary differential equation (ODE) method [40, 192].
3. One can use weak convergence methods [192, Chapter 8] to show responsiveness of the
diffusion LMS to the time-variations underlying the true parameter.
We start by describing the desired diffusion protocol that allows to reformulate (3.11) as
a classical stochastic approximation algorithm. The equivalence between this new formulation
and the standard diffusion LMS will then be discussed.
Define a new weight matrix
W = IK + εC

(3.13)

where
C1K = 0K , C > = C, and cij ≥ 0 for i 6= j.
Note that W is dominated by the diagonal elements representing the weights that nodes put
on their own estimate. Smaller step-sizes require smaller fusion weights to ensure data fusion
and assimilation of measurements are performed at the same timescale. This is in contrast to
the weight matrix W in (3.7).
Let
W := W ⊗ IM

(KM × KM )

C := C ⊗ IM

(KM × KM ).

The global recursion for the diffusion LMS algorithm across the network using the revised data
fusion rule can be then written as
h
i
Ψ[n] = Ψ[n − 1] + ε IKM CΨ[n − 1] + U [n]> y[n] − U [n]W Ψ[n − 1] .

(3.14)

Note that the local updates of the revised diffusion LMS adaptive filter is essentially the same
as (3.9) with the exception that the weight matrix W is now replaced with W . This reformulation only enables us to use the powerful ODE method in analyzing convergence and tracking
properties.
The following lemma provides the condition under which the diffusion LMS algorithms (3.9)
and (3.14) are equivalent. Below, we use log(·) to denote the matrix logarithm. For two matrices
A and B, B = log(A) if and only if A = exp(B) where exp(B) denotes the matrix exponential.
Theorem 3.1. As the step-size ε → 0, the global recursions (3.11) and (3.14) are equivalent if
and only if
C = ln(W )/ε in (3.13).

(3.15)

Proof. Suppose ε time units elapse between two successive iterations of (3.11). Then, the data
fusion term (the first term on the r.h.s. of (3.11)) can be conceived as a discretization of the
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ODE

dΨ
f Ψ,
=W
dt

where


f = W.
exp εW

f is the matrix logarithm of W normalized by ε. Taking Taylor expansion yields
That is, W
f + o(ε),
W = I + εW

where o(ε) → 0 as ε → 0.

(3.16)

Therefore, as ε → 0, the global recursion for the standard diffusion LMS (3.9) is equivalent
f = ln(W )/ε. Using the properties of the Kronecker product, it
to (3.14) if and only if C = W
is straight forward to show that this condition on the weight matrix in the global state-space
representation is equivalent to C = ln(W )/ε for the local weight matrix; see (3.7) and (3.13).
Using a Taylor series expansion argument, it can be shown that
exp(εC) − I
W −I
= lim
.
ε→0
ε→0
ε
ε

C = lim
Subsequently,

(3.17)

W 1 − I1
=0
ε→0
ε

C1 = lim

since W is a stochastic matrix; see (3.7). Finally, since all non-diagonal elements on the r.h.s.
of (3.17) are non-negative, so are the non-diagonal elements of C, and the proof is complete.
The above lemma establishes that (3.11) can be approximated by (3.14) for small step-sizes
0 < ε  1. This has the added benefit of allowing to relax the independence assumption of the
sequence {uk [n], v k [n]}. Let Fnk denote the σ-algebra generated by {uk [τ ], y k [τ ], τ < n}, and
denote the conditional expectation with respect to Fnk by Ekn . Then, Assumption 3.1 can be
relaxed to allow correlated data without affecting the convergence properties as follows:
Assumption 3.2. The sequence {uk [n], y k [n]} is bounded, and there exists a symmetric matrix

k for all k ∈ K such that Rk = E uk [n]> uk [n] . Further, for some constant B > 0,
Ru
u
∞
X
τ =n

Ekn

n
o
uk [τ ]> v k [τ ] ≤ B, and

∞
X
τ =n

n
o
k
Ekn uk [τ ]> uk [τ ] − Ru

≤B
F

where k · k and k · kF denote the Euclidean and Frobenius norms, respectively.
The above condition allows us to work with correlated signals whose remote past and distant
future are asymptotically independent. With suitable regularity conditions (such as uniform
integrability), a large class of processes satisfy conditions of the above assumption. Examples
include:
1. Finite-state Markov chains: Let {xn } takes values in a finite set. Assuming that the
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Markov chain {xn } has memory p,
E [xn |xn−1 , xn−2 , . . . , x1 ] = E [xn |xn−1 , xn−2 , . . . , xn−p ] ,

for n > p.

A useful model is the finite-state random walk noise process
1

v k [n] = v k [n − 1] + σ(∆t) 2 z[n]
where σ is the random walk standard deviation parameter, ∆t is the desired time step,
and z[n] is a white noise.
2. Moving average processes M A(p):
x[n] = z[n] +

Pp

τ =1 γτ z[n

− τ]

where {z[n]} is the sequence of (Gaussian) white noise error terms, and γ1 , . . . , γp are
parameters of the model. For instance, the measurement noise sequence v k [n] in (3.1)
may follow
v k [n] = w[n] − γw[n − 1],

w[n] ∼ N (0, σ 2 )

where N (0, σ 2 ) denotes a normal distribution with variance σ 2 .
3. Stationary autoregressive processes AR(p):
x[n] =

Pp

i=1 ai x[n

if the roots of the polynomial z p −

Pp

− i] + w[n],

i=1 ai z

p−i

w[n] ∼ N (0, σ 2 )

= 0 lie inside the unit circle.

Note further that, to obtain the desired results, the distributions of the sequences {uk [n]} and
{v k [n]} need not be known.
Remark 3.2. The boundedness assumption in (3.2) is a mild restriction. Dealing with recursive
procedures in practice, in lieu of (3.9), one often uses a projection or truncation algorithm. For
instance, one may use
h


i
k
k
ψ k [n] = πI ψ [n − 1] + ε uk [n]> y k [n] − uk [n]ψ [n − 1]
,

(3.18)

where πI is a projection operator and I is a bounded set. When the iterates are outside the
set I, it will be projected back; see [192] for an extensive discussions.

88

3.2. Diffusion Least Mean Squares

3.2.4

Convergence Analysis via ODE Method

It is well known since the 1970s that the limiting behavior of a stochastic approximation algorithm is typically captured by a deterministic ODE. This is in fact the basis of the widely used
ODE method, which is perhaps the most powerful and versatile approach for the analysis of
stochastic algorithms. The basic idea is that the stochastic approximation iterates are treated
as a noisy discretization of a limiting ODE. The limiting behavior is then established by proving
that the iterates converge to a solution of the o.d.e. in an appropriate sense. The rest of this
section is devoted to the convergence analysis of the diffusion LMS algorithm via the ODE
approach.
Define the estimation error
e
Ψ[n]
= Ψ[n] − Ψo .
The global diffusion LMS recursion can be rewritten in the terms of the estimation error as
follows:
h
i
e
e − 1] + εIKM C Ψ[n
e − 1] + U [n]> v[n] − U [n]W Ψ[n
e − 1] .
Ψ[n]
= Ψ[n

(3.19)

To derive (3.19), we used C1 = 0. Recall that C = C ⊗ IM , where C is defined in (3.13).
Following the ODE approach, in lieu of working with the discrete iterates directly, we take a
continuous-time interpolation of the iterates. Define the piecewise constant interpolated process
associated with the discrete-time estimation error iterates as
e ε (t) = Ψ[n],
e
Ψ

for t ∈ [nε, (n + 1) ε) .

(3.20)

The above interpolated process belongs to the space of functions that are defined in [0, ∞)
taking values in RKM , and that are right continuous and have left limits (namely, Càdlàg
functions) with Skorohod topology (see [192, p. 228]). We use D([0, ∞) : RKM ) to denote such
an space, whose topology allows us to “wiggle the space and time a bit”.
The following theorem provides us with the evolution of the tracking error. It shows that
e
Ψ[n]
evolves dynamically so that its trajectory follows an ODE. Since the ODE is asymptotically
stable, the errors decay exponentially fast to 0 as time grows.
e ε (·), defined in (3.20). The following asTheorem 3.2. Consider the interpolated process Ψ
sertions hold:
e ε (·) is tight in D([0, ∞) : RKM ).
1. Under Assumption 3.2, Ψ
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2. Suppose Assumption 3.2 is replaced with
(i)

n+m
1 X k n k > k o
E
u [τ ] v [τ ] → 0
m τ =n n

n+m
1 X k n k > k o
k
(ii)
E
u [τ ] u [τ ] → Ru
m τ =n n

in probability as m → ∞.

e ε (·) converges weakly to Ψ(·)
e
Then, as ε → 0, Ψ
that is the solution of the ODE
e

dΨ(t)
e
e
e
= C − Ru Ψ(t),
t ≥ 0, Ψ(0)
= Ψ[0]
dt

1 , . . . , RK is a KM × KM matrix.
where Ru := diag Ru
u

(3.21)

3. The linear system (3.21) is globally asymptotically stable, and
e
lim Ψ(t)
= 0.

(3.22)

t→∞

e ε (· + tε )
4. Denote by tε any sequence of real numbers satisfying tε → ∞ as ε → 0. Then, Ψ
converges in probability to 0. That is, for any δ > 0,
lim P


e ε (· + tε ) ≥ δ = 0.
Ψ



ε→0

(3.23)

Proof. To prove part 1, we apply the tightness criterion [187, p. 47]. It suffices to show that,
for any δ > 0 and t, s > 0 such that s < δ,
(
lim lim sup E

δ→0

ε→0

ε

ε

e (t + s) − Ψ
e (t)
sup Eεt Ψ

2

)
=0

0≤s≤δ

where Eεt denote the σ-algebra generated by the ε-dependent past data up to time t. In view
of Assumption 3.2,
Eεt

ε

ε

e (t + s) − Ψ
e (t)
Ψ

2

2

≤ Kε



t+s t
−
ε
ε

2

= O(s2 ).

(3.24)

The tightness result follows by first taking lim supε→0 and then limδ→0 in (3.24). Tightness is
equivalent to sequential compactness on any complete separable metric space. Thus, by virtue
of the Prohorov’s theorem, we may extract a weakly convergent subsequence. For notational
e ε (·) and use Ψ(·)
e
simplicity, still denote the subsequence by Ψ
to denote its limit.
The proof of part 2 uses stochastic averaging theory and follows from the standard argument
e
e ε (·). Details
in [192, Chapter 8] to characterize the limit Ψ(·)
of the convergent subsequence Ψ
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are similar to the derivations in Section 2.9, and are omitted for brevity. We merely note that,
in view of (3.13), W = IKM + εC. Looking at the last term in the r.h.s. of (3.19), only IKM
survives in the limit. More precisely, the term εC is averaged out to 0.
To prove part 3, we use standard results on Lyapunov stability of linear systems. In view
of (3.13), since
|ckk | =

P

l6=k ckl

=

P

l6=k

|ckl |

for all k

the symmetric matrix C is weakly diagonally dominant, hence, is negative semi-definite. Consequently, the global matrix C = C ⊗ IM is negative semi-definite [157]. On the other hand,
Ru is symmetric Ru = R>
u and positive-definite. Therefore, C − Ru is negative-definite. The
set of global attractors of (3.21) is then characterized by solving
e = 0.
(C − Ru ) Ψ

(3.25)

Since
det (C − Ru ) =

Q

i λi (C

− Ru ) < 0

e = 0. This concludes
the matrix C − Ru is nonsingular, and (3.25) has the unique solution Ψ
the desired result in (3.22).
In Part 1, we considered ε small and n large, but εn remained bounded. This gave a limit
ODE for the sequence of interest as ε → 0. Part 4 is an asymptotic stability argument, for
which we need to establish the limit as first ε → 0 and then t → ∞. The consequence is that
the limit points of the ODE and the small step-size diffusion LMS recursions coincide as t → ∞.
However, in lieu of considering a two stage limit by first letting ε → 0 and then t → ∞, we look
e ε (t + tε ) and require tε → ∞. The interested reader is referred to [192, Chapter 8] for an
at Ψ
extensive treatment.
The above theorem simply addresses consistency of the diffusion LMS. Statement 1 deals
with the case where ε → 0 and n is large, however, εn remains bounded, whereas Statement 4
e ε (· + tε ) essentially looks at the asymptotic behavior
concerns asymptotic consistency. Here, Ψ
e
of the sequence of estimates Ψ[n]
as n → ∞. The requirement tε → ∞ as ε → 0 means that we
e
look at Ψ[n]
for a small ε, and after n  1/ε iterations. It shows that, for a small ε, and with
an arbitrarily high probability, the sequence of estimates at each node ψ k [n] eventually spends
nearly all of its time in a δ-neighborhood of true parameter ψ o such that δ → 0 as ε → 0. Note
that, for a small ε, ψ k [n] may escape from such a δ-neighborhood. However, if such an escape
ever occurs, will be a “large deviations” phenomenon—it will be a rare event. The order of the
escape time (if it ever occurs) is often of the form exp(b/ε) for some constant b > 0; see [192,
Section 7.2] for further details.
Remark 3.3. In case of a slowly time-varying true parameter ψ o [n] it can be shown that, if
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ψ o [n] evolves on the same timescale as the adaptation rate ε of the diffusion LMS (i.e. the true
parameter dynamics are matched to the diffusion LMS stochastic approximation algorithm),
ψ k [n] can track its variations. Such tracking capability is shown in [289] for the standard LMS
algorithm when the true parameter is non-stationary and evolves on the same timescale as the
adaptation speed of the algorithm.

3.3

Energy-Aware Diffusion LMS

This section presents an energy-aware variant of the diffusion LMS algorithm described in
Section 3.2.3 by embedding a distributed game-theoretic activation control mechanism based
on the adaptive learning procedure of Chapter 2. A qualitative overview of the design principles
are provided in Section 3.3.1. Section 3.3.2 then formulates the game-theoretic model by which
nodes make activation decisions. Finally, Section 3.3.3 presents the energy-aware diffusion LMS
algorithm.

3.3.1

Overview of the Approach

Aside from scalability and stabilizing effect on the network, deploying cooperative schemes such
as the diffusion protocol (3.8) can lead to energy savings, which in turn prolongs the lifespan
of sensors [204, 250]. The main idea in this section is to equip the sensors with an activation
mechanism that, taking into account the spatial-temporal correlation of their measurements,
prescribes sensors to sleep when the energy cost of acquiring new measurement outweighs its
contribution to the estimation task. This will result in even more savings in energy consumption
and increased battery life of sensors.
Consistent with the decentralized essence of the diffusion LMS, we resort to distributed
activation mechanisms, which facilitate self-configuration of nodes and, as well, contribute to
network robustness and scalability. Each node will be equipped with a pre-configured (or
configurable) utility function and a simple adaptive filtering algorithms. The adaptive filter
controls local functionality with minimal message passing. While individual nodes posses limited communication and processing capability, it is their coordinated behavior that leads to the
manifestation of rational global behavior. The proposed formulation conveys a design guideline: by carefully specifying the utility functions, these networked nodes can be made to exhibit
many desired behaviors by individual nodes performing simple local tasks.
The key feature that characterizes our study as a game is the interdependence of individual
node’s behavior. The usefulness of a node’s information, channel quality, required packet transmission energy all depend on the activity of other nodes in the network. Each node repeatedly
faces a non-cooperative game where the actions are whether to “activate” or “sleep” and, accordingly, receives a reward. When a node is active, it updates its estimate and performs fusion
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of its own estimate with those received from neighboring nodes, whereas inactive nodes do not
update their estimates. More precisely, each node runs local updates of the form
(
ψ k [n] =

h
i

k
k
ψ [n − 1] + ε uk [n − 1]> y k [n] − uk [n]ψ [n − 1] , if active
ψ k [n − 1],

if sleep

k

where ψ [n − 1] is the fused local estimate, defined in (3.9). Each individual node’s reward
depends not only on the actions of other nodes but also on their estimates of the true parameter. In this case, no pre-computed policy is given; that is, nodes learn their activation policies
through repeated interactions and exchanging information with neighbors. Nodes adapt their
policies as the parameter estimates across the network vary over time. The activation mechanism is a simple non-linear adaptive filtering algorithm based on the regret-matching adaptive
learning procedure proposed in Chapter 2.
This activation mechanism is embedded into the diffusion LMS algorithm such that the overall energy-aware diffusion LMS forms a two-timescale stochastic approximation algorithm: the
fast timescale corresponds to the game-theoretic activation mechanism and the slow timescale
is the diffusion LMS. Intuitively, in such two timescale algorithms, the fast timescale will see
the slow component as quasi-static while the slow component sees the fast one near equilibrium.
In light of the above discussion, the main theoretical finding is that, by each node individually
following the proposed energy-aware diffusion LMS algorithm, the global activation behavior
of nodes at each time is within the polytope of correlated -equilibrium of the underlying activation control game while the estimate at each node converging to (or tracking) the (slowly
time-varying) true parameter of interest. Figure 3.1 illustrates the local and global behavior of
the energy-aware diffusion LMS.

3.3.2

Activation Control Game

The problem of each node k is to successively pick action ak [n] from the set
A = {0 (sleep), 1 (activate)}

(3.26)

to strategically optimize a utility function. This utility function captures the trade-off between
energy expenditure and the “value” of node’s contribution. Let a = (a1 , . . . , aK ) denote the
joint activation decisions of all nodes. Then,
a ∈ AK := ×K
k=1 A
i.e., a belongs to the space of all possible joint actions profiles. Consistent with the notation
used in Section 2.3.1, define the set of non-neighbors of node k by S k := K − Nck . The utility
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Figure 3.1: Energy-aware diffusion LMS is asymptotically consistent, yet the global activation
behavior along the way tracks the correlated -equilibria set of the activation control game.
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for each node k is a bounded function U k : AK × RKM → R, and is comprised of a local and a
global term:


k
k
U k ak , a−k , Ψ = ULk ak , aN , Ψ + UGk ak , aS .

(3.27)

Here, the action profile of all nodes excluding node k, denoted by a−k , has been rearranged
k

k

and grouped into two vectors aN and aS that, respectively, represent the joint action profile
of neighbors and non-neighboring nodes of node k. Note further that the utility function for
each node depends on the parameter estimates across the network.
The local utility function ULk captures the trade-off between the value of the measurements
collected by node k and the energy and costs associated with it. We assume that each node
is only capable of low-power communication2 . The neighbors of each node are thus located
within a pre-specified range. If too many of node k’s neighbors activate simultaneously, excessive
energy is consumed due to the spatial-temporal correlation of node measurements. This implies
that the data collected by node k is less valuable. Additionally, the probability of successful
transmission reduces due to channel congestion. (Interchangeably, to keep success rate fixed,
the required packet transmission energy should increase.) On the other hand, if too few of node
k’s neighbors activate, their fused estimates lack “innovation.” The local utility of node k is
then given by:
h

k
k
ULk ak , aN , Ψ = Cl,1 1 − exp − γl ψ k − ψ
h
i

− Cl,2 ETx η k + EAct · ak

2

i
s(η k ) · ak
(3.28)

where
k

η k (ak , aN ) = ak +

P

l∈N k

al .

(3.29)

In (3.28), Cl,1 and γl are the pricing parameters related to the “reward” associated with estimation task; Cl,2 is the pricing parameter related to the energy costs associated with broadcasting
measurements ETx , specified in (A.4) in Appendix A, and activation EAct , which can be calculated from Table A.1 in Appendix A as follows:
EAct =

1
F



(1 − km ) (PCP U − PCP U0 + PS − PS0 ) − kc PRX (TCCA + TRXwu ) .

(3.30)

Here, F is the frequency of nodes activation decisions, and km and kc are the (small) proportions
of time spent sensing the environment and channel, respectively, in sleep mode. The rest of the
parameters are defined in Table A.1 in Appendix A. Finally, s(η k ) denotes the probability of
successful transmission. Higher activity η k of nodes neighboring node k lowers its local utility
2

The ZigBee/IEEE 802.15.4 standard is currently a leading choice for low-power communication in wireless
sensor networks. It employs a CSMA/CA scheme for multiple access data transmission. In networks with tight
energy constraints, the non-beacon-enabled (unslotted CSMA/CA) mode is more preferable as the node receivers
do not need to switch on periodically to synchronize to the beacon.
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due to:
i) reducing success of transmission attempts;
ii) inefficient usage of energy resources due to spatial-temporal correlation of measurements.
Nodes are thus motivated to activate when majority of neighbors are in the sleep mode and/or
k

its estimate ψ k is far from the local aggregated estimate ψ .
The global utility function UGk concerns connectivity and diffusion of estimates across the
network. Let Rkr denote the set of nodes within radius r from node k excluding itself and its
neighbors N k on the network graph. Define the number of active nodes in Rkr by
ζ k ak , aS

k



= ak +

P

l∈Rkr

al .

(3.31)

The global utility of node k is then given by


UGk ak , aSk = Cg · exp − γg ζ k · ak

(3.32)

In (3.32), Cg and γg are the pricing parameters. Higher ζ k lowers the global utility due to:
i) less importance of node k’s contribution to the diffusion of estimates across the network;
ii) reducing the success of transmission for other nodes in the neighborhood which affects
global diffusion of estimates.
Each node k is thus motivated to activate when majority of the nodes in its geographic region
Rkr are in the sleep mode.
Each node k realizes
k

η k [n] = η k (ak [n], aN [n])
as a consequence of receiving estimates ψ l [n] from neighbors l ∈ N k , therefore, is able to
evaluate its local utility at each period n. Nodes, however, do not observe the actions of
non-neighbors, hence, do not realize ζ k [n] and are unable to evaluate global utilities. To this
end, some sort of centralization is required by implementing cluster heads that monitor nodes
activity in their locale, and deliver global utilities to the nodes. Hereafter, we use

k
k
UG,n
(ak ) = UGk ak , aS [n]
to denote the realized global utility for node k at period n by choosing action ak [n]. Note that
k
UG,n
is a time-varying function due to the action profile of non-neighboring nodes changing

over time.
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Remark 3.4. Note that each node k only requires the cumulative activity ζ k in its geographic
region to evaluate its global utility. Adopting a ZigBee/IEEE 802.15.4 CSMA/CD protocol
for broadcasting estimates across neighbors, ζ k can be estimated by tracking the proportion of
successful clear channel assessment (CCA) attempts. The interested reader is referred to [185,
Section II-C] for a discussion and an algorithm for estimating node activity. This eliminates
the need for inclusion of cluster heads to deliver global utilities to the nodes.
The contribution of each node to the parameter estimation task, the success of transmissions
within neighborhoods, and the network connectivity all depend on the activity of other nodes
in the network. Due to such interdependence, the activation control problem can be formulated
as a non-cooperative repeated game with neighborhood monitoring, defined in Section 2.3.1,
where nodes constitute the player set and action sets are identical.
Remark 3.5. A cooperative game formulation of the energy-aware activation problem for
bearings-only localization is given in [120]. The equilibrium notion, namely, core [230], of the
game then simply provides prescriptions about which nodes to collaborate with each other and
the number of measurements to be collected by each node at a particular period comprising
several time slots. In contrast, here, the collaboration among nodes is enforced by the network
connectivity graph, and nodes only make decisions about their activity. The non-cooperative
activation control game formulation also allows nodes to decide whether to activate on a single
time slot basis that, intuitively, has to yield improvements in coordination among nodes activation behavior. Each node decides whether to activate so as to balance its lifetime (competition)
against contribution to the parameter estimation task (cooperation). The cooperation among
nodes is enforced by imposing incentives for collecting measurements and sharing estimates
with neighboring nodes.

3.3.3

Game-Theoretic Activation Control Mechanism

In view of the game-theoretic model for the activation control of diffusion LMSs in Section 3.3.2,
we proceed here to present the energy-aware diffusion LMS algorithm. Since the activation
control game matches the model described in Section 2.3.1, we adopt Algorithm 2.1 as the
activation control mechanism, and embed it into the diffusion LMS algorithm such that the
overall energy-aware diffusion LMS forms a two-timescale stochastic approximation algorithm:
the fast timescale corresponds to the game-theoretic activation mechanism (step-size µ) and
the slow timescale is the diffusion LMS (step-size ε = O(µ2 )), which carries out the parameter
estimation task.
Define |x|+ = max{0, x}. The energy-aware diffusion LMS algorithm is summarized below
in Algorithm 3.1.
Remark 3.6. A useful variant of the above algorithm can be developed by allowing nodes to
97

3.3. Energy-Aware Diffusion LMS

Algorithm 3.1 Energy-Aware Diffusion LMS
Initialization: Set the tunable exploration parameter 0 < δ < 1, adaptation rates 0 < ε, µ  1
k
k
k
k
− Umin
, where Umax
and Umin
such that ε = O(µ2 ), and ρk > 2 Umax
denote the upper and
lower bounds on node k’s utility function. Set C in the weight matrix (3.13). Initialize
k

pk [0] = [0.5, 0.5]> , RL,k [0] = RG,k [0] = 02×2 , and ψ k [0] = ψ [0] = 0M ×1 .
Step 1: Node Activation. Choose
ak [n] ∈ {0 (Sleep), 1 (Activate)}

according to the randomized strategy pk [n] = pk1 [n], pk2 [n] , where



+
 (1 − δ) min 1 rL,k
G,k
1
δ
k
[n]
+
r
[n]
,
2 + 2 , a [n − 1] 6= i
ρk
ak [n−1],i
ak [n−1],i
pki [n] =
P

ak [n − 1] = i
1 − j6=i pkj [n],
and ak [n − 1] denotes the action picked in the last period.
Step 2: Diffusion LMS.
h
i
ψ k [n + 1] = ψ k [n] + εuk [n]> y k [n] − uk [n]ψ k [n] · ak [n].

(3.33)

(3.34)

Step 3: Estimate Exchange. If ak [n] = 1: (i) Transmit ψ k [n] to neighbors N k and collect
ψ l [n], l ∈ N k ; (ii) set

1, if node k receieves node l’s estimate ψ l [n]
al [n] =
0, otherwise
and
b l [n] =
ψ



received estimate, if al [n] = 1
ψ l [n − 1],
if al [n] = 0

where the weight matrix W = [wkl ] is defined in (3.13). If ak [n] = 0, go to Step 5.
Step 4: Fusion of Local Estimates.
ψ k [n] =

P

l∈Nck

b l [n].
wkl ψ

(3.35)

Step 5: Regret Update. Run ‘Step 3’ in Algorithm 2.1.
Recursion. Set n ← n + 1, and go Step 1.
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fuse (or even decide whether to fuse) neighbors’ data while in sleep mode. More precisely, in
lieu of (3.9), each node performs local diffusion LMS updates of the form
h
i
k
k
ψ k [n] = ψ [n − 1] + εuk [n]> y k [n] − uk [n]ψ [n − 1] · ak [n].

(3.36)

This helps to diffuse data when nodes are power hungry in measurements.

3.4

Global Network Performance

This section deals with the global performance analysis of the energy-aware diffusion LMS
algorithm summarized in Algorithm 3.1. First, two global performance diagnostics are defined
in Section 3.4.1 that capture the efficiency and consistency aspects of nodes behavior across the
network. These global measures are then used in Section 3.4.2 to characterize the sophisticated
globally rational behavior emerging by nodes individually following Algorithm 3.1.

3.4.1

Global Behavior

The network global behavior can be captured by two inter-connected discrete-time processes:
1. Network-Wide Diffusion LMS Recursion.

Define:

M [n] = diag a1 [n]IM , . . . , aK [n]IM



(KM × KM ).

Following the same lines as (3.14), the global estimation error update associated with Algorithm 3.1 can be expressed as


e
e − 1] + εM [n] C Ψ[n
e − 1] + U [n]> v[n] − U [n]W Ψ[n
e − 1] .
Ψ[n]
= Ψ[n

(3.37)

In light of (3.37), Algorithm 3.1 can be viewed as a synchronous distributed stochastic approximation algorithm [44, 192]: At each time n, some (but not necessarily all) elements of
the estimates vector Ψ[n] are updated separately by different nodes spread across the network.
The common clock that synchronizes the system is implicit in the game-theoretic activation
mechanism employed by nodes. An asynchronous implementation of Algorithm 3.1 is feasible,
however, is out of the scope of this chapter.
2. Global Activation Behavior. The collective activation behavior of nodes, z[n], is defined
as the discounted empirical frequency of joint activation decisions of all nodes up to period n.
Formally,
z[n] = (1 − µ)n−1 ea[1] + µ

X

(1 − µ)n−τ ea[τ ]

(3.38)

2≤τ ≤n
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where ea[τ ] denotes a unit vector on the space of all possible action profiles AK = ×K
k=1 A with
the element corresponding to a[τ ] being equal to one. In (3.38), similar to Section 2.4.1, the
small parameter µ introduces an exponential forgetting of the past activation profile of sensors
to enable adaptivity to the evolution of the local parameter estimates. That is, the effect of the
old local parameter estimates on the activation strategy of nodes vanishes as they repeatedly
make new activation decisions. It is convenient to rewrite z[n] as a stochastic approximation
recursion

z[n] = z[n − 1] + µ ea[n] − z[n − 1] .

(3.39)

In view of the above two performance diagnostics, analyzing performance of the network of
nodes is nontrivial and quite challenging as (3.37) and (3.38) are closely coupled: The estimates
e
Ψ[n] = Ψ[n]
+ Ψo affect utility of nodes, hence, their choice of action—that is, ea[n] in (3.39).
On the other hand, nodes’ activation strategies pk are functions of z[n] which in turn enter
M [n] in (3.37).

3.4.2

Main Result: From Individual to Global Behavior

We now characterize the global behavior emerging by each node individually following Algorithm 3.1 via the well-known ODE approach. Thus, in lieu of working directly with the discrete
iterates of the two diagnostics introduced in Section 3.4.1, we examine continuous-time piecewise
constant interpolations of the iterates, which are defined as follows:
e ε (t) = Ψ[n],
e
Ψ
and zµ (t) = z[n] for t ∈ [nµ, (n + 1) µ) .

(3.40)

The following theorem then asserts that, by following Algorithm 3.1:
i) the local estimates converge to the true parameter across the network;
ii) along the way to convergence, the global activation behavior belongs to the time-varying
polytope of correlated -equilibria of the underlying activation control game.
Theorem 3.3. Consider the activation control game in Section 3.3.2, and suppose every node
b such that if δ < δ()
b in Algorithm 1
follows Algorithm 3.1. Then, for each  > 0, there exists δ()
(Step 1), the following results hold:
e
1. Let {tµ } denote any sequence of real numbers satisfying tµ → ∞ as µ → 0. For any Ψ,
e + Ψo )
zµ (· + tµ ) converges in probability as µ → 0 to the correlated -equilibrium set C (Ψ
in the sense that
for any β > 0,


h
i

e + Ψo ) > δ = 0
lim P dist zµ (· + tµ ), C (Ψ

µ→∞

(3.41)

where dist[·, ·] denotes the usual distance function.
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e ε (·) converges weakly as ε → 0 to Ψ(·)
e
2. Under Assumption 3.2, Ψ
that is a solution of the
ODE
n
e
o
dΨ(t)
e (t); π c ∈ C Ψ
e (t) + Ψo
∈ M (π c ) (C − Ru ) Ψ
dt

(3.42)

where
M (π c ) = diag m1 (π c )IM , . . . , mK (π c )IM



and
IKM > M (π c ) > κ · IKM for some 1 > κ > 0.
3. The limit dynamical system (3.42) is globally asymptotically stable and
e
lim Ψ(t)
= 0.

t→∞

e + tµ ) converges in probability to 0. That is, for any β > 0,
4. Ψ(·
lim P

ε→0




e + tµ ) > β = 0.
Ψ(·

(3.43)

In the above theorem, statements 1 and 2 simply show that non-fully rational local behavior
of individual nodes leads to sophisticated globally rational behavior, where all nodes pick actions
from the polytope of correlated -equilibrium, hence, coordinating their activation decisions.
Statement 3 then asserts that the limit system representing the energy-aware diffusion LMS
iterates is stable, and 0 constitutes its global attractor. Statement 4 finally shows that, under
such coordinated activation of nodes, the diffusion LMS remains to be asymptotically consistent.
The sketch of the proof is relegated to Section 3.5.
Discussion and Extensions.
1) Nodes may face random communication delays in receiving estimates from neighbors. Let
dlk [n] denote the random delay node k faces in receiving estimate from node l at time n. Then,
node k has access to θl [n−dlk [n]] at time n, but not ψ l [τ ] for τ > n−dlk [n]. The results of [192,
Chapter 12] ensure that the Theorem 3.3 is still valid if delays are bounded or not arbitrarily
large in the sense that (n − dlk [n])/n → 1 almost surely.
2) While the true parameter ψ o , connectivity graph G, and weight matrix W are assumed
to be fixed in Section 3.2, the constant step-sizes ε and µ in Algorithm 3.1 make it responsive
to slowly time-varying ψ[n], G[n], and W [n]. For exposition, suppose only ψ o [n] evolves with
time according to a discrete-time Markov chain with finite state space Mψo = {ψ o1 , . . . , ψ oS }
and transition matrix
P γ = IS + γQ,

0<γ1

(3.44)
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where Q = [qij ] is the generator of a continuous-time Markov chain satisfying
Q1S = 0S , and qij ≥ 0 for i 6= j.
The small parameter γ specifies how fast ψ o [n] evolves with time. Then, if the Markov chain
jumps are on the same timescale as the adaptation rate of the diffusion LMS updates, i.e.,
γ = O(ε), each node can properly track ψ[n] by employing Algorithm 3.1, though the tracking
speed depends largely on how aggressively nodes activate the diffusion LMS. The above Markov
chain is one of the most general hyper-models available for a finite-state model.

3.5

Convergence Analysis of the Energy-Aware Diffusion LMS

This section is devoted to the global performance analysis of the energy-aware diffusion LMS,
and provides proofs of the results presented in Theorem 3.3. We will use the results of Section 3.2.4 which show asymptotic consistency for the diffusion LMS without the activation
control mechanism via the ODE approach. For brevity and to make it more comprehensible,
the technical details are omitted, and only a sketch of the proof is presented.
The proof is divided into two steps, which are conceptually similar to the steps followed in
Section 2.5. Each step is presented in a separate subsection in what follows.

3.5.1

Limit System Characterization

Let
In = {k|ak [n] = 1}
denote the set of nodes that choose to activate at period n. One can unfold iteration n of (3.37)
by replacing it with |In | distinct iterations, where each involves only one node k ∈ In updating
its estimate. Relabeling iteration indices of this unfolded variant by m results in a new algorithm
that behaves identically to Algorithm 3.1. Since nodes explore with some probability δ > 0
at each period, the stationary distribution places a probability of at least δ on “activation.”
Therefore,

m

lim inf
m→∞

1 X k
a [τ ] ≥ δ,
m

for all k ∈ K

(3.45)

τ =0

which simply asserts that all nodes take measurements and update their estimates relatively
often—but in a competitively optimal sense described by the correlated -equilibria—and is key
to the proof of Theorem 3.3.
For convenience, take ε = µ2 . Note that an interval of length T in the µ timescale involves
T /µ iterates, whereas, the same number of iterations take T ε/µ = T µ in the ε timescale. To
e µ (·)), it is instructive to first look at the
analyze the asymptotics of the joint process (zµ (·), Ψ
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singularly perturbed coupled system
(



e
dΨ(t)
e
dt =µM (z(t)) C − Ru Ψ(t)
dz(t)
k
−k
; ν −k
dt ∈ σ (z(t), θ(t)) × ν

∈ ∆A−k − z(t)

(3.46)

in the limit as µ → 0. Here, σ k represents the randomized activation strategy of node k, which
will be defined later in the proof. Further, ν −k denotes a randomized joint strategy of all nodes
excluding node k, which belongs to the space of all possible such strategies, denoted by ∆A−k .
In addition,
M (z(t)) := diag m1 (z(t))IM , . . . , mK (z(t))IM



(KM × KM )

(3.47)

where
IKM > M (z(t)) > κ · IKM ,

for some 1 > κ > 0.

(3.48)

Each element mk (z(t)) in (3.47) is the relative instantaneous rate at which each node k activates.
More precisely,
mk (z(t)) =

P

a−k

k
z(1,a
−k ) (t)

(3.49)

k
where z(1,a
−k ) (t) denotes the empirical frequency of node k choosing to “activate” and the rest

picking the joint profile a−k at time t. In view of (3.49), it can be readily seen that (3.48) is a
direct consequence of (3.45).

3.5.2

Stability Analysis of the Limit System

e
e
In view of (3.46), Ψ(·)
is the slow component and z(·) is the fast transient. Therefore, Ψ(·)
is
quasi-static—remains almost constant—while analyzing the behavior of z(·). The weak convere µ (·)) converges weakly to (z(·), Ψ(·)),
e
gence argument shows that (zµ (·), Ψ
as µ → 0, such that
the limit is a solution to
(

e
dΨ(t)
dt
dz(t)
dt

=n0

o

e
∈ σ z(t), Ψ(t)
+ Ψo × ν −k ; ν −k ∈ ∆A−k − z(t).

(3.50)

Technical details are tedious and omitted for brevity; see [192, Chapter 8] for more details.
The next step is then to prove asymptotic stability and characterize the set of global attractors of

o

dz(t) n
e + Ψo × ν −k ; ν −k ∈ ∆A−k − z(t).
∈ σ z(t), Ψ
dt

(3.51)

e
e is held fixed in the fast component since
Note in (3.51) that the slow component Ψ(t)
= Ψ
e
dΨ(t)/dt
= 0 in (3.51). The stability analysis of (3.51) has been performed in detail in Seck [n] and global Rk [n] regret matrices. There exists a close connection
tion 2.5. Recall the local RL
G
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k [n], Rk [n]) in that the pair regret process records the global acbetween z[n] and the pair (RL
G

tivation behavior of the network translated based on each node’s utility function into regrets.
k [n], Rk [n]), we considered the limit system assoSince it is more convenient to work with (RL
G

ciated with this pair process and studied its asymptotic stability in lieu of analyzing stability
of the limit dynamical system associated with z[n] in Section 2.5. Theorem 2.4 simply implies
e and the set of
that the fast dynamics (3.51) is globally asymptotically stable for each fixed Ψ
e + Ψo ) constitutes its global attractors set. Then, for sufficiently
correlated -equilibria C (Ψ
e
small values of µ, we expect z(t) to closely track C (Ψ(t)
+ Ψo ) for t > 0.
This in turn suggests looking at the differential inclusion
n
o
e

dΨ(t)
e (t); π c ∈ C (Ψ(t) + Ψo )
∈ M (π c ) C − Ru Ψ
dt

(3.52)

e
which captures the dynamics of the slow parameter Ψ(t)
when the fast parameter z(t) is
o
e
equilibrated at C (Ψ(t) + Ψ ). The following lemma proves asymptotic stability of (3.52), and
characterizes its global attractor.
Lemma 3.1. The non-autonomous differential inclusion (3.52) is globally asymptotically stable,
and
e
lim Ψ(t)
= 0.

t→∞

(3.53)

Proof. The proof follows from that of Theorem 3.2. The diagonal matrix M (π c ) is positivedefinite since all of its diagonal elements are positive. Since M (π c ) is symmetric and positive definite and C − Ru is symmetric and negative-definite, M (π c )(C − Ru ) is negative definite [157].
Therefore, (3.52) is globally asymptotically stable. Further,

det M (π c )(C − Ru ) < 0.
Therefore,
e =0
M (π c )(C − Ru )Ψ
is non-singular, and 0 is the unique global attractor of (3.52) for any π c ∈ C (Ψ(t) + Ψo ).
The intuition provided here indeed carries over to the discrete time iterates of the energyaware diffusion LMS in Algorithm 3.1: the activation mechanism views the diffusion LMS as
quasi-static while the diffusion LMS views the game-theoretic activation mechanism as almost
equilibrated.
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3.6

Numerical Study

This section is devoted to the numerical evaluation of the proposed energy-aware diffusion LMS
adaptive filter in a small network of nodes. Section 3.6.1 first answers the question: why is it
impossible to obtain an analytical rate of convergence for the proposed two-timescale stochastic
approximation algorithm? We then elaborate on our semi-analytic approach to illustrate global
network performance in Section 3.6.2. Finally, the simulation setup and the numerical results
are presented in Section 3.6.3.

3.6.1

Why Is Derivation of Analytical Convergence Rate Impossible?

The rate of convergence refers to the asymptotic properties of the normalized errors about the
limit point ψ o . It is well known that the asymptotic covariance of the limit process provides
information about the rate of convergence of stochastic recursive algorithms; see [192, Chapter
10]. For instance, in the standard single node LMS with constant step-size ε, the error ψ[n]−ψ o
is asymptotically normally distributed with mean 0 and covariance εΣ, where



P∞
P
>
> +
Σ = E ξ[0]ξ[0]> + ∞
τ =1 E ξ[τ ]ξ[0]
τ =1 E ξ[0]ξ[τ ]

(3.54)

and ξ[τ ] = u[τ ]> (y[τ ] − u[τ ]ψ o ). If the noise is i.i.d., the covariance can be computed via
o
n
Σ = E u[n]> u[n](y[n] − u[n]ψ o )2 = Ru σv2

(3.55)



where Ru = E u[n]> u[n] , and σv2 = E v[n]2 . The figures of merit such as the asymptotic
excess mean square error (EMSE) can then be obtained as follows:
1
EMSE = Tr(Σ)
2

(3.56)

where Tr(·) denotes the trace operator.
This approach, however, is not applicable in our analysis of the energy-aware diffusion LMS
since the limiting process for the diffusion LMS is a differential inclusion rather than an ordinary
differential equation—see (3.52). That is, for each initial condition, the sample path of errors
belongs to a set, and independent runs of the algorithm result in different sample paths. This
prohibits deriving an analytical rate of convergence, and accordingly analytical figure of merits,
for the energy-aware diffusion LMS algorithm, though it is obvious that its performance is
upper bounded by the standard diffusion LMS with no activation control mechanism3 . In what
follows, we resort to Monte Carlo simulations in order to illustrate and compare the rate of
convergence and performance of the energy-aware diffusion LMS.
3

The interested reader is referred to [64, Section IV-D] and [204] for the derivation of EMSE in standard
diffusion LMS and related results.
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3.6.2

Semi-Analytic Approach to Numerical Study

In view of the discussion in Section 3.6.1, we conduct a semi-analytic numerical study in this
section to demonstrate performance of Algorithm 3.1. Recall from Section 3.5 that the limiting process for the discrete-time iterates of the energy-aware diffusion LMS is the differential
inclusion given in (3.52). This in turn suggests that, at each time n, the diagonal elements
of M (z[n]) can be picked according to (3.49) using a vector z[n] drawn from the set of correlated -equilibria C (Ψ[n]). Recall, however, that z[n] converges to the set C (Ψ[n]) rather
than a particular point in that set. In fact, even if Ψ[n] = Ψ is held fixed, z[n] can generally
move around in the polytope C (Ψ). Since the game-theoretic activation mechanism is run on
the faster timescale, its behavior in the slower timescale (diffusion LMS) can be modeled by
arbitrarily picking points from the polytope C (Ψ[n]) and constructing M (z[n]) accordingly.
We implement the above idea in the simulations by using Matlab’s cprnd function, which
draws samples with uniform distribution from the interior of a polytope defined by a system of
linear inequalities Ax < b. Note that, theoretically, finding a correlated -equilibrium in a game
is equivalent to solving a linear feasibility problem of the form Aπ < I (see Definition 2.3).
Using a uniform distribution for sampling from C (Ψ[n]) is no loss of generality since it assumes
no prior on the interior points of C (Ψ[n]), and matches the essence of convergence to a set.
Once the sample π c [n]—which is essentially a probability distribution on the joint activation
decisions of nodes—is taken, it is marginalized on each node to obtain individual nodes’ activation strategies. This reduces the complexity of our numerical study to a one-level (rather than
a two-level) stochastic simulation.

3.6.3

Numerical Example

Figure 3.2 depicts the network topology we study in this example. We define C = [ckl ] in (3.7)
as

(
ckl =

1
,
|Nck |

l ∈ Nck ,

0,

otherwise.

(3.57)

This is the most natural choice that comes first into the mind, and is enough for our demonstration purposes. One can, however, employ a smart adaptive weighting scheme to improve
performance; see [204] for further details. Figure 3.2 further illustrates the statistics of each
node’s regressors, generated by a Gaussian Markov source with local autocorrelation function of
|τ |

2 α
the form r(τ ) = σu,k
u,k , where αu,k is the correlation index. In simulations, we assume nodes

are equipped with Chipcon CC2420 transceiver chipset which implements CSMA/CA protocol
for exchanging estimates with neighbors. The reader is referred to Appendix A for detailed
model description and an expression for ETx (·) in (3.28). We further set kc = km = 0.01,
meaning that sleeping sensors only wake up 1% of the time for monitoring. We further assume
2 = 10−3 for all k ∈ K, and ε = 0.01.
the noise vnk is i.i.d. with σv,k
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(b) Nodes’ regressors statistics

Figure 3.2: Network topology and nodes’ regressors statistics.
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Figure 3.3: Trade-off between energy expenditure and estimation accuracy after 1000 iterations.
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Define the network excess mean square error:
EMSEnet :=

1
K

PK

k
k=1 EMSE

where EMSEk denotes the EMSE for node k. EMSEnet is simply obtained by averaging
EMSEnet =

1
K

PK

k=1 |u

k [n](ψ o

k

− ψ [n − 1])|2 .

Figure 3.3 demonstrates the trade-off between energy expenditure in the network and the rate
of convergence of the diffusion LMS algorithm in terms of EMSEnet after 1000 iterations. Nodes
become more conservative by increasing the energy consumption parameter Cl,2 and, accordingly, activate less frequently due to receiving lower utilities; see (3.28). This reduces the average
proportion of active nodes and increases EMSEnet due to recording fewer measurements and
less frequent fusion of neighboring estimates. Increasing the pricing parameters γl , in (3.28),
and γg , in (3.32), has the same effect as can be observed in Figure 3.3. The global performance
of Algorithm 3.1 is further compared with the standard diffusion LMS [204] in Figure 3.4.
As the pricing parameters Cl,1 in (3.28)—associated with the contribution of nodes in local
parameter estimation—and Cg in (3.32)—corresponding to the contribution of nodes in local
diffusion—increase, nodes activate more frequently. As shown in Figure 3.4, this improves the
rate of convergence of the energy-aware diffusion LMS algorithm across the network.

3.7

Closing Remarks

Building upon the adaptive learning algorithm of Chapter 2 and cooperative diffusion strategies
in adaptive networks, this chapter considered energy-aware parameter estimation via diffusion
least mean squares adaptive filter by equipping nodes with a game-theoretic activation mechanism. We analyzed the stability and consistency properties of the diffusion LMS adaptive
filter via the powerful ODE method. After carefully formulating the energy-aware activation
control problem as a slowly switching non-cooperative game with neighborhood monitoring,
it was shown how the adaptive learning algorithm of Chapter 2 can be combined with the
diffusion LMS adaptive filter so that the combination functions as an energy-aware parameter
estimation filter. The resulting energy-aware diffusion LMS retains the appealing features of the
diffusion LMS adaptive filter, such as scalability and stabilizing effect on the network, improved
estimation performance, savings in computation, communication and energy expenditure, yet
coordinates activation of nodes such that the global activation behavior at each time is within
a small -distance of the correlated equilibria set of the underlying activation control game.
Therefore, while individual nodes posses limited communication, sensing and processing
capability, it is their coordinated behavior that leads to the manifestation of rational global be-
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havior which can adapt itself to complex data relations such as the spatial-temporal correlation
of sensors’ measurements. The proposed formulation conveys a design guideline: by carefully
specifying the utility functions, these networked devices can coordinate themselves to exhibit
desirable global behavior.
The research so far in the signal processing community has been mostly focused on the
well-known Nash equilibrium when dealing with game-theoretic analysis of distributed multiagent system. This is despite the advantages of the correlated equilibrium such as structural
and computational simplicity, and potentially higher “rewards” to individual agents. Further,
the independence assumption underlying the definition of Nash equilibrium is rarely true in
multi-agent learning scenarios since the environment naturally correlates agents’ actions. The
correlated equilibrium can most naturally be viewed as imposing equilibrium conditions on the
joint action profile of agents, rather than on individual agent’s actions as in Nash equilibrium.
An intuitive interpretation is coordination in decision-making as described by the following
example: Suppose, at the beginning of each period, each node receives a private recommendation
ak exogenously as whether to “activate” or “sleep”, where the joint recommendation to all
nodes a = (a1 , . . . , aK ) is drawn from a distribution. Such a joint distribution correlates nodes’
actions, hence, the name correlated equilibrium. A correlated equilibrium results if every node
realizes that the recommendation is a best-response to the random estimated activity of others,
provided that others, as well, follow their recommendations. This implies coordinated activity
of nodes once they reach the correlated equilibria set.
In light of the above discussion, it is now time for researchers in many fields to exploit these
benefits to enhance and augment the design of aware, flexible, and self-regulating systems.
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Discrete Stochastic Optimization
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4

Smooth Best-response Adaptive
Search for Discrete Stochastic
Optimization
“It is perhaps natural that the concept of best or optimal
decisions should emerge as the fundamental approach for
formulating decision problems.”—D. G. Luenberger [206]

4.1

Introduction

The second part of this thesis concerns finding the optimal decision among a set of feasible
alternatives in the presence of uncertainty, however, in the absence of any interaction with other
individuals. This problem is mathematically formulated as a discrete stochastic optimization
problem, and arises in the design and analysis of many real-life discrete-event systems such as
supply chain management [82, 102, 103], communication networks [41, 133, 186], manufacturing
systems [159, 274], and transportation networks [207, 237].

4.1.1

Simulation-Based Optimization

In many real-life situations, due to the unexplained randomness and complexity involved, there
typically exists no explicit relation between the performance measure of interest and the underlying decision variables1 . The computational advances has particularly benefited the area
of optimization for stochastic discrete-event systems, where the complexities necessitate simulation in order to estimate performance. In such cases, one can only observe “samples” of the
system performance through a simulation process [100]. Computer simulations are used extensively as models of real systems to evaluate output responses in many areas including supply
chain management, finance, manufacturing, engineering design, and medical treatment [169].
1

In the experimental design literature, the performance measure is usually referred to as the response, and
the parameters as factors.
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The problem of finding the optimal design/decision can then be seen as getting simulation and
optimization effectively combined.
The so-called simulation-based discrete stochastic optimization [10, 100, 243] is an emerging field which integrates optimization techniques into simulation analysis. The corresponding
objective function is an associated measurement of an experimental simulation. Due to the complexity of the simulations, the objective function may be difficult and expensive to evaluate.
Moreover, the inaccuracy of the objective function values often complicates the optimization
process. Therefore, deterministic optimization tools are not useful. Further, the derivativedependent methods are not applicable as, in many cases, derivative information is unavailable.
To summarize, there are two difficulties involved in solving such problems: (i) the optimization problem itself is NP-hard, and (ii) experimenting on a trial feasible solution can be too
computationally expensive to be repeated numerous times.

4.1.2

Randomized Search Methods

In part II, we focus on sampling-based random search methods to find the global optimum of a
discrete stochastic optimization problem that undergoes random unpredicted changes. The appeal of sampling-based methods is because they often approximate well, with a relatively small
number of samples, problems with a large number of scenarios; see [55] and [199] for numerical
reports. Random search algorithms typically generate candidate solutions from the neighborhood of a selected solution in each iteration. Some algorithms have a fixed neighborhood, while
others change their neighborhood structure based on the information gained through the optimization process. The sampled candidate is then evaluated, and based on the estimate of its
objective value, the neighborhood or the sampling strategy is modified for the next period. The
random search methods are adaptive in the sense that they use information gathered during
previous iterations to adaptively decide how to exhaust the simulation budget in the current
iteration. Random search algorithms usually assume no structure on the objective function,
and are globally convergent.
Many systems of practical interest are too complex. Therefore, simulating them numerous
times at a candidate configuration to obtain a more accurate estimate of its objective value is
computationally prohibitive. Therefore, it is of interest to design specialized search techniques
that are both attracted to the globally optimum candidate, and efficient. The efficiency of a
random search method is typically evaluated by the balance established between exploration,
exploitation, and estimation. Exploration refers to searching globally for promising candidates
within the entire search space, exploitation involves local search of promising subregions of the
set of candidate solutions, and estimation refers to obtaining more precise estimates at desirable
candidates.
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4.1.3

Chapter Goals

This chapter focuses on the following two extensions of a standard simulation-based discrete
stochastic optimization problem:
1. The data collected via simulation experiments is temporally correlated, which is more
realistic in practice.
2. The elements of the problem such as the profile of the stochastic events or objective
function undergo random unpredicted changes.
The goal is to devise a class of sampling-based adaptive search algorithms that are both capable
to track the non-stationary global optimum, and efficient in the sense that they localize the optimum by taking and evaluating as few samples as possible from the search space. The resulting
algorithms can thus be deployed as online control mechanisms that enable self-configuration of
large-scale stochastic systems.

4.1.4

Main Results

When little is known about the structure of a discrete stochastic optimization problem and
the objectives cannot be evaluated exactly, one has to experience each feasible solution several
times so as to obtain a somewhat accurate estimate of its objective value. This is where the
role of the sampling strategy in a randomized search algorithm becomes pivotal. The sampling
strategy that we propose in this chapter is inspired by adaptive learning algorithms in interactive
situations. We particularly take our inspiration from stochastic fictitious play [106] learning rule
in non-cooperative game theory.
The main results in this chapter are summarized below:
1. A regime switching model that captures random evolution of parameters affecting the stochastic behavior of the elements underlying the discrete stochastic optimization problem or the
objective function (or both). This model is mainly meant for analyzing the tracking capability of the devised adaptive search scheme. The typical independence assumption among
the data collected via simulation experiments is further relaxed, which is more realistic in
practice.
2. A smooth best-response adaptive search scheme. A class of adaptive search algorithms is
proposed that relies on a smooth best-response sampling strategy. The proposed algorithm
assumes no functional properties such as sub-modularity, symmetry, or exchangeability on
the objective function, and relies only on the data collected via observations, measurements
or simulation experiments.
3. Performance analysis of the smooth best-response adaptive search algorithm. We prove that,
if the evolution of the parameters underlying the discrete stochastic optimization problem
114

4.1. Introduction
occur on the same timescale as the updates of the adaptive search algorithm, it can properly
track the global optimum by showing that a regret measure can be made and kept arbitrarily
small infinitely often. Further, if now the time variations occur on a slower timescale than
the adaptation rate of the proposed algorithm, the most frequently sampled element of the
search space tracks the global optimum as it jumps over time. This in turn implies that the
proposed scheme exhausts most of its simulation budget on the global optimum.
4. Numerical evaluation verifies faster convergence to the global optimum, and improved efficiency as compared with the random search methods in [9, 290], and the upper confidence
bound schemes in [22, 115].
It is well known that, if the random changes underlying the discrete stochastic optimization
problem occurs too rapidly, there is no chance one can track the time-varying optima via an
adaptive search algorithm [290]. Such a phenomenon is known as trackability in the literature
of adaptive filtering [40]. On the other hand, if the changes are much slower as compared to
updates of the adaptive search algorithm, the discrete stochastic optimization problem can be
approximated by a stationary problem, and the changes can be ignored. This chapter focuses
on the non-trivial case where the changes occur on the same timescale as the updates of the
adaptive search algorithm, and prove that the proposed scheme properly tracks the time-varying
global optimum.
The tracking analysis proceeds as follows: First, by a combined use of weak convergence
methods [192] and treatment on Markov switched systems [291, 293], we show that the limit
dynamical system representing the discrete-time iterates of the proposed adaptive search algorithm is a switched ordinary differential equation (ODE). This is in contrast to the standard
treatment of stochastic approximation algorithms, where the limiting dynamics converge to a deterministic ODE. By using Lyapunov function methods for randomly switched systems [67, 197],
the stability analysis then shows that the limit system is asymptotically stable almost surely.
This in turn establishes that the limit points of the switching ODE and the discrete-time iterates of the algorithm coincide. The final step concludes the tracking and efficiency results by
characterizing the set of global attractors of the limit dynamical system.

4.1.5

Chapter Organization

The rest of this chapter is organized as follows: Section 4.2 describes the standard discrete
stochastic optimization problem. Section 4.3 then presents the regime switching discrete stochastic optimization, and formalizes the main assumptions posed on the problem. In Section 4.4,
the smooth best-response adaptive search scheme is presented and elaborated. The main theorem of this chapter entailing the tracking and efficiency properties is given in Section 4.5. A
step-by-step proof of the main results is summarized in Section 4.6. The case of slowly evolving
discrete stochastic optimization problem is analyzed in Section 4.7. Finally, numerical examples
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are provided in Section 4.8 followed by the closing remarks in Section 4.9. The detailed proofs
are relegated to Section 4.10 for clarity of presentation.

4.2

Discrete Stochastic Optimization Problem

In its simplest setting, a discrete stochastic optimization problem is formulated as
min F (s) := E {F (s, xn (s))}
s∈S

(4.1)

where each element is described below:
1. Feasible Set: S = {1, 2, . . . , S} is discrete and finite. This may be due to the nature
of the problem itself, a reduction through other analyses, or a simplification due to practical
considerations. For example, in an (s, S) inventory problem (see, e.g., [296]), it may be that
order quantities are restricted by the supplier, and through rough analytical calculations, good
estimates of upper and lower bounds on the optimal restocking order can be found [100].
The problem is unconstrained in the sense that no feasibility constraint exists. For a constrained variant, one can either solve the set of feasibility constraints (if possible) in advance
to obtain S, or use the method of discrete Lagrange multipliers (see, e.g., [278, 279]). The feasible set can be conceived as the set of possible configurations of a system subject to stochastic
inputs.
2. Stochastic Events:

xn (s) is a bounded Rr -valued stationary random process representing

the stochastic inputs to the system, whose distribution may vary across the set of candidate
solutions S.
3. Objective Function:

F : S × Rr → R denotes the bounded performance function of

interest for the stochastic system. In view of (4.1), one is therefore interested in optimizing the
expected performance of a stochastic system over a discrete set of feasible design alternatives.
In many practical applications, the random process xn (s) has finite variance but unknown
distribution; hence, the expectation cannot be evaluated analytically. Stochastic simulation
has proven to be a powerful tool in such cases owing to its great modeling flexibility. That
is, one is capable to obtain a realization of F (s, xn (s)), for any choice of s, via a simulation
experiment.
Example 4.1. Consider the problem of optimizing the buffer sizes in a queueing network
comprising multiple stations with buffers. Such a network may represent an assembly line in
the manufacturing industry, networked processors in parallel computing, or a communication
network. Let s and xn (s) denote the index to the vector of buffer sizes and the random vector
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of service times at different stations, respectively. The function F (s, xn (s)) is often set to
the amortized cost of buffers minus the revenues due to the processing speed (cf. [287], [192,
Chapter 2.5]). In this case, it is very time consuming to write an explicit formula for F (s, xn (s))
in closed form. Furthermore, when a multi-station multi-server queuing network is subject to
some recycling and a complex priority system, it would be impossible to model the network
analytically, and obtain an explicit formula for F (s, xn (s)) [132, p. 455].
Let
fn (s) = F (s, xn (s)).

(4.2)

It is typically assumed that the sample mean of F (s, xn (s)) is a strongly consistent estimator
of F (s). More precisely, let
N
1 X
fn (s)
FbN (s) :=
N

(4.3)

n=1

denote the sample average over N simulation data collected on candidate solution s. Then, for
all s ∈ S,
lim FbN (s) → F (s)

N →∞

almost surely.

(4.4)

The above assumption is satisfied by most simulation outputs [155]. It becomes the the Kolmogorov’s strong law of large numbers if {fn (s)} is independent and identically distributed
(i.i.d.), and the ergodicity if {fn (s)} is ergodic.
A brute force method of solving the discrete stochastic optimization problem (4.1) involves
an exhaustive enumeration:
1. For each candidate solution s, compute FbN (s), defined in (4.3), via simulation for large
N.
2. Pick s∗ = argmins∈S FbN (s).
The above procedure is highly inefficient since one has to perform a large number of simulation
experiments at each feasible alternative; however, those performed on non-promising candidates
do not contribute to finding the global optimum and are wasted. The main idea is thus to
develop a novel adaptive search scheme that is both attracted to the global optima set and
efficient, in the sense that it spends less time simulating the non-promising alternatives [235,
Chapter5].

4.3

Non-stationary Discrete Stochastic Optimization Problem

This chapter considers two extensions of the above problem:
1. It allows for {fn (s)} to be a correlated sequence as long as it satisfies the weak law of
large numbers.
117

4.3. Non-stationary Discrete Stochastic Optimization Problem
2. It studies a non-stationary variant where the global optimum jumps with time due to
underlying time variations in the problem.
Such problems arise in a broad range of practical applications where the goal is to track the
optimal operating configuration of a stochastic system subject to exogenous time inhomogeneity.
More precisely, we consider discrete stochastic optimization problem of the form


min F (s, θ[n]) := E F s, xn (s, θ[n]), θ[n]
s∈S

(4.5)

where the feasible set S = {1, 2, . . . , S} is defined as before. All time-varying parameters
underlying the system, e.g., profile of stochastic events or objective function (or both), are
assumed to be finite-state and absorbed to a vector. For simplicity, we index these vectors by
Q = {1, . . . , Θ}, and work with the indices instead. Evolution of the underlying parameters can
then be captured by the integer-valued process θ[n] ∈ Q. It is assumed that θ[n], n = 1, 2, . . ., is
unobservable with unknown dynamics. The random process xn (s, θ), as before, represents the
stochastic events occurring in the system, except that now its distribution may vary across the
state-space of the underlying time-varying parameters as well. Notice that, the set of optimizers
of (4.5), denoted by M(θ[n]), is non-stationary and evolves following the sample path of θ[n].
For example, changes in the market trend may affect the demand for a particular product and,
hence, the optimal restocking strategy in an inventory management system. Tracking such
time-varying sets lies at the very heart of applications of adaptive stochastic approximation
algorithms.
Since only samples of the objective function values are realized via simulation, we use

fn (s, θ[n]) := F s, xn (s, θ[n]), θ[n] .

(4.6)

Therefore, the non-stationary discrete stochastic optimization problem in (4.5) becomes
min E {fn (s, θ[n])} .
s∈S

(4.7)

Note that each stochastic process fn (s, θ[n]) in (4.7) is no longer stationary even though fn (s, i)
is stationary for each i ∈ Q. Intuitively, in lieu of one sequence, we have Θ sequences {fn (s, i) :
i ∈ Q} for each feasible decision s ∈ S. One may imagine that there is a random environment
that is dictated by the process θ[n]. If θ[n] takes a value, say, i, at time n, then fn (s, i) will be
the sequence of data output by simulation2 .
We make the following assumption on the sequence of data obtained via simulation experiments.
2
The interested reader is referred to [221] for a detailed treatment of the asymptotic properties of such
stochastic processes.
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Assumption 4.1. Let E` denote the conditional expectation given F` , the σ-algebra generated
by {fn (s, i), θ[n] : i ∈ Q, s ∈ Q, n < `}. Then, for each s ∈ S and for all θ ∈ Q:
(i) {fn (s, θ)} is a bounded, stationary, and real-valued sequence of random variables.
(ii) For any ` ≥ 0, there exists F (s, θ) such that
N +`−1
1 X
E` {fn (s, θ)} → F (s, θ) in probability as N → ∞.
N

(4.8)

n=`

The above condition allows us to work with correlated sequences of simulation data (on a
particular feasible solution) whose remote past and distant future are asymptotically independent. The result follows from the mixing condition with appropriate mixing rates. Examples
include sequences of i.i.d. random variables with bounded variance, martingale difference sequences with finite second moments, moving average processes driving by a martingale difference
sequence, mixing sequences in which remote past and distant future are asymptotically independent, and certain non-stationary sequences such as a function of a Markov chain, etc. (cf.
[155, 286]).
Since the sequence {θ[n]} cannot be observed, we suppress the dependence in (4.7) on θ[n],
and keep using fn (s) in the rest of this chapter to denote the objective function value at feasible
solution s realized at time n.

4.4

Smooth Best-Response Adaptive Randomized Search

This section introduces a class of stochastic approximation algorithms that, relying on smooth
best-response strategies [39, 151], prescribes how to sample from the search space so as to
efficiently learn and track the non-stationary global optimum. To this end, Section 4.4.1 defines
the class of smooth best-response sampling strategies and outlines its distinct properties. The
proposed adaptive search algorithm is then presented in Section 4.4.2.

4.4.1

Smooth Best-Response Sampling Strategy

A randomized search algorithm repeatedly takes samples from the search space according to a
randomized sampling strategy (a probability distribution over the search space). These samples
are then evaluated via real-time simulation experiments, using which the sampling strategy and
estimate of the global optimum are revised. The sampling strategy that we propose, namely,
smooth best-response sampling strategy, is inspired by leaning algorithms in games [106, 151],
and is defined as follows.
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Definition 4.1. Let

(
∆S =

)

p ∈ RS ; pi ≥ 0,

X

pi = 1 .

(4.9)

i∈S

denote the simplex of all probability distributions on the search space S. Choose a perturbation
function ρ(σ) : int(∆S) → R, where int(∆S) denotes the interior of simplex ∆S, such that:
1. ρ(·) is C 1 (i.e., continuously differentiable), strictly concave, and |ρ| ≤ 1;
2. k∇ρ(σ)k → ∞ as σ approaches the boundary of ∆S:
lim

σ→∂(∆S)

k∇ρ(σ)k = ∞

where k · k denotes the Euclidean norm, and ∂(∆S) represents the boundary of simplex
∆S.
Given a belief vector

φ = col φ1 , . . . , φS ∈ RS
the smooth best-response sampling strategy is then defined by


P
bγ φ := argmin
i∈S pi φi − γρ(p) , 0 < γ < ∆F

(4.10)

p∈∆S

where γ is the parameter that determines the exploration weight, and ∆F denotes the greatest
difference in objective function values among the candidate solutions.
The conditions imposed on the perturbation function ρ leads to the following distinct properties of the resulting strategy (4.10):
i) The strict concavity condition ensures uniqueness of bγ (·).
ii) The boundary condition implies bγ (·) belongs to the interior of the simplex ∆S.
The smooth best-response sampling strategy (4.10) approaches the unperturbed best-response
strategy argmini∈S φi , when γ → 0, and the uniform randomization, when γ → ∞. As is natural
in any learning scenario, one expects the adaptive discrete stochastic optimization algorithm to
exhibit exploration so as to learn the stochastic behavior that affects the performance measure of
interest in the system. The smooth best-response sampling strategy (4.10) exhibits exploration
using the idea of adding random values to the beliefs3 as explained below: Suppose β =
(β1 , . . . , βS ) is a random vector that takes values in RS according to some strictly positive
3
This is in contrast to picking candidate solutions at random with a small probability, which is common in
game-theoretic learning such as Algorithm 2.1 and multi-armed bandit algorithms.
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distribution, and represents the random disturbances added to the beliefs. Given the belief
vector φ, suppose one samples each feasible solution i following the choice probability function:


Ci (φ) = P argmin [φs − βs ] = i .
s∈S

Using Legendre transformation, [151, Theorem 2.1] shows that, regardless of the distribution
of the random vector β, a deterministic representation of the form
argmin (p · φ − γρ(p))
p∈∆S

can be obtained for the best response strategy with added random disturbances. That is,
the sampling strategy (4.10) with deterministic perturbation is equivalent to a strategy that
minimizes the sum of the belief and the random disturbance.
The smooth best-response strategy constructs a genuine randomized strategy. This is an
appealing feature since it circumvents the discontinuity inherent in algorithms of pure bestresponse type (i.e., γ = 0 in (4.10)). In such algorithms, small changes in the belief φ can
lead to an abrupt change in the sampling behavior of the algorithm. Such a switching in the
dynamics of the algorithm complicates the convergence analysis.
Example 4.2. An example of the function ρ in Definition 4.1 is the entropy function [106, 107]
ρ (p) = −

X

pi ln (pi )

i∈S

which gives rise to the well-known Boltzmann exploration strategy with constant temperature
bγi


exp − φi /γ
.
φ =P
j∈S exp − φj /γ


(4.11)

Such a strategy is also used in the context of learning in games, widely known as logistic
fictitious-play [105] or logit choice function [151].
We shall now define the belief vector and describe its update mechanism. The belief is a
vector

φ[n] = col φ1 [n], . . . , φS [n] ∈ RS
where each element φi [n] is the estimate at time n of the objective function value at candidate i.
Let s[n] be the candidate sampled from the search space S at time n according to the bestresponse sampling strategy bγ (φ[n]). Then, each element of the belief vector is recursively
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updated via



fn (s[n])
φi [n + 1] = φi [n] + µ γ
· I(s[n] = i) − φi [n] ,
bi (φ[n])

0<µ1

(4.12)

where I(·) denotes the indicator function: I(X) = 1 if the statement X is true, and 0 otherwise.
Further, fn (s[n]) represents the simulated objective function value at the sampled candidate at
time n. The normalization factor 1/pi (bγ (φ[n])), intuitively speaking, makes the length of periods that each element i has been sampled comparable to the total time elapsed. The discount
factor µ is further a small parameter that places more weight on more recent simulations and
is necessary as we aim to track time-varying global optima. It can be easily verified that φi [n]
in (4.12) can be defined directly using the output of simulation experiments up to time n as
follows:
"
n−1

φi [n] := (1 − µ)

#


X
f1 (s[1])
n−τ fτ (s[τ ])

I(s[τ ] = i). (4.13)
I(s[1]
=
i)
+
µ
(1
−
µ)
bγi (φ[τ ])
bγi φ[1]
2≤τ ≤n

This verifies that each component of the belief vector have the interpretation of discounted average objective function at the corresponding candidate solution. We shall emphasize that (4.13)
relies only on the data obtained from simulation experiments; it does not require the system
model nor the realizations of the θ[n] (that captures the exogenous non-stationarities).

4.4.2

Adaptive Search Algorithm

The smooth best-response adaptive search can be simply described as an adaptive sampling
scheme. Based on the belief φ[n], it prescribes to take a sample s[n] from the search space

according to the smooth best-response sampling strategy bγ φ[n] in (4.10). A simulation
experiment is then performed to evaluate the sample and obtain fn (s[n]), which is in turn
fed into a stochastic approximation algorithm to update the belief and, hence, the sampling
strategy. The proposed algorithm relies only on the simulation data and requires minimal
computational resources per iteration: It needs only one simulation experiment per iteration
as compared to two in [9], or S (the size of the search space) in [235, Chapter 5.3]. Yet, as
evidenced by the numerical evaluations in Section 4.8, it guarantees performance gains in terms
of the tracking speed.
Let 0S denote a column zero vector of size S. The smooth best-response adaptive search
algorithm is summarized below in Algorithm 4.1.
Remark 4.1. We shall emphasize that Algorithm 4.1 assumes no knowledge of θ[n] nor its
dynamics. If θ[n] was observed, one could form and update beliefs φθ [n] independently for each
θ ∈ Q, and use bγ (φθ0 [n]) to select s[n] once the system switched to θ0 .
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Algorithm 4.1 Smooth Best-Response Adaptive Search
Initialization: Choose ρ according to the conditions in Definition 4.1. Set the adaptation
rate 0 < µ  1, and the exploration parameter 0 < γ < ∆F , where ∆F is an estimate of the
greatest difference in objective function values. Initialize
φ[0] = 0S .

Step 1: Sampling. Sample s[n] ∼ bγ φ[n] , where

P

bγ φ[n] = argmin
i∈S pi φi [n] − γρ(p) .

(4.14)

Step 2: Evaluation. Perform simulation to obtain fn (s[n]).
Step 3: Belief Update.



φ[n + 1] = φ[n] + µ gn s[n], φ[n], fn (s[n]) − φ[n]

(4.15)

p∈∆S


fn (s[n])
 · I(s[n] = i).
where g = col(g1 , . . . , gS ), and gi s[n], φ[n], fn (s[n]) := γ
bi φ[n]

(4.16)

Recursion. Set n ← n + 1 and go to Step 1.
Remark 4.2. The choice of adaptation rate µ is of critical importance. Ideally, one would want
µ to be small when the belief is close to the vector of true objective values, and large otherwise.
Choosing the best µ is, however, not straightforward as it depends on the dynamics of the
time-varying parameters (which is unknown). One enticing solution is to use a time-varying
adaptation rate µ[n], and an algorithm which recursively updates it as the underlying parameters evolve. The updating algorithm for µ[n] will in fact be a separate stochastic approximation
algorithm which works in parallel with the adaptive search algorithm. Such adaptive step-size
stochastic approximations are studied in [40, 191] and [192, Section 3.2], and remain out of the
scope of this chapter.

4.5

Tracking the Non-Stationary Global Optima

This section is devoted to characterizing asymptotic properties of the smooth best-response
adaptive search algorithm. To this end, Section 4.5.1 introduces a regret measure that plays
a key role in the analysis to follow. Section 4.5.2 then postulates a hyper-model for the time
variations underlying the discrete stochastic optimization problem. The main theorem of this
chapter is finally presented in Section 4.5.3 that asserts, if the underlying time variations occur
on the same timescale as the adaptation speed of Algorithm 4.1, the non-stationary global
optima set can be properly tracked.
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4.5.1

Performance Diagnostic

The regret for an on-line learning algorithm is defined as the opportunity loss and compares
the performance of an algorithm, selecting among several alternatives, to the performance of
the best of those alternatives in the hindsight. This is in contrast to the decision theory
literature, where the regret typically compares the average realized payoff for a particular
course of actions with the payoff that would have been obtained if a different course of actions
had been chosen [48]. Accordingly, we define
X




r[n] := (1 − µ)n−1 f1 (s[1]) − F min (θ[1]) + µ
(1 − µ)n−τ fτ (s[τ ]) − F min (θ[τ ]) (4.17)
2≤τ ≤n

where
F min (θ) := min F (s, θ).
s∈S

(4.18)

In (4.17), {s[τ ]} is the sequence of feasible solutions sampled and evaluated by Algorithm 4.1,
and F (s, θ) is defined in (4.8). Similar to (4.12), since the algorithm is deemed to track nonstationary global optima, the regret r[n] is defined as the discounted average performance
obtained using the proposed sampling scheme as compared with the time-varying global optima.
It can be easily verified that r[n] can be recursively updated via


r[n + 1] = r[n] + µ fn (s[n]) − F min (θ[n]) − r[n] .

(4.19)

We shall emphasize that r[n] is just a diagnostic that quantifies the tracking capability of the
proposed random search scheme, and does not need to be evaluated iteratively by the algorithm.
Therefore, no knowledge of θ[n] is required.

4.5.2

Hyper-Model for Underlying Time Variations

A typical method for analyzing the performance of an adaptive algorithm is to postulate a
hyper-model for the underlying time variations [40]. Here, we assume that dynamics of θ[n]
in (4.5) follow a discrete-time Markov chain with infrequent jumps. The following assumption
formally characterizes the hyper-model. It is the same as Assumption 2.1, and is repeated only
for self-containedness.
Assumption 4.2. Let {θ[n]} be a discrete-time Markov chain with finite state space Q =
{1, 2, . . . , Θ} and transition probability matrix
P ε := IΘ + εQ.

(4.20)
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Here, ε > 0 is a small parameter, IΘ denotes the Θ × Θ identity matrix, and Q = [qij ] is
irreducible, and represents the generator of a continuous-time Markov chain satisfying4
qij ≥ 0 for i 6= j,
|qij | ≤ 1 for all i, j ∈ Q,

(4.21)

Q1Θ = 0Θ .
We shall emphasize that the above Markovian model is not used in implementation of
Algorithm 4.1 since it cannot be observed by agents. It is only used in this section to analyze
how well the proposed adaptive search algorithm can track regime switching global optima.
Choosing ε small enough in (4.20) ensures that the entries of P ε are all non-negative. Due
to the dominating identity matrix in (4.20), the transition probability matrix is “close” to the
identity matrix; therefore, θ[n] varies slowly with time.
The small adaptation rate µ in Algorithm 4.1 defines how fast the beliefs are updated. The
impact of the switching rate of the hyper-model θ[n] on tracking properties of the proposed
adaptive search scheme is captured by the relationship between µ and ε in the transition
probability matrix (4.20). If 0 < ε  µ, the global optimum rarely changes and is essentially
fixed during the transient interval of the adaptive search algorithm. We thus practically deal
with a static discrete stochastic optimization problem. On the other hand, if ε  µ, the
optimization problem changes too rapidly, and there is no chance one can track the regime
switching global optimum via an adaptive stochastic approximation algorithm. In this chapter,
we consider the following no-trivial and more challenging case.
Assumption 4.3. ε = O(µ) in the transition probability matrix P ε in Assumption 4.2.
The above condition states that the time-varying parameters underlying the discrete stochastic optimization problem evolve with time on a scale that is commensurate with that determined
by the step-size of Algorithm 4.1.

4.5.3

Main Result: Tracking Performance

In what follows, we use the so-called ordinary differential equation (ODE) method [50, 188, 192]
to analyze the tracking capability of Algorithm 4.1. Thus, in lieu of working with the discrete
iterates directly, we examine continuous-time piecewise constant interpolation of the regret
4
Note that this is no loss of generality. Given an arbitrary non-truly absorbing Markov chain with transition
probability matrix P µ = I + %Q, one can form

Q=

1
· Q,
qmax

where qmax = max |q ii |.
i∈Ms

To ensure that the two Markov chains generated by Q and Q evolve on the same time scale, ε = % · qmax .
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iterates, defined as follows:
rµ (t) = r[n],

for t ∈ [nµ, (n + 1)µ) .

(4.22)

This will enable us to get a limit ODE that represents the asymptotic dynamics of the discretetime iterates as µ → 0. Then, asymptotic stability of the set of global attractors of the derived
ODE concludes the desired tracking result. These details are, however, relegated to a later
section which provides the detailed analysis.
Let |x|+ = max {0, x}. The following theorem is the main result of this chapter and implies
that the sequence {s[n]} generated by Algorithm 4.1 most frequently samples from the global
optima set.
Theorem 4.1. Suppose Assumptions 4.1–4.3 hold, and let {tµ } be any sequence of real numbers
satisfying tµ → ∞ as µ → 0. Then, for any η > 0, there exists γ(η) > 0 such that, if γ ≤ γ(η)
in (4.14), then
|rµ (· + tµ ) − η|+ → 0

in probability.

That is, for any δ > 0,

limµ→0 P rµ (· + tµ ) − η ≥ δ = 0.

(4.23)

Proof. See Section 4.6 for the detailed proof.
The above theorem evidences the tracking capability of Algorithm 4.1 by looking at the
worst case regret, and showing that it will be asymptotically less that some arbitrarily small
value5 . Clearly, ensuring a smaller worst case regret requires sampling the global optimizer more
frequently. Put differently, the higher the difference between the objective value of a feasible
solution and the global optimum, the lower must be the empirical frequency of sampling that
solution to maintain the regret below a certain small value. Here, rµ (· + tµ ) essentially looks at
the asymptotic behavior of r[n]. The requirement tµ → ∞ as µ → 0 means that we look at r[n]
for a small µ and large n with nµ → ∞. It shows that, for a small µ, and with an arbitrarily
high probability, r[n] eventually spends nearly all of its time in the interval [0, η + δ) such that
δ → 0 as µ → 0. Note that, for a small µ, r[n] may escape from the interval [0, η + δ). However,
if such an escape ever occurs, will be a “large deviations” phenomena—it will be a rare event.
The order of the escape time (if it ever occurs) is often of the form exp(c/µ) for some c > 0;
see [192, Section 7.2] for details.
Remark 4.3. The choice of the exploration factor γ essentially determines the size of the
random disturbances β in (4.11), and affects both the efficiency and convergence rate of the
proposed algorithm as evidenced in Figure 4.2. Larger γ increases the exploration weight versus
5

This result is equivalent to the Hannan consistency notion [137] in repeated games, however, in a nonstationary setting.
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exploitation, hence, more time is spent on simulating non-promising elements of the search
space. In practice, one can initially start with γ = ∆F , where ∆F is a rough estimate of the
greatest difference in objective function values based on the outputs of preliminary simulation
experiments. To achieve an asymptotic regret of at most η in Theorem 4.1, one can then
periodically solve for γ(η) in

br γ(η) φ[n] · φ[n] = min φi [n] + η,
i∈S

(4.24)

and reset 0 < γ < γ(η) in the smooth best-response strategy (4.14).
Note that, to allow adaptivity to the time variations underlying the problem, Algorithm 4.1
selects non-optimal states with some small probability. Thus, one would not expect the sequence
of samples eventually spend all its time in the global optima before it undergoes a jump. In
fact, {s[n]} may visit each feasible solution infinitely often. Instead, the sampling strategy implemented by Algorithm 4.1 ensures the empirical frequency of sampling non-optimal elements
stays very low.
Remark 4.4. In the traditional analysis of adaptive filtering algorithms, one typically works
with a time-varying parameter whose trajectories change slowly but continuously. In comparison, here, we allow the parameters underlying the stochastic system jump change with possibly
large jump sizes. If such jumps occur on a faster timescale—an order of magnitude faster—than
the adaptation rate µ of the stochastic approximation recursion (4.15), then Algorithm 4.1 will
only be able to find the system configuration that optimizes the performance of the “mean
system” dictated by the stationary distribution of the integer-valued process θ[n].

4.6

Analysis of the Smooth Best-Response Adaptive Search

This section is devoted to both asymptotic and non-asymptotic analysis of the adaptive search
algorithm, and proves the main result presented in Theorem 4.1.
In this section, we work with the following two diagnostics:
1. Regret r[n]:

It quantifies the ability of the adaptive search algorithm in tracking the

random unpredictable jumps of the global optimum, and is defined in Section 4.5.1.
2. Empirical Sampling Distribution z[n]:

Efficiency of a discrete stochastic optimization

algorithm is defined as the percentage of times that the global optimum is sampled [235]. To
quantify efficiency of the smooth best-response sampling strategy (4.10), we define the empirical
sampling distribution by a vector
z[n] = (z1 [n], . . . , zS [n]) ∈ RS
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where each element zi [n] records the percentage of times element i was sampled and simulated
up to time n. It is iteratively updated via the stochastic approximation recursion


z[n + 1] = z[n] + µ es[n] − z[n] ,

0<µ1

(4.25)

where ei denotes the unit vector in the S-dimensional Euclidean space whose i-th component is
equal to one. The small parameter µ introduces an exponential forgetting of the past sampling
frequencies and is the same as the adaptation rate of the stochastic approximation update rule
for the beliefs in (4.12). The empirical sampling frequency z[n] can be compactly defined using
the non-recursive expression
z[n] := (1 − µ)n−1 es[1] + µ

P

2≤τ ≤n (1

− µ)n−τ es[τ ]

(4.26)

and has two functions:
1. At each time n, the global optimum is estimated by the index of the maximizing component of the vector z[n].
2. The maximizing component itself then quantifies efficiency of the proposed smooth bestresponse sampling scheme.
The rest of this section is organized into two subsections: Section 4.6.1 characterizes the
limit system associated with discrete-time iterates of the adaptive search scheme and the two
performance diagnostics defined above. Section 4.6.2 then proves that such a limit system is
globally asymptotically stable with probability one and characterizes its global attractors. The
analysis up to this point considers µ small and n large, but µn remains bounded. Finally, to
obtain the result presented in Theorem 4.1, we let µn go to infinity and conclude asymptotic
stability of interpolated process associated with the regret measure in Section 4.6.3. For better
readability, details for each step of the proof are relegated to Section 4.10. Certain technical
details are also passed over; however, adequate citation will be provided for the interested
reader.

4.6.1

Characterization of the Mean Switching ODE

This subsection uses weak convergence methods to derive the limit dynamical system associated
with the iterates (r[n], z[n]). We shall start by defining weak convergence, that makes the basis
of our tracking analysis.
Definition 4.2 (Weak Convergence). Let Z[n] and Z be Rr -valued random vectors. Z[n]
converges weakly to Z, denoted by Z[n] ⇒ Z, if for any bounded and continuous function Ω(·),
EΩ(Z[n]) → EΩ(Z) as n → ∞.
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Define

F(θ) := col F (1, θ), · · · , F (S, θ)

(4.27)

where F (s, θ) is defined in (4.8). Let further
(4.28)

b
φ[n]
:= φ[n] − F(θ[n])

denote the deviation error in tracking the true objective function values via the simulation data
at time n. Let further


b
φ[n]





x[n] :=  r[n]  .
z[n]

(4.29)

In view of (4.15) and (4.19), it can be easily verified that x[n] follows the recursion
h
i

b
x[n + 1] = x[n] + µ A s[n], φ[n],
fn (s[n]) − x[n] +

"

F(θ[n]) − F(θ[n + 1])
0S+1

#
(4.30)

where



b + F(θ[n]), fn (s[n]) − F(θ[n])
g s[n], φ[n]

 
b
.
A s[n], φ[n],
fn (s[n]) = 
f
(s[n])
−
F
(θ[n])
n
min


es[n]


(4.31)

In (4.31), g(·, ·, ·) is defined in (4.16), and F min (·) and F(·) are defined in (4.18) and (4.27),
respectively.
As is widely used in the analysis of stochastic approximations, we work with the piecewise
constant interpolated processes
xµ (t) = x[n], and θµ (t) = θ[n],

for t ∈ [nµ, (n + 1)µ).

(4.32)

The following theorem characterizes the limit dynamical system representing the stochastic
approximation iterates x[n] as a Markovian switching ODE.
Theorem 4.2. Consider the recursion (4.30) and suppose Assumptions 4.1–4.3 hold. Then,
as µ → 0, the interpolated pair process (xµ (·), θµ (·)) converges weakly to (x(·), θ(·)) that is a
solution of
dx
= G(x, θ(t)) − x,
dt

(4.33)
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where

 γ
b
G(x, θ(t)) = 





 0S
b + F(θ(t)) · F(θ(t)) − F min (θ(t)) 
.
φ



b + F(θ(t))
bγ φ

Here, 0S denotes an S ×1 zero vector, F(·) and F min (·) are defined in (4.18) and (4.27), respectively, and θ(t) denotes a continuous time Markov chain with generator Q as in Assumption 4.2.
Proof. See Section 4.10.
The above theorem asserts that the asymptotic behavior of Algorithm 4.1 can be captured
by an ODE modulated by a continuous-time Markov chain θ(t). At any given instance, the
Markov chain dictates which regime the system belongs to, and the system then follows the
corresponding ODE until the modulating Markov chain jumps into a new state. This explains
the regime-switching nature of the system under consideration.

4.6.2

Stability Analysis of the Mean Switching ODE

We next proceed to analyze stability of the limit system that have been shown in Section 4.6.1
to capture the dynamics of the discrete-time iterates of Algorithm 4.1.
In view of (4.33), there exists no explicit interconnection between the dynamics of r(t) and
z(t). To obtain the result presented in Theorem 4.1, we need to look only at the stability of
d
dt

"

b
φ
r

#

"
=


 0S
b + (θ(t)) · F(θ(t)) − F min (θ(t))
bγ φ

#

"
−

b
φ
r

#
.

(4.34)

b
Let us start by looking at the evolution of φ(t),
the deviation error in tracking the objective
b
function values. In view of (4.34), φ(t) evolves according to the deterministic ODE
b
dφ
b
= −φ.
dt

(4.35)

b
Note that the dynamics of φ(t)
is independent of the dynamics of r(t). Consequently,
b =φ
b exp(−t).
φ(t)
0
b
That is, (4.35) is asymptotically stable, and φ(t)
decays exponentially fast to 0S as t → ∞.
This essentially establishes that realizing fn (s[n]) provides sufficient information to construct
an unbiased estimator of the vector of true objective function values6 .
6


It can be shown that the sequence φ[n] induces the same asymptotic behavior as the beliefs developed
using the brute force scheme [235, Chapter 5.3], discussed in Section 4.2.
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b = 0S into the limit switching ODE associated
Next, substituting the global attractor φ
with the regret r(t) in (4.34), we analyze stability of

dr
= bγ F(θ(t)) · F(θ(t)) − F min (θ(t)) − r.
dt

(4.36)

Before proceeding with the theorem, let us define asymptotic stability w.p.1 (See [293,
Chapter 9] and [67] for further details). In what follows, dist[·, ·] denotes the usual distance
function.
Definition 4.3. Consider the Markovian switched system
Ẏ (t) = h (Y (t), θ(t))
Y (0) = Y0 , θ(0) = θ0 , Y (t) ∈ Rr , θ(t) ∈ Q

(4.37)

where θ(t) is a continuous time Markov chain with generator Q, and h(·, i) is locally Lipschitz
for each i ∈ Q. A closed and bounded set H ⊂ Rn × Q is asymptotically stable almost surely if


limt→∞ dist (Y (t), θ(t)), H = 0 a.s.
Let
R[0,η) = {r ∈ R; 0 ≤ r < η} .

(4.38)

The stability analysis is broken down into two steps: First, the stability of each deterministic
subsystem, obtained by fixing the switching signal θ(t) = θ, is examined. The set of global
attractors is shown to comprise R[0,η) for all θ ∈ Q. The slow switching condition then allows
us to apply the method of multiple Lyapunov functions [197, Chapter 3] to analyze stability of
the switched system.
Theorem 4.3. Consider the limit Markovian switched dynamical system (4.36). Let r(0) = r0
and θ(0) = θ0 . For any η > 0, there exists γ(η) such that, if 0 < γ < γ(η) in (4.14), the
following results hold:
1. If θ(t) = θ is held fixed, the set R[0,η) is globally asymptotically stable for each deterministic
limit system θ ∈ Q. Furthermore,

lim dist r(t), R[0,η) = 0.

t→∞

(4.39)

2. For the Markovian switched system, the set R[0,η) × Q is globally asymptotically stable
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almost surely. In particular,



a) P ∀ > 0, ∃γ() > 0 s.t. dist r0 , R[0,η) ≤ γ()



⇒ supt≥0 dist r(t), R[0,η) <  = 1



b) P ∀γ, 0 > 0, ∃T (γ, 0 ) ≥ 0 s.t. dist r0 , R[0,η) ≤ γ



⇒ supt≥T (γ,0 ) dist r(t), R[0,η) < 0 = 1.
Proof. See Section 4.10.
The above theorem states that the set of global attractors of the Markovian switched
ODE (4.36) is the same as that for all deterministic ODEs, obtained by holding θ(t) = θ,
and guarantees an asymptotic regret of at most η. This sets the stage for Section 4.6.3 which
combines the above result with Theorem 4.2 to conclude the desired tracking result in Theorem 4.1.

4.6.3

Asymptotic Stability of the Interpolated Processes

This section completes the proof of Theorem 4.1 by looking at the asymptotic stability of the
interpolated process yµ (t), defined as follows:
"
yµ (t) = y[n] :=

b
φ[n]
r[n]

#
for t ∈ [nµ, (n + 1)µ).

(4.40)

In Theorem 4.2, we considered µ small and n large, but µn remained bounded. This gives a
limit switched ODE for the sequence of interest as µ → 0. The next step is to study asymptotic
stability and establish that the limit points of the switched ODE and the stochastic approximation algorithm coincide as t → ∞. We thus consider the case where µ → 0 and n → ∞,
however, µn → ∞ now. Nevertheless, instead of considering a two-stage limit by first letting
µ → 0 and then t → ∞, we study yµ (t + tµ ) and require tµ → ∞ as µ → 0. The following corollary concerns asymptotic stability of the interpolated process, and asserts that the interpolated
regret process will asymptotically be confined to the interval [0, η).
Corollary 4.1. Let

Y η = col(0S , r); r ∈ R[0,η) .

(4.41)

Denote by {tµ } any sequence of real numbers satisfying tµ → ∞ as µ → 0. Assume {y[n] : µ >
0, n < ∞} is tight or bounded in probability. Then, for each η ≥ 0, there exists γ (η) ≥ 0 such
that if γ ≤ γ (η) in (4.14),
yµ (· + tµ ) → Y η in probability as µ → 0.

(4.42)
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Proof. See Section 4.10

4.7

The Case of Slow Random Time Variations

This section is devoted to the analysis of the adaptive search scheme when the random evolution
of the parameters underlying the discrete stochastic optimization problem occurs on a timescale
that is much slower as compared to the adaptation rate of the adaptive search algorithm with
step-size µ. More precisely, we replace Assumption 4.3 with the following assumption.
Assumption 4.4. 0 < ε  µ in the transition probability matrix P ε in Assumption 4.2.
The above assumption introduces a different timescale to Algorithm 4.1, which leads to
an asymptotic behavior that is fundamentally different as compared with the case ε = O(µ),
that we analyzed in Section 4.6. Under Assumption 4.4, θ(·) is the slow component and x(·)
is the fast transient in (4.33). It is well-known that, in such two timescale systems, the slow
component is quasi-static—remains almost constant—while analyzing the behavior of the fast
timescale. The weak convergence argument then shows that (xµ (·), θµ (·)) converges weakly to
(x(·), θ) as µ → 0 such that the limit x(·) is a solution to
dx
= G(x, θ) − x,
dt

(4.43)

where




0S



b + F(θ) · F(θ) − F min (θ) 
G(x, θ) =  bγ φ
.

γ b
b φ + F(θ)

(4.44)

Our task is then to investigate stability of this limit system. Recall (4.29). In view of (4.44),
there exists no explicit interconnection between the dynamics of r and z in (4.43). Therefore,
we start by looking at
d
dt

"

b
φ
r

#

"
=

#

0S

b + F(θ) · F(θ) − F min (θ)
bγ φ

"
−

b
φ
r

#
.

b
The first component is asymptotically stable, and any trajectory φ(t)
decays exponentially fast
to 0S as t → ∞. The first result in Theorem 4.3 also shows that, for the second component,
the set R[0,η) is globally asymptotically stable for all θ ∈ Q.
It remains to analyze stability of
d
dt

"

b
φ
z

#

"
=

#

0S
b + F(θ)
bγ φ



"
−

b
φ
z

#
.
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b = 0S , we
The first component is asymptotically stable. Substituting the global attractor φ
look at


dz
= bγ F(θ) − z
dt

which is also globally asymptotically stable. Further, any trajectory z(t) converges exponen
tially fast to bγ F(θ) as t → ∞.
Combining the above steps, one can obtain the same asymptotic stability result as that
presented in Corollary 4.1. Using a similar argument as in Corollary 4.1, it can also be shown
that

zµ (· + tµ ) → bγ F(θ)

in probability as µ → 0

where {tµ } is any sequence of real numbers satisfying tµ → ∞ as µ → 0. Therefore, for any
δ > 0,
limµ→0 P



zµ (· + tµ ) − bγ F(θ) ≥ δ = 0

(4.45)

where k · k denotes the Euclidean norm. Feeding in the vector of true objective function values
F(θ) for any θ, the smooth best-response strategy in Definition 4.1 outputs a randomized
strategy with the highest probability assigned to the global optimum. This in turn implies that
the maximizing element of the empirical sampling distribution zµ (· + tµ ) represents the global
optimum. The following corollary summarizes this result.
Corollary 4.2. Denote the most frequently sampled feasible solution by
smax [n] = argmax zi [n]
i∈S

where zi [n] is the i-th component of z[n], defined in (4.26). Further, define the continuous time
interpolated sequence
sµmax (t) = smax [n]

for

t ∈ [nµ, (n + 1)µ) .

Then, under Assumptions 4.1, 4.2 and 4.4, sµmax (· + tµ ) converges in probability to the global
optima set M(θ) for each θ ∈ Q. That is, for any δ > 0,



lim P dist sµmax (· + tµ ), M(θ) ≥ δ = 0

µ→0

(4.46)

where dist[·, ·] denotes the usual distance function.
The above corollary simply asserts that, for a small µ and for any θ ∈ Q, the most frequently
sampled element, with a high probability, eventually spends nearly all its time in the global
optima set.
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4.8

Numerical Study

This section illustrates performance of the adaptive search scheme in Algorithm 4.1, henceforth
referred to as AS, using the numerical example presented in [9, 11]. The performance of the
AS scheme will be compared with the following two algorithms existing in the literature:
1. Random search (RS) [9, 290].

RS is a modified hill-climbing algorithm. The RS

algorithm is summarized below in Algorithm 4.2.
Algorithm 4.2 Random search (RS) [9, 290]
Initialization. Select s[0] ∈ S. Set πi [0] = 1 if i = s[0], and 0 otherwise. Set s∗ [0] = s[0] and
n = 1.
Step 1: Random search. Sample a feasible solution s0 [n] uniformly from the set S − s[n − 1].
Step 2: Evaluation and Acceptance. Simulate to obtain fn (s[n − 1]) and fn (s0 [n]), and set
 0
s [n],
if fn (s0 [n]) > fn (s[n − 1]),
s[n] =
s[n − 1], otherwise.
Step 3: Occupation Probability Update.


π[n] = π[n − 1] + µ es[n] − π[n − 1] ,

0<µ<1

(4.47)

where ei is a unit vector with the i-th element being equal to one.
Step 4: Global Optimum Estimate.
s∗ [n] ∈ argmax πi [n].
i∈S

Recursion. Let n ← n + 1, and go to Step 1.
For static discrete stochastic optimization problems, the constant step-size µ in (4.47) is
replaced with the decreasing step-size µ[n] = 1/n, which gives the RS algorithm in [9]. Each iteration of the RS algorithm requires one random number selection, O(S) arithmetic operations,
one comparison and two independent simulation experiments.
2. Upper confidence bound (UCB) [22, 115]. The UCB algorithms belong to the to
the family of “follow the perturbed leader” algorithms. Let B denote an upper bound on
the objective function and ξ > 0 be an constant. The UCB algorithm is summarized in
Algorithm 4.3.
For static discrete stochastic optimization problems, one has to set µ = 1 in (4.48), which
gives the UCB1 algorithm in [22]; otherwise, the discount factor µ has to be chosen in the
interval (0, 1). Each iteration of the UCB algorithm requires O(S) arithmetic operations, one
maximization, and one evaluation of the objective function fn (s).
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Algorithm 4.3 Upper confidence bound (UCB) [22, 115]
Initialization. For all i ∈ S, simulate to obtain f0 (i), and set
f i [0] = f0 (i), ni = 1, and s∗ [0] ∈ argmaxi∈S f i [0].
Select 0 < µ ≤ 1, and set n = 1.
Step 1: Sampling and Evaluation. Sample a candidate solution
s
ξ ln(M [n] + 1)
s[n] = argmax f i [n] + 2B
mi [n]
i∈S
where
f i (n) =
mi [n] =

1
mi [n]

Pn

τ =1 µ

n−τ f (s[τ ])
τ

Pn

n−τ I(s[τ ] = i), and M [n] =
τ =1 µ

PS

i=1 mi [n].

(4.48)

Simulate fn (s[n]).
Step 2: Global Optimum Estimate.
s∗ [n] ∈ argmax f i [n].
i∈S

Recursion. Let n ← n + 1, and go to Step 1.
In comparison to the RS and UCB algorithms, using ρ(x) as in Remark 4.2, the AS scheme
presented in this chapter requires O(S) arithmetic operations, one random number selection,
and one evaluation of the objective function fn (s) at each iteration.
We start with a static discrete stochastic optimization example, and then proceed to the
regime switching setting.

4.8.1

Example 1: Static Discrete Stochastic Optimization

Suppose the demand d[n] for a particular product has a Poisson distribution with parameter λ:
d[n] ∼ f (s; λ) =

λs exp(−λ)
.
s!

The sequence {d[n]} is assumed to be i.i.d. for the comparison purposes—since the RS and
UCB methods assume independence of observations. The objective is then to find the number
that maximizes the demand probability, subject to the constraint that at most S units can be
ordered. This problem can be formulated as a discrete deterministic optimization problem:

argmax
s∈{0,1,...,S}

f (s; λ) =

λs exp(−λ)
s!


(4.49)

136

4.8. Numerical Study
which can be solved analytically. Here, the aim is to solve the following stochastic variant: Find
argmin −E {I(d[n] = s)}

(4.50)

s∈{0,1,...,S}

where I(X) is the indicator function: I(X) = 1 if the statement X is true, and 0 otherwise.
Clearly, the set of global optimizers of (4.49) and (4.50) coincide. This enables us to check the
results obtained via the adaptive search schemes.
We consider the following two cases for the rate parameter λ:
(i) λ = 1. The set of global optimizers will be M = {0, 1};
(ii) λ = 10. The set of global optimizers will be M = {9, 10}.
For each case, we further study how the size of the search space affects the performance by
considering two cases: (i) S = 10, and (ii) S = 100. Since the problem is static, in the sense
that M is fixed for each case, one can use the results of [36] to show that if the exploration
factor γ in (4.10) decreases to zero sufficiently slowly, the sequence of samples {s[n]} converges
almost surely to the global minimum. More precisely, we consider the following modifications
to Algorithm 4.1:
 The constant step-size µ in (4.15) is replaced by the decreasing step-size µ[n] = n1 .
 The exploration factor γ in (4.14) is replaced by

1
nα ,

0 < α < 1.

By the above construction, {s[n]} will eventually become reducible with singleton communicating class M. That is, the sequence of samples {s[n]} eventually spends all its time in the global
optimum. This is in contrast to Algorithm 4.1 in the regime switching setting, which will be
discussed in the next example. In this example, we set α = 0.2 and γ = 0.01. We further set
B = 1, and ξ = 0.5 in the UCB method.
To compare the computational costs of the schemes and give a fair comparison, we use the
number of simulation experiments performed by each scheme when evaluating its performance.
All algorithms start at a randomly chosen element s[0], and move towards M. The speed of
convergence, however, depends on the rate parameter λ and the search space size S + 1 in all
three methods. Close scrutiny of Table 4.1 leads to the following observations: In all three
schemes, the speed of convergence decreases when either S or λ (or both) increases. However,
the effect of increasing λ is more substantial since the objective function values of the worst and
best feasible solutions get closer when λ = 10. Given equal number of simulation experiments,
higher percentage of cases that a particular method has converged to the global optimum
indicates convergence at a faster rate. Table 4.1 confirms that the AS algorithm ensures faster
convergence in each case.
To evaluate and compare efficiency of the algorithms, the sample path of the number of
P
simulation experiments performed on non-optimal solutions, i.e., 1 − i∈M zi [n], is plotted in
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Iteration
n
10
50
100
500
1000
5000
10000

S = 10
AS RS UCB

S = 100
AS RS UCB

55
98
100
100
100
100
100

11
30
48
79
93
100
100

39
72
82
96
100
100
100
(a)

Iteration
n
10
100
500
1000
5000
10000
20000
50000

86
90
95
100
100
100
100

6
18
29
66
80
96
100

43
79
83
89
91
99
100

λ=1

S = 10
AS RS UCB

S = 100
AS RS UCB

29
45
54
69
86
94
100
100

7
16
28
34
60
68
81
90

14
30
43
59
75
84
88
95
(b)

15
41
58
74
86
94
100
100

3
9
21
26
44
49
61
65

2
13
25
30
44
59
74
81

λ = 10

Table 4.1: Percentage of independent runs of algorithms that converged to the global optimum
set in n iterations.
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Figure 4.1: Proportion of simulations expended on non-optimal solutions (λ = 1, S = 100).
Figure 4.1, when λ = 1 and S = 100. As can be seen, since the RS method randomizes among all
(except the previously sampled) feasible solutions at each iteration, it performs approximately
98% of the simulations on non-optimal elements. Further, the UCB algorithm switches to
its exploitation phase after a longer period of exploration as compared to the AS algorithm.
Figure 4.1 thus verifies that the AS algorithm has the supreme balance between exploration
of the search space and exploitation of the simulation data. Figure 4.2 further illustrates the
sensitivity of both the convergence speed and the efficiency of the AS scheme to the exploration
parameter γ. As can be seen, larger γ increases both the number of simulation experiments that
the algorithm requires to find the global optimum and the proportion of simulations performed
on non-optimal candidate solutions.

4.8.2

Example 2: Regime Switching Discrete Stochastic Optimization

Consider the discrete stochastic optimization problem described in Section 4.8.1 with the exception that now λ(θ[n]) jumps between 1 and 10 according to a Markov chain {θ[n]} with state
space Q = {1, 2}, and transition probability matrix
ε

P = I + εQ,

Q=

"
−0.5

0.5

#

0.5

−0.5

.

(4.51)
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Figure 4.2: Sensitivity to γ when λ = 1 and S = 10. The set of global optimizers is M = {0, 1}.
(Top) convergence speed. (Bottom) The distribution of simulation experiments (efficiency) after
n = 104 iterations.
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10

Number of Simulations n

Figure 4.3: Sample path of the estimate of the global optimum. The set of global optimizers is
M(1) = {0, 1}, for 0 < n < 103 , and M(2) = {9, 10}, for 103 ≤ n < 105 .
The regime switching discrete stochastic optimization problem that we aim to solve is then (4.50),
where S = 10, and
d[n] ∼ f (s; λ(θ[n])) =

λs (θ[n]) exp(−λ(θ[n]))
,
s!

λ(1) = 1, and λ(2) = 10.

(4.52)

The sets of global optimizers are then M(1) = {0, 1} and M(2) = {9, 10}, respectively. In the
rest of this section, we assume γ = 0.1, and µ = ε = 0.01.
Figure 4.3 shows tracking capability of the algorithms for a slow Markov chain {θ[n]} that
undergoes a jump from θ = 1 to θ = 2 at n = 103 . As can be seen, contrary to the RS scheme,
both the AS and UCB methods properly track the changes; however, the AS algorithm responds
faster to the jump. Figure 4.4 further illustrates the proportion of simulation experiments
performed on non-optimal feasible solutions as λ jumps. Evidently, the AS algorithm provides
the supreme balance between exploration and exploitation, and properly responds to the regime
switching. Finally, Figure 4.5 compares efficiency of algorithms for different values of ε in (4.51),
which determines the speed of evolution of the hyper-model. Each point on the graph is an
average over 100 independent runs of 106 iterations of the algorithms. As expected, the estimate
of the global optimum spends more time in the global optimum for all methods as the speed
of time variations decreases. The estimate provided by the AS algorithm, however, differs from
the true global optimum less frequently as compared with the RS and UCB methods.
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Figure 4.4: Proportion of simulation experiments on non-optimal feasible solutions when the
global optimum jumps at n = 103 .

45

% of Time Spent Out of Global Optima
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40
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35
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Speed of Markovian
switching ε matches
algorithm step-size μ

20
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10
5
0
−3
10

−2

10

−1

10

Speed of Markovian Switching ε

Figure 4.5: Proportion of the time that global optimum estimate does not match the true global
optimum versus the switching speed of the set of global optimizers.
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4.9

Concluding Remarks

Inspired by stochastic fictitious play learning rules in game-theory, this chapter presented a
smooth best-response adaptive search algorithm for simulation-based discrete stochastic optimization problems that undergo random unpredictable changes. These problems are of practical
interest in many fields such as engineering, supply chain management, logistics and transportation, management science, and operations research. The salient features of the proposed scheme
include:
1. It assumes no functional properties such as sub-modularity, symmetry, or exchangeability
on the objective function.
2. It allows temporal correlation of the data obtained from simulation experiments, which
is more realistic in practice.
3. It can track non-stationary global optimum when it evolves on the same timescale as the
updates of the adaptive search algorithm, and spends most of its simulation effort on the
global optimizers set.
Numerical examples confirmed superior efficiency and convergence characteristics as compared
with the existing random search and pure exploration methods. The proposed method is
simple, intuitive, and flexible enough to allow an end-user to exploit the structure inherent in
the optimization problem at hand, and also exhibits attractive empirical performance.
Now that it has been shown adaptive search algorithms inspired by game-theoretic learning
schemes can be used to solve discrete stochastic optimization problems efficiently, it will be
interesting to devise and evaluate adaptive search schemes of better-response type similar to
the regret-matching learning rule of Chapter 2. This will be the subject of Chapter 5.

4.10

Proofs of Results

4.10.1

Proof of Theorem 4.2

Before proceeding with the proof, we shall recall the definition of tightness.
Definition 4.4 (Tightness). Let Z[n] be an Rr -valued random vector. We say the sequence
{Z[n]} is tight if for each η > 0, there exists a compact set Kη such that P (Z[n] ∈ Kη ) ≥ 1 − η
for all n.
The definitions of weak convergence (see Definition 4.2) and tightness extend to random
elements in more general metric spaces. On a complete separable metric space, tightness is
equivalent to relative compactness, which is known as Prohorov’s Theorem [46]. By virtue of
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this theorem, we can extract convergent subsequences when tightness is verified. We thus start
by proving the tightness of the interpolated process xµ (·).
Recall the discrete-time iterates x[n], in (4.30). In view of the boundedness of the objective
function, for any 0 < T1 < ∞ and n ≤ T1 /µ, {x[n]} is bounded w.p.1. As a result, for any
ϑ > 0,
sup E kx[n]kϑ < ∞

(4.53)

n≤T1 /µ

where in the above and hereafter k · k denotes the Euclidean norm. We will also use t/µ to
denote the integer part of t/µ for each t > 0. Next, considering the interpolated process xµ (·),
defined in (4.32), and the recursion (4.30), for any t, u > 0, δ > 0, and u < δ, it can be verified
that
xµ (t + u) − xµ (t) = µ

(t+u)/µ−1 h

i

b
A s[k], φ[k],
fk (s[k]) − x[k]

X

k=t/µ
(t+u)/µ−1

"

X

F(θ[k]) − F(θ[k + 1])

k=t/µ

0S+1

+

(4.54)

#

where A(·, ·, ·) is defined in (4.31). Consequently, using the parallelogram law,
2

(t+u)/µ−1

Eµt kxµ (t + u) − xµ (t)k2 ≤ 2Eµt µ

X


b
A s[k], φ[k],
fk (s[k]) − x[k]

k=t/µ
2

(t+u)/µ−1

+ 2Eµt

X

(4.55)



F(θ[k]) − F(θ[k + 1])

k=t/µ

where Eµt denotes the conditional expectation given the σ-algebra generated by the µ-dependent
past data up to time t. By virtue of the tightness criteria [187, Theorem 3, p. 47] or [192,
Chapter 7], it suffices to verify that
(
lim lim sup E

δ→0

µ→0

)
sup

0≤u≤δ

Eµt kxµ (t

+ u) − xµ (t)k

2

= 0.

(4.56)

Concerning the first term on the r.h.s. of (4.55), by boundedness of the objective function, we
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obtain
Eµt µ

P(t+u)/µ−1
k=t/µ


b
A s[k], φ[k],
fk (s[k]) − x[k]

(t+u)/µ−1 (t+u)/µ−1

X

X

τ =t/µ

κ=t/µ

= µ2
2

≤ Kµ



t
t+u
−
µ
µ

Eµt

2

h

2

i0 h
i


b ], fτ (s[τ ]) − x(τ ) A s[κ], φ[κ],
b
A s[τ ], φ[τ
fκ (s[κ]) − x(κ)

= O u2



(4.57)

We then concentrate on the second term on the r.h.s. of (4.55). Note that, for sufficiently small
positive µ, if Q is irreducible, then so is I + εQ. Thus, for sufficiently large k,
k(I + εQ)k − 1ν ε kM ≤ λkc ,

for some 0 < λc < 1

where ν ε denotes the row vector of stationary distribution associated with the transition matrix
I +εQ, 1 denotes the column vector of ones, and k·kM represents any matrix norm. The essential
feature involved in the second term in (4.55) is the difference of the transition probability
matrices of the form
(I + εQ)k−(t/µ) − (I + εQ)k+1−(t/µ) .
However, it can be seen that
h
i
(I + εQ)k−(t/µ) − (I + εQ)k+1−(t/µ) = −εQ (I + εQ)k−(t/µ) − 1Θ ν ε .
This in turn implies that
(t+u)/µ−1

Eµt

"

X

F(θ[k]) − F(θ[k + 1])

k=t/µ

0S+1
(t+u)/µ−1

≤ KO(ε)

X
k=t/µ

λkc ≤ O(ε)

#

∞
X

2

(4.58)
λkc = O(µ).

k=1

Note that, in the last equality, we used Assumption 4.2. Finally, combining (4.57) and (4.58),
the tightness criteria (4.56) is verified. Therefore, xµ (·) is tight in D([0, ∞] : R2S+1 ), which
denotes the space of functions that are defined in [0, ∞), taking values in R2S+1 , and are right
continuous and have left limits (Càdlàg functions) with Skorohod topology (see [192, p. 228]).
In view of [290, Proposition 4.4], θµ (·) is also tight, and θµ (·) converges weakly to θ(·) such
that θ(·) is a continuous time Markov chain with generator Q given in Assumption 2.1. As the

result, the pair (xµ (·), θµ (·)) is tight in D [0, ∞] : R2S+1 × Q .
Using Prohorov’s theorem [192], one can extract a convergent subsequence. For notational
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simplicity, we still denote the subsequence by xµ (·), and its limit by x(·). By the Skorohod
representation theorem [192], xµ (·) → x(·) in the sense of w.p.1 and the convergence is uniform
on any compact interval. We now proceed to characterize the limit x(·) using martingale
averaging methods.
First, we demonstrate that the last term in (4.54) contributes nothing to the limit ODE.
We aim to show


(t+u)/µ−1

lim Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 ) Eµt 

µ→0

X
k=t/µ

"

#
F(θ[k]) − F(θ[k + 1]) 
= 0.
0S+1

This directly follows from an argument similar to the one used in (4.58).
To obtain the desired limit, it will be proved that the limit (x(·), θ(·)) is the solution of the
martingale problem with operator L defined below: For all i ∈ Q,

>
Ly(x, i) = ∇x y(x, i) [G(x, i) − x] + Qy(x, ·)(i),
P
Qy(x, ·)(i) = j∈Q qij y(x, j),

(4.59)

and, for each i ∈ Q, y(·, i) : R2S+1 7→ R with y(·, i) ∈ C01 (C 1 function with compact support).
Further, ∇x y(x, i) denotes the gradient of y(x, i) with respect to x, and G(·, ·) is defined
in (4.34). Using an argument similar to [291, Lemma 7.18], one can show that the martingale
problem associated with the operator L has a unique solution. Thus, it remains to prove that
the limit (x(·), θ(·)) is the solution of the martingale problem. To this end, it suffices to show
that, for any positive arbitrary integer κ0 , and for any t, u > 0, 0 < tι ≤ t for all ι ≤ κ0 , and
any bounded continuous function h(·, i) for all i ∈ Q,
h
Eh(x(tι ), θ(tι ) : ι ≤ κ0 ) y (x(t + u), θ(t + u)) − y (x(t), θ(t))
i
R t+u
− t Ly (x(v), θ(v)dv) = 0.

(4.60)

To verify (4.60), we work with (xµ (·), θµ (·)) and prove that the above equation holds as µ → 0.
By the weak convergence of (xµ (·), θµ (·)) to (x(·), θ(·)) and Skorohod representation, it can
be shown that
Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 ) [(xµ (t + u), θµ (t + u)) − (xµ (t), θµ (t))]
→ Eh (x(tι ), θ(tι ) : ι ≤ κ0 ) [(x(t + u), θ(t + u)) − (x(t), θ(t))] .
Now, choose a sequence of integers {nµ } such that nµ → ∞ as µ → 0, but δµ = µnµ → 0, and
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partition [t, t + u] into subintervals of length δµ . Then,

y xµ (t + u),θµ (t + u) − y (xµ (t), θµ (t))


P
= t+u
`:`δµ =t y (x[`nµ + nµ ], θ[`nµ + nµ ]) − y (x[`nµ ], θ[`nµ ])


P
= t+u
`:`δµ =t y (x[`nµ + nµ ], θ[`nµ + nµ ]) − y(x[`nµ ], θ[`nµ + nµ ])


P
+ t+u
`:`δµ =t y(x[`nµ ], θ[`nµ + nµ ]) − y(x[`nµ ], θ[`nµ ])
where

Pt+u

`:`δµ =t

(4.61)

denotes the sum over ` in the range t ≤ `δµ ≤ t + u.

First, we consider the second term on the r.h.s. of (4.61):
i
hP
t+u
[y
(x[`n
],
θ[`n
+
µ])
−
y
(x[`n
],
θ[`n
])]
lim Eh(xµ (tι ), θµ (tι ) : ι ≤ κ0 )
µ
µ
µ
µ
`:`δ
=t
µ
µ→0
h Pt+u PΘ PΘ
= limµ→0 Eh xµ (tι ), θµ (tι ) : ι ≤ κ0
`:`δµ =t
i0 =1
j0 =1
hP
ii


`nµ +nµ −1
×
y
(x[`n
],
j
)
P
(θ[k
+
1]
=
j
|θ[k]
=
i
)
−
y(x[`n
],
i
)
I
(θ[k]
=
i
)
µ
0
0
0
µ
0
0
k=`nµ
i
 hR t+u
Qy(x(v),
θ(v))dv
(4.62)
= Eh x(tι ), θ(tι ) : ι ≤ κ0
t
For the first term on the r.h.s. of (4.61), we obtain
limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
i
t+u
×
[y
(x[`n
+
n
],
θ[`n
+
n
])
−
y
(x[`n
],
θ[`n
+
n
])]
µ
µ
µ
µ
µ
µ
µ
`:`δµ =t
= limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
i
t+u
×
[y
(x[`n
+
n
],
θ[`n
])
−
y
(x[`n
],
θ[`n
])]
µ
µ
µ
µ
µ
`:`δµ =t
= limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
h
i
t+u
> φ[`n
b
b
×
∇
y
+
n
]
−
φ[`n
]
µ
µ
µ
b
`:`δµ =t φ


+ ∇r y r[`nµ + nµ ] − r[`nµ ]
+ ∇φb y > [z[`nµ + nµ ] − z[`nµ ]]
hP
t+u
= limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
`:`δµ =t δµ

h P
h
>
× ∇φ
by

1
nµ

i

b + F(θ[`nµ ]), fk (s[k]) − F(θ[`nµ ]) −
g s[k], φ[k]

1
nµ

P`nµ +nµ −1 b i
φ[k]
k=`nµ

i

P`nµ +nµ −1 
1 P`nµ +nµ −1
f
(s[k])
−
F
(θ[`n
])
−
r[k]
min
µ
k
k=`nµ
k=`nµ
nµ
h P
ii
P
`n
+n
−1
`n
+n
−1
µ
µ
µ
µ
+ ∇r z> n1µ k=`n
es[k] − n1µ k=`n
z[k]
µ
µ
+ ∇r y

h

`nµ +nµ −1
k=`nµ

i

1
nµ

(4.63)

where ∇x y denotes the gradient column vector with respect to vector x. For notational simplicity, we use ∇φb y, ∇r y, and ∇z y to denote ∇φb y(x[`nµ ], θ[`nµ ]), ∇r y(x[`nµ ], θ[`nµ ]), and
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∇z y(x[`nµ ], θ[`nµ ]), respectively. The rest of the proof is divided into three steps, each concerning one of the three terms in (4.63).
We start by looking at

Step 1.

lim Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
h
hP
i ii
h P

`nµ +nµ −1
t+u
> 1
b + F(θ[`nµ ], fk (s[k]) − F(θ[`nµ ])
δ
∇
g
s[k],
φ[k]
×
y
µ
b
`:`δµ =t
k=`nµ
nµ
φ

µ→0

= lim Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
µ→0
hP

t+u
> − F(θ[`n ]) +
×
δ
∇
y
µ
b
`:`δµ =t µ φ
hP
n
Θ
θ=1

E`nµ

1
nµ

P`nµ +nµ −1 PΘ
k=`nµ

θ̌=1

(4.64)

o

 ii
b + F(θ[`nµ ]), fk (s[k], θ) · E`n I θ[k] = θ|θ[`nµ ] = θ̌
g s[k], φ[k]
µ

where fk (·, θ) is defined in Assumption 4.1, and concentrate on the term involving the Markov
chain θ[k]. Note that for large k with `nµ ≤ k ≤ `nµ +nµ and k−`nµ → ∞, by [290, Proposition
4.4], for some b
k0 > 0,


k0 (k − `nµ ) ,
(I + εQ)k−`nµ = Z (k − `nµ )ε + O ε + exp(−b
dZ(t)
= Z(t)Q, Z(0) = I.
dt
For `nµ ≤ k ≤ `nµ + nµ , ε = O(µ) yields that (k − `nµ )ε → 0 as µ → 0. For such k,
Z((k − `nµ )ε) → I. Therefore, by the boundedness of g ·, ·), it follows that, as µ → 0,
1
nµ

P`nµ +nµ −1
k=`nµ


b + F(θ[`nµ ]), fk (s[k], θ)
E`nµ g s[k], φ[k]



× E`nµ I (θ[k] = θ) I θ[`nµ ] = θ̌ − I θ[`nµ ] = θ̌ → 0.

Therefore,
limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
i i
hP
 P
h

`nµ +nµ −1
t+u
> 1
b
×
δ
∇
y
g
s[k],
φ[k]
+
F(θ[`n
]),
f
(s[k])
−
F(θ[`n
])
µ
µ
k
b
`:`δµ =t µ φ
k=`nµ
nµ
= limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
P

t+u
Θ
>
×
δ
∇
y
(4.65)
b
`:`δµ =t µ φ
θ̌=1 I θ[`nµ ] = θ̌
h

 ii
P`nµ +nµ −1
b + F(θ̌), fk (s[k], θ̌)
× − F(θ̌) + n1µ k=`n
E
g
s[k],
φ[k]
.
`n
µ
k
µ
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It is more convenient to work with the individual elements of g(·, ·, ·). Substituting for the i-th
element from (4.16) in (4.65) results
limµ→0

Eh (xµ (t

ι

), θµ (t


ι)

: ι ≤ κ0 )


× − F (i, θ̌) +

1
nµ

Pt+u

b
`:`δµ =t δµ ∇φ

P`nµ +nµ −1
k=`nµ

y>


E`nµ

bγi



PΘ

θ̌=1 I

fk (i,θ̌) 
b
φ[k]+F(θ̌)

θ[`nµ ] = θ̌




· I (s[k] = i)

hP
t+u
>
= limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
by
`:`δµ =t δµ ∇φ
i
h
P
 i
Θ
1 P`nµ +nµ −1
E
{f
(i,
θ̌)}
I
θ[`n
]
=
θ̌
.
−
F
(i,
θ̌)
+
×
µ
`n
k
µ
k=`n
nµ
θ̌=1
µ

(4.66)

In (4.66), we used

E`nµ {I (s[k] = i)} = bγi φ[`nµ ]
since s[k] is chosen according to the smooth best-response strategy bγ (φ[k]); see Step 1 in
Algorithm 4.1. Recall that
b µ ] + F(θ[`nµ ]).
φ[`nµ ] = φ[`n
b µ] +
However, in the last line of (4.65), θ[`nµ ] = θ̌ is held fixed. Therefore, φ[`nµ ] = φ[`n
F(θ̌). Note that fk (i, θ̌) is still time-dependent due to the presence of noise in the simulation
data. Note further that θ[`nµ ] = θµ (µ`nµ ). In light of Assumptions 4.1 and 4.2, by the weak
convergence of θµ (·) to θ(·), the Skorohod representation, and using µ`nµ → v, it can be shown
for the second term in (4.66) that, as µ → 0,
PΘ

1
θ̌=1 nµ

P`nµ +nµ −1



E`nµ fk (i, θ̌) I θµ (µ`nµ ) = θ̌

P
→ Θ
θ̌=1 F (i, θ̌)I θ(v) = θ̌ = F (i, θ(v)) in probability.
k=`nµ

(4.67)

Using a similar argument for the first term in (4.66) yields
hP
t+u
>
limµ→0 Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
by
`:`δµ =t δµ ∇φ
 P
h
i i

`nµ +nµ −1
b + F(θ[`nµ ]), fk (s[k]) − F(θ[`nµ ])
g
s[k],
φ[k]
= 0S .
× n1µ k=`n
µ

(4.68)

By using the technique of stochastic approximation (see, e.g., [192, Chapter 8]), it can be shown
that
h P
ii
`nµ +nµ −1 b
> 1
δ
∇
y
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Step 2. Next, we concentrate on the second term in (4.63). By virtue of the boundedness of
fk (s, θ) (see Assumption 4.1), and using a similar argument as in Step 1,
hP
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Here, we used E`nµ {I (s[k] = i)} = bγi φ[`nµ ] as in Step 1. Recall from (4.28) that
b + F(θ[k]).
φ[k] = φ[k]
By weak convergence of θµ (·) to θ(·), the Skorohod representation, and using µ`nµ → v and
Assumptions 4.1 and 4.2, it can then be shown
P`nµ +nµ −1




bγi φµ (µ`nµ ) E`nµ fk (i, θ̌) I θµ (µ`nµ ) = θ̌

b
→ bγi φ(v)
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PΘ

1
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Using a similar argument for the second term in (4.70), we conclude that, as µ → 0,
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Finally, similar to (4.69),
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Step 3.

Next, we concentrate on the last term in (4.63). Using similar arguments as in Step

1 and 2,
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Noting that θ[`nµ ] = θµ (µ`nµ ), by the weak convergence of θµ (·) to θ(·), the Skorohod representation, and using µ`nµ → v, it can then be shown
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Therefore, as µ → 0,
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Finally, similar to (4.69),
Eh xµ (tι ), θµ (tι ) : ι ≤ κ0

h Pt+u

t

Combining Steps 1 to 3 concludes the proof.

4.10.2

Proof of Theorem 4.3

Define the Lyapunov function:
Vθ (r) = r2
where the subscript θ emphasizes that the switching signal θ(t) is held fixed at θ in (4.36).
Taking the time derivative, and applying (4.36), we obtain



d
Vθ (r) = 2r · bγ F(θ) · F(θ) − F min (θ) − r
dt
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Since the objective function value at various states is bounded for each θ ∈ Q,
d
Vθ (r) ≤ 2r · [C(γ, θ) − r]
dt

(4.78)

for some constant C(γ, θ). Recall the smooth best-response sampling strategy bγ (·) in Definition 4.1. The parameter γ simply determines the magnitude of perturbations applied to the
objective function. It is then clear that C(γ, θ) is monotonically increasing in γ.
In view of (4.78), for each η > 0, γ
b can be chosen small enough such that, if γ ≤ γ
b and
r ≥ η,
2C(γ, θ) ≤ η,

hence,

d
Vθ (r) ≤ −Vθ (r).
dt

(4.79)

Therefore, each deterministic subsystem is globally asymptotically stable and, for γ ≤ γ
b,


lim dist r(t), R[0,η) = 0.

t→∞

Next, we use the above Lyapunov function argument to extend [67, Corollary 12] to prove
global asymptotic stability w.p.1 of the Markovian switched limit dynamical systems. Before
proceeding with the theorem, we recall the definition of class K∞ functions.
Definition 4.5. A continuous function a : R+ → R+ is a class K∞ function if: (i) it is strictly
increasing, (ii) a(0) = 0, and (iii) a(x) → ∞ if x → ∞.
Theorem 4.4 ([67, Corollary 12]). Consider the switching system (4.37) in Definition 4.3,
where θ(t) is the state of a continuous time Markov chain with generator Q. Define
q := max |qθθ |, and qe := max
qθθ0 .
0
θ∈Q

θ,θ ∈Q

Suppose there exist continuously differentiable function Vθ : Rn → R+ , θ ∈ Q, two class K∞
functions a1 , a2 , and a real number v > 1 such that the following hold:
1. a1 (dist[Y, H]) ≤ Vθ (Y ) ≤ a2 (dist[Y, H]), ∀Y ∈ Rr , θ ∈ Q,
2.

∂Vθ
∂Y fθ (Y

) ≤ −λVθ (Y ), ∀Y ∈ Rr , ∀θ ∈ Q,

3. Vθ (Y ) ≤ vVθ0 (Y ), ∀Y ∈ Rr , θ, θ0 ∈ Q,
4. (λ + qe)/q > v.
Then, the regime-switching system (4.37) is globally asymptotically stable almost surely.
The quadratic Lyapunov function (4.78) satisfies hypothesis 2 in Theorem 4.4; see (4.79).
Further, since the Lyapunov functions are the same for all subsystems θ ∈ Q, existence of v > 1
in hypothesis 3 is automatically guaranteed. Hypothesis 4 simply ensures that the switching
signal θ(t) is slow enough. Given that λ = 1 in hypothesis 2, it remains to ensure that the
152

4.10. Proofs of Results
generator Q of the Markov chain θ(t) satisfies (1+e
q )/q > 1. This is also satisfied since, by (2.30),
|qθθ0 | ≤ 1 for all θ, θ0 ∈ Q.

4.10.3

Proof of Corollary 4.1

We only give an outline of the proof, which essentially follows from Theorems 4.2 and 4.3.
Define
b µ (·) = yµ (· + tµ ).
y
b µ (·) is tight. For any T1 < ∞, take a weakly convergent subsequence
Then, it can be shown that y
of
 µ
b (·), y
b µ (· − T1 ) , and denote the limit by
y


b (·), y
bT1 (·) .
y

b (0) = y
bT1 (T1 ). The value of y
bT1 (0) may be unknown, but the set of all possible
Note that y
bT1 (0) (over all T1 and convergent subsequences) belongs to a tight set. Using this
values of y
and Theorems 4.2 and 4.3, for any % > 0, there exists a T% < ∞ such that for all T1 > T% ,


bT1 (T1 ), Y η ≥ 1 − %.
dist y
This implies that


b (0), Y η ≥ 1 − %
dist y
and the desired result follows.
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5

Regret-Based Adaptive Search for
Discrete Stochastic Optimization
“True optimization is the revolutionary contribution of modern research to decision processes.”—George B. Dantzig

5.1

Introduction

Similar to Chapter 4, this chapter also considers simulation-based discrete optimization problems that undergo random unpredictable changes. The simulation experiments performed for
evaluating the objective function are allowed to provide correlated information, which is more
realistic in many systems of practical interest. The global optimum jump changes as the parameters underlying the problem, such as the profile of the stochastic events or the objective
function, randomly evolve with time. The time varying parameters are assumed to be unobservable with unknown dynamics. This problem can be interpreted as tracking the optimal
operating configuration of a stochastic system subject to uncontrollable time inhomogeneity.
Tracking such non-stationary optima lies at the very heart of stochastic approximation methods. Details on simulation-based discrete optimization problems and the related challenges can
be found in Section 4.1. We merely recall that there are two main difficulties involved in solving
such problems: (i) the optimization problem itself is NP-hard, and (ii) experimenting on a trial
feasible solution can be too computationally expensive to be repeated numerous times.
The sampling-based adaptive search scheme presented in Chapter 4 relies on a sampling
strategy that is of best-response type. That is, it keeps sampling the candidate which is thus far
conceived to guarantee the highest “performance.” This is an appealing feature in simulationbased discrete stochastic optimization problems as one aims to localize the globally optimum
candidate with as little computational expense as possible. Inspired by the regret-matching
adaptive learning algorithm of Chapter 2, this chapter proposes a regret-based adaptive search
algorithm that is of better-response type. That is, it keeps sampling and evaluating all those
candidates that have been found promising based on the limited simulation data collected
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thus far. The proposed method belongs to the class of randomized search schemes with fixed
neighborhood structure.
The regret-based adaptive search algorithm proceeds as follows: At each time, a sample is
taken from the search space according to a potential-based sampling strategy which relies on a
simple and intuitive regret measure. The system performance is then simulated at the sampled
configuration, and fed into a stochastic approximation algorithm to update the regrets and,
hence, the sampling strategy. The appeal of sampling-based methods is because they often
approximate well, with a relatively small number of samples, problems with a large number of
scenarios; see [55, 199] for numerical reports on sampling-based methods.

5.1.1

Main Results

A typical method for analyzing an algorithm that aims at tracking non-stationary optima is to
postulate a hyper-model for the underlying time variations [40]. This hyper-model may represent
the dynamics of the profile of the stochastic events in a system or changes in the performance
measure (or both). Here, the hyper-model is assumed to be a discrete-time finite-state Markov
chain, which perfectly captures the dynamics of the jumping global optimum when the feasible
set is integer-ordered. It is well known that, if the hyper-model changes too drastically, there
is no chance the time-varying optimum can be tracked. On the other hand, if the hyper-model
evolves too slowly, its variation can be ignored. This chapter, similar to Chapter 4, studies the
non-trivial case where the hyper-model evolves on the same timescale as the adaptive search
algorithm. This is in contrast to most existing algorithms that are designed to locate stationary
global optimum.
The main results in this chapter are summarized below:
1. A regret-based adaptive search scheme of better-response type that is inspired by the regretmatching learning rule in Chapter 2. The proposed algorithm assumes no functional properties such as sub-modularity, symmetry, or exchangeability on the objective function, allows
temporally correlated sequences of simulation data, and can as well be deployed in static
discrete stochastic optimization problems.
2. Performance analysis of the regret-based adaptive search algorithm. We prove that, if the
evolution of the parameters underlying the discrete stochastic optimization problem occur
on the same timescale as the updates of the regret-base adaptive search algorithm, it can
properly track the global optimum by showing that the worst case regret can be made and
kept arbitrarily small infinitely often. Further, if now the time variations occur on a slower
timescale than the adaptation rate of the proposed algorithm, the most frequently sampled
element of the search space tracks the global optimum as it jumps over time. Indeed,
the proportion of experiments completed on a non-optimal candidate solution is inversely
proportional to how far its associated objective value is from the global optimum.
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3. Numerical evaluation. We use two examples to evaluate and compare the performance of
the proposed scheme. The first example is the same as that in Section 4.8, and concerns a
production firm that aims to learn the order size that occurs with maximum probability. The
second example is a discrete-event simulation optimization of for a classic (s, S) inventory
management policy. Both examples verify faster convergence and improved efficiency as
compared with the random search method in [9, 290], the simulated annealing algorithm
in [5], and the upper confidence bound schemes of [22, 115].
Both analytical results and numerical evaluations are somewhat surprising as they show, by
properly choosing the potential function in the sampling strategy, one can obtain performance
characteristics with better-response type adaptive search methods that are similar to those
obtained via adaptive search schemes of best-response type in Chapter 4.
We use the well-known ordinary differential equation (ODE) approach [50, 192] to analyze
the tracking capability of the proposed algorithm. First, by a combined use of weak convergence
methods [192] and treatment on Markov switched systems [291, 293], it is shown the limit system
associated with the discrete-time iterates of the algorithm is a switched ODE modulated by
a continuous-time Markov chain. This is in contrast to the standard treatment of stochastic
approximations, where the limiting dynamics converge to a deterministic ODE. Next, using
Lyapunov function methods [66, 197] for switched systems, it is proved that the limit system
is globally asymptotically stable almost surely. This in turn establishes that the limit points
of the switched ODE and the discrete-time iterates of the adaptive search algorithm coincide.
Finally, the tracking and efficiency results are established via characterizing the set of global
attractors of the limit system.

5.1.2

Chapter Organization

The rest of this chapter is organized as follows: Section 5.2 reviews the regime switching discrete
stochastic optimization problem introduced in Section 4.3. Section 5.3 then presents the regretbased adaptive search algorithm and elaborates on the distinct properties that differentiates it
from the adaptive search algorithm proposed in Section 4.4. The main theorem of this chapter
entailing the tracking and efficiency properties is given in Section 5.4. A step-by-step proof of
the main results is summarized in Section 5.5. The case of slowly evolving discrete stochastic
optimization problem is analyzed in Section 5.6. Finally, numerical examples are provided in
Section 5.7 followed by the concluding remarks in Section 5.8. The detailed proofs are relegated
to Section 5.9 for clarity of presentation.

156

5.2. Non-stationary Discrete Stochastic Optimization

5.2

Non-stationary Discrete Stochastic Optimization

This section briefly recalls the non-stationary discrete stochastic optimization problem, introduced in Section 4.3, and spells out the main assumption made on the sequence of simulation
data.
A non-stationary discrete stochastic optimization problem is of the form:

min E F (s, xn (s, θ[n]), θ[n])
s∈S

(5.1)

where S = {1, 2, . . . , S} is the finite integer-ordered set of candidate solutions. The integervalued process θ[n] takes values in the set Q = {1, . . . , Θ}, and captures evolution of the
parameters underlying the problem, e.g., profile of stochastic events or objective function. It
is assumed that θ[n] is unobservable with unknown dynamics. The random process xn (s, θ)
represents the stochastic events occurring in the system, and its distribution can vary both
across the set of candidate solutions and the state-space of the underlying time variations.
Finally, F : S × Rr × Q → R is the bounded performance function of interest for a stochastic
system. Note that, the set of optimizers of (5.1), denoted by M(θ[n]), is non-stationary and
evolves following the sample path of θ[n]. One is, therefore, interested to optimize the expected
performance of a stochastic system that undergoes random unpredictable changes over time.
However, since no distributional assumption is made on xn (s, θ[n]), the expectation cannot be
evaluated analytically.
In the sequel, we consider a simulation-based variant of the above discrete stochastic optimization problem, where the explicit relation between the decision variables and the objective
function is unknown, and simulation is used to obtain realizations of the objective function
values, denoted by
fn (s, θ[n]) := F (s, xn (s, θ[n]), θ[n]).

(5.2)

Therefore, the non-stationary discrete stochastic optimization problem in (5.1) becomes
min E {fn (s, θ[n])} .
s∈S

(5.3)

Note that each stochastic process fn (s, θ[n]) in (4.7) is no longer stationary even though fn (s, i)
is stationary for each i ∈ Q. Intuitively, in lieu of one sequence, we have Θ sequences {fn (s, i) :
i ∈ Q} for each feasible decision s ∈ S. One may imagine that there is a random environment
that is dictated by the process θ[n]. If θ[n] takes a value, say, i, at time n, then fn (s, i) will be
the sequence of data output by simulation.
The following assumption is made on the sequence of data obtained from the simulation
experiments.
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Assumption 5.1. Let E` denote the conditional expectation given F` , the σ-algebra generated
by {fn (s, i), θ[n] : i ∈ Q, s ∈ Q, n < `}. Then, for each s ∈ S and for all θ ∈ Q:
(i) {fn (s, θ)} is a bounded, stationary, and real-valued sequence of random variables.
(ii) For any ` ≥ 0, there exists F (s, θ) such that
N +`−1
1 X
E` {fn (s, θ)} → F (s, θ) in probability as N → ∞.
N

(5.4)

n=`

The above condition allows correlation in the simulation data, that is more realistic in practice. The result follows from the mixing condition with appropriate mixing rates. Examples
of such processes include: sequences of i.i.d. random variables with bounded variance, martingale difference sequences with finite second moments, moving average processes driving by
a martingale difference sequence, mixing sequences in which remote past and distant future
are asymptotically independent, and certain non-stationary sequences such as a function of a
Markov chain, etc. (cf. [155, 286]).
Since the sequence {θ[n]} cannot be observed, we suppress the dependence in (5.3) on θ[n],
and keep using fn (s) in the rest of this chapter to denote the objective function value at feasible
solution s realized at time n.

5.3

Regret-Based Adaptive Randomized Search

This section introduces a class of stochastic approximation algorithms that, relying on potentialbased sampling strategies [39, 142, 145], prescribes how to sample from the search space so as
to efficiently learn and track the non-stationary global optimum. To this end, Section 5.3.1
defines the class of potential-based sampling strategies and elaborates on its distinct properties.
Section 5.3.2 then presents the proposed regret-based adaptive search algorithm.

5.3.1

Potential-Based Sampling Strategy

Recall from Section 4.4.1 that a randomized search algorithm repeatedly takes samples from the
search space according to a randomized strategy, which is simply a probability distribution over
the search space. These samples are then evaluated via real-time simulation, using which the
sampling strategy and estimate of the global optimum are revised. In this section, we introduce
a new class of sampling strategies, namely, potential-based sampling strategy, that is inspired
by learning algorithms in games [139, 145], and relies on a simple and intuitive regret measure.
This regret measure differs from that introduced in Section 4.4.1, which quantified the tracking
capability of the adaptive search scheme in localizing the global optimum.
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Let
RS− = {x ∈ Rs ; x < 0}
represent the negative orthant in the S-dimensional Euclidean space, and R+ denote the set of
non-negative reals. Let further x+ = max {x, 0}, where the maximum is taken element-wise,
k · k1 and k · k denote the L1 and L2 norms, and 1S represent a vector of size S with all elements
being equal to one. The potential-based sampling strategy is then defined as follows:
Definition 5.1. Let P : RS → R+ be a potential function with the following properties:
1. P is continuously differentiable and P (x) → ∞ as kx+ k2 → ∞;
2. P (x) = 0 if and only if x ∈ RS− ;
3. ∇P (x) ≥ 0;
4. ∇P (x) · x ≥ C k∇P (x)k1 kx+ k1 > 0 for all x ∈
/ RS− for some constants C > 0.
Given a regret vector
r = (r1 , . . . , rS ) ∈ RS
the potential-based sampling strategy is then defined as
∇P (r)
δ
p(r) = (1 − δ) PS
+ 1S ,
S
i=1 ∇i P (r)

where

∇i P (r) =

∂P (r)
,
∂ri

0 < δ < 1.

(5.5)

We shall now proceed to formally define the regret vector and describe its update mechanism.
The regret is defined as the opportunity loss by a column vector
r[n] = col(r1 [n], . . . , rS [n]) ∈ RS .
Each element ri [n] evaluates the increase in average performance were one to replace the sequence of past (up to time n) samples by a fixed element i from the search space. Let s[τ ]
denote the feasible solution sampled at time τ according to the potential-based sampling strategy p(r[τ ]). Then, each element ri [n] is formally defined by
h
i
(s[1])
ri [n] = (1 − µ)n−1 f1 (s[1]) − fp1(r[1])
· I (s[1] = i)
i
h i
Pn
(s[τ ])
+ µ τ =2 (1 − µ)n−τ fτ (s[τ ]) − fpτ (r[τ
·
I
(s[τ
]
=
i)
])

(5.6)

i

where I(X) denotes the indicator function: I(X) = 1 if statement X is true, and I(X) = 0
otherwise. The normalization factor 1/pi (r[τ ]), intuitively speaking, makes the length of periods
that each element i has been sampled comparable to the total time elapsed. The discount factor
0 < µ  1 is further a small parameter that places more weight on more recent simulations and
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is necessary as the algorithm is deemed to track time-varying global optima. It can be easily
verified that ri [n] in (5.6) can be updated recursively via
h
ri [n + 1] = ri [n] + µ fn (s[n]) −

fn (s[n])
pi (r[n])

i
· I (s[n] = i) − ri [n] .

(5.7)

The regrets are updated relying only on the simulation data fn (s[n]); therefore, no knowledge of
the objective function, nor the realizations of {θ[n]}, are required. By the above construction,
a positive regret ri [n] > 0 implies the opportunity to gain by more frequently sampling the
candidate solution i in future.
The potential-based sampling strategy (5.5) can now be interpreted as follows: With probability 1 − δ, the sample is taken according to probabilities proportional to regrets. With the
remaining probability δ, the sample is chosen according to a uniform distribution on the search
space. The strategy (5.5) exhibits better-response behavior as it places positive probability on
all feasible solutions with positive regrets. The more positive the regret associated with a feasible solution, the higher will be the probability allocated to sampling that element in future.
Surprisingly, this better-response behavior is an appealing feature since it circumvents the discontinuity inherent in the strategies of best-response type, where a small change in the regrets
may lead to an abrupt change in behavior. Such discontinuities complicates the convergence
analysis. The exploration, represented by the parameter δ, is further essential as the algorithm
continuously learns the profile of the stochastic events and its evolution through the simulation
experiments.
In light of the above discussion, the potential-based sampling strategy in (5.5) differs from
the smooth best-response sampling strategy in Section 4.4.1 in three aspects:
1. The potential-based sampling strategy places positive probability on all plausible candidates and, hence, is of better-reply type, whereas the best-response strategy keeps sampling
the most plausible candidate given the limited conception of the system performance at
different candidates and, hence, is of best-response type.
2. The smooth best-response strategy exhibits exploration by adding random values to the
beliefs. In contrast, the potential-based strategy implements exploration by uniformly
randomizing among all candidate solutions with a small probability.
3. The smooth best-response strategy circumvents the discontinuity inherent in strategies
of best-response type, which are perhaps the most desirable strategies, by introducing
random disturbances to the beliefs. The potential-based strategy, in contrast, avoids such
discontinuities—which complicate the convergence analysis—by constructing a betterresponse sampling strategy.
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Example 5.1. Let k · kp denote the Lp -norm. A typical example for the potential function is
P (r) = kx+ kp

p

=

PS

i=1

ri+

p

,

1<p<∞

which results in the following potential-based sampling strategy
p−1


p(r[n]) = p1 (r[n]), . . . , pS (r[n]) ,

where

(r+ [n])
pi (r[n]) = (1 − δ) PS i + p−1 + Sδ .
j=1 (rj [n])

(5.8)

For p = 2, such a strategy is widely known as unconditional modified-regret-matching [139, 143]
in the context of learning in games. It further draws analogies with the Blackwell’s approachability framework [1, 47].

5.3.2

Adaptive Search Algorithm

Although being different in the nature of the sampling prescription, the regret-based adaptive
search algorithm is similar to the smooth best-response adaptive search in that both algorithms
simply implement an adaptive sampling scheme. Relying on the regrets experienced so far, the
potential-based strategy prescribes how to sample from the search space. Once the sample is
taken, the objective function is evaluated via real-time simulation. Finally, the new simulation
data is fed into a stochastic approximation algorithm to update the regrets and, accordingly,
the sampling strategy. Similar to Algorithm 4.1, the regret-based adaptive search algorithm
relies only on the simulation data and requires minimal computational resources per iteration:
It needs only one simulation experiment per iteration as compared to two in [9], or S (the size
of the search space) in [235, Chapter 5.3]. Yet, as evidenced by the numerical evaluations in
Section 5.7, it guarantees performance gains in terms of the tracking speed.
Let 1S and 0S represent column vectors of ones and zeros of size S, respectively. The
regret-based adaptive search algorithm is summarized below in Algorithm 5.1.
Remark 5.1. The choice of the step-size µ is of critical importance. Ideally, one would want µ
to be small when the belief is close to the vector of true objective values, and large otherwise.
Choosing the best µ is, however, not straightforward as it depends on the dynamics of the
time-varying parameters (which is unknown). One enticing solution is to use a time-varying
step-size µ[n], and an algorithm which recursively updates it as the underlying parameters
evolve. The updating algorithm for µ[n] will in fact be a separate stochastic approximation
algorithm which works in parallel with the adaptive search algorithm. Such adaptive step-size
stochastic approximation algorithms are studied in [40, 191] and [192, Section 3.2], and are out
of the scope of this chapter.
Remark 5.2. We shall emphasize that Algorithm 5.1 assumes no knowledge of the hyper-model
θ[n] nor its dynamics. The dynamics of θ[n] is indeed used only in the tracking analysis in
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Algorithm 5.1 Regret-Based Adaptive Search
Initialization: Choose a potential function P according to the conditions in Definition 5.1.
Set the exploration parameter 0 < δ < 1 and the adaptation rate 0 < µ  1. Initialize
p[0] =

1
· 1S and r[0] = 0S .
S

Step 1: Sampling. Select s[n] ∼ p(r[n]):
∇P (r)|r=r[n]
δ
∂P (r)
+ 1S , where ∇i P (r) =
.
p(r[n]) = (1 − δ) PS
S
∂ri
i=1 ∇i P (r)|r=r[n]
Step 2: Evaluation. Perform a simulation experiment to obtain fn (s[n]).
Step 3: Regret Update.



r[n + 1] = r[n] + µ g s[n], r[n], fn (s[n]) − r[n]

n (i)
where g = col (g1 , . . . , gS ) , gi s[n], r[n], fn (s[n]) = fn (s[n]) − p f(r[n])
· I (s[n] = i)

(5.9)

(5.10)

i

Recursion. Set n ← n + 1 and go to Step 1.
Section 5.5. If θ[n] was observed, one could form and update regret vectors rθ [n] independently
0

for each θ ∈ Q, and use p(rθ [n]) to select s[n] once the system switched to θ0 .

5.4

Main Result: Tracking Non-Stationary Global Optima

This section is devoted to characterizing asymptotic properties of the regret-based adaptive
search algorithm. Before proceeding, it has to be emphasized that the regret measure in this
chapter differs from that in Chapter 4. The regret in this chapter is a vector that compares the
(discounted) average realized objective function for a particular sequence of samples with that
would have been obtained if a fixed candidate had been chosen for all past periods. The regret
measure in Chapter 4, in contrast, compares the performance of an algorithm, selecting among
several candidates, to the performance of the best of those alternatives. The regret measure in
Chapter 4 is thus the worst case regret. The two regret measures, however, relate to each other
in that the worst case regret r[n] in Chapter 4 is the maximizing element of the regret vector
r[n].
A typical method for analyzing the performance of an adaptive algorithm is to postulate
a hyper-model for the underlying time variations [40]. Here, similar to Chapter 4, we assume
that θ[n] is a discrete-time Markov chain with infrequent jumps. For completeness, we repeat
the following assumption from Section 4.5.2 that characterizes the Markov hyper-model.
Assumption 5.2. Let {θ[n]} be a discrete-time Markov chain with finite state space Q =

162

5.4. Main Result: Tracking Non-Stationary Global Optima
{1, 2, . . . , Θ} and transition probability matrix
P ε = IΘ + εQ.

(5.11)

Here, ε > 0 is a small parameter, IΘ denotes the Θ × Θ identity matrix, and Q = [qij ] is
irreducible and represents the generator of a continuous-time Markov chain satisfying
qij ≥ 0 for i 6= j,
(5.12)

|qij | ≤ 1 for all i, j ∈ Q,
Q1Θ = 0Θ .

The interested reader is referred to Section 4.5.2 for further details and discussion on the
above assumption. The small step-size µ in (5.10) defines how fast the regret vector is updated.
The impact of switching rate of the hyper-model θ[n] on convergence properties of Algorithm 5.1
is captured by the relationship between µ and ε in the transition probability matrix (5.11). This
chapter focuses on the case where the time-varying parameters underlying the discrete stochastic
optimization problem evolve on the same timescale as that determined by the step-size µ of
Algorithm 5.1. This is formalized by the following assumption.
Assumption 5.3. ε = O(µ) in the transition probability matrix P ε in (5.11).
Similar to Chapter 4, we use the ordinary differential equation (ODE) method [50, 188, 192]
to analyze the tracking capability of Algorithm 5.1. Thus, in lieu of working with the discrete
iterates directly, we examine the piecewise constant interpolations of the iterates r[n], which is
defined as follows:
rµ (t) = r[n]

for t ∈ [nµ, (n + 1)µ) .

(5.13)

This will enable us to get a limit ODE that represents the asymptotic dynamics of the discretetime iterates as µ → 0. Then, asymptotic stability of the global attractors set of the desired
ODE concludes the desired tracking result. These details are, however, relegated to a later
section which provides the detailed proofs.
Let x+ := max{x, 0}, where the maximum is taken element-wise. The following theorem
presents the main result and implies that the sequence of samples generated via Algorithm 5.1
most frequently visits the global optimum and tracks its time variations.
Theorem 5.1. Suppose Assumptions 5.1–5.3 hold. Let {tµ } be any sequence of real numbers
satisfying tµ → ∞ as µ → 0. Then, for any η > 0, there exists δ(η) > 0 such that, if
0 < δ ≤ δ(η) in (5.9), then (rµ (· + tµ ) − η1S )+ converges in probability to 0 as µ → 0. That is,
for any β > 0:
limµ→0 P

(rµ (· + tµ ) − η1S )+


> β = 0.

where k · k denotes the Euclidean norm.
163

5.5. Analysis of the Regret-Based Adaptive Search Algorithm
The above theorem evidences the tracking capability of Algorithm 5.1 by showing that
max ri [n] ≤ η
i∈S

infinitely often as

µ → 0, n → ∞.

The maximizing element of the regret vector r[n] simply gives the difference between the (discounted) average performance realized via employing Algorithm 5.1 and the global minimum;
therefore, it quantifies the tracking capability of the proposed potential-based sampling strategy. Clearly, ensuring a smaller worst case regret requires sampling the global optimizer more
frequently. Put differently, the higher the difference between the objective value of a feasible
solution and the global optimum, the lower must be the empirical frequency of sampling that
solution to maintain the regret below a certain small value. Here, rµ (· + tµ ) looks at the asymptotic behavior of r[n]. The requirement tµ → ∞ as µ → 0 means that we look at r[n] for a small
µ and large n with µn → ∞. For a small µ, r[n] eventually spends nearly all of its time (with

an arbitrarily high probability) in an α-neighborhood of the set r ∈ RS : (r)+ ≤ η1S , where
α → 0 as µ → 0. Note that, when µ is small, r[n] may escape from such an α-neighborhood.
However, if such an escape ever occurs, will be a “large deviations” phenomena—it will be a
rare event. The order of the escape time (if it ever occurs) is often of the form exp(c/µ) for
some c > 0; see [192, Section 7.2] for details. Therefore, given a fixed η, the larger the difference
F (i, θ[n]) − F min (θ[n]), the lower will be the frequency of sampling and simulating candidate i.
Note that, similar to Algorithm 4.1, to allow adaptivity to the time variations, Algorithm 5.1
samples each non-optimal solution with small but positive probabilities. Thus, one would not
expect the sequence of samples to eventually spend all its time in the global optima set before
it undergoes a jump. Instead, the sampling strategy implemented by Algorithm 5.1 ensures the
empirical frequency of sampling non-optimal elements stays very low.
Remark 5.3. In the traditional analysis of adaptive filtering algorithms, one typically works
with a time-varying parameter whose trajectories change slowly but continuously. In comparison, here, we allow the parameters underlying the stochastic system jump change with possibly
large jump sizes. If such jumps occur on a faster timescale—an order of magnitude faster—
than the adaptation rate µ of (5.10), then Algorithm 5.1 will only be able to find the system
configuration that optimizes the performance of the “mean system” dictated by the stationary
distribution of the integer-valued process θ[n].

5.5

Analysis of the Regret-Based Adaptive Search Algorithm

This section is devoted to both asymptotic and non-asymptotic analysis of the regret-based
adaptive search algorithm, and is organized into three subsections: Section 5.5.1 characterizes
the limit system associated with discrete-time iterates of Algorithm 5.1. Next, Section 5.5.2
proves that such a limit system is globally asymptotically stable with probability one and
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characterizes its global attractors. The analysis up to this point considers µ small and n large,
but µn remains bounded. Finally, to obtain the result presented in Theorem 5.1, we let µn go
to infinity and conclude asymptotic stability of interpolated process associated with the regret
measure in Section 5.5.3. For better readability, details for each step of the proof are relegated
to Section 5.9. Certain technical details are also passed over; however, adequate citation will
be provided for the interested reader.

5.5.1

Limit System Characterization as a Switching ODE

The first step involves using weak convergence methods to derive the limit dynamical system
associated with the iterates of the regret vector r[n]. Recall the definition of weak convergence
from Definition 4.2. Further, recall the interpolated process rµ (·) associated with the regret
vector iterates from (5.13), and similarly define
θµ (t) = θ[n],

for t ∈ [nµ, (n + 1)µ).

Let further

F(θ) = F (1, θ), . . . , F (S, θ) .

(5.14)

where F (s, θ) is defined in (5.4). The following theorem characterizes the limit dynamical
system representing the stochastic approximation iterates r[n] as a Markovian switched ODE.
Theorem 5.2. Suppose Assumptions 5.1–5.3 hold. Then, as µ → 0, the interpolated pair
process (rµ (·), θµ (·)) converges weakly to (r(·), θ(·)) that is a solution of
dr
= p (r) · F(θ(t)) 1S − F(θ(t)) − r
dt

(5.15)

where p (r) is defined in (5.5), and θ(t) denotes a continuous-time Markov chain with generator
Q as in Assumption 5.2.
Proof. See Section 5.9.
The above theorem asserts that the asymptotic behavior of Algorithm 5.1 can be captured
by an ODE modulated by a continuous-time Markov chain θ(t). At any given instance, the
Markov chain dictates which regime the system belongs to, and the system then follows the
corresponding ODE until the modulating Markov chain jumps into a new state. This explains
the regime switching nature of the system under consideration.

5.5.2

Stability Analysis of the Limit System

We next proceed to analyze stability and characterize the set of global attractors of the limit
dynamical system (5.15). It will be shown that the limit system guarantees an asymptotic worst
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case regret of at most η.
We break down the stability analysis into two steps: First, we examine the stability of the
deterministic ODE (5.15) when θ(t) = θ is held fixed. The set of global attractors is shown to
comprise

Rη = r ∈ RS : kr+ k1 ≤ η

where r+ = max{r, 0}

(5.16)

for all θ ∈ Q. The slow switching condition then allows us to apply the method of multiple Lyapunov functions [197, Chapter 3] to analyze stability of the switching system. Before
proceeding to the theorem, recall almost sure asymptotic stability from Definition 4.3.
Theorem 5.3. Consider the limit Markovian switched dynamical system in (5.15). Let r(0) =
r0 and θ(0) = θ0 . For any η > 0, there exists δ(η) > 0 such that, if 0 < δ ≤ δ(η) in (5.9), the
following results hold:
1. If θ(t) = θ is held fixed, Rη is globally asymptotically stable for the deterministic limit
system for all θ ∈ Q. Furthermore,
lim dist [r(t), Rη ] = 0

t→∞

(5.17)

where dist[·, ·] denotes the usual distance function.
2. For the Markovian switched system, the set Rη ×Q is globally asymptotically stable almost
surely. In particular,



a) P ∀ > 0, ∃γ() > 0 s.t. dist r0 , Rη ≤ γ()



⇒ supt≥0 dist r(t), Rη <  = 1



b) P ∀γ, 0 > 0, ∃T (γ, 0 ) ≥ 0 s.t. dist r0 , Rη ≤ γ



⇒ supt≥T (γ,0 ) dist r(t), Rη < 0 = 1.
Proof. See Section 5.9.
The above theorem states that the set of global attractors of the Markovian switched
ODE (5.15) is the same as that for all deterministic ODEs, obtained by holding θ(t) = θ,
and guarantees a worst case regret of at most η. This sets the stage for Section 5.5.3 which
combines the above result with Theorem 5.2 to conclude the desired tracking result in Theorem 5.1.

5.5.3

Asymptotic Stability of the Interpolated Processes

This section completes the proof of Theorem 5.1 by looking at the asymptotic stability of the
interpolated process rµ (·). In Theorem 5.2, we considered µ small and n large, but µn remained
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bounded. This gives a limit switched ODE for the sequence of interest as µ → 0. Next, we
study asymptotic stability and establish that the limit points of the switched ODE and the
stochastic approximation algorithm coincide as t → ∞. We thus consider the case where µ → 0
and n → ∞, however, µn → ∞ now. Nevertheless, instead of considering a two-stage limit by
first letting µ → 0 and then t → ∞, we study rµ (t + tµ ) and require tµ → ∞ as µ → 0. The
following corollary concerns asymptotic stability of the interpolated process, and asserts that
the sum of the positive elements of rµ (·) will asymptotically be less than η.
Corollary 5.1. Let {tµ } be any sequence of real numbers satisfying tµ → ∞ as µ → 0. Assume
{r[n] : µ > 0, n < ∞} is tight or bounded in probability. Then, for each η > 0, there exists
δ (η) > 0 such that if 0 < δ ≤ δ (η) in (5.9),
rµ (· + tµ ) → Rη in probability as µ → 0.
Proof. See Section 5.9.

5.6

The Case of Slow Random Time Variations

This section is devoted to the analysis of the adaptive search scheme when the random evolution
of the parameters underlying the discrete stochastic optimization problem occurs on a timescale
that is much slower as compared to the adaptation rate of the adaptive search algorithm with
step-size µ. More precisely, we replace Assumption 5.3 with the following assumption.
Assumption 5.4. 0 < ε  µ in the transition probability matrix P ε in Assumption 5.2.
Before proceeding further, we briefly recall the empirical sampling distribution z[n] from
Section 4.6, which quantifies efficiency of the regret-based adaptive search algorithm [235]. It
is defined by a vector
z[n] = (z1 [n], . . . , zS [n]) ∈ RS
where each element zi [n] gives the (discounted) frequency of sampling and simulating candidate
solution i up to time n. It is updated recursively via


z[n + 1] = z[n] + µ es[n] − z[n]

(5.18)

where ei ∈ RS denotes the unit vector with i-th element being equal to one. Further, 0 < µ  1
is a small parameter that introduces an exponential forgetting of the past sampling frequencies
and facilitates tracking the evolution of global optimum. It is the same as the step-size of the
stochastic approximation recursion used for updating the regret vector in (5.10). The empirical
sampling distribution z[n] has two functions:
167

5.6. The Case of Slow Random Time Variations
1. At each time n, the global optimum is estimated by the index of the maximizing component of z[n].
2. The maximizing component itself then quantifies the efficiency of the potential-based
sampling scheme.
Assumption 5.4 introduces a different timescale to Algorithm 5.1, which leads to an asymptotic behavior that is fundamentally different compared with the case ε = O(µ) that we analyzed
in Section 5.5. Under Assumption 5.4, θ(·) is the slow component and r(·) is the fast transient
in (5.15). It is well-known that, in such two timescale systems, the slow component is quasistatic—remains almost constant—while analyzing the behavior of the fast timescale. The weak
convergence argument then shows that (rµ (·), θµ (·)) converges weakly to (r(·), θ) as µ → 0 such
that the limit r(·) is a solution to
dr
= p (r) · F(θ) 1S − F(θ) − r
dt

(5.19)

and p (r) is defined in (5.5). The first part in Theorem 5.3 shows that the set Rη , defined
in (5.16), is globally asymptotically stable for all θ ∈ Q. The tracking result in Theorem 5.1
then follows directly from Corollary 5.1.
Subsequently, we use this result to obtain an efficiency argument for the regret-based adaptive search scheme in Algorithm 5.1. Define the interpolated process associated with the empirical sampling distribution as
zµ (t) = z[n]

for t ∈ [nµ, (n + 1)µ).

Let
F min (θ) := min F (i, θ)

(5.20)

i∈S

where F (i, θ) ia defined in (5.4). Let further
(
η

Υ (θ) =

π ∈ ∆S;

)
X





πi F (i, θ) − F min (θ) ≤ η

(5.21)

i∈S

denote the set of all sampling distributions that guarantee a worst case regret of at most η
when the hyper-model θ[n] = θ is held fixed. In (5.21),

P
∆S = π ∈ RS ; πi ≥ 0, i∈S πi = 1
denotes the set of all possible sampling strategies. To obtain the desired efficiency result, we
show that zµ (t) converges to the set Υη (θ) as t → ∞.
In contrast to the assumption made throughout this chapter, suppose the realizations of
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the stochastic input xn (s, θ[n]) can be observed at each time n. Since the hyper-model is
unobservable, we suppress it and use xn (s) to denote xn (s, θ[n]). Assumption 5.2 implies that
{xn (s)} is stationary when θ[n] = θ is held fixed. Suppose further that the explicit relation
between the objective function, the decision variable, and the stochastic elements in the system
is known at each time n. Let Fn (·, ·) = F (·, ·, θ[n]). Accordingly, suppose Fn (·, ·) is provided at
each time n. To update regrets, one can then employ a stochastic approximation algorithm of
the form


bn (s[n], xn (s[n])) − b
b
r[n]
r[n + 1] = b
r[n] + µ g

bn = col gb1,n , . . . , gbS,n , gbi,n = Fn (s[n], xn (s[n])) − Fn (i, xn (i)) I (s[n] = i) .
where g

(5.22)

The samples s[n] are accordingly taken using the potential-based strategy p(b
r[n]). Following
the same approach as in the proof of Theorem 5.2, one can then show that the limit system
associated with the piecewise constant interpolated process b
rµ (t), defined as
b
rµ (t) = b
r[n],

for t ∈ [nµ, (n + 1)µ)

is the same as (5.15), and follows

db
r 
= p (b
r) · F(θ) 1S − F(θ(t)) − b
r.
dt

(5.23)

Comparing (5.23) with (5.19), we observe that r[n] and b
r[n] are stochastic approximations of
the same ODE. This property allows us to invoke the following theorem which proves that the
potential-based strategy induces the same asymptotic behavior for the processes r[n] and b
r[n].
Theorem 5.4. Using the same potential-based strategy p(r[n]), the limit sets of the processes
{r[n]}, defined in (5.10) and {b
r[n]}, defined in (5.22), coincide.
Proof. See Section 5.9.
In view of (5.6) and Assumption 5.1, for any θ ∈ Q, we have
rbiµ (t) = (1 − µ)n−1 F (s[1], x1 (s[1]), θ) − F (i, x1 (i), θ) · I (s[1] = i)
P
+ µ 2≤τ ≤n (1 − µ)n−τ F (s[τ ], xτ (s[τ ]), θ) − F (i, xτ (i), θ) · I (s[τ ] = i)


P
→ Sj=1 zjµ (t) F (j, θ) − F (i, θ)
as t → ∞.

(5.24)

On any convergent subsequence {z[n0 ]}n0 ≥0 → π(θ), with slight abuse of notation, let
zµ (t) = z[n0 ], and rµ (t) = r[n0 ]

for t ∈ [n0 µ, n0 µ + µ).
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This, together with (5.24), yields
maxi∈S rbiµ (· + tµ ) →

PS

i=1 πi (θ)



F (i, θ) − F min (θ)

(5.25)

since tµ → ∞ as µ → 0. Finally, comparing (5.25) with (5.21) concludes that, for each θ ∈ Q,
zµ (· + tµ ) → Υη (θ) if and only if max riµ (· + tµ ) ≤ η as µ → 0.
i

This in turn implies that the maximizing element of the empirical sampling distribution
zµ (·

+ tµ ) represents the global optimum. The following corollary summarizes this result.

Corollary 5.2. Denote the most frequently sampled feasible decision by
smax [n] = argmax zi [n]
i∈S

where zi [n] is the i-th component of z[n], defined in (5.18). Further, define the continuous-time
interpolated sequence
sµmax (t) = smax [n]

for

t ∈ [nµ, (n + 1)µ) .

Then, under Assumptions 5.1, 5.2 and 5.4, and for sufficiently small η, there exists δ(η) such
that if 0 < δ < δ(η) in (5.9), sµmax (· + tµ ) converges in probability to the global optima set M(θ)
for each θ ∈ Q. That is, for any β > 0,



lim P dist sµmax (· + tµ ), M(θ) ≥ β = 0

µ→0

(5.26)

where dist[·, ·] denotes the usual distance function.
The above corollary simply asserts that, for a small µ and for any θ ∈ Q, the most frequently
sampled element, with a high probability, eventually spends nearly all its time in the global
optima set.

5.7

Numerical Study

This section illustrates the performance of the proposed algorithm using two examples: Section 5.7.1 concerns finding the demand size for a particular product which occurs with the
highest probability, and is borrowed from [9, 11]. Section 5.7.2 considers a classical (s, S)
inventory restocking policy problem [182, 236]. Before proceeding with these examples, we
describe three existing schemes in the literature with which we wish to compare our results.
These algorithms are proved to be globally convergent under no structural assumptions on the
objective function.
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1. Random Search (RS) [9, 290].

RS is a modified hill-climbing, and is summarized in

Algorithm 4.2 in Section 4.8. For a static discrete stochastic optimization, the constant stepsize µ in (4.47) is replaced with a decreasing step-size µ[n] = 1/n, which gives the RS algorithm
in [9].
2. Upper Confidence Bound (UCB) [22, 115].

The UCB algorithm belongs to the to

the family of “follow the perturbed leader” algorithms, and is summarized in Algorithm 4.3.
For a static discrete stochastic optimization problem, we set µ = 1 in (4.48), which gives the
UCB1 algorithm in [22]; otherwise, the discount factor µ has to be chosen in the interval (0, 1).
2. Simulated Annealing (SA) [5]. SA is almost identical to RS with the exception that
occasional downhill moves are allowed. The neighborhood structure is such that every element
in the search space is a neighbor of all others, and the annealing temperature T is fixed. The SA
algorithm is summarized below in Algorithm 5.2. For a static discrete stochastic optimization,
the constant step-size µ in (5.27) is replaced with a decreasing step-size µ[n] = 1/n, which gives
the SA algorithm in [5].
Algorithm 5.2 Simulated annealing (SA) [5]
Initialization. Select s[0] ∈ S. Set πi [0] = 1 if i = s[0], and 0 otherwise. Set s∗ [0] = s[0] and
n = 1.
Step 1: Random search. Sample a feasible solution s0 [n] uniformly from the set S − s[n − 1].
Step 2: Evaluation and Acceptance. Simulate to obtain fn (s[n − 1]) and fn (s0 [n]), and set


(
s0 [n],
if U ≤ exp − [fn (s0 [n]) − fn (s[n])]+ /T ,
where U ∼ Uniform (0, 1).
s[n] =
s[n − 1], otherwise,
Step 3: Occupation Probability Update.


π[n] = π[n − 1] + µ es[n] − π[n − 1] ,

0<µ<1

(5.27)

where ei is a unit vector with the i-th element being equal to one.
Step 4: Global Optimum Estimate.
s∗ [n] ∈ argmax πi [n].
i∈S

Let n ← n + 1 and go to Step 1.
In what follows, we refer to the potential-based strategy presented in Algorithm 5.1 as PS.
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5.7.1

Finding Demand with Maximum Probability

Suppose that the demand d[n] for a particular product has a Poisson distribution with parameter
λ:
d[n] ∼ f (s; λ) =

λs exp(−λ)
.
s!

(5.28)

The sequence {d[n]} is assumed to be i.i.d. for the comparison purposes—since the RS, SA,
and UCB methods assume independence of observations. The objective is then to solve the
following discrete stochastic optimization problem:
argmin

−E {I(d[n] = s)} .

(5.29)

s∈S={0,1,...,S}

This problem is equivalent to

argmax
s∈{0,1,...,S}

λs exp(−λ)
f (s; λ) =
s!


(5.30)

which can be solved analytically. This enables us to check the estimate of the global optimum
provided by the algorithms with the true global optimum.
We start with a static discrete stochastic optimization problem, and consider two cases for
the rate parameter λ:
(i) λ = 1. The set of global optimizers will be M = {0, 1};
(ii) λ = 10. The set of global optimizers will be M = {9, 10}.
Figure 5.1 illustrates the true occurrence probabilities for different demand sizes. For each case,
we further study the effect of the size of search space on the performance of the algorithms
by considering two instances: (i) S = 10, and (ii) S = 100. We use the potential-based
strategy (5.8) with p = 5 for the PS scheme. Since the problem is static, one can use the results
of [143] to show that if the exploration factor δ in (5.9) decreases to zero sufficiently slowly, the
sequence {s[n]} converges almost surely to the stationary global optima set, denoted by M.
More precisely, we consider the following modifications to Algorithm 5.1:
 The constant step-size µ in (5.10) is replaced by decreasing step-size µ[n] =
 The exploration factor δ in (5.9) is replaced by

1
nα ,

1
n+1 .

where 0 < α < 1.

By the above construction, the sequence {s[n]} will eventually become reducible with singleton
communicating class M. That is, {s[n]} eventually spends all its time in M. This is in contrast
to Algorithm 5.1 in the regime switching setting. In this example, we set α = 0.2 and δ = 0.5.
Finally, we set T = 1 in the SA method, B = µ = 1 and ξ = 0.5 in the UCB scheme.
To give a fair comparison, all schemes are given the same simulation budget as that of the PS
algorithm, i.e., one simulation per iteration. All algorithms start at a randomly chosen element
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Figure 5.1: True objective function values F (s, θ).
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Figure 5.2: Proportion of simulations performed on the global optimizers set (λ = 1, S = 100).
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n

PS

S = 10
SA RS

10
50
100
500
1000
5000
10000

48
80
96
100
100
100
100

42
59
69
94
99
100
100

UCB

PS

S = 100
SA RS UCB

86
90
95
100
100
100
100

9
27
45
85
91
100
100

9
17
21
35
50
88
99

39
72
82
96
100
100
100

(a)

n

PS

S = 10
SA RS

100
500
1000
5000
10000
20000
50000

45
64
72
87
94
100
100

17
25
30
46
57
64
72

6
18
29
66
80
96
100

43
79
83
89
91
99
100

λ=1

UCB

PS

S = 100
SA RS UCB

41
58
74
86
94
100
100

16
29
34
59
70
82
96

5
7
10
15
24
29
41

30
43
59
75
84
88
95
(b)

9
21
26
44
49
61
65

13
25
30
44
59
74
81

λ = 10

Table 5.1: Percentage of independent runs of algorithms that converged to the global optimum
set in n iterations.
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s[0], and move towards M. The speed of convergence, however, depends on the rate parameter
λ and the search space size S + 1 in all methods. Close scrutiny of Table 5.1 reveals that, in
all four algorithms, the speed of convergence decreases when either S or λ (or both) increases.
However, the effect of increasing λ is more substantial since the objective function values of
the worst and best elements become closer when λ = 10. Given equal number of simulations,
higher percentage of cases that a particular method has converged to the true global optimum
indicates convergence at a faster rate. Table 5.1 confirms that the PS algorithm ensures faster
convergence in each case. This is further highlighted in Figure 5.3, where the sample paths of
the global optimum estimate are plotted versus the number of simulation experiments.
Figure 5.2 illustrates the proportion of simulations performed on the global optimum when
λ = 1 and S = 100, which reflects efficiency of the algorithms. As can be seen, the SA and RS
algorithms spend a large proportion of simulations on non-optimal solution as they randomize
among all feasible solutions (except the previously sampled candidate) at each iteration. Further, the UCB algorithm switches to its exploitation phase after a longer period of exploration
as compared with the PS algorithm. Figure 5.2 thus verifies that the PS algorithm has the
supreme balance between exploration of the search space and exploitation of the simulation
data.
Next, we consider the case where λ(θ[n]) jumps following the sample path of the Markov
chain {θ[n]} with state space Q = {1, 2} and transition matrix
P ε = I + εQ,

Q=

"
−0.5

0.5

#

0.5

−0.5

.

(5.31)

The regime switching discrete stochastic optimization problem that we aim to solve is then (5.29),
where S = 10, and
d[n] ∼ f (s; λ(θ[n])) =

[λ(θ[n])]s exp(−λ(θ[n]))
,
s!

λ(1) = 1, and λ(2) = 10.

(5.32)

Accordingly, the sets of global optimizers are M(1) = {0, 1} and M(2) = {9, 10}, respectively.
We use the same values as before for all algorithms, with the exception that all decreasing
step-sizes are now replaced with constant step-size µ = 0.01, and δ = 0.1 in the PS algorithm.
Figure 5.4 illustrates the tracking properties of all schemes by plotting the proportion of time
that the estimate of the global optimum does not match the true optimum for different values
of ε in (5.31). Recall that ε determines the speed of evolution of the hyper-model. Each point
on the graph is an average over 100 independent runs of 106 iterations of the algorithms. As
expected, the global optimum estimate spends more time in the global optimum for all methods
as the speed of time variations decreases. The PS algorithm, however, has proven to be more
responsive.

175

5.7. Numerical Study

15
10

UCB

5
0
0
10

1

2

10

10

3

10

4

5

10

10

25
20

PS

15
10
5
0
10

1

10

2

10

2

10

10

3

10

4

10

3

10

5

4

10

14
12

RS

10
8
6
0
10

1

10

10

5

100

SA
50

0
0
10

1

10

2

10

3

10

4

10

5

10

Number of Simulations n

Figure 5.3: Sample path of the global optimum estimate (λ = 10,S = 100).
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% of Simulations Out of Global Optimum Set
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Speed of Markovian
switching ε matches
algorithm step-size μ
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0
−3
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Figure 5.4: Proportion of the time that global optimum estimate does not match the true
global optimum after n = 106 iterations versus the switching speed of the global optimizers
set (S = 10).

5.7.2

(s, S) Inventory Policy

The (s, S) policy is a classic control policy for inventory systems with periodic review, see,
e.g., [296]. At the beginning of each period, the inventory level of some discrete commodity
is reviewed. An (s, S) ordering policy then specifies that, if the inventory position—inventory
on-hand plus orders outstanding minus backlogs—falls below s units, an order is placed to raise
it to S > s units; otherwise, no order is placed. Figure 5.5 illustrates the (s, S) inventory
policy. Here, to avoid confusion with the notation used so far, we denote s and S by S and
S, respectively. Let x[n], and d[n] denote the inventory position, and demand in period n,
respectively. Suppose further that d[n] is Poisson distributed with mean λ. We then seek to
solve
min(S,S)∈S F (S, S)
where

(5.33)

N
1 X
fn (S, S)
N →∞ N

F (S, S) = lim

n=1
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is the average long term cost per period, and the (random) cost incurred in period n is given
by
fn (S, S) = (K + c(S − x[n])) · I(x[n] < S) + h · max {0, x[n]} − p · min{0, x[n]}.
Here, K is the setup cost for placing order, c is the ordering cost per unit, h is the holding cost
per period per unit of inventory, and p is shortage cost per period per unit of inventory. In
this example, we set λ = 25, K = 32, c = 3, h = 1, and p = 5. The set of feasible solutions is
further defined as

S = (S, S) ; S, S ∈ N, 20 ≤ S ≤ 60, 40 ≤ S ≤ 80, S − S ≥ 15 .
The search space comprises 1051 candidate solutions. Given the feasibility constraints above,
one can solve them to obtain the feasible candidates, and then solve the unconstrained problem.
In the numerical evaluations provided below, we instead choose to use the technique of discrete
Lagrange multipliers to solve the constrained problem [279]. The true objective function values
are shown in Figure 5.6. The global optimum is (20, 53) with the expected cost per period of
111.1265.
We use P (x) =

PS

i=1 exp(10

50
· (x+
i ) ) − S in Definition 5.1 which gives the potential-based

strategy
49


p(r[n]) = p1 (r[n]), . . . , pS (r[n]) ,

where



50



(ri+ ) ·exp 10·(ri+ )

 + δ.
pi (r[n]) = (1 − δ) PS
+ 49
+ 50
S
j=1 (rj ) ·exp 10·(rj )

The parameters of the other schemes are chosen as in Section 5.7.1. To reduce the initial
condition bias, the average cost per period in each iteration is computed after the first 100
review periods and averaged over the next 30 periods. Table 5.2a provides data from numerical evaluation of algorithms in a static setting (no underlying time variations). The leftmost
columns of Table 5.2a confirm faster convergence of the PS algorithm. The rightmost columns
illustrate efficiency of algorithms by comparing the proportion of simulations expended on the
global optima. The SA and RS schemes spend less time simulating the global optimum as the
number of iteration increase. This is mainly due to the nature of the acceptance rules (Step 2 in
Algorithms 4.2 and 5.2): Each time, a sample is chosen uniformly from the set of candidate solutions excluding the previous sample. If the previous sample occurs to be the global optimum,
the following simulations will roughly—ignoring the stochastic nature of simulation data—be
all expended on non-optimal candidates. This prevents all schemes except the PS method to
be deployable as an online control mechanism for inventory management.
Table 5.2b considers the (S, S) inventory problem in a non-stationary setting, where the
demand distribution jumps between Poisson processes with means λ(1) = 25 and λ(2) = 10
according to the Markov chain {θ[n]} described in Section 5.7.1. The global minimum respec-
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Inventory Level

S

Order Size

Review Period

S
Undershoot
Replenishment Lead Time
Time

Figure 5.5: (S, S) inventory problem. The dash-dotted line depicts the case where orders are
delivered immediately.

Figure 5.6: Steady-state expected cost per period.
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n
500
700
900
1100
1500
2000
3500

% of Runs Converged
to Global Optimum
PS
SA
RS UCB

% of Simulations Performed
on Global Optimum
PS
SA
RS
UCB

17.1
25.6
41.9
67.7
80.4
98.5
100

0.1
0.2
0.3
1.9
17.9
34.8
58.2

16.2
20.4
31.5
45.1
55.9
75.6
85.2

18.3
23.6
35.7
48.2
56.6
68.7
84.1
(a)

0.210
0.140
0.112
0.096
0.067
0.051
0.030

0.209
0.141
0.114
0.091
0.067
0.050
0.028

0
0.091
0.011
0.011
0.013
0.015
0.017

Static Setting

% of Iterations in Which
smax [n] = M(θ[n])
PS
SA
RS UCB

ε
2.5 × 10−3
5.0 × 10−3
7.5 × 10−3
1.0 × 10−2
2.5 × 10−2
5.0 × 10−2
7.5 × 10−2
(b)

0
1.3
8.2
55.9
69.1
87.6
99.1

94.3
93.5
92.9
92.3
91.2
90.0
88.6

70.8
69.4
68.1
67.9
57.1
54.7
51.3

79.2
78.4
77.1
76.7
65.4
62.8
58.5

87.7
87.1
86.6
83.3
85.1
79.8
76.2

Non-Stationary Setting

Table 5.2: Convergence and efficiency evaluation of algorithms in the (S, S) inventory problem.
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tively jumps between the globally optimum policies (20, 53) and (20, 40). We run the constant
step-size variants of all algorithms with µ = 0.01, and set δ = 0.15 in the PS scheme. Table 5.2b
gives the percentage of times that the estimate of the global optimum matches the jumping
true global optimum after n = 106 iterations for different values of ε. Recall that ε captures
the speed of time variations of the hyper-model. The data in Table 5.2b have been averaged
over 100 independent runs of the algorithms. As seen in Figure 5.4, the global optimum estimate spends less time in the true global optimum in all methods as ε increases. The PS
algorithm, however, has proven to be more responsive by providing the true global optimum
most frequently.

5.8

Closing Remarks

Inspired by regret-matching learning rules in game-theory, this chapter presented a regret-based
adaptive search algorithm for simulation-based discrete stochastic optimization problems that
undergo random unpredictable changes. The salient features of the proposed scheme include:
1. It assumes no functional properties such as sub-modularity, symmetry, or exchangeability
on the objective function.
2. It allows temporal correlation of the data obtained from simulation experiments, which
is more realistic in practice.
3. It can properly track non-stationary global optimum when it evolves on the same timescale
as the updates of the adaptive search algorithm.
Numerical examples confirmed superior efficiency and convergence characteristics as compared
with the existing simulated annealing, random search and pure exploration methods.
The regret-based search scheme relied on a potential-based sampling strategy that was of
better-response type. This is in contrast to the best-response type sampling strategy of the
smooth best-response adaptive search scheme presented in Chapter 4. One naturally suspects
that algorithms of best-response type has to always outperform better-response type schemes.
Both the analysis and numerical evaluations in this chapter showed that, somewhat surprisingly,
by properly choosing the potential function in the sampling strategy, one could obtain tracking
and efficiency characteristics that are quite similar to the best-response type adaptive search
scheme of Chapter 4.
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5.9
5.9.1

Proofs of Results
Proof of Theorem 5.2

Recall the definitions of tightness and weak convergence (see Definitions 4.2 and 4.4). The
definitions of tightness and weak convergence extend to random elements in more general metric
spaces. On a complete separable metric space, tightness is equivalent to relative compactness,
which is known as Prohorov’s theorem (see [46]). By virtue of this theorem, one can extract
convergent subsequences when tightness is verified. We thus start with proving tightness.
Subsequently, a martingale problem formulation is used to establish the desired weak limit.
In what follows, We use D([0, ∞) : B) to denote the space of functions that are defined in
[0, ∞) taking values in B, and are right continuous and have left limits (Càdlàg functions) with
Skorohod topology (see [192, p. 228]).
1. Tightness of the interpolated process rµ (·).

Consider the discrete-time regret iterates

r[n] in (5.10). In view of the boundedness of the objective function (see Assumption 5.1), for
any 0 < T1 < ∞ and n ≤ T1 /µ, {r[n]} is bounded w.p.1. As a result, for any ϑ > 0,
sup E kr[n]kϑ < ∞
n≤T /µ

where in the above and hereafter k · k denotes the Euclidean norm and, t/µ is understood to be
the integer part of t/µ for any t > 0. Next, considering the interpolated process rµ (·), defined
in (5.13), and the recursion (5.10), for any s, t > 0, ν > 0, and s < ν, it can be verified that
(t+s)/µ−1
µ

µ

r (t + s) − r (t) = µ

X




gτ (s[τ ], r[τ ]) − x[τ ] .

τ =t/µ

Consequently,
Eµt krµ (t + s) − rµ (t)k2
(t+s)/µ−1 (t+s)/µ−1

=µ

2

≤ Kµ2

X

X

τ =t/µ

κ=t/µ



t+s
µ

−

t
µ

2



> 


Eµt g s[τ ], r[τ ], fτ (s[τ ]) − r[τ ]
g s[κ], r[κ], fκ (s[κ]) − r[κ]

= O(s2 )

(5.34)

where Eµt denotes conditional expectation given the σ-algebra generated by the µ-dependent
past data up to time t. By virtue of the tightness criteria [187, Theorem 3, p. 47] or [192,
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Chapter 7], it suffices to verify

 
µ
2
µ
µ
= 0.
lim lim sup E sup Et kr (t + u) − r (t)k

ν→0

µ→0

0≤u≤ν


This directly follows from (5.34), hence, rµ (·) is tight in D [0, ∞) : RS . In view of [290,
Proposition 4.4], θµ (·) is also tight and θµ (·) ⇒ θ(·) such that θ(·) is a continuous-time Markov
chain with generator Q (see Assumption 5.2). Therefore, (rµ (·), θµ (·)) is tight in D([0, ∞) :
RS × Q).
2. Weak limit via a martingale problem solution. By virtue of the Prohorov’s theorem (see [192]), one can extract a convergent subsequence. For notational simplicity, we still
denote the subsequence by rµ (·), and denote its limit by r(·). By the Skorohod representation
theorem, rµ (·) → r(·) w.p.1, and the convergence is uniform on any compact interval. We now
proceed to characterize the limit r(·) using martingale averaging methods.
To obtain the desired limit, it will be proved that the limit (r(·), θ(·)) is the solution of the
martingale problem with operator L defined as follows: For all i ∈ Q,

> 

Ly(r, i) = ∇r y(r, i)
(p(r) · F(θ(t)))1S − F(θ(t)) − r + Qy(r, ·)(i)
P
Qy(r, ·)(i) = j∈Q qij y(r, j).

(5.35)

Here, y(·, i) : RS → R is continuously differentiable with compact support, and ∇r y(r, i) denotes
the gradient of y(r, i) with respect to r. Using an argument similar to [291, Lemma 7.18], one
can show that the martingale problem associated with the operator L has a unique solution.
Thus, it remains to prove that the limit (rµ (·), θ(·)) is the solution of the martingale problem.
To this end, it suffices to show that, for any positive integer κ0 , and for any t, u > 0, 0 < tι ≤ t
for all ι ≤ κ0 , and any bounded continuous function h(·, i) for all i ∈ Q,
h
i
R t+u
Eh(r(tι ), θ(tι ) : ι ≤ κ0 ) y (r(t + u), θ(t + u)) − y (r(t), θ(t)) − t Ly (r(v), θ(v)dv) = 0.
To verify the above equation, we work with (rµ (·), θµ (·)) and prove that it holds as µ → 0. By
the weak convergence of (rµ (·), θµ (·)) to (r(·), θ(·)) and Skorohod representation, it can be seen
that
Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 ) [(rµ (t + u), θµ (t + u)) − (rµ (t), θµ (t))]
→ Eh (r(tι ), θ(tι ) : ι ≤ κ0 ) [(r(t + u), θ(t + u)) − (r(t), θ(t))] .
Now, choose a sequence of integers {nµ } such that nµ → ∞ as µ → 0, but δµ = µnµ → 0, and
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partition [t, t + u] into subintervals of length δµ . Then,
y(rµ (t + u), θµ (t + u)) − y (rµ (t), θµ (t))
Pt+u
[y (r[`nµ + nµ ], θ[`nµ + nµ ]) − y (r[`nµ ], θ[`nµ ])]
= `:`δ
µ =t
Pt+u
= `:`δµ =t [y (r[`nµ + nµ ], θ[`nµ + nµ ]) − y(r[`nµ ], θ[`nµ + nµ ])]
Pt+u
[y(r[`nµ ], θ[`nµ + nµ ]) − y(r[`nµ ], θ[`nµ ])]
+ `:`δ
µ =t
where

Pt+u

`:`δµ =t

(5.36)

denotes the sum over ` in the range t ≤ `δµ ≤ t + u.

First, we consider the second term on the r.h.s. of (5.36):
limµ→0 Eh(rµ (tι ), θµ (tι ) : ι ≤ κ0 )

hP

t+u
`:`δµ =t [y (r[`nµ ], θ[`nµ

i
+ µ]) − y (r[`nµ ], θ[`nµ ])]


= limµ→0 Eh rµ (tι ), θµ (tι ) : ι ≤ κ0
hP
PΘ PΘ P`nµ +nµ −1
t+u
×
I(θ[k] = i0 )
`:`δµ =t
i0 =1
j0 =1
k=`nµ

i
× y (r[`nµ ], j0 ) P (θ[k + 1] = j0 |θ[k] = i0 ) − y (r[`nµ ], i0 )
Z t+u


= Eh r(tι ), θ(tι ) : ι ≤ κ0
Qy(r(v), θ(v))dv .

(5.37)

t

Next, we concentrate on the first term on the r.h.s. of (5.36):
i
+ nµ ], θ[`nµ + nµ ]) − y(r [`nµ ], θ[`nµ + nµ ])]
µ→0
hP
i
t+u
= lim Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
[y
(r[`n
+
n
],
θ[`n
])
−
y
(r[`n
],
θ[`n
])]
µ
µ
µ
µ
µ
`:`δ
=t
µ
µ→0
hP
i
t+u
> (r[`n + n ] − r[`n ])
= lim Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
∇
y
µ
µ
µ
`:`δµ =t r
lim Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )

hP

t+u
`:`δµ =t [y (r[`nµ

µ→0

= lim Eh (xµ (tι ), θµ (tι ) : ι ≤ κ0 )
µ→0
hP
 P

`nµ +nµ −1
t+u
1
>
×
δ
∇
y
g s[k], r[k], fk (s[k]) −
µ
r
`:`δµ =t
k=`nµ
nµ

1
nµ

P`nµ +nµ −1
k=`nµ

r[k]

i

(5.38)

where ∇r y is the gradient column vector with respect to r, ∇r y > is its transpose. For notational
simplicity, we use ∇r y to denote ∇r y(x[`nµ ], θ[`nµ ]).
We start by looking at
limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )

hP

t+u
>
`:`=t δµ ∇r y

h

δµ
nµ

P`nµ +nµ −1
k=`nµ

ii
g s[k], r[k], fk (s[k])

hP

h P
`nµ +nµ −1
t+u
> 1
= limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
δ
∇
y
`:`δµ =t µ r
k=`nµ
nµ
hP



 i ii
Θ PΘ
×
E
g
s[k],
r[k],
f
(s[k],
θ)
E
I
θ[k]
=
θ|θ[`n
]
=
θ̌
µ
k
`nµ
θ=1 `nµ
θ̌=1
where fk (s, θ) is defined in (5.2) and Assumption 5.1. For large k with `nµ ≤ k ≤ `nµ + nµ and
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k − `nµ → ∞, by [290, Proposition 4.4], for some b
k0 > 0,


(I + εQ)k−`nµ = Z((k − `nµ )ε) + O ε + exp − b
k0 (k − `nµ )
dZ(t)
= Z(t)Q, Z(0) = I.
dt
For `nµ ≤ k ≤ `nµ + nµ , Assumption 5.3 yields that
(k − `nµ )ε → 0

as µ → 0.

For such k,
Z((k − `nµ )ε) → I.
Therefore, by the boundedness of g(s[k], r[k], fk (s[k], θ)), it follows that, as µ → 0,
1
nµ

P`nµ +nµ −1
k=`nµ



E`nµ g s[k], r[k], fk (s[k], θ)


× E`nµ I(θ[k] = θ)|I(θ[`nµ ] = θ̌) − I θ[`nµ ] = θ̌ → 0.

Therefore,
h P
ii
`nµ +nµ −1
> δµ
∇
y
g
s[k],
r[k],
f
(s[k])
k
`:`δµ =t r
k=`nµ
nµ
hP
hP
t+u
Θ
>
= limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
`:`δµ =t δµ ∇r y
θ̌=1 I(θ[`nµ ] = θ̌)
 P

 ii
`nµ +nµ −1
g
s[k],
r[k],
f
(s[k],
θ̌)
.
× n1µ k=`n
E
k
`n
µ
µ

limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )

hP
t+u

It is more convenient to work with the individual elements of gk . Substituting for the i-th
element from (5.10) results
limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
hP
t+u
Θ
>
×
δ
∇
y
`:`δµ =t µ r
θ̌=1 I(θ[`nµ ] = θ̌)
 P
n
`nµ +nµ −1
× n1µ k=`n
E
`nµ fk (s[k], θ̌) −
µ

fk (i,θ̌)
pi (r[k]) I(s[k]

oii
= i)

= limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )
hP
hP
t+u
Θ
>
×
δ
∇
y
`:`δµ =t µ r
θ̌=1 I(θ[`nµ ] = θ̌)
 P
nP
oii
`nµ +nµ −1
S
E
p
(r[`n
])f
(j,
θ̌)
−
f
(i,
θ̌)
.
× n1µ k=`n
j
µ
`nµ
k
k
j=1
µ
Here, we used
E`nµ {I(s[k] = i)} = pi (r[`nµ ])
since s[k] is chosen according to the potential-based sampling strategy p(r[k]) (see Step 1 in
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Algorithm 5.1). Note that fk (i, θ̌) is still time-dependent due to the presence of noise in the
simulation data. Note further that θ[`nµ ] = θµ (µ`nµ ). In light of Assumptions 5.1 and 5.2, by
the weak convergence of θµ (·) to θ(·), the Skorohod representation, and using µ`nµ → v, it can
then be shown that, as µ → 0,
PΘ

1
θ̌=1 nµ

P`nµ +nµ −1



E`nµ fk (i, θ̌) I θµ (µ`nµ ) = θ̌

P
→ Θ
F
(i,
θ̌)I
θ(v)
=
θ̌
= F (i, θ(v)) in probability.
θ̌=1
k=`nµ

Combining the last two equations, and using r[`nµ ] = rµ (µ`nµ ) yields
limµ→0 Eh (rµ (tι ), θµ (tι ) : ι ≤ κ0 )

hP

t+u
>
`:`δµ =t δµ ∇r y

h

P

Θ
θ̌=1 I(θ[`nµ ]

= θ̌)


 ii
(5.39)
g
s[k],
r[k],
f
(s[k],
θ̌)
E
k
`n
µ
k=`nµ
Z t+u


> 


= Eh (r(tι ), θ(tι ) : ι ≤ κ0 )
∇r y(r(v), θ(v))
p(r(v)) · F(θ(v)) 1S − F(θ(v)) dv
×

1
nµ

P`nµ +nµ −1

t

where F(θ) is defined in (5.14), and p(r) is the potential-based sampling strategy in Definition 5.1.
Next, we consider the second term in (5.38). By using the technique of stochastic approximation (see, e.g., [192, Chapter 8]), it can be shown that
h P
ii
 hPt+u
`nµ +nµ −1
> 1
δ
∇
y
limµ→0 Eh xµ (tι ), θµ (tι ) : ι ≤ κ0
r[k]
µ
r
`:`δµ =t
k=`nµ
nµ
Z t+u



>
= Eh x(tι ), θ(tι ) : ι ≤ κ0
∇r y(r(v), θ(v)) r(v) dv .

(5.40)

t

Finally, combining (5.39) and (5.40) completes the proof.

5.9.2

Proof of Theorem 5.3

The first part of the proof shows that the deterministic system (5.15), when θ(t) = θ is held
fixed, is globally asymptotically stable, and Rη constitutes its global attracting set.
Recall class K∞ functions from Definition 4.5. Define the Lyapunov function
Vθ (r) = α (Pθ (r)) ,

where α ∈ K∞ , and α0 (x) > 0, for all x ∈ R+ .

(5.41)

Here, R+ denotes the set of non-negative reals, Pθ (r) is the potential function in Definition 5.1,
and the subscript θ emphasizes that θ(t) = θ is held fixed.
Taking the time-derivative of the potential function Pθ (r) in Definition 5.1 and apply-
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ing (5.15) yields


d
dr
Pθ (r) = ∇Pθ (r) ·
= ∇Pθ (r) · (p(r) · F(θ))1S − F(θ) − ∇Pθ (r) · r
dt
dt

(5.42)

where x · y denotes the inner product of vectors x and y. Note in (5.42) that θ(t) = θ is held
fixed. We first concentrate on the first term in (5.42). Rearranging (5.5) in Definition 5.1, we
obtain:


∇Pθ (r) = k∇Pθ (r)k1


1
δ
p(t) −
1S .
1−δ
(1 − δ)S

Subsequently,


∇Pθ (r) · (p(r) · F(θ))1S − F(θ)
i 
h

δ
1
= k∇Pθ (r)k1 1−δ
p(t) − (1−δ)S
1S · (p(r) · F(θ))1S − F(θ)

 δ k∇Pθ (r)k1


k∇Pθ (r)k1
p(t) · (p(r) · F(θ))1S − F(θ) −
1S · (p(r) · F(θ))1S − F(θ)
1−δ
(1 − δ)S
δβ(θ)
≤−
k∇Pθ (r)k1
(5.43)
(1 − δ)S

=

for some constant β(θ). In (5.43), we used


p(t) · (p(r) · F(θ))1S − F(θ) = 0
and the fact that the range of
(p(r) · F(θ))1S − F(θ)
is bounded (see Assumption 5.1). Concerning the second term on the r.h.s. of (5.42), in view
of condition 4 in Definition 5.1,
∇P (r) · r ≥ Ck∇P (r)k1 kr+ k1 .
Combining this with (5.43) then yields


δβ(θ)
d
+
Pθ (r) ≤ k∇Pθ (r)k1
− Ckr k1 .
dt
(1 − δ)S
For each η > 0, kr+ k1 > η implies that δ(η) can be chosen small enough such that, if 0 < δ ≤
δ(η),
d
Pθ (r) ≤ − k∇Pθ (r)k1 Cη/2 = −ψθ (r).
dt

(5.44)

In view of conditions 3 and 4 in Definition 5.1, ψθ (r) > 0 on kr+ k1 > η.
Since the potential function is positive definite and radially unbounded on RS − RS− , there
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exist K∞ functions α1 , α2 such that




α1 dist r, RS− ≤ Pθ (r) ≤ α2 dist r, RS− .

(5.45)

The result of [176, Lemma 18] can also be extended to show existence of γ ∈ K∞ and ϕ ∈ L
such that




ψθ (r) ≥ γ dist r, RS− ϕ dist r, RS− .

(5.46)

A function ϕ : R+ → R+ belongs to class L, if it is continuous, strictly increasing, and
limx→∞ ϕ(x) = 0. Since α1 , α2 ∈ K∞ , they are both invertible. Accordingly, define
γ
b = γ ◦ α2−1 ∈ K∞ , and ϕ
b = ϕ ◦ α1−1 ∈ L
where ◦ denotes function composition, and ψb : R+ → R+ such that
b
ψ(x)
=γ
b(x)ϕ(x).
b
Combining (5.44)–(5.46) yields


d
Pθ (r) ≤ −γ α2−1 (Pθ (r)) ϕ α1−1 (Pθ (r)) ≤ −ψb (P (r)) .
dt

(5.47)

Now, taking the time-derivative of the Lyapunov function (5.41) and combining with (5.47), we
obtain



d
dr
0
b θ (r)) < 0
Vθ (r) = α (Pθ (r)) ∇Pθ (r) ·
≤ −α0 (Pθ (r))ψ(P
dt
dt

(5.48)

for all r ∈ RS such that kr+ k > η. The following Lemma is needed for the last step of the
proof.
Lemma 5.1 ([177, Lemma 5.4]). For each continuous, positive definite function ρ : R+ → R+ ,
there exists α ∈ K∞ that is locally Lipschitz on its domain, continuously differentiable on (0, ∞)
and
α(x) ≤ ρ(x)α0 (x) for all x ∈ R+ .
Applying this lemma to the r.h.s. in (5.48) yileds
d
Vθ (r) ≤ −α (Pθ (r)) = −Vθ (r)
dt

(5.49)

for all r ∈ RS such that kr+ k > η. Therefore, the deterministic limit system is globally
asymptotically stable and, for 0 < δ ≤ δ(η):
lim d (r, Rη ) = 0.

t→∞

188

5.9. Proofs of Results
Next, using the above Lyapunov function, we prove global asymptotic stability w.p.1 of
the Markovian switched limit dynamical system. Recall Theorem 4.4 from Section 4.10 that
extends the results of [67, Corollary 12] to the setting of this chapter. In view of conditions
1 and 2 in Definition 5.1, hypothesis 1 in Theorem 4.4 is satisfied. Since α ∈ K∞ , existence
of α1 , α2 ∈ K∞ that satisfy hypothesis 2 is further guaranteed using the same argument as
in (5.45). In light of (5.49), hypothesis 3 is also satisfied with λ = 1. Since the Lyapunov
functions are the same for all deterministic subsystems, existence of v > 1 in hypothesis 4 is
also automatically guaranteed. Finally, hypothesis 5 simply ensures that the switching signal
θ(t) is slow enough. Therefore, it remains to ensure that the generator Q of Markov chain θ(t)
satisfies 1 + qe > q. This is satisfied since |qθθ0 | ≤ 1 for all θ, θ0 ∈ Q, as specified in (5.12). This
concludes that, for each η > 0, there exists a δ(η) > 0 such that if 0 < δ < δ(η) in (5.5), the
Markovian switched system (5.15) is globally asymptotically almost surely, and Rη constitutes
its global attractors set for all states θ ∈ Q.

5.9.3

Proof of Corollary 5.1

We only give an outline of the proof, which essentially follows from Theorems 5.2 and 5.3.
Define
b
rµ (·) = rµ (· + tµ ).
It can be shown that b
rµ (·) is also tight since rµ (·) is tight. For any T < ∞, take a weakly
convergent subsequence of
 µ
b
r (·), b
rµ (· − T )


and denote its limit by b
r(·), b
rT (·) .

Note that b
r(0) = b
rT (T ). The value of b
rT (0) may be unknown, but the set of all possible
values of b
rT (0) (over all T and convergent subsequences) belongs to a tight set. Using this and
Theorems 5.2 and 5.3, for any % > 0, there exists a T% < ∞ such that for all T > T% ,


dist b
rT (T ), Rη ≥ 1 − %.
This implies that


dist b
r(0), Rη ≥ 1 − %
and the desired result follows.

5.9.4

Proof of Theorem 5.4

The proof is based on [39, Theorem 7.3]. Consider the coupled system (r(t), b
r(t)), where
both components use the same potential-based sampling strategy p(r(t)). This is in contrast
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to the limit system associated with (5.22) which uses p(b
r(t)). Define
D(t) = kb
r(t) − r(t)k.
Then, for all 0 ≤ λ ≤ 1,

d
d
b
r(t) − r(t) − λ r(t) + o(λ)
dt
dt


d
= (1 − λ) [b
(b
r(t) − r(t)) + b
r(t) − r(t) + o(λ)
r(t) − r(t)] + λ
dt
d
≤ (1 − λ)D(t) + λ
(b
r(t) − r(t)) + b
r(t) − r(t) + o(λ).
dt

D(t + λ) = b
r(t) + λ

Recall from Section 5.6 that both b
r[n] and r[n] form discrete-time stochastic approximation
iterates of the same ODE (5.15). Substituting from (5.15) for both dr/dt and db
r/dt, the second
term on the r.h.s. vanishes. Therefore,
D(t + λ) ≤ (1 − λ)D(t) + o(λ).
Consequently,

d
D(t) ≤ −D(t)
dt

for almost every t, from which it follows:
D(−t) exp(−t) ≥ D(0), for all t ≥ 0.
Note that D(t) is bounded since r(t) and b
r(t) are both bounded. Finally, since
lim D(−t) exp(−t) = 0, and D(t) ≥ 0

t→∞

we obtain
D(t) = D(0) = 0
and the desired result follows.
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Conclusions
The unifying theme of this thesis was to devise and study algorithms to learn and track the
optimal decision in both interactive and non-interactive, uncertain, and possibly changing environments. The study of strategic decision making in an interactive environment is the subject of
game theory, and was discussed at length in part I. The problem of finding the optimal decision
in non-interactive environments, however, is a mathematical discrete stochastic optimization
problem, and was the subject of Part II. This chapter completes the study by summarizing
the results and their implications. Section 6.1 summarizes the major results and lessons of
Chapters 2 and 3. Section 6.1 summarizes the contributions of Chapters 4 and 5. We conclude
this chapter with a discussion of potential future work in Section 6.3.

6.1

Summary of Findings in Part I

Emergence of social networking services such as Twitter, Google+, and Facebook has heavily
affected the way individuals share information within interested communities. This has led to
new information patters that facilitate the resolution of uncertainties in many decision problems
that individuals face on a daily basis. One can argue that, intuitively, this has to accelerate
both the process of learning the optimal decision, and coordination among individuals’ optimal
decisions, which is essential in view of the recent fast and unpredictable changes in trends.
Chapter 2 developed a non-cooperative game-theoretic framework that incorporates this
new information patterns into the game model, and focused on the correlated equilibrium as
the solution concept for the proposed game model. We stated in Section 1.1.1 that correlated
equilibrium is a generalization (superset) of the Nash equilibrium. Another point of view is
that a correlated equilibrium is a refinement, in the sense that it is the Nash equilibrium
of a game augmented by communication. Although these seemingly conflicting interpretations
present an interesting puzzle, the practical consequence is that communication in a game allows
more flexibility of operation, and facilitates coordination, while leaving intact the fundamental
freedom of choice of its players.
In view of this game-theoretic model, and building upon the regret-matching procedures,
Chapter 2 then presented an adaptive rule-of-thumb learning procedure that takes into account
the excess information the decision maker acquires by subscribing to social groups. It was shown
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that, if the decision maker individually follows the proposed algorithm, her regret after sufficient
repeated plays of the game can be made and kept arbitrarily small as the game evolves. Further,
if all decision makers follow the proposed scheme, they can be coordinated (in a distributed
fashion) in such a way that their global behavior mimics a correlated -equilibrium. These
results are quite remarkable as they were obtained assuming that unobserved random evolution
of the parameters underlying the game occur on the same timescale as the adaptation speed of
the algorithm. Therefore, the emerging information patterns support the fast and unpredictable
changes in trends if the individual properly exploits them in the decision making process.
These results show that sophisticated rational global behavior can be obtained as the consequence of boundedly rational agents following simple adaptive learning strategies and interacting with each other. Despite its deceptive simplicity and bounded rationality of agents,
the proposed adaptive learning strategy leads to a behavior that is similar to that obtained
from fully rational considerations, namely, correlated equilibrium. Further, the more information agents disclose to others of their past decisions, the faster will be the coordination among
agents that leads to such sophisticated global behavior.
Limitations.

Although the adaptive learning algorithm of Chapter 2 ensures small worst-case

regret for individual decision makers under (almost) no structural assumption and even under
random unpredictable evolution of the game, the result concerning convergence to correlated
equilibria set requites all decision makers to follow the same learning strategy. This may be
quite restrictive in certain scenarios where agents cannot be programmed to make decisions
following the same procedure.
It is also natural to ask whether it is possible to use variants of the adaptive learning
algorithm to guarantee convergence to and tracking of Nash equilibria. The answer seems to
be negative. The reason for the failure turns out to be quite instructive as summarized in the
following extract form [145]:
“[The reason for failure] is not due to some aspect of the adaptive property, but
rather to one aspect of the simplicity property: namely, that in the strategies under
consideration players do not make use of the payoffs of the other players. While
the actions of the other players may be observable, their objectives and reasons for
playing those actions are not known (and at best can only be inferred). This simple
informational restriction—which we call uncoupledness—is the key property that
makes Nash equilibria very hard if not impossible to reach.”
With electronics embedded everywhere, it is unavoidable that such devices encounter one
another as they perform their core functions. The prevalence of these interactions is compounded by the recent trend of incorporating wireless communications into devices to enhance
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their functionality. Indeed, the wireless environment is inherently far-reaching, linking together
devices that may be separated by large physical distances. This opens up opportunity to enable
these devices to coordinate themselves by communicating through these wireless links.
Motivated by the self-configuration benefit of the game-theoretic methods in Chapter 2 and
the prevalence of wireless-enabled electronics, Chapter 3 provided design guidelines as to how
one can employ these methods for autonomous energy-aware activation of wireless-enabled sensors in an adaptive network. The nodes were equipped with a diffusion LMS adaptive filter,
which comprised of an LMS-type filter for the parameter estimation task, and a diffusion protocol to enable nodes to cooperate. The diffusion strategy exploits the wireless communication
functionality of nodes to exchange estimates. Each node then combines the received estimates
by means of a pre-specified combiner function. The diffusion LMS adaptive filter has recently
attracted attention in the signal processing community due to several advantages including:
scalability and stabilizing effect on the network, improved estimation performance, and savings
in bandwidth, processing and energy resources.
Chapter 3 first reformulated the diffusion LMS adaptive filter as a classical stochastic approximation algorithm. This new formulation brought forward the advantage to provide a
simpler derivation for the known stability and consistency characteristics via the powerful ODE
method, and helped to combine the diffusion LMS with the autonomous activation mechanism. Then, a non-cooperative game formulation was provided for the activation control
problem, which captured both the spatial-temporal correlation among sensors’ measurements,
and network connectivity for successful diffusion of estimates across the network. A novel two
timescale stochastic approximation algorithm was subsequently proposed that combined the
diffusion LMS (slow timescale) with a game-theoretic activation functionality (fast timescale)
that, based on the adaptive learning algorithm of Chapter 2, prescribed the sensor when to
enter the sleep mode. The convergence analysis showed that if each sensor individually follows the proposed energy-aware diffusion LMS algorithm, the local estimates converge to the
true parameter across the network, yet the global activation behavior along the way tracks the
evolving set of correlated equilibria of the underlying activation control game.
Existing game-theoretic treatments in sensor networks tend to focus on activities such as
communication and routing of data to obtain savings in energy. The proposed energy-aware
activation mechanism is quite remarkable as it directly interacts with the filter that performs
the estimation task. As the result, in the sleep mode, sensors save the energy that they would
otherwise spend on collecting measurements, using the processor to update their estimates, and
forwarding them to other nodes.
The energy-aware diffusion LMS in Chapter 3 is only one instance of a multi-agent system
in which sophisticated global behavior is obtained as the consequence of localized interactions
among agents with limited sensing and communication capabilities. Nature provides abundance
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of such instances. For example, in bee swarms, about 5% of bees are informed, and this small
fraction is able to guide the entire swarm to their new hive. By carefully specifying the utility
functions, such multi-agent systems can be made to exhibit many desired behaviors.
Analysis Tools.

The main tool central to Part I was game theory. Game-theoretic methods

can derive rich dynamics through the interaction of simple components. They can be used
either as descriptive tools, to predict the outcome of complex interactions by means of the gametheoretic concept of equilibrium, or as prescriptive tools, to design systems around interaction
rules, which rely on individual agents’ limited conception of the world and learning abilities.
Convergence analyses were done by borrowing techniques from several theories including:
stochastic approximation, weak convergence, differential inclusions, Lyapunov stability of dynamical systems, and Markov-switched systems. The steps in the convergence analyses of the
proposed adaptive procedure are highly technical. Roughly speaking, the algorithms need time
to converge to equilibrium, and must retain a sufficiently large history of observations, but not
so large that variations underlying the game model are “averaged out.”

6.2

Summary of Findings in Part II

The so-called simulation-based discrete stochastic optimization is an emerging field which integrates optimization techniques into simulation analysis, and arises in areas ranging from supply
chain management, finance, and manufacturing to engineering design and medical treatment.
There are two difficulties involved in solving such problems: (i) the optimization problem itself is NP-hard, and (ii) experimenting on a trial feasible solution can be too computationally
expensive to be repeated numerous times. Finding the optimal choices becomes even more
complicated when the profile of the inherent stochasticity underlying the problem undergoes
random unpredicted changes.
Part II was devoted to the design and analysis of two adaptive random search methods for
simulation-based discrete optimization. The proposed schemes were adaptive in that they use
the information collected thus far to make a decision regarding how to expend the simulation
resources at the current iteration. This is in contrast to most existing methods which are
Markovian in that the algorithmic decisions in the current iteration can depend only on the
objective function observations collected in the last iteration. This is mainly because it is easier
to show the convergence of such methods via the available machinery for analyzing Markov
chains.
The adaptive random search schemes developed in Chapters 4 and 5 do not have a Markovian
structure, yet are globally convergent and capable to track the global optimum as it undergoes
random unpredicted jumps. These methods further allow correlation in the observations obtained via simulation experiments as long as the data from remote past and distant future
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are asymptotically independent. This is unlike most existing methods that assume simulation
data are stochastically independent, which is rarely true in many applications of practical interest. Finally, the proposed adaptive search algorithms assumed no functional properties such
as sub-modularity, symmetry, or exchangeability on the objective function. However, they are
simple, intuitive, and flexible enough to allow an end-user to exploit the structure inherent in
the optimization problem at hand, and also exhibit attractive empirical performance.
Chapter 4 proposed a smooth best-response adaptive search algorithm that was inspired
by the oldest, and perhaps most well-known, adaptive learning algorithm in the theory of noncooperative games, namely, stochastic fictitious play. As the name may suggest, the proposed
method relies on a sampling strategy that is of best-response type. That is, it keeps sampling
the candidate which is thus far conceived to guarantee the highest “performance.” This is an
appealing feature in simulation-based discrete stochastic optimization problems as one aims
to localize the globally optimum candidate with as little computational expense as possible.
Chapter 5, on the contrary, proposed a regret-based adaptive search algorithm that was of
better-response type. That is, it keeps sampling and evaluating all those candidates that have
been found promising based on the limited simulation data collected thus far. The adaptive
search algorithm in Chapter 5 was inspired by the regret-matching algorithms, similar to the
adaptive learning algorithm in Chapter 2.
One naturally suspects that algorithms of best-response type has to always outperform
better-response type schemes. Both the analysis and numerical evaluations in Chapters 4 and 5
showed that, somewhat surprisingly, by properly choosing the potential function in the sampling
strategy of the regret-based search scheme in Chapter 5, one could obtain quite similar tracking
and efficiency characteristics from both methods. Performance analyses revealed that, in both
schemes, the most frequently sampled candidate tracks the global optimum as it jumps over
time. Further, the proportion of experiments completed in a non-optimal candidate solution is
inversely proportional to how far its associated objective value is from the global optimum. The
numerical evaluations further verified faster convergence and improved efficiency as compared
with the existing random search, simulated annealing, and the upper confidence bound methods.
Motivated by the recent proliferation of social networking services for business use, these
adaptive search algorithms can be used in large-scale discrete optimization problems, where
the optimal solution is obtained by collecting observations from many separate sources [113].
One such problem is choosing influential sets of individuals to maximize the spread of influence
through a social network. This was first formulated as a discrete optimization in the seminal
work [178], which posed the question:
“if we can try to convince a subset of individuals to adopt a new product or innovation, and the goal is to trigger a large cascade of further adoptions, which set of
individuals should we target?”
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For more recent works in this area, the reader is referred to [71, 72].
Analysis Tools. Convergence analyses were done by borrowing techniques from several theories including: stochastic approximation, weak convergence, Lyapunov stability of dynamical
systems, and Markov-switched systems. The steps in the convergence analyses of the proposed
adaptive search schemes are highly technical, however, quite similar to the steps followed in
the analysis of the regret-matching adaptive learning procedure in Chapter 2, and the energyaware diffusion LMS algorithm in Chapter 3. Roughly speaking, the algorithms need time to
converge to the global optimum, and must retain a sufficiently large history of observations,
but not so large that variations underlying the discrete stochastic optimization problem are
“averaged out.”

6.3

Future Research Directions

There is much work left to be done in understanding, integrating, and utilizing the various
concepts in both game-theoretic learning and simulation-based discrete optimization due to the
new and fast changing trends in technology. The payoffs that arise from a good understanding
of these ideas are enormous, including a deeper understanding of social, physical, and biological
systems. An immediate direction for future work is the application of the theoretically developed
frameworks in both game-theoretic leaning and discrete stochastic optimization to the problems
in different fields that we sporadically mentioned throughout the thesis. We conclude with a
list of directions for potential future research along the lines of this thesis.
Best-Response Adaptive Learning for Decision Makers Forming Social Groups
The regret-based adaptive learning algorithm in Chapter 2 implements a better-response strategy that enforces all plausible decisions with positive probabilities. An interesting direction for
future research would be to develop best-response adaptive learning algorithms in the framework of regime switching non-cooperative games wherein decision makers form social groups.
One can then make a thorough comparison of these adaptive learning algorithms to understand
how each algorithm trades-off the simplicity in local behavior with the sophistication in the
global behavior. Of the many existing models of learning and evolution in games, the oldest
and best known is fictitious play that is of best-response type. Convergence analysis of bestresponse strategies to equilibrium notions, however, are usually challenging due to the inherent
discontinuity in dynamics.
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Global Behavior When Individuals Pursue Different Learning Rules
The main result of Chapter 2 asserts that, if every individual follows the proposed regret-based
adaptive learning algorithm, then the global behavior of the group of individuals is sophisticated in that their empirically averaged joint profile of actions belongs to the set of correlated
equilibria. Although, when designing a multi-agent system, entities can be programmed to follow the same learning mechanism, this assumption is quite restrictive, and overly simplifies the
behavior of humans when facing the same decision problems. Therefore, an interesting direction
for future research involves study of the global behavior emerging from decision makers following different learning rules. For instance, suppose some individuals follow the regret-matching
and others follow fictitious play. Can such a group of individuals coordinate their strategies
such that they achieve a global behavior that is as sophisticated as when they all follow the
same learning rule? In particular, can convergence to a game-theoretic equilibrium notion be
obtained in such case?
Adaptive Learning Procedures to Ensure Reaching “Better” Correlated Equilibria
The regret-matching learning algorithm has, interestingly, been considered in various applications of practical interest, where one has to make efficient use of the limited resources,
e.g., [112, 160, 185, 210, 280]. This is mainly due to the fact that it is both simple, and
can be carried out locally without the need to communicate with a central authority. In many
of these cases, regret-matching turns out to yield quite efficient results. It would be interesting to understand what exactly lies behind this apparent efficiency, as it does not follow from
the general understanding that, while there are correlated equilibria that are “better” than,
say, Nash equilibria, in general there are also “worse” correlated equilibria. This immediately
arouses one’s curiosity as whether it is possible to develop adaptive learning algorithms that
ensures convergence to a subset of the correlated equilibria set. And if so, is it possible to
ensure reaching the “better” subset of the correlated equilibria set?
Multi-Objective Discrete Stochastic Optimization
At the heart of any discrete stochastic optimization problem is not only uncertainty in evaluation of choices, but usually multiple evaluation criteria that often conflict with each other.
For example, in feature selection in machine learning, minimization of the number of features
and maximization of feature quality are two conflicting objectives. In such cases, optimizing
individual objectives do not, in general, lead to optimizing the global objective function. Largescale problems asks for decentralized and parallel optimization algorithms, whereby solutions
to small local sub-problems are coordinated to find the solution to a large global problem. An
interesting direction for future work is to combine diffusion strategies over adaptive networks,
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discussed in Chapter 3, with the adaptive search schemes of Chapters 4 and 5 to develop such
decentralized solutions for multi-objective discrete stochastic optimization via simulation.
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[8] S. Andradóttir. A method for discrete stochastic optimization. Management Science,
41(12):1946–1961, Dec. 1995.
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Appendix A

Sensor Network Model
We consider a network of K energy constrained sensor nodes, which are capable of short-range
wireless communication, and are equipped with vibration (e.g., acoustic) or electromagnetic
(e.g., visual) sensor components. They collect and process target readings, make local decisions
for activation control, and exchange data with neighboring sensor nodes using the ZigBee/IEEE
802.15.4 protocol.
Exact power specifications for various sensor node functions are given in Table A.1, as
derived from various sources, including the Crossbow Inc. Mica mote, and [4, 211]. In [211],
Lithium battery technology is specified to contain approximately 340 W h of energy per 1000
cm3 . Assuming an 8 cm3 battery pack, this yields 2.72 W h of energy. In view of Table A.1,
a completely active sensor node consumes up to 67 mW , while the power consumption in a
sleeping node drops to as little as 1% of this. A sensor node is therefore capable of roughly 41
hours of active operation, or 169 days of standby operation.
The ZigBee/IEEE 802.15.4 standard is currently a leading choice for low-power communication in wireless sensor networks. It employs a CSMA/CA scheme for multiple access data
transmission, and is used in sensor nodes such as the MICAz mote. Here, we focus on the unslotted CSMA/CA which is more energy efficient since the sensor node receivers do not need
to switch on periodically to synchronize to the beacon [266]. The IEEE 802.15.4 unslotted
CSMA/CA protocol is summarized below in Algorithm A.1 with default parameters given in
Table A.2. Time is divided into 0.32 ms units, which is the minimum time required to detect
an idle channel and prepare for transmission [57].
Despite the backoff algorithm, there may still be channel collisions. Therefore, transmissions
are acknowledged by the receiver. If a packet is not acknowledged within the required period,
TAFmax , up to three retransmissions will be attempted in subsequent frames.
The following model is due to [266], and is used to analyze the performance of Algorithm A.1.
Let q be the probability of a particular node transmitting at a given time. Assuming uniform
transmissions, q = TT X F , where F represents the number of transmissions per second, and
TT X = 8(D + H)/B is the packet transmission time. Here, D is the payload size in bytes, and
H and B are given in Table A.2. Let η k denote the number of active nodes in the neighborhood
of node k. The probability that the channel is clear in Step 2 is given by
p(η k ) = (1 − q)η

k −1

.

(A.1)
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Algorithm A.1 IEEE 802.15.4 unslotted CSMA/CA protocol
Initioalization. Set the number of backoffs performed N B = 0, the contention window size
CW = 0, and the backoff exponent BE = BEmin .


Step 1. Wait R time units, where R is drawn from a discrete uniform distribution on 0, 2BE .
Step 2. Perform a clear channel assessment (CCA) by listening to the channel.
2.1. If the channel is idle, transmit if CW = 0; otherwise, decrement CW and return to Step 2.
2.2. If the channel is busy, increment N B and BE to a maximum of BEmax , and reset CW = 0:
2.2.1. If N B ≤ N Bmax , return to Step 2.
2.2.2. If N B > N Bmax , report a channel access failure and discard the packet.

The probability of successful transmission s(η k ), and the average number of backoffs Nb (η k )
are then computed via [185, 209]

Nb (η k ) =

PN Bmax
n=0

PN Bmax

p(η k )(1 − p(η k ))n

(A.2)


(n + 1)p(η k )(1 − p(η k ))n + (N Bmax + 1) 1 − s(η k )

(A.3)

s(η k ) =

n=0

where N Bmax is given in Table A.2.
Define PT X and PRX to be the active transmitter and receiver power requirements. Table A.1 provides these values for the Chipcon CC2420 transceiver chipset. The average energy
required per transmission attempt is then
ETx (η k ) = Nb (η k )PRX (TCCA + TRX wu )
+ s(η k )(PT X (TT X + TT X wu ) + PRX (TRXwu + TAF ))

(A.4)

where TT X wu and TRX wu denote the transmitter and receiver’s warmup times, and are both
1.4 ms for the Chipcon CC2420 transceiver chipset.
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Table A.1: Power consumption for sensing, processing, and transceiver components
Device

State

Variable

Value (mW )

CPU

Sleep
Active

PCP U0
PCP U

0.3
24

Sensing

Sleep
Active

PS0
PS

0.1
10

Radio Tx

Sleep
-25 dBm
-15 dBm
-10 dBm
-5 dBm
0 dBm

PT X0
PT X

0.002
15.16
17.48
19.62
22.09
30.67

Radio Rx

Sleep
Active

PRX0
PRX

0.002
35.28

Table A.2: IEEE 802.15.4 standard values

Description

Variable

Value

Min. Backoff Exponent

BEmin

3

Max. Backoff Exponent

BEmax

5

Max. Number of Backoffs

N Bmax

4

Packet Header Length

H

33 bytes

Transmission Rate

B

250 kbps

CCA Time

TCCA

0.128 ms

Max. ACK Wait Time

TAFmax

0.864 ms

Mean ACK Wait Time

TAF

0.528 ms
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