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Abstract
Wireless sensor networks (WSNs) are becoming increasingly important as
they provide an ideal platform for monitoring and controlling physical environments. Starting from small match-box sized nodes to tiny coin-like
sensors a WSN promises to be the most ubiquitous information gathering
system produced.
Being tiny enables ubiquitous and pervasive sensing. However, this form
factor comes at the cost of severe resource constraints for the sensor nodes.
The nodes can accommodate only a certain amount of energy in the form
of batteries and can store and process only a small amount of data due to
its crippled size. Due to this reason, sensor networks cannot host more sophisticated applications and the mean time to failure, due to nodes running
out of energy, is also low. These are probably the main reasons why sensor
networks have not reached their expected potential. This thesis is an effort
to alleviate the energy problem of sensor nodes. We attempt to solve the
problem using different data and user centric models which can lead to a
multi-fold increase of life for the sensors. Most of the research till date has
aimed at micro-adjustments in the sensor hardware and software in order
to improve performance. These techniques, though beneficial, increase complexity, and are sometimes difficult to implement. The thesis demonstrates
simple techniques that can significantly improve energy-savings over and
above the micro-adjustment techniques. The thesis takes a radical point of
view and looks at higher level primitives that can be modified for certain
applications.
This thesis provides two energy reduction techniques. The first technique
involves aggressive duty-cycling of sensors while maintaining connectivity
and coverage followed by reconstruction at the base station. Significant
gains can be achieved when the sensed environment has correlation between
sensor readings. The second technique involves sampling interval scheduling depending on the utilization of the sampled data based on user queries.
While the first method ensures correct reproduction of the sensed environment, while reducing the burden on individual sensors, the second method
provides an optimal sampling frequency that regulates energy consumption
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depending on user demands.
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Chapter 1

Introduction and overview
1.1

Sensor network challenges

The use of sensor networks has been thoroughly studied in the past decade.
Even though considerable success has been made in gaining insight about
the computation and communication logic behind the sensors, there has not
been widespread implementation of this technology. The most probable reason behind that being the failure to sustain a deployment for considerable
time spans. Wireless sensor networks are an ideal platform for monitoring and controlling physical environments. Such networks, which typically
consist of battery-powered sensor nodes with limited computational power,
can be used in diverse applications such as wildlife and habitat monitoring [33], rainfall assessment [38], health assessment of civil engineering artifacts [31], volcanic and seismic activity detection [58] and transportation
monitoring [25]. Some of these applications often require the nodes to be
placed in not so easily accessible terrain which makes it hard for application
developers to replenish the node batteries once they run out of energy. In
such applications, it is critical that the life span of each node is elongated to
the greatest possible extent such that they can run for substantial amounts
of time before they are either replaced by new nodes or their batteries are
replaced/recharged.
Most of the applications for sensor networks run the risk of failure due
to nodes running out of energy. This problem arises because of the inherent
energy constraint the nodes. All nodes in a sensor network communicate
to a data processing unit called a sink node wirelessly. Since deployments
are large, these nodes have to rely on multi-hop communication to reach the
sink. The network forms a tree-like structure with the sink as the root node.
The tree structure indicates that failure of a node results in either a partial
outage or increased overhead on existing live nodes. It also indicates that
failure of a few nodes may stop the network from being operational. The
lifetime of each node in the network is hence crucial to sustain the intended
life span of the network and makes us think of designs that can be used to
elongate the life of the network.
1
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1.2

Background

How do we reduce energy consumption and gain higher lifetime from a sensor network while maintaining quality of service? Each node in the network faces mainly two overheads – computation and communication. It has
been shown that communication is the more energy sapping operation for
nodes [7] and many methods have been devised to reduce energy lost in
communication. Methods such as in-network aggregation [34] where data
packets are merged and sent to the sink, energy efficient routing methods [50]
where routing paths are selected such that they reduce the energy lost in
communicating have been investigated. From a hardware perspective, use
of faster processors have been shown to reduce energy lost in the sensors [8].
Many researchers have proposed the use of proper scheduling techniques
to reduce energy consumption. These include sleep-wakeup protocols [54],
MAC based protocols [42] as well as topology control protocols [40]. Others stress on data acquisition techniques such as hierarchical sampling [59],
viewing the sensor network as a database system [36] and others who design
an on-demand data supply system [36] to reduce energy consumption in the
network.
Most of these methods are effective in reducing the energy consumption
of a sensor network. However, some of them are complex and application
specific. If we inspect carefully, all these methods either deal with reducing energy consumed by a single node or aim for an efficient protocol for
communication or data gathering from the network. Specifically, we can
consider them as a tweak to one of the links in the chain of processes for the
sensor network and hence we describe them as Micro Optimizations.

1.3

Contribution of the thesis

The thesis addresses this most practical sensor network problem, how do we
increase the lifespan of a sensor network? As cited before, there has been
a lot of research aimed at achieving the goal we wish to achieve. However,
the pitfall in most of these methods is that they are targeted towards very
specific applications and are sometimes not compatible with other micro optimizations. Further, most Micro-optimizations lead to increased complexity. Low-level optimizations lead to increased complexity in software and are
difficult to implement across various sensor network platforms. Debugging
applications which use these optimizations is complex [56], making such optimizations hard to implement and maintain. It has also been shown that

2
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many of the protocol level Micro optimization techniques do not work well
in conjunction. The work on Integrating Adaptive Components by Heo et
al. [1] demonstrates this fact by providing a simple example where a routing
protocol and a MAC protocol prove to ve counter productive. The simplest
alternative to these methods seem to be adding extra batteries to the node or
invest in replenish-able energy sources such as solar charged batteries. The
first plan is interesting, yet it leads to increased size of the node which is not
desirable for many applications. The second method is still under research
and is expensive as well. In this thesis, we have pointed our attention towards broad and high level improvements in the energy management scheme
for sensor networks. These schemes are mostly triggered by optimizations
at the network and data access levels rather than node level and they accomplish multi-fold energy improvements over pre-existing schemes. The
optimizations do not take into account any node-specific attributes, neither
any routing or placement arrangements are taken into consideration. Since
we do not consider the internals of the nodes, our techniques are at a higher
level of abstraction and we call them Macro Optimization techniques. The
interesting option which comes with Macro optimizations is that all Micro
optimizations can be made along with these, which result in further energy
savings.

Figure 1.1: Optimization areas.

1.3.1

Duty-cycling and reconstruction

In the thesis, we have provided two Macro perspectives of energy management for sensor networks. Both the perspectives could lead to drastic
energy reduction for a sensor network deployment. In the first macro energy
management technique, we view the sensor network energy problem from a
3
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data gathering point of view which involves the nodes and the sink. The
main energy loss in a sensor network occur when the nodes send data to
the sink. While doing so, the nodes exhaust their batteries. If there were
a way to reduce communication for individual nodes in the network, their
lifespan could be increased. The most common solution to this problem is
duty-cycling. However, we identify that duty-cycling is only a part of the
whole process. Duty-cycling alone can reduce the load on a sensor network,
but increases uncertainty in terms of coverage and connectivity. To counter
this, we employ intelligent duty-cycling to achieve energy savings in a dense
network deployment. In order to sustain duty-cycling while maintaining
coverage and connectivity we come up with our own coverage and connectivity algorithms. We show that our connectivity and coverage algorithm is
near-optimal and works efficiently in a duty-cycled environment. In addition to duty-cycling in dense deployments, we point our attention to certain
applications where duty-cycling can be achieved even when the deployment
is not so dense. In such applications, the data sent by the sensors to the sink
can be further optimized. In sensing applications which measures physical
parameters such as temperature, humidity or Wi-Fi signal strength which
have high correlation between data sent by neighbours, we generally have
sensor nodes sending redundant information to the sink. Redundant information in this context refer to neighbour nodes sending similar information
or the data following a trend which makes it easy to interpolate. In such a
scenario, we have the advantage of duty-cycling a sparse deployment. We
demonstrate using compressed sensing techniques that it is possible to interpolate the missing data at the base station or sink with high accuracy.
Such techniques ensure that a large number of nodes can be switched off
every sampling interval and lead to greater energy savings.

1.3.2

Optimal sampling based on user queries

In the first macro optimization technique, we successfully reduced the number of nodes sending data while accurately representing the sensed field.
However, we were indifferent to the frequency at which the network is sampled, which is another deciding factor for the lifetime of the sensor nodes.
The frequency of sampling depends on the application’s quality of service
demands. In the second Macro technique, we move one level up in abstraction from our first optimization method and view the network from an
user’s perspective. The broad question we are trying to answer here is how
frequently should we sample the sensor network to meet quality of service demands from the user, assuming accurate representation of the sensing field
4
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from the sensor readings. To solve this problem, we analyse user query information and try to provide users with fresh data while trying to minimize
energy loss for the sensor network. Often, sensor networks are deployed
for applications which uses only the most recent information aggregated by
the sensors. In such cases, more than events occurring on the network end,
the time of arrival of user queries become the deciding factor that dictates
the sampling interval of the network. We study policies for sampling or
querying the network that provide a balance between data freshness and energy consumption. We specially investigate the use of statistical information
about the arrival rate of user queries to decide on optimal and sub-optimal
sampling schedules. We claim that in most applications, the arrival rate of
user queries can be represented as a known mathematical distribution and
once that is established, we can find an optimal scheduling strategy for this
distribution.
If we look at fig. 1.1, optimization-1 refers to our first macro technique
where our aim is to reduce communication of redundant information from
the nodes to the sink. In the second technique, marked as optimization2 in the figure, we attempt to reduce transmission of information that is
not relevant to the users of the system. In this scenario, we restrict our
operation to interactions between the sink and users. Since each of our
optimization technique work at different levels of the hierarchy in sensor
networks, they are essentially independent of each other and can be made
to work in conjunction without affecting each other. We believe that having
either of these techniques in place would result in significant energy savings.
In an ideal situation, we would like to view an application which makes use
of both our optimization methods as well as some of the micro techniques
where applicable. Such an infrastructure would hopefully alleviate the short
lifetime problem of the sensor network to a large extent.

1.4

Organization

The rest of the thesis is organized as follows. In Chapter 2, we introduce
our connectivity and coverage algorithm. To gain further savings from our
duty-cycling method, we introduce compressed sensing for reconstruction.
Detailed experiments follow demonstrating the combined effectiveness of
our algorithm with compressed sensing. Chapter 3 deals with the sampling
frequency problem where we show optimal schemes to sample a network
when user queries follow a known distribution. We conclude in Chapter 4
where we summarize our contributions and cite extensions of this thesis.
5

Chapter 2

Sleep scheduling and data
reconstruction in wireless
sensor networks
2.1

Introduction

Wireless sensor networks are an ideal platform for monitoring and controlling
physical environments. In such networks, nodes communicate with each
other and convey data periodically to a base station or fusion centre over
multi-hop wireless links. A first-order constraint for some applications is
the energy budget because the network may be deployed in harsh, and not
easily accessed, terrain. Application users would then prefer to maximize
the interval between returning to the sensing field to replace batteries.
The lifetime of a wireless sensor network can be maximized in several
ways. One obvious solution is to add more batteries to sensor nodes but
this approach leads to an increase in the form factor of the nodes, which
makes them unsuitable for several applications. An alternative solution is
to utilize a high density of nodes and employ only a fraction of these nodes
at any given time instant. This approach requires that we determine appropriate duty cycles for different nodes. This approach is also well suited to
the case when nodes may be equipped with rechargeable batteries and the
recharge operation (whether through solar energy or other harvesting methods) requires nodes to transition to an inactive state. A further advantage of
high-density deployments is fault tolerance because the redundancy present
in the system enables correct functioning even when certain nodes fail. As a
consequence of the advantages and technological feasibility of high-density
sensor networks, we will discuss methods that are well suited to lifetime
management in this scenario.
In particular, we determine near-optimal methods for duty cycling between sensor nodes so as to preserve coverage of the sensing field and connectivity between active nodes and the base station. Decentralized operation of

6
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sensor nodes is desirable because this limits the effect of failures. We therefore focus on decentralized methods for ensuring coverage and connectivity.
In certain applications where the data observed by different sensors is
correlated, as is the case when extracting thermal profiles of a region, one can
utilize a limited number of nodes and yet reconstruct the complete profile
through compressive sensing [22]. Thus, when data observed by sensor nodes
is correlated, duty cycling does not diminish the accuracy of data gathering.
We will emphasize the use of compressive sensing when appropriate to extend
network lifetime while acquiring data with acceptable error bounds. An
advantage of compressive sensing is that we can keep only a few nodes
active at every time instant even when node density is not high if the data
correlation is high. It is important to note that even when compressive
sensing is employed, we do need methods to ensure appropriate coverage
and a connected backbone to gather the sensed data.
Whereas the idea of duty cycling to save energy is not new, our central
contributions are to:
• develop a decentralized, and near-optimal, method for duty cycling
while preserving connectivity and coverage in the sensing field (Section 2.4),
• establish bounds on the performance of the node activation (sleep
scheduling) algorithm (Section 2.4.2), and
• utilize compressive sensing for reconstructing missing data in the appropriate scenarios (Section 2.5).
When describing our technique for selecting nodes to be active we also establish the hardness of obtaining optimal solutions to that problem. Our
methods extend the state of the art in sensor sleep scheduling (or duty cycling). In designing our techniques, we were guided by the need for simplicity
because implementation of algorithms for WSNs are often more challenging
than they may appear [56].
Through simulation, we are able to demonstrate that we can extend
the lifetime of certain networks by a factor of 5 while ensuring that data
quality is sufficiently high. While our methods are useful for a variety of
sensor network applications, they are not tailored for some situations such as
intruder detection and object tracking [49] that require fast response times
and where data correlation between sensors is poor.

7
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2.2

System model and assumptions

In our model of a wireless sensor network, we consider a set of sensor nodes
that can communicate with each other wirelessly. We assume that each
sensor node knows is location, either through GPS information or through
other well-studied techniques such as localization [23]. We make no assumptions about the topology of the network. In other words, nodes could be
distributed according to a regular pattern such as a grid or be distributed
randomly over the sensing region.

Figure 2.1: Sensor network with active nodes connected to a base station.

Each node can communicate with other nodes that are within its transmission region. Nodes within the transmission region of a node are called
its neighbours. Each node also has a sensing range, which determines the
area that it is able to gather data from.
In the network, a particular node is assumed to be the base station or
data sink. This node does not have energy constraints because it may be
connected to a permanent power source. The base station is computationally more powerful than other nodes in the network. This node is, however,
subject to the same communication constraints as other nodes in the network. Henceforth, we will use the term node to refer to nodes that are not
the base station, and we will use the term data sink or base station when
8
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we explicitly refer to this particular node.
We assume that nodes can be in one of two states: active or inactive.
In the active state, a node senses data and communicates with a subset of
its neighbours to ensure that the data is transmitted to the base station,
possibly over multiple hops. We do not assume that intermediate nodes
fuse data to reduce the size of data transmitted although data fusion of this
nature can be accommodated by the methods that we propose.
We assume that the network is connected if there is a path from every
active node to the base station, and all nodes on the path are also active.
The network provides full coverage if the sensing ranges of all active nodes
covers the entire sensing region. We do make the assumption that the initial
deployment of nodes provides complete coverage when all nodes are active.

2.3

Related work

Prior work on data gathering techniques for sensor networks have explored
various avenues [35, 36] to reduce the cost of acquiring data from a sensor
network. These include energy-efficient routing protocols [50], aggregation
techniques [14, 34] and data store abstractions [35, 36]. These schemes did
not adopt duty cycling but focused on reducing the energy cost of communication, and the gains achieved were limited because application-aware
duty cycling can explicitly transition nodes to an inactive state and achieve
greater energy savings. Researchers have also developed policies that use
transmission power regulation to provide energy savings [24]. These policies
require complicated MAC and routing protocols. Since our aim is to build
a system which is simple to implement, we try to avoid the use of such
complex protocols.
Sleep scheduling and duty cycling have been proposed in the past, and
the main goal is to preserve some level of connectivity and coverage among
nodes that are active. Whereas prior work has demonstrated the value of
exploiting low-power sleep states in sensor nodes [54], we have developed
a decentralized scheme for sleep scheduling that is configurable in terms of
the active neighbourhood size for any node. We also establish performance
bounds on our scheme. We gain knowledge from the previous body of work
on connectivity and coverage in sensor networks. While some papers stress
coverage [9, 51, 55], others stress connectivity [10, 13, 61]. Most of the
coverage techniques try to find a relation between the sensing range and
communication range of the nodes. Such results are relevant to our proof
for bounding the sub-optimality of the CC Algorithm.
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We employ compressed sensing when possible to reconstruct missing data
in a duty-cycled WSN. Compressed sensing has been applied in image processing [19, 53] for recovering dead and unreadable pixels from surrounding
pixels. Jarvis et al. [22] were the first to utilize this technique for sensor
networks. Jarvis et al. used compressed sensing to conserve bandwidth in a
WSN and did not tackle the problem of lifetime maximization.
Other work connecting sensor networks to compressed sensing [2, 4, 37,
44] has been directed at devising better reconstruction algorithms and have
tried applying compressed sensing to solve different shortcomings in sensor
networks. Quer et al. [43] tested these algorithms on real workloads but even
they did not articulate concrete implementation metrics and did not measure
energy savings. Other researchers have come up with compression schemes
that can be adapted efficiently with routing [18]; our work is different from
them in the sense that compression and routing are dealt with independently.
We present an algorithm that constructs a connected set of active nodes and
we assume tree-structured communication [52] to gather data at the data
sink.

2.4

Maintaining connectivity and coverage

Our initial goal is to ensure that, in a dense deployment of sensor nodes,
a sufficient number of nodes remain in the active state at any time instant
to ensure sensing coverage and network connectivity. Other nodes in the
network can transition to the inactive state and conserve energy. Apart from
requiring that nodes know their location (see Model), we assume that nodes
employ some light-weight time synchronization mechanism. We divide time
into discrete activity intervals and each node, according to a decentralized
decision-making policy, decides to be active or inactive in that interval. Only
active nodes can participate in sensing, processing, and communication. A
node can communicate only with neighbours that are also active.
The network has a distinct base station and all nodes should be able
to send data to the base station. The base station is assumed to be active
during all activity intervals. An active node should either be a neighbour
of the base station or should have at least one active neighbour that has a
path to the base station.
To ensure sufficient coverage of the sensor field, we also require that
every node (active or inactive) have at least one neighbouring node that is
active in each time interval.
We generalize the connectivity and coverage requirements through a pa10
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rameter γ. γ is the number of nodes that must be active in the neighbourhood of any sensor node v. γ = 1 provides basic connectivity and coverage
while γ > 1 is useful when more robust coverage and fault tolerance is required. The value of γ has a direct relationship with the fraction of nodes we
want to be kept active at any time instant. In section 2.4.7, we will discuss
more about the methods for deriving γ.
The properties that should be satisfied by the decentralized activity planning algorithm can now be listed:
• Each node v with γv neighbours must have at least min(γ, γv ) active
neighbours at any time instant. When deployments are dense γv  γ.
• The algorithm will guarantee node coverage – all active nodes will
be connected and every node (active or inactive) will have an active
neighbour.
• To ensure load balancing among nodes, the set of active nodes will
change from one activity interval to the next.

2.4.1

Decentralized activity planning

We now present a simple randomized scheme that preserves the properties we
desire. Randomization ensures that the set of active nodes changes between
activity intervals. The following steps are executed at each node v in the
network. Our scheme requires that every node v transitions to the active
state at the end of every activity interval, negotiates with its neighbours and
then determines its state for the next activity interval.
The following steps are followed at every node v:
1. Pick a random ballot bv where bv is a real number in the set [0, 1].
2. Broadcast bv and receive the ballots from neighbours. The neighbours
are denoted by the set γv . Let the set of ballots received be Bv .
3. Broadcast Bv and receive Bw from each w ∈ γv .
4. If |γv | < γ or |γw | < γ for any w ∈ γv , then stay active and terminate
the planning phase.
5. Compute Av = {w|w ∈ γv and bw < bv }.
6. Transition to the inactive state if the following two conditions are true,
else stay active.
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• Any two nodes in Av are connected either directly themselves or
indirectly through some node w within v’s two-hop neighbourhood such that bw < bv .
• Any node in γv has at least γ neighbours in their Av .
We shall refer to the algorithm just described as Algorithm CC (connectivity
and coverage). We shall now discuss the correctness of this algorithm and
then derive bounds on the sub-optimality of the algorithm.

2.4.2

Correctness

Algorithm CC ensures that any node v has at least min{γ, γv } active neighbours.
When γv < γ, then none of v’s neighbours will transition to
the inactive state. When γv ≥ γ then we shall establish the result by contradiction. Assume that for i ≤ γ the neighbour of v with the ith lowest
ballot transitions to the inactive state. Call this neighbour w. Aw will have
at most i − 1 nodes that are neighbours of v. Since i − 1 < γ, w cannot
transition to the inactive state thus resulting in a contradiction.
If the original graph was connected then Algorithm CC results in a connected graph.
We shall establish this result by contradiction. Suppose
that the output graph is disconnected. Add the deleted nodes back in the
graph in ascending order of their ballots, and let v be the first node that
makes the graph connected. By the time we add v, all members of Av are
already present. Moreover, nodes in Av are already connected since they
are connected by nodes with ballots at most bv . Let w be a node that was
disconnected from Av but gets connected to Av by v. This contradicts the
rule that v can sleep only if all its neighbours (including w) are connected
to at least γ nodes in Av .

2.4.3

Bounding the sub-optimality of algorithm CC

The problem of maintaining coverage and connectivity in a graph (network)
even for the special case of γ = 1 is NP-complete. This is seen by noting that
the problem when γ = 1 reduces to the minimum dominating set problem
that is NP-complete. A natural question to answer then concerns bounds
on the sub-optimality of the proposed algorithm. More specifically, if the
number of nodes kept active by an optimal algorithm is aopt , we would like
to know how far acc , the number of nodes kept active by Algorithm CC, is
from aopt .
Obtaining a bound on the sub-optimality is difficult in the general setting but we will study the particular setting when all nodes can directly
12
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communicate with all nodes that are within a surrounding disc of radius r
and when node density is sufficiently high.
For any γ ≥ 1, suppose n nodes are placed, uniformly at random, within
a region such that each node has (on average) at least 4(γ+log n) neighbours.
Then, with high probability, acc = O(log n)aopt .
We shall find a lower
bound on aopt and an upper bound on acc so as to estimate the sub-optimality
of Algorithm CC.
Let G be the graph of all nodes and let ν = 4(γ + log n) be the average
node degree in G. Applying Chernoff bounds, with high probability, ν/4 ≤
γv ≤ 4ν.
Let Gopt be the graph that is produced by an optimal algorithm. This
graph contains all nodes in G but all edges involving two inactive nodes
are deleted. In Gopt , each node has at least γ neighbours and therefore the
number of edges in Gopt is at least nγ/2. Further, since nodes in Gopt have at
most 4ν neighbours, the total number of edges is at most 4νaopt . Therefore,
we have
4νaopt ≥ nγ/2aopt ≥ nγ/(8ν).
Consider j = Cγn log n/ν for some appropriate constant C and run
Algorithm CC on graph G. Let b be the jth smallest ballot selected by
a node in G. We apply a lemma (Lemma 2.4.3) and note that all nodes
that drew a ballot greater than b are inactive w.h.p.. It is possible that
some nodes will ballots less than bj may also be inactive but this claim is
sufficient to establish a bound on acc , w.h.p.
By this claim, we have acc ≤ (Cγn log n)/ν = (8C log n)·nγ/(8ν) ≤
(8C log n)aopt . Therefore, acc = O(log n)aopt , w.h.p..
We shall now state and prove the lemma that we applied in the proof of
the sub-optimality theorem.
When we run Algorithm CC on a graph G, for some constant C, let
j = Cγn log n/ν and let b be the jth smallest ballot drawn by a node in G.
W.h.p., all nodes with ballots greater than b are inactive. We can view
the process of constructing G as one of first selecting node ballots and then
placing the nodes at random. Let v be a node with a ballot that is not in
the bottom j ballots. Let Dv be a disc of radius r around v. The average
node degree is ν, and therefore we have that each node is placed in Dv with
probability ν/n. Let Av be the active nodes around v and let A0v be the nodes
in Av with ballots in the top j ballots. Then, |A0v | is distributed according
to a binomial(j, ν/n) distribution. Applying Chernoff bounds, w.h.p., there
are at least x = jν/(4n) = (Cγ log n)/4 randomly placed nodes in Dv that
have ballots less than b (and hence have ballots less than bv ).
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Consider any two nodes u and w in Av , and let Du and Dw , respectively,
be discs of radius r around these two nodes. Define Dv/2 to be the disc of
radius r/2 around v; two nodes in Dv/2 will be neighbours. Because u and
w are in Dv , the areas of overlap between Du and Dv/2 and between Dw and
Dv/2 are each at least 1/12 of the area of Dv . Using the fact that |A0v | ≥ x
is logarithmic size, at least one node u0 (w0 ) lies within the intersection of
Du and Dv/2 (Dw and Dv/2 ). Additionally, u and w are connected by the
path u ↔ u0 ↔ w0 ↔ w. The expected number of nodes in A0v that fall in
the intersection of Du and Dv is at least x/3. Hence, using Chernoff bounds
again, w.h.p. any node u in Nv has at least γ neighbours from A0v . Thus,
w.h.p., all the conditions for node v to transition to the inactive state are
satisfied.

2.4.4

Energy optimizations

The decentralized activity planning method we have proposed is effective
in providing coverage and connectivity in a sensor network deployment. It
however requires local communication at every decision epoch. Every cycle,
a node has to communicate its ballot value bv and the set of received ballots
Bv to all its one-hop neighbours γv . In order to restrict this overhead, every
node v should be provided with:
1. The set of random number generator seeds Rv that is used to generate
ballots bv for all its one-hop neighbours γv .
2. The set of random number generators Rw from each w ∈ γv .
This indicates that every cycle, each node can calculate bw and Bw for all its
neighbours which relieves it from having to communicate the ballot values.
Since computation is a much cheaper operation than communication [7], we
end up being energy conservant.

2.4.5

Sleep scheduling in the communication disc model

A further optimization in Algorithm CC 2.4.3 can be achieved in case the
sensor nodes are placed along plain grids. In such regular distributions,
it is easy to divide the area into smaller sub-grids and try to maintain
connectivity and coverage in each sub-grid. Since we are now applying our
optimizations in smaller sections of known dimension and density, better
results can be obtained.
In this optimization method, we divide the entire sensed region into
smaller sectors. The sector size depends on the communication range of the
14
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nodes and are designed such that all nodes in the sector would be a one
or two hop neighbour to each other. This can be easily ensured using the
communication disc logic where each node v has a communication disc Dv .
Due of the regular grid pattern, we can ensure a certain number of nodes to
be present in each node’s Dv and hence decide on a sector size that asserts
our assumption. Since our algorithm maintains coverage and connectivity in
each sector, adjacent sectors can be assumed to be connected through one or
more nodes. This makes it possible for each sector to act as an autonomous
group and optimize behavior within itself. The connectivity and coverage
algorithm inside each sector is similar to the decentralized activity planning
algorithm with a few simplifications. Decision for the number of nodes to
be kept awake in a sector is made based on the value of γ as it was done in
the previous algorithm. For each node in the sector, there must be at least
γ active neighbours.
In this model, each node v
1. Is provided a random number generator seed rv which is used to generate its ballot bv .
2. Keeps track of the seed of all other nodes in its sector, Rv .
3. Calculates the set Bw for each w ∈ γv .
4. If |γv | < γ or |γw | < γ for any w ∈ γv , then stay active and terminate
the planning phase.
5. Remaining steps are the same as in the CC algorithm.
This distributed algorithm does not involve message exchange between
the nodes and hence remains energy efficient. After certain intervals, which
are usually long, the nodes exchange heartbeat messages to sync their seed
information with other nodes in the same sector.

2.4.6

Simple coverage scheme

The previous schemes are valuable in case strict coverage and connectivity
between the nodes is necessary. However, if strict coverage is not required,
a simpler scheme might prove useful. We call this our Simple Coverage
Scheme. In this scheme, each node v:
1. Is provided with a random number generator seed rv , which is used to
generate its random ballot bv (a positive integer in this case).
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2. Is provided with a set of random number seeds from all other nodes
in its sector, Rv . (Similar to the sub-grid optimization, the nodes are
divided into sectors.)
3. Is provided with λ, λ = 1/f where f is the fraction of nodes desired
to be active for the application. Once a node generates its ballot bv ,
it performs modulo operation with λ to decide whether to wake up or
not. (For example, if bv mod λ = 1, wake up.)
4. If bv mod λ 6= 1,
• Compute Av = {w|w ∈ γv and rv mod λ = 1}.
• Compute Cv = {w|w ∈ Av and |Aw | = 0}.
• If |Cv | = 0, then sleep.
• If |Cv | > 0, for each w in Cv check all possible neighbours in the
sector that can wake up to become a neighbour of w. If bv is the
lowest among all neighbours which are not a part of Av , wake up,
else go to sleep.
The Simple Coverage Scheme reduces computation for active nodes in
each cycle compared to the sub-grid optimization. It also involves minimum
communication, similar to the sub-grid optimization. However, this algorithm can only guarantee basic connectivity, as it does not ensure nodes
with multiple active neighbours. Coverage is maintained through randomization.

2.4.7

Finding the value of γ

While using the decentralized connectivity and coverage algorithms, we
based our assumption on the fact that the system has knowledge about γ,
the number of active neighbours for each sensor node. However, calculating
the value of γ is complicated and requires knowledge of several parameters.
The value of γ is critical to the amount of energy savings, the accuracy and
robustness of the sensor network deployment. To decide on a value of γ,
we provide two simple strategies. Depending on the information available
during deployment, we can use one of the following techniques to judge and
distribute a value of γ to all the sensor nodes.
We present detailed description of the strategies that can be used to
calculate γ.
The average neighbour strategy: In this method, we need knowledge of the percentage of nodes that are required to stay active for every
16
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cycle. This fraction value f is generally derived from compressed sensing 2.5
or calculated from the intended lifetime of the sensor network application.
In this strategy, we must derive the average number of neighbours for a node
in the network. This can be done at the set-up phase, if all nodes broadcast their one-hop neighbour count γv to the sink. The average number of
neighbours, γavg can be calculated from the values of γv transmitted to the
sink. γ can then be calculated as: γ = |f × γavg |. Generally, in a deployment which provides a duty-cycling option, we can expect that the value of
γ  γavg .
The fraction neighbour strategy: This is similar to the average
neighbour strategy. We must derive the value of f as was done in the
previous method. This value of f must then be distributed to all nodes in
the network. Each node calculates its own γ from its neighbour count γv
as: γ = |f × γv |. An important outcome of this scheme is that it results in
different values of γ for different nodes in the network. This is contradictory
to our connectivity strategy which assumes that the value of γ is fixed.
However the CC algorithm can easily accommodate variable values of γ.
All steps in the CC Algorithm remain the same except for the 2nd part of
the last step (6) where each node needs to check if each of its neighbour
have their individual γ number of neighbours awake for a particular cycle.

2.5

Compressed sensing basics

Having discussed how we can maintain connectivity and coverage in conjunction with sleep scheduling, we now consider the use of compressed sensing
for data reconstruction in certain sensor network applications. The advantage of compressed sensing is that we can reconstruct the reading of the
inactive nodes in the sensing field with high accuracy. This allows us to
deactivate a larger number of nodes while duty cycling and extract higher
energy saving. Compressed sensing [16] relates to the problem of solving a
system of under-determined linear equations where the solution is supposed
to be sparse, i.e., y = Ax, where x is a sparse signal.
In the above equation, y is a compressed version of x. x can be considered
to be a one dimension vector of length N while A is a matrix of size M ×
N , with M < N . In general, an under-determined system has infinitely
many solutions but it has been shown that if the solution itself is sparse,
it is typically unique. Given enough time and computational resource, it is
possible to solve the said problem by a brute force search. Mathematically
it is represented as:
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min||x||0 subject to y = Ax
Unfortunately this is an NP hard problem [16]. However, solving the
inverse problem by this method requires lesser number of equations. Compressed Sensing has proved that the said inverse problem can be solved by
the following convex relaxation of the NP hard problem,
min||x||1 subject to y = Ax
The l1 -norm is the tightest convex envelope of the NP-hard l0 -norm.
This optimization problem can be solved by linear programming. It has
been shown that intermediate between the NP hard (l0 -norm) problem and
its convex relaxation (l1 -norm) lies the following non-convex relaxation [12],
min||x||p subject to y = Ax, 0 < p < 1
It is possible to solve the above non-convex problem and the number of
equations required to solve it is intermediate between the NP hard (l0 -norm)
and the convex (l1 -norm) problem. The only issue theoreticians arise is that
the non-convex problem may not converge to a global minima. However,
practically this had never been the problem and this sort of non-convex
methods give much better results than their more popular convex counterparts. Our evaluation results confirm this fact.
Practically, the actual signal is never sparse, but has a sparse representation in the transformed domain (Fourier, DCT, Wavelet etc.). In such a
scenario, the inverse problem can be framed as,
y = AS’z
where z = Sx, x = S’z, S being the sparsifying transform. Therefore the
corresponding optimization problem is:
min||z||1 subject to y = AS’z
This formulation has been the basis for nearly all compressed sensing
applications in signal processing.
From the data acquisition perspective, the reading from all the N nodes
in the network is represented by x. The sink will receive only readings
from the sensors that are active, which is the vector y. Since the sink has
knowledge about the nodes that has transmitted, it would have information
of the transformation matrices and hence can compute the original matrix
x from the transmitted values.

2.6
2.6.1

Experiments
Evaluation of connectivity algorithms

In order to test the coverage and connectivity algorithms, we built a simple
simulator. The simulator accepts the co-ordinates of all the nodes in the
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network and the desired fraction of awake nodes as inputs. To test the CC
Algorithm, we select a random placement of nodes over a sensing region. For
the sub-grid optimization and the Simple Coverage Scheme, we consider a
regular grid structure. We consider average neighbour strategy for neighbour
assignment.
We ran experiments to verify effectiveness of the Simple Coverage Scheme.
The simulator first outputs the initially active nodes and then the nodes that
needed to wake up in order to maintain connectivity (Fig. 2.2).
We also conducted tests to compare the performance of our different
connectivity and coverage algorithms. We found it difficult to compare our
scheme with other connectivity algorithms since most of them have different
objectives. Different objectives arise from the fact that the parameters we
provide to our algorithm is unique and different from any other algorithm.
To provide a simple comparison, we considered two different flavours of our
algorithm – the CC Algorithm and the Simple Coverage Scheme. Each of
them accept similar inputs but work differently. Such a comparison help
users to decide which algorithm they want to implement.
In order to compare performance, we choose the number of awake nodes
produced by each algorithm at the end of a cycle as the metric. For the
same input parameters, the algorithm producing the lower number of nodes
to maintain connectivity is an obvious winner. However, it is not clear
which algorithm performs better as we can see from our experiments with
the test data (Fig. 2.3). It seems from the results that the Simple Coverage
Scheme generally performs better than its counterpart when the number of
neighbour is high. It is upto us to decide the algorithm to be used. However, depending on the topology of the network and the required sparsity, a
conscious decision can be made based on the results published here.
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(a) Before Connecting

(b) After Connection

Figure 2.2: The first figure shows the sensors that were turned on in a
particular instant. Blue dots represent inactive sensors and reds indicate
active sensors. The first figure represents the first phase of coverage where
random nodes are selected for wakeup. The second figure is similar to the
first except that the connectivity algorithm has been applied on it, hence a
few extra sensors can be found awake. The sensors marked with grey circles
indicate some of the sensors that were awaken by the connectivity algorithm.
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(a) Transmission Range=2

(b) Transmission Range=4
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(c) Transmission Range=8

Figure 2.3: The three figures compare the performance of the simple coverage
scheme and the decentralized activity planning algorithms. In all the figures,
plots of total number of awake nodes are made against the fraction of nodes
which are awake for different values of γavg . All nodes were placed on a 256
by 256 unit length grid with a total of 829 nodes placed randomly. To test
the system for various different kinds of deployment, plots have been made
for different transmission range for the nodes which results in a different
average number of neighbours. The first figure has been plotted for average
number of neighbours = 9 with transmission range = 2 units. The second
and the third figure have been plotted for transmission range = 4 and 8
units respectively.
We also tested the bounds of the CC algorithm at different concentration
of nodes in the sensing region. The same experiment would also establish the
fact that the size and density of the network would stress the performance of
our CC algorithm. In order to test our algorithm, we considered a 256 by 256
grid and varied the density or number of nodes in the area. For each node
density, we varied the value of γ to see how the CC algorithm would react
to varying application demands. As expected, the results (Fig. 2.4) conform
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to an increased number of awake nodes as the deployment becomes sparser.
The number of neighbours for a given node, γv decreases with sparsity and
we see that from some point, all nodes need to stay awake to support the
value of γ set for that network. We also illustrate that the fraction of nodes
that are awake also increases as γ is increased.

Figure 2.4: Fraction of total nodes vs total number of nodes at different
values of γ

Connectivity test
To prove that the connectivity algorithm is effective in reducing discontinuities in the network, we added a module to our simulator to test connectivity.
In this test, we consider the same set of nodes that was used to illustrate
the connectivity and coverage algorithm. At the end of a given cycle, we
randomly pick nodes and test if there is a path to the sink from this node.
The algorithm works in accordance to the following steps:
• For the randomly chosen node, find all awake neighbours in transmission range. Let the awake neighbours for node v be represented by a
set Av .
• For all w, w ∈ Av , calculate their distance dw from the sink S.
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• Choose a neighbour node ws such that for all w, w ∈ Av ,dw is the
minimum.
• Replace v with ws
• Continue till v or ws is a neighbour of the sink, S.
• If there is a break in any of the above steps, connectivity is not maintained.
We ran exhaustive tests on the nodes to prove that all our connectivity
algorithm does not leave behind isolated nodes.

2.6.2

Evaluation of compressed sensing

Once connectivity and coverage issues are factored in the network, we conduct experiments to test the effectiveness of compressed sensing for reducing
energy consumption in sensor networks. To apply compressed sensing, we
test our data acquisition scheme on synthetic as well as real data traces.
We first describe how we generate the test data and then apply compressed
sensing techniques to interpolate missing data. We present detailed graphs
to show how applications would decide on their compressed sensing parameters.
Data generation
We use data generation techniques used to obtain synthetic traces. There
has been a lot of research aimed at generating accurate sensor network traces
since having an actual deployment is not always feasible. We choose one such
tool developed by Jindal et al. [28] to build our datasets. The method for
generating these synthetic traces have been validated against sensor traces
from actual deployments such as the Intel lab data trace [27] and the S-Pol
radar dataset [48].The data generation tool follows a mathematical model
to capture the spatial correlation in sensor network data. The tool can be
used to generate a wide range of synthetic traces showing different levels of
correlation. We use different levels of correlation between the network data
to simulate a wide range of possible deployments. Correlation among data
translates to different physical phenomenon being monitored. As it seems
evident, a major advantage of using a synthetic data generator is that it
can mimic several types of sensor network applications. Actual data only
covers one example of data that it monitors. Apart from this, a synthetic

24

2.6. Experiments
generator can create a large or a small network in terms of number of nodes
which can test out the compressed sensing algorithm thoroughly.
Results
We used the synthetic data generator from the previous discussion to generate the sensor data and used compressed sensing to retrieve back missing
values from the sensor data. In our experiments, we tried to change the
correlation between data in each of the synthetic datasets and also tried
changing the value of P during reconstruction to test the accuracy of reconstruction at various values of P . For each of the different values, we plotted
the normalized mean square error versus the fraction of sensor values being
used for reconstruction.
For highly correlated data, the NMSE is similar for different values of P
if we have 20 percent of the sensors sending back data to the base station.
Beyond this point, P =1 produces increased error compared to lower values
of P (Fig. 2.5). For medium and low correlations, we can see that as the
correlation of the data decreases, the NMSE increases. For most of the cases,
having the value of P below 1 shows lower reconstruction error. Beyond the
point where 80 percent of the sensors are missing, P =1 produces much
higher reconstruction error compared to lower values of P .
We demonstrate the change in error with varying correlation values(Fig. 2.6
and 2.7). It is evident that with higher correlation, the NMSE is lower. Also
lower values of P give better results compared to P =1.
From the results presented in Fig. 2.8, we can see that though the correlation among data points is not too high yet with 20 percent of the nodes
sampling, we get a near-exact reconstruction of the original signal.
Regardless of the values of P and the correlation factors, one fact is evident from the results. For most sensor network deployments, we can take
readings from a small fraction of nodes and reconstruct the missing node
values without sacrificing accuracy. The fraction of nodes that is required
depends on the error tolerance for the application. However, as we can see
from our results, if 20% of the nodes in a deployment send back data to
the base station, we can reconstruct the readings from all other nodes with
very small reconstruction error, given we have a sufficiently large dataset.
With this mechanism, energy consumption in nodes can drop to one-fifth of
traditional data acquisition methods in sensor networks. We can expect the
life time of each node to be 5 times longer than usual which is enormous
compared to current standards.A question that remains unanswered is the
overhead at the base station for running our reconstruction algorithm. Is
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it possible to run frequent reconstructions every time the sensors send back
data? Overhead at the base terminal is quite critical as it determines the
frequency with which the sensors can operate. If the time taken to reconstruct the missing values is really large, it impacts the frequency at which
readings can be taken. Since the t ime for reconstructing the data at the
base station is proportional to the size of the network, a large network will
require larger reconstruction time than a smaller network. Needless to say,
reconstruction time will also depend on the processing hardware. The application developer must decide the sampling frequency of an application
while keeping these details in mind.

(a) Low Correlation

(b) Medium Correlation

(c) High Correlation

Figure 2.5: Normalized mean square error versus fraction of sensors transmitting data for various correlation values.
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Figure 2.6: Normalized mean square error versus fraction of sensors transmitting data for various value of P (P=1,0.8).

Figure 2.7: Normalized mean square error versus fraction of sensors transmitting data for various value of P (P=0.8,0.6).

Actual data
Testing with synthetic data provides us with very accurate results even when
the percentage of active sensors is low. To test the system on actual data,
we ran compressed sensing on on actual sensor data. This gave us insight
to expected results when compressed sensing is applied on real applications.
We tested our algorithms on wifi data collected at the Stevens Campus and
published in [43]. Since the actual values of the sensors were not available, we
decided to scale down the image to a 32 × 32 grid and ran compressed sensing
reconstruction on it. Fig. 2.9 shows the actual scaled and the reconstructed
versions of the wifi data. The reconstruction is done with 10 percent active
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(a) Original Data

(b) Sampled Data

(c) Recovered Data

Figure 2.8: The first figure shows the original data. The second image is the
sampled data with 20 percent of the sensors sending back data to the base
station. The third figure shows the recovered data using our reconstruction
algorithm.
sensors and P = 0.8. Though the mean squared reconstruction error is 14
percent, as the number of sensors is increased to 20 percent, the error drops
to 7 percent.
It is difficult to compare our improvement in efficiency with other wireless
systems. In several other wireless applications, efficiency is measured as
throughput of the network per joule of energy consumed [47]. However, such
a metric is not appropriate for defining efficiency of our compressed sensing
algorithm. In our case, throughput is measured through the accuracy of the
reconstructed data while energy cost is measured through the fraction of
nodes kept awake. To gain higher throughput or accuracy of reconstruction,
a larger fraction of nodes need to stay awake.

28

2.7. Software modifications

Figure 2.9: Scaled and reconstructed wifi signals from the Stevens Campus.
Only 10 percent of the nodes’ data is used for reconstruction.

2.7

Software modifications

To implement our coverage and connectivity algorithm and the compressed
sensing reconstruction scheme on an actual sensor network system, we would
need to make a few system level changes. The operating system running on
the nodes needs to provide added support for the connectivity module while
the base station would have to run the reconstruction algorithm every cycle.
We studied some of the commonly used WSN operating systems and decided
to investigate the added components required in LiteOS [6] to implement
our CC Algorithm. Since LiteOS allows configurabilty, it allows different
protocols to be implemented as threads running on the kernel. For example,
the routing and MAC protocols are implemented as LiteOS threads. To implement the CC Algorithm, each node should store its own random number
generator seed and the value of γ. The connectivity thread should be able
to access the random seed associated with each node and also maintain a
neighbour table listing the position and seed of each neighbour. In LiteOS,
a neighbour table is maintained by the routing protocol, the connectivity
thread could choose to use this table or create its own. Implementing our
system on other operating systems should be similar.

2.8

Limitations of compressed sensing

We have managed to demonstrate a data management scheme that can lead
to huge savings in many sensor network deployments. For WSNs that monitor some natural phenomenon with smoothly varying distributions, compressed sensing can produce multi fold increase in life time of individual
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nodes. Though most sensing applications fall under this category, a few
may not. For example, an intrusion detection system which needs to be
highly reliable may not be the best application where compressed sensing
can be applied. Also, systems that generate extremely random signals cannot apply compressed sensing due to low correlation in the generated signal.
Localization applications which try to track objects [49] do not fit well into
the compressed sensing model as it needs to act instantaneously and every
data sample is of utmost importance.
Further, the compressed sensing system needs a sufficiently large network
to work. For example a grid having 20 nodes may not be the best network to
test compressed sensing. Since we mainly focus on natural phenomenon, we
assume that the network would be sufficiently large to allow our algorithm
to select a low percentage of nodes and reconstruct without significant error.

2.9

Extensions

We believe that using our coverage and connectivity algorithm in conjunction with compressed sensing would lead to significant gains in most sensor
network applications. However there are several extensions that could make
our system even more robust and efficient. At the moment we believe that
fairness, in terms of distribution of load on the nodes is done through random assignment. However, a more optimal scheme could be devised in order
to make load distribution dependent on energy content of individual nodes.
Such energy-aware sampling has already been implemented in IDEA [11]
and Peleton [57], where nodes share energy states resulting in efficient sampling schemes. Our system could incorporate these ideas as well. If nodes
were to store energy states of the neighbours, a selection of energetic nodes
could be made over the worn out ones. Further discrepancies creep in when
nodes allow energy harvesting (for example, solar charging). In such cases,
some nodes would inherently have more energy than others and it should be
our aim to utilize the more energetic nodes compared to others.
In our scheme, we consider that sampling rate is constant, however for an
application which is dependent on event occurrence rates, further optimizations could be made. For example, an animal habitat monitoring system
might experience more movement at day time compared to night. In such
cases, the sampling rate could be increased during the day and decreased at
night. Some applications depend on user query rates, the sampling rate of
such applications could be controlled by the sink depending on number of
incoming requests. We shall discuss more about this in Chapter 3.
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While reconstructing the original data using compressed sensing, we ignore quantization errors. In many cases, sensors send digital data which
means that they can only send data packets in certain quantization steps.
Such discrete steps lead to inherent error in the sampled data. Such errors add to the reconstruction error when we are computing the NMSE
for compressed sensing making our calculatiions erroneous. If we were to
consider quantization errors while calculating the reconstruction error from
compressed sensing, more accurate results can be obtained.

2.10

Conclusion

We have presented a framework that can be used to elongate the life of
a sensor network deployment. We have proved that our CC Algorithm is
near-optimal and successfully maintains coverage and connectivity in a sensor network. Combining our CC Algorithm with compressed sensing, we
promise significant energy savings along with robustness over a well connected selection of sensor nodes. Experimentally, using simulation and test
data, we have demonstrated the effectiveness of our scheme. We have also
provided hints at how to employ our system on actual sensor software. The
next big step for us would be to test our scheme on an actual system. A large
deployment with a significant number of nodes which monitors some physical phenomenon having significant correlation would be the ideal platform
to demonstrate our scheme.
Two important aspects of our scheme are simplicity and effectiveness.
We have made our scheme as simple as possible such that it can be easily
adopted. From the point of effectiveness, we point out the amount of energy
savings leading to increased lifetime of sensor nodes that can be extracted
using a combination of our CC Algorithm and compressed sensing. Such
energy savings are not possible using other micro optimization techniques.
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Chapter 3

Optimal sampling based on
user queries in sensor
networks
3.1

Introduction

Sensor networks are often deployed for applications which use only the most
recent information aggregated by the sensors. In such cases, the time of
arrival of user queries become the deciding factor that dictates the sampling
interval for the network, more than events occurring on the network end.
The question that arises is how often should we query the network so that
users do not get stale data. However, one should also try to minimize the
energy loss associated with querying the network. To answer this question,
we investigate the use of statistical information about the inter-arrival time
of user queries in order to decide on an optimal sampling schedule. Our
sampling policies are optimal from the point of view that they provide a
balance between data freshness and energy loss due to querying.
Many sensing systems are based on data that is only useful at real time.
The performance of such systems will depend on the frequency and distribution of user queries. A simple traffic control system can be used to
demonstrate the problem we are trying to solve. Let us consider that traffic
is monitored using sensors which send back data to a data processing centre.
Car drivers can lookup this information and decide to take a route which is
less congested. The main quality of service parameter for such an application
is data freshness. If the application delivers stale data, an user may receive
information regarding a junction being traffic free which over the delay interval has become congested. This shows that stale data makes the system
useless. However, if the application starts monitoring traffic conditions at
short intervals, it provides information of excellent quality but the energy
lost in communicating the traffic states to the data processing center significantly reduces the lifetime of the sensors. Further, if only a few cars are
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interested in the traffic conditions, the energy spent in gathering the precise
data is wasted. If the traffic control system were to track the number of user
queries and match it with the quality of data, a much more efficient system
would result. The same principles are true for several systems where a data
collection center aggregates information and users utilize this information.
The underlying network can be considered to be a sensor network or any
system that involves a certain cost for aggregating and sending data to a
centralized data processing unit.
Our approach to designing a data collection system, which responds to
user queries is a three step process. In the first step, we analyse statistical
information regarding the arrival of queries. Next, we associate a cost to
data staleness and energy lost in network querying. Finally, we find a tradeoff that is optimal for the given system. In order to compare the costs
incurred by our system, we associate certain weights to the querying cost
and the staleness penalty and try to optimize the sum of these weighted
values.
The system specific to this project, is a wireless sensor network(WSN)
which consists of sensor nodes monitoring a sensing field. The nodes send
their reading regularly to a data processing unit or sink which is in turn
queried by users. Every time the nodes send data to the sink, they incur
a cost which reduces the lifetime of the nodes. The sampling instants are
fixed by the data processor. A larger interval allows the node to sleep and
save energy, while a smaller interval increases the application’s precision.
A key success parameter for our project is the distribution of user queries.
In case the user queries follow an unknown distribution, it becomes complicated to model and decide on a strategy that yields optimal performance.
However, in most cases, the arrival times of user queries can be modelled
some known distribution which can be analysed. After analysing the distribution, the sink decides on an optimal sampling interval. The intervals are
designed such that the delay between data aggregation and query arrival is
minimized, leading to a reduction of data staleness. To decide on a sampling
interval, the sink evaluates the statistical information related to the arrival
time of the user queries and decides on a new sampling interval. The new
sampling interval is communicated to all nodes which can turn off their radio
and save energy during the interval. While we develop optimal strategies for
sampling and querying the network, our energy saving methodology is totally orthogonal to other methods that can be used to conserve energy. Such
methods which lead to energy savings such as device driver optimizations
[30], energy-efficient routing protocols [50] could be used in conjunction with
our methods. In order to regulate the emphasis on data freshness, we allow
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application developers to choose a delay penalty factor. If the criticality of
fresh data is high, a higher cost is incurred for data staleness. The system
then reacts to keep the data staleness cost to a minimum.
While optimizing the energy budget for the WSN, we make the following
contributions.
• Describe a general framework that can be used to make trade-offs between energy lost due to querying and delay penalty cost when replying
to user requests.
• When user queries follow a simple distribution such as a Poisson distribution, we show that a periodic sampling is optimal. For periodic
sampling, we find an optimal sampling rate that minimizes the cost for
the system. We extend our solution to the scenario when user queries
follow multiple Poisson processes.
• We identify the best policy when user queries follow a hyperexponential distribution. We demonstrate methods to take optimal decisions
using dynamic programming. However, the way to arrive at an optimal decision is computation intensive and hence we present suboptimal
strategies.
• We demonstrate using experiments that our sub-optimal strategies are
nearly as good as the optimal solution in terms of performance.
In this chapter, we focus on scheduling sampling intervals for a WSN.
The methods identified are general and are applicable to any scheduling
problem where there is a cost imposed by delaying an action and a cost
involved in taking an action. The WSN is treated as a black box (The data
store in fig. 3.1) which incurs energy loss when queried. Any other system
that incurs a cost to supply data can be used to replace the WSN.

Figure 3.1: Our data processing system answers queries from the users and
schedules sampling intervals on the data store.
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3.2

System model and assumptions

Wireless sensor networks are envisioned to be used extensively for several
applications such as industrial control [41], traffic condition monitoring [26]
and many others. Each WSN consist of several sensor nodes that can communicate with each other wirelessly. A particular node is assumed to be
the base station or data sink. This node does not have energy constraints
because it may be connected to a permanent power source. The base station is computationally more powerful than other nodes in the network.
Henceforth, we will use the term node to refer to nodes that are not the
base station, and we will use the term data sink or base station when we
explicitly refer to this particular node. Energy is a first order constraint for
sensor nodes. Since most of the sensor nodes run on batteries, the life span
of each node is limited. Applications for WSNs should be designed to keep
communication between the nodes to a minimum, since communication is
the most energy consuming operation for the nodes [7].
To minimize energy loss due to communication, the nodes send their
sampled data back to the sink after certain intervals. During this interval, the nodes turn off their radio and transition to a low-power inactive
state. The interval at which the nodes need to wake up is decided by the
sink, a longer interval results in more energy savings. If the sensors have
to sample at fixed periods, the sink notifies the nodes of the sampling interval and all the nodes follow this schedule (We assume that the sensors
use a time synchronization technique [20].). This limits the communication
between the sink and the sensor nodes and hence saves energy. In case the
sampling interval keeps varying, the sink notifies the sensors regarding the
next sampling instant. We assume that there is some existing protocol for
transmitting data from the nodes to the sink which is not of much interest
to our scheduling problem.
In our model, we assume that all queries are answered by the sink itself
and the sink does not issue requests to the nodes to retrieve the latest values.
Further, the time at which the sink queries the network is not significant; the
only interesting point is when all the data is returned to the sink. We do not
consider latency between issuing queries and data retrieval, however it can
be incorporated in our model. Our aim is to provide the user with the latest
data. We assume that the data for the queries come from a fixed number
of nodes in the network. This assumption is important as we consider the
querying cost to be fixed and does not vary with user queries.
For the application users, the entire network is abstracted to a data
store [36] from which data can be retrieved when queried. An important
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assumption in our model is that the WSN encounters a fixed energy cost
every time it sends data to the sink. All overheads for the network are
included in this cost.

3.3

Related work

Our work on scheduling sampling intervals in sensor network networks is
unique. We do not have knowledge of any previous body of work that uses
user query information to schedule sampling intervals for sensor networks.
However, we gain insight from scheduling approach used in other fields. We
also use information on mathematical distributions and use them to model
user query inter-arrival time.
Though data freshness is not so well researched in the sensor network
community, it is better known in real-time systems. There is an existing
body of work on scheduling which consider data freshness as a quality of
service parameter [45, 60]. It is important to note that we try to strike
a balance between energy consumption and data freshness. Most of the
systems till date have tried to optimize for either of these which resulted in
a rather different scheduling protocol compared to ours.
Liu et al. [32] have devised predictive sensing strategies for the sensors
tailored to serve different applications where sensors have to switch from high
to low sampling rates in order to save energy. Such switching of sampling
rate relates to the frequency of events sensed by the sensors. Our system
can be considered to have a similar architecture where we switch depending
on the distribution of user queries. The work on query interval scheduling
by Gopalakrishnan [21] is relevant to our scheduling problem. While their
idea is to predict the arrival time of events to enable prompt sensing, we try
to predict user query arrival times to provide them with fresh data.
Other work on sampling rates for sensor networks is also relevant to
our project. Some of these related projects focus entirely on communication
constraints and assume that sensor networks are continually backlogged with
data – Bandyopadhay et al.[3]. Work related to real time query scheduling
is also related to our project. Chipara et al. [15] in their paper describe how
to approach conflict-free transmission schedules for real time queries. Work
on sleep scheduling by Keshavarzian et al.[29] and Cao et al. [5] demonstrate
strategies useful for energy saving without concerning data staleness.
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3.4

Problem description

We aim to provide users with fresh data subject to the constraint of reduced
energy consumption. Users query a data sink which replies with the latest
data it has procured. The sink node in turn queries the sensor network
and gathers the most up to date data. In order to achieve the best balance
between data freshness and energy consumption, we try to model a query
scheduling scheme that provides optimized results.

3.4.1

Problem formulation

Let us consider a network having a single data sink. Users query the network
through this sink which also decides the sampling interval for the network.
It can sample the network at regular intervals or could set a new sampling
time depending on the frequency of users querying the network. In this
model, the sensor network incurs two costs, the querying cost Cq and the
delay penalty Cd . Our model is similar to most financial models which try
to balance two contrasting costs. This is true for most demand and supply
systems. Our system similarly depends on two costs – staleness and energy
loss. A balance of these two costs result in optimal behaviour.
Fig. 3.2 represents a typical time graph depicting arrival times of user
queries and the sampling intervals. User queries are denoted as tui for the
ith user query while the sampling instants are represented as tsj for the
j th sampling instant. Let us represent the time between successive user
query arrivals as τi s.t., τi = tui+1 − tui . To formulate the system cost,
let us consider an interval of time t = 0 to t = T . In this interval, let
us query/sample the network n times. Each of these sampling instants are
represented as tsj , where j = 0,1,2,3... n.

Figure 3.2: Simple timeline graph demonstrating sampling and event arrival
times.
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The cost for querying the network is given by Ec for each sampling
instant and total cost for querying the network over time T is represented
as Ec × n. (Given that there are n sampling instants within time T .) Our
aim is to come up with an optimal querying interval (tsj+1 − tsj ).
Let us represent the j th interval as tj . During this interval, multiple
user queries are made to the system which are denoted by the set {tui }.
Depending on the staleness of data available to each user query, the system
pays a delay penalty proportional to (tui − tsj ). For the interval tsj to
tsj+1 , let us consider there were m user queries. The system cost during the
interval can then be represented as:
Cj = Kq Ec + Kd

Pm h
i=1

tui − tsj

i

(3.1)

In the above equation, Kq and Kd are the querying and delay constants. The
value of these constants should depend on the application. For example, an
application which has low energy budget should choose a high value of Kq
while a system which is sensitive to supplying stale data should choose a
high value of Kd .
By choosing an appropriate value of Kq and Kd , users can provide weightage to the staleness penalty or energy loss for a given system. In fact, we
can show that the expected staleness can be bounded within certain limits
as well. However, no hard bound on delay can be provided because the
optimal sampling rate depends on the user arrival process. If hard bounds
on the delay have to be provided, a dynamic approach like ours would not
work. One would instead look at simpler sampling strategies such as periodic sampling such that for any given distribution of user queries, no query
would ever cross the staleness bound.
Over the total time span T, the system incurs a cost
C(T ) = [Kq Ec ]n + Kd

Pn

j=1

Pm 
i=1

tui − tsj



(3.2)

Now, if we considered the desired optimal querying interval to be a fixed
value ts , Number of sampling intervals,
n = T /ts .
For a given time interval, considering periodic sampling, the cost function
can be written as
Ci = Kq Ec T /ts + Kd

P P 
T

ts

tui − tsj



(3.3)

Since the user queries follow some probabilistic model, instead of computing
actual values, we use expected values to represent the cost function. The
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expected cost can then be represented as:


E [C] = E [Kq Ec × n] + E Kd

P P
T

ts tui



(3.4)

In equation3.4, we have a cost function that can be used to model any
probabilistic distribution of user queries. Let us now look at policies that
can be used to decide on an optimal sampling interval using the above
equations.

3.5

Decision making

In the above model, we show that the cost of the system can be considered
to be comprising of two components, a delay penalty and the querying cost
per cycle. To minimize the system cost, the sink decides the next sampling
time at the end of each interval. A decision-making policy must take into
consideration the type of distribution and the history of user queries made
to the system. If periodic sampling is the optimal policy, the sink decides
on the optimal interval and communicates this value to all the nodes. When
a new decision needs to be taken at the end of every interval, we choose
dynamic programming, which is a natural choice to solve decision making
problems. In the dynamic programming model, at the end of every sampling
interval ts , a decision is taken regarding the next sampling instant. In the
formulation, tu represents the arrival time of an user query. The optimal
cost function can be represented as shown below:
∗
C ∗ (ti ) =min
li+1 ≥0 {E [C (ti )] + P (tu ≥ ti+1 ) C (ti+1 )}

where li+1 is the length of the i + 1th interval. The cost function for a single
interval can now be represented as:
C (ti ) = Kq Ec + Kd (tu − ti ) 1 (tu ≤ li+1 )

(3.5)

Kq Ec is the querying cost for a single interval.
ti is the start of a sampling interval.
ti+1 is the start of the i + 1th sampling interval. We use the indicator
function 1(.) to represent the scenario when there are no user queries within
an interval. In our model, we consider a single user query as a boundary
condition. If no user query arrive in a given interval, a new sampling interval
has to be enforced.
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3.6

Analysis for poisson user query arrival

When the user query arrival intervals maintain a pattern, we can predict the
next sampling interval with high accuracy. For example, if the user queries
follow a Poisson distribution with some arrival rate λ, we could arrive at a
strategy to optimize the cost of our system. When the inter arrival times
τi are exponentially distributed, the query arrival rate λ can be used to
completely characterize the distribution. We can also claim that decision
making at each stage is independent of the prior stages as the Poisson process
is memoryless. Hence the optimal schedule for this distribution defaults to
periodic scheduling with intervals of equal length.
Once we know that the optimal strategy for this problem is fixed interval
sampling, we can use equation 3.3 to solve this problem.

Figure 3.3: Simple timeline graph for poisson event arrival.

We show a simple example of user query arrivals within a sampling interval in Fig. 3.3. In the figure, x is the interval between the first sampling
instant and the first user query’s arrival time. Since the user queries follow
a Poisson distribution, the interval between any two queries tui and tui+1
follow an exponential pattern with some arrival rate λ. In equation 3.3, we
can substitute the expected delay penalty as:
E

hP

n−1
i=1 tui

i

= E[n] × E[tui ]

Now, tui = x +

Pn−1
j=1

Zj

where, Zj is an exponential random variable. Therefore,
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h

E [tui ] = E x +

Pn−1
j=1

Zj

i

Since, x is the time from the arrival of the first user query, we can consider
that x is also exponentially distributed with the same λ. This means that
E [tui ] can be written as:
E [tui ] = E

hP

n
j=1 Zj

i

Expected cost of a sum of exponentially distributed random variables can be
written as λts × 1/λ and E [n] = λts . The cost function can be now written
as:
E [C] = Kq Ec T /ts + Kd × λt2s × T /ts
In order to find the minimum cost, we consider the first order differential
0
E [C] = 0
0

E [C] = −Kq Ec T /t2s + Kd × λT = 0
ts =

3.6.1

q

Kq Ec
Kd λ

(3.6)

Multiple poisson arrival in parallel

In our initial discussion on Poisson event arrival, we evaluate a situation
where user query arrivals follow a single Poisson distribution. A natural
extension to this problem is the scenario when event arrivals follow different Poisson arrival frequencies. If we follow our previous methodology, the
optimal strategy would be to have different sampling intervals for each arrival rate. However, from an implementation and energy efficiency point
of view, a single uniform rate is much more desirable. In this discussion,
we will demonstrate that it is better to have a single sampling rate rather
than interleaving intervals at different rates. We also show that the single
sampling rate performs better in terms of energy efficiency in comparison to
the multiple sampling rate strategy.
Let us start with the simple assumption that query arrivals follow two
independent Poisson distributions with arrival rates λ1 and λ2 . Let us initially assume that the delay penalty Kd for each of these distributions also
remains the same. Following equation 3.6, we have the sampling intervals
for the two processes as:
ts1 =

q

Kq Ec
Kd λ1
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q

ts2 =

Kq Ec
Kd λ2

Let us now consider that we have a single sampling rate. Even if we have
event arrivals following multiple Poisson processes, our sampling decision
still remains memoryless as each sampling interval is indistinguishable from
the other. Hence, we decide on periodic sampling. The energy consumption
formulation remains the same, which is:


E [C] = E [Kq Ec T /ts ] + E Kd

P P

ts tui

T



P

where ts tui is sum of delay caused by user query arrivals from two different
Poisson arrivals with inter-arrival rates λ1 and λ2 . Since the two event arrival
processes are independent of each other, we can use the theory of Linearity
of Expectations [39] to show:
E

hP
n−1
i=1

i

tui = E

hP

x
j=1 Zj1

i

+E

hP

y
j=1 Zj2

i

where x and y are the number of events of rate λ1 and λ2 in the sampling
interval ts . Also note that x + y = n. Replacing expected values with actual
values and considering ts to be the optimal sampling interval, we get
E

hP

n−1
i=1 tui

i

= λ1 × t2s + λ2 × t2s

The total energy consumed over time T equates to:
E [C] = Kq Ec T /ts + Kd

2
T ts {λ1

P

+ λ2 }

E [C] = Kq Ec T /ts + Kd T ts {λ1 + λ2 }
For an optimum global sampling rate ts , let us consider the first order deriva0
tive, E [C] = 0. Solving this equation provides us with the value of ts as:
ts =

q

Kq Ec
Kd (λ1 +λ2 )

The above expression represents the sampling interval when we have queries
following two independent Poisson inter-arrival rates. Generalizing this
equation to n different Poisson arrivals would yield ts as:
ts =

r

Kq Ec
P
n

Kd (

i=1

λn )

If each of these n arrivals were to be associated with a different delay penalty
factor Kdn , it is trivial to prove that:
ts =

r

PnKq Ec
i=1

Kdn λn
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Experimental validation
In this section, we will try to prove that the single sampling interval is
actually better than the multiple querying interval. To test this we consider
a system that has Ec = 1 and we change the values of λ1 and λ2 to check
how the performance varies.

Figure 3.4: Cost vs λ1 /λ2 for different ratio between kq and kd

As it is evident from Fig. 3.4, the cost incurred after deciding on a single
sampling interval is always better than having multiple different sampling
intervals.

3.7

Analysis for hyper exponential user query
arrival

Though a majority of user query processes can be categorized as being Poisson, there are definitely a lot of processes that do not conform to a simple exponential distribution and exhibit long-tailed behaviour. To model
such processes use a hyper-exponential distribution [46]. The hyperexponential distribution is characterized by parameters λ = {λ1 , λ2 , λ3 , ..λm }
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and q = {q1 , q2 , q3 , .........qm }. This represents an hyperexponential distribution having m phases with the probability of the process being in phase i is
given by qi . Events in phase i follow a Poisson distribution with rate λi .

3.7.1

Preliminaries

Let us consider that we have a known instant of time, t and the predicted
next sampling interval is of length l in time. We assume that the next user
query arrives at some time instant τ . When τ follows a hyperexponential
distribution, we have
P (τt > t) = P (τ > t + l|τ > t) =

P (τ >t+l)
P (τ >t)

where τt = τ − t
Pn
−λk te−λk l
Pnqk e −λ t
= k=1
q e k
k=1 k

=

Pn

k=1 Zk

(q, l) e−λk t

where we define
−λk t
q e−λj t
j=1 j

Zk (q, l) := Pnqk e

, k = 1, 2, ., n.

Following the definition of Zk (q, l), we observe that nk=1 Zk (q, l) = 1 and
Zk (q, l) > 0. From this observation and the characterization of τt in the
above equation, it follows that τt is a hyperexponentially distributed variable with parameters λ and Zk (q, l). This description of τt suggests that
we view Z (q, l) as a distribution transform: it transforms a hyperexponential distribution into another hyperexponential distribution with the same
rate parameter λ but different phase probabilities. Using the definition of
Zk (q, l) we can show that Z (q, l1 + l2 ) = Z (Z (q, l1 ) , l2 ). In other words, z
is composable and we can denote Z (Z (q,
l) , l) as Z 2 (q, l) and, as a natural

m
m−1
extension, Z (q, l) = Z Z
(q, l) , l . Now, if we define U (k) to be an
n-dimensional vector with the k th element taking the value 1 and the remaining elements being 0. We define I (q) as the smallest index k such that
qk > 0. Using these definitions, we state the following:
For a fixed q, and with λ1 < λ2 < λ3 ... < λn
P

lim z n (q, l)
n→∞

= U (I (q)) [21]
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As a consequence of this proposition, when the gap between successive sampling increases, the likelihood of the phase in the hyperexponential distribution with the smallest rate grows. Further, the weight, ( element of the
q vector) of this phase approaches 1. It seems that after a sufficiently long
sampling interval, the optimal strategy would be to schedule sampling periods assuming only the phase of the hyperexponential distribution with the
smallest arrival rate.

3.7.2

Optimal scheduling strategies

As we can see from the discussion above, for an hyperexponential process,
the optimal scheduling strategy corresponds to one for a Poisson arrival
process with rate λ1 i.e the smallest arrival rate. However, this decision
is only optimal after a sufficiently long time. In the earlier stages, we use
dynamic programming to decide the next sampling interval. The first step
in finding a solution to the dynamic programming problem for the optimal
sampling time, l∗ is to restrict the action space to upper and lower bounds.
For this specific reason, we provide bounds on the choice of a sampling
period.
Proposition.It is sufficient to consider sampling intervals between the
interval [0,lmax ] where
q
lmax =

Cmax −Kq Ec
Kd mink λk

(3.7)

and
Cmax = Kq Ec + Kd maxk λk
Proof. In order to derive the maximum cost, we considered a policy that
samples the nodes every unit time. The maximum cost for such a scheduling
policy per sampling interval could be described as
C = Kq Ec + Kd

P

t=1 [tui ]

For maximum cost, the hyperexponential distribution must be in its highest
λ, therefore the maximum cost
Cmax = Kq Ec + Kd maxk [λk ]
For the given scheduling policy, Cmax is the highest price that can be incurred by the system. Now for any system, it is trivial to perform better
than this maximum cost Cmax . So, in order to find lmax , we use the following
formulation.
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2
Cmax = Kq Ec + Kd mink [λk ] lmax

The above equation yields
lmax =

q

Cmax −Kq Ec
Kd mink [λk ]

Let us now formulate our dynamic programming problem. For a discretetime MDP over a given state space and considering non-negative costs, we
have
C ∗ (t) =min
l≥0 {Kq Ec + Kd

P

t tui

1 (τt ≤ l) + P (τt ≥ l) C (t + l)}

In the above equation, τt = tu1 − t, or the arrival time of the first user query
from the start of sampling. τt is also hyperexponentially distributed with
parameters λ and Z (q (0) , t). One can obtain the minimum cost and the
optimal scheduling policy using value iteration [17], and by using the fact
from
 our
 previous proposition that Z (q (0) , t) asymptotically converges to
U Iq(0) . For the value iteration, we use
(

Cj+1 (t)

=

min
l≥0

Kq Ec + Kd E

#

"
X

tui 1 (τt ≤ l)

t

+P (τt ≥ l) Cj (Z (q (0) , t))}

(3.9)
and we can use C0 (.) = 0 to initiate the iteration. The iterations asymptotically converge to the optimum [17]
C ∗ (t) =lim
j→∞ Cj (t)
Using value iteration at each decision making epoch, however, imposes a
high computational cost because we have to explore all possible states and
it is not a practical method. We will therefore concentrate on alternate
suboptimal strategies that are easier to implement.

3.7.3

Sub-optimal policies

Memoryless policies
Since optimal results derived from dynamic programming is highly computation intensive, we look for suboptimal strategies to compute the length of
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the next sampling period. In this problem, we consider memory-less policies
which take decisions without considering the history of events. Similar to
Poisson arrivals, the expected cost function for hyper exponential process
arrivals can be represented as:
E [C] = E [Kq Ec T /ts ] + E [Kd

P P
T

t tui ]

Let n be the number of user queries between sampling and m be the number
of phases for the hyperexponential distribution.
E

hP

n−1
i=1 tui

i

= E[n] × E[tui ]

Now, tui = x +

Pn−1
j=1

Zj

Here, Zj is an hyperexponential random variable. Similar to the Poisson
query inter arrival analysis, we can make the assumption that for a memoryless process, the variable x follows the same hyperexponential distribution
as Zj . This simplifies the above equation as:
E [tui ] = Pm ts

PK
K=1 λK

×

PK
K=1 λK

Pm

E [n] = Pm ts

PK
K=1 λK

E [C] =

Kq Ec T
ts

d ts T
+ PK
PK
m
K=1 λK

0

For optimal ts , we consider E [C] = 0 which yields the value of ts as:
r

ts =

Kq Ec

PK
K=1 λK
Kd

Pm

(3.10)

As the above equation is based on attributes which are constants for
a given system, the sampling period can be easily derived. However, it is
important to note that memoryless strategies would never achieve equivalent
energy savings compared to the optimal dynamic programming model.
Two-stage policies
In the memory-less policy for deciding the optimal sampling period, we decide on a fixed sampling period and adhere to it. However, a better approach
is to use a mix of dynamic programming and memoryless strategies. In the
two-stage method, the first stage involves a dynamic programming decision.
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The following stages employ a memoryless strategy. This reduces the cost for
the system, bringing it closer to optimum compared to a completely memoryless strategy. The computation cost for the two-stage policy is much less
compared to the optimal scheme where calculations had to be performed for
every stage.
In this scheme, we divide the entire sampling space into smaller time segments with n sampling instants in each segment. Let the sampling durations
be denoted by {l1 , L2 , L3 ....Ln }. where l1 is the sampling interval discovered
using dynamic programming and the remaining Lj , j ∈ n follow the memoryless policy. The size of n is decided depending on the accuracy vs computation tradeoff. A smaller value of n would imply more accurate/efficient
sampling intervals in lieu of increased computation. The optimal cost for
the first interval is given by:
∗
C1∗ (0) =min
l1 ≥0 {c(0, l1 ) + P (τ > l1 ) C2 (l1 )}

(3.11)

where C1∗ (0) represents the cost for the first stage while C2∗ represents the
cost for the second stage which can be found using the memoryless policy.
We can use equation 3.11 and dynamic programming to derive the length
of the first interval l1∗ and the lengths of the other n − 1 intervals follow the
memoryless policy. Thus, the computation overhead of applying dynamic
programming is incurred every n − 1 cycles. Depending on the value of
n, the system will perform closer to optimality at the cost of increased
computation.

3.8

Evaluation

In the previous sections, we have discussed several methodologies for scheduling sampling intervals for different distribution of user queries. In this
section, we compare these policies with the help of some experiments to
demonstrate how each scheme performs relative to the other. In the process
of experimenting, we also gain insight on how these policies change depending on the rate of arrival of events and how much weight we allocate to delay
penalty over sampling cost.

3.8.1

Numerical results

In order to test performance of our various sampling techniques, we selected
arbitrary values for the query arrival rate and varied them over a large
range to show the change in performance. The general methodology that
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we followed was to compute sampling interval or cost (depending on which
was appropriate) while varying the value of λ or the ratio between Kq and
Kd . For the cost incurred every sampling instant, we considered a fixed
value of Ec .
Poisson arrivals
For Poisson inter-arrivals, we studied the variation of sampling period as we
modify λ for different values of the the ratio kq /kd (Fig. 3.5). As expected,
the value of the sampling period decreases as we increase λ. The variation of
kq /kd affects the value of λ which is also expected as per equation 3.6 for the
optimal sampling period. The trend with expected cost( 3.7) reflects variation of an opposite fashion compared to sampling intervals, when measured
across varying values of λ. As the sampling interval decreases, the cost of
the system increases. We also conducted experiments to show the trend of
optimal sampling interval when the ratio between kq and kd is varied while
the value of λ is kept fixed(Fig. 3.6). The interesting observation made here
is the increase in system cost when query penalty is high. This leads us to
the conclusion that though we associate a cost for delay, the querying cost
holds the more important role in deciding the system cost.

Figure 3.5: Sampling time with varying values of lambda – poisson distribution
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Figure 3.6: Sampling time vs kq/kd – poisson distribution

Hyperexponential arrivals
To evaluate the hyper-exponential inter-arrival time, we consider a hyperexponential distribution with the following parameters: λ = 0.2, 4, 10 and q
= 0.05, 0.3, 0.65 . To measure optimal sampling, we consider a time interval
of 100 units and use finite horizon dynamic programming to decide the best
sampling strategy. We acknowledge that the policy is computationally intensive and difficult to implement, however it provides a benchmark for the
other sub-optimal policies. We evaluated the different sub-optimal schemes
to figure out which one performs the best. We compared the memoryless
policy with the two stage policy (with n = 10) alongside the optimal policy.
From the experiments in Fig. 3.8, we can see that the two stage policy performs much better compared to the memoryless policy. Compared to the
optimal policy, the two-stage policy is not far behind in terms of system
cost.

3.9

Conclusion

We have demonstrated strategies for sampling a sensor network to balance
the cost between data staleness and query scheduling. We show that if
user queries follow a certain distribution, the sampling intervals should be
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Figure 3.7: Cost vs lambda – poisson distribution

designed to provide users with fresh data and at the same time, keep the
cost of sampling to as low as possible. We show that choosing an arbitrary
sampling interval when deploying the system may not take into consideration
the pattern of user queries and hence prove inefficient. However, if the
system reacts to user queries, a much more efficient system results.
We have restricted our study to two different query inter-arrival distributions. We try to discover optimal sampling intervals when user query
inter-arrival times follow a Poisson or hyperexponential distribution. We
believe that these two distributions can be used to model several kinds of
distribution of user queries. However, other distributions could also be researched into. As an extension of this work, a phase-type distribution could
be investigated. A phase type distribution is perhaps the most general
form of distribution which can be considered for event arrivals. However, it
involves more variables compared to a Poisson or hyperexponential distribution and hence computation becomes complex. We suggest that the method
used to come up with a solution is more important than the mathematical
distribution itself. The same methods will be applicable for any distribution(including phase type) though the approach to solve the problem might
be slightly different.
An important additional task would be to look at how to implement
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Figure 3.8: Cost vs kq/kd for different hyper-exponential sampling policies.

this system for an actual application. One of the first steps would be to
quantify the energy cost for each sampling query. Though this is not a
simple task to perform, an average value can be arrived at. The next step
would be to study the pattern of user queries and decide on a representative
distribution. This can be done by studying the past patterns and come up
with a predictive model. The values of kd and kq are also critical and can
be changed at different times of the day in order to accommodate different
user query patterns and priorities. Once we analyse the above parameters
and set values for each, our system is sure to provide energy savings.
In this work, we have outlined the simplest energy balancing strategies
to use while deploying a sensor network. It is the first step as a guidance
to a system developer. Putting these ideas to practice is probably the next
big challenge. The simplicity of this scheme makes us believe that the ideas
can be easily implemented. The biggest contribution from this chapter is
successfully identifying the cost associated with querying and the cost associated with delayed response and then finding a way to balance them. This
is not only helpful for a sensor network but is also generic from the point of
view that it can be applied to any system that incur similar overheads.
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Chapter 4

Conclusion
4.1

Introduction

We started our thesis with the aim of reducing energy consumption in sensor networks. We proposed to build high level optimization techniques that
would produce a large improvement of lifetime for sensor nodes over present
standards. We stress that since micro optimizations have not yielded the
life-span expansion required to make sensor networks a more acceptable
technology, it is time to pursue radical changes to save energy in sensor networks. In this thesis, we show two such changes which are mainly overlooked
by other micro-optimization techniques.
The broad questions that we have answered in this thesis are:
• In certain applications, sensors send redundant data to the sink. How
do we reduce this?
• All the data that is sensed and sent by the sensors may not be useful
to the users. How do we reduce needless sensing?
From our perspective, more than making an efficient sensing system, reducing unnecessary energy loss can lead to higher gains in the network. We
show using our techniques that multi-fold increase in the lifetime of nodes is
possible. Another important aspect of our technique is that we try to keep
the changes required in existing sensor network systems to the simplest possible. Both our techniques are simple to understand and implement. This
makes our scheme adoptable to any software or hardware platform. In fact,
our second technique is generic enough to be applicable to applications other
than sensor networks.

4.2

Summary of contribution

In our first optimization technique, we show that deploying a dense network
of nodes and efficiently duty-cycling it could lead to high energy gains. We
propose algorithms that maintain connectivity and coverage over a network
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of nodes that are being duty-cycled. Such a network ensures energy savings
as well as accuracy. In certain cases, where correlation exists between the
data sent by neighbouring nodes, further savings can be achieved through
compressed sensing. Compressed sensing is used to reconstruct the data
from the nodes that were not active in a given cycle. We demonstrate using
experiments that in a suitable compressed sensing environment, the sensed
values from all the nodes in the network can be recovered with high accuracy
even when only 20 percent of the nodes are active. Of course, compressed
sensing does not require a dense deployment, it requires a sufficiently large
one. When only 20 percent of the nodes are required to represent the entire
sensing field, we should be able to increase lifetime of the nodes by a factor
of 5 while maintaining accuracy, coverage and connectivity. Of course, these
results are idealistic when we consider fair switching of nodes and a suitable
compressed sensing environment.
In our second optimization technique, we seek to optimize information
processing in real time applications for sensor networks. Certain applications
which are based on user queries face the choice between quality of service
in terms of data freshness and energy consumption. We show that such
a system is governed by the rate and distribution of user queries. If the
incoming queries can be modelled as a mathematical distribution, an optimal
sampling interval or a decision making process can be formulated. We show
that having such processes in place would be efficient in decreasing the
energy loss in the network due to frequent sampling.
Since our optimization techniques work on independent sections of the
sensor network, they can be combined to produce the ideal system. Our
simple scheme allows most of the micro optimization techniques to be applied
in conjunction. Our hope – such a system will elongate the lifespan of sensor
networks to acceptable levels such that it can be used in applications which
demand a longer lifespan from the nodes.

4.3

Future work

We consider that this thesis could be the stepping stone to a new method of
energy conservation in sensor network research. As we pointed out before,
we have tried to eliminate redundancy and energy wastage while continuing
to provide adequate quality of service for WSN applications. The next step
for us would be to look at better data reconstruction techniques which can
model data evolution. Such techniques would work in scenarios where the
correlation between data points are time-varying. Further, for the usage54
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centric approach to lifetime improvements, one can seek to model more
general usage patterns that could be described using phase-type distributions. We also note that it would be of value to model energy harvesting
techniques when planning duty cycles and query schedules.
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